
  
    
  
Icons
Icons are drawable resources. Except when they are mipmap resources.
And except when they are multiple resources, combined together at runtime
to create an image with a “squircle” background. And…
Are you confused yet?
In theory, setting up icons for your app would be quite simple, and for
years that was the case. Nowadays, setting up an app icon is unnecessarily
complex, though at least Android Studio has an Asset Studio tool
to try to make it a bit simpler.
In this chapter, we will explore what it takes to set up one of these
app icons.
App Icons… And Everything Else
Each app has an icon. This is used for places like the list of installed
apps in Settings. Traditionally — and to reduce user confusion — this
icon is also used for the home screen launcher.
Google has been making this icon increasingly complicated over the past few years:

	App icons are mipmap resources, while everything else is a drawable
resource

	Android 7.1 introduced the concept of a separate “round icon” that an app
can have, which would be used in place of the regular app icon on certain
Android 7.1 devices… then dropped this feature with Android 8.0

	Android 8.0 introduced the concept of “adaptive icons”, where you have
to provide separate “foreground” and “background” images, mostly so that
certain home screen launchers can shape the background image as they want
(square, round, “squircle”, etc.)


Most other icons — other than notification icons –
are comparatively straightforward.
Creating an App Icon with the Asset Studio
If you right-click over pretty much any directory in the Android Studio
tree, the context menu will have an “Image Asset” option. This is also
available from File > New > Image Asset. This brings up the Asset Studio,
to help you to assemble icons.
By default, the Asset Studio has its “Icon Type” drop-down set for
“Launcher Icons (Adaptive and Legacy)”, which is how you set up an app
icon nowadays:
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Figure 55: Asset Studio, As Initially Launched
The overall name for your launcher icon is found in the Name field, above
the tabs. The default is ic_launcher, and unless you have a good reason
to change it, you are best served by leaving it alone.
Foreground Layer
What you would ordinarily think of as your icon is what Android Studio
and Android 8.0+ refer to as the “Foreground Layer”. The Asset Studio
starts on the Foreground Layer tab for you to configure this layer.
Your icon can come from three main sources:

	Some image of your own design, which you would load into the Foreground
Layer tab by selecting the Image radio button, then clicking the “…”
button next to the Path field, to browse your development machine and
find that image

	A piece of canned clip art, which you would choose by clicking on the
“Clip Art” radio button, clicking the “Clip Art” button to choose the image,
and clicking the Color button to choose a color to apply to that image:



[image: Asset Studio, Showing Clip Art Options]

Figure 56: Asset Studio, Showing Clip Art Options

	A letter or two, which you would choose by clicking on the Text radio
button, filling in 1-2 letters in the Text field, choosing a font from your
development machine in the adjacent drop-down, and clicking the Color button
to choose a color to apply to the font:



[image: Asset Studio, Showing Text Options]

Figure 57: Asset Studio, Showing Text Options
For all three of these, you can:

	Choose the name to use for this image, in the “Layer Name” field

	Choose, via the Trim radio buttons, whether to remove all transparent
space from the edges of the image (“Yes”) or not (“No”)

	Resize the image from its default size


That latter choice is particularly important, as you need to keep your
foreground layer content within the “safe zone”. That shows up in the previews
as a dark gray circle. So long as your foreground layer is in the safe
zone, you should not have to worry about any launcher accidentally cutting
off part of the layer when it renders your app icon.
Background Layer
In the preview area, by default, you will see a blue-green grid behind your
foreground layer. That is the default background layer. If you would like
to use something else, click the “Background Layer” tab:

[image: Asset Studio, Showing Background Layer]

Figure 58: Asset Studio, Showing Background Layer
Your two main options are:

	a flat color

	an image of your choosing (akin to the foreground, where you click the “…”
button next to the Path field to pick the background image)


The background needs to be designed to be cropped into a variety of shapes,
such as those shown in the preview (circle, various rounded forms of squares,
etc.). Hence, outside of flat colors, typical backgrounds will be gradients
or simple patterns, such as the default grid.
Legacy
On Android 8.0+ devices, the foreground layer, background layer, and launcher-chosen
shape (e.g., squircle) combine to create your app icon.
On older devices, the app icon is whatever you choose it to be, where the Legacy
tab helps you decide what that is:

[image: Asset Studio, Showing Legacy Options]

Figure 59: Asset Studio, Showing Legacy Options
The most important legacy option is the “Legacy Icon (API <= 25)” section.
If your minSdkVersion is below 26, this will be the icon rendition
that will be used as your app icon by default. The Asset Studio will merge
your foreground and background layers itself, then apply your selected
shape from the drop-down (e.g., square).
For Android 7.1 devices, you can also opt to have the Asset Studio create
a separate round icon, that you can declare in your manifest, as will be
seen later in this chapter.
If you are going to be distributing your app through the Play Store, you
can also generate a Play Store rendition of your icon. This is reminiscent
of the legacy icon, but at a higher resolution.
Generating the Icon
Once you have adjusted your app icon via the three tabs, click Next at the
bottom of the Asset Studio wizard. This will bring up the final wizard
page, showing you what will be generated for you by the wizard:
The Output Directories tree shows you each file that will be created or replaced.
Those that show up in red are ones that will be replaced; ones that show
up in black are new files. Typically, unless you changed the icon or layer
names, most of the files will be replacements for files that exist already.
Some of these files will be typical bitmap-style resources. Some are
vector drawables.
Using In Your Manifest
Then, in your manifest, you can have android:icon and optionally
android:roundIcon attributes on the <application> element to associate
your icons with your app. If you did not change the names of the icons,
then your manifest should already have the appropriate attribute values.


<?xml version="1.0" encoding="utf-8"?>
<manifest package="com.commonsware.myapplication"
  xmlns:android="http://schemas.android.com/apk/res/android">

  <application
    android:allowBackup="true"
    android:icon="@mipmap/ic_launcher"
    android:label="@string/app_name"
    android:roundIcon="@mipmap/ic_launcher_round"
    android:supportsRtl="true"
    android:theme="@style/AppTheme">
    <activity android:name=".MainActivity">
      <intent-filter>
        <action android:name="android.intent.action.MAIN" />

        <category android:name="android.intent.category.LAUNCHER" />
      </intent-filter>
    </activity>
  </application>

</manifest>


Creating Other Icons with the Asset Studio
In principle, you can use the Asset Studio to create other types of icons,
by choosing another type of icon from the drop down, such as “Action Bar and
Tab Icons”.
In practice, the Asset Studio does not do much for you here, other than
create multiple versions of your icon for different screen densities.
For most Android app developers, there are two other options:

	Get icons at the right resolutions for different densities from your
graphic designer, perhaps exported from Adobe Photoshop

	Create vector icons, as will be covered in an upcoming chapter



Google Cast and Chromecast
A popular target for MediaRouter, in some countries, is Chromecast, Google’s
lightweight streaming media player for televisions and other HDMI displays.
Originally, Chromecast was a “closed box”, with no official support for third-party
apps (and active work to block unofficial support). In early 2014, though,
Google finally opened up Chromecast to developers.
This chapter covers what it takes to enable an Android app to “cast” content
to a Chromecast, possibly as part of a broader external display strategy.
Prerequisites
In addition to the core chapters, you should read
the chapter on MediaRouter
before reading this chapter.
Here a Cast, There a Cast
You will see two terms used in this chapter and in the online literature
regarding all of this: Chromecast and “Google Cast”. Despite the similarities
in their names, these are fairly distinct items.
What is Chromecast?
Chromecast, as noted earlier in this chapter, is a streaming media receiver,
sold by Google under their own brand.
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Figure 810: Google Chromecast
It plugs into an HDMI port of a television or similar display, plus uses micro USB
for supplying power.
However, rather than other streaming media receivers, that use Bluetooth or IR
(infrared) peripherals for controlling the playback, Chromecast appears to use
WiFi, designed to be controlled by a smartphone, tablet, or Chrome Web browser.
Chromecast itself runs its own OS, apparently a hybrid of Android and ChromeOS.
What is Google Cast?
Google Cast can be thought of as a control protocol for Google Cast-enabled
receivers. Through a Google-supplied SDK (or other means), Google Cast client
apps (“senders”) can direct a Google Cast-enabled receiver to play, pause, rewind,
fast-forward, etc. a stream.
Google Cast could, in theory, be “baked into” displays (such as a television),
in addition to being supported by dedicated media receivers like the Chromecast.
Google Cast does assume that, in general, the media receiver runs its own OS and
is capable of playing streaming media without ongoing assistance from the Google
Cast client. Hence, the client is not “locked into” having to keep feeding content
to the Google Cast client, allowing the user to go off and do other things with
that client while playback is going on.
Common Chromecast Development Notes
Chromecast goes to sleep if it detects that it is plugged into a television
or monitor that is turned off (or perhaps even not accepting input from the HDMI
port the Chromecast is using). While it is in this sleep mode, it may not appear
as an available route. You may need to keep the display active to allow Chromecast
to work properly. A 720p-capable pico projector, such as
the Vivitek Qumi series,
can be a handy way to have a test display for Chromecast (or for
live video media routes) at your development station, without the bulk of another
monitor, if you have a handy surface to project upon.
Also, note that a Chromecast “uses Google’s DNS regardless of what you have defined
locally”, according to a Google engineer.
That will preclude you from using any local domains on an organization’s own DNS
server, without some tricky firewall configuration to route Google DNS requests
to the in-house DNS server. Similarly, you cannot use machine names as pseudo-domain
names, the way you might be able to using a regular Web browser.
Your API Choices
Chromecast offers up remote playback media routes and works with RemotePlaybackClient,
as is discussed in the chapter on MediaRouter. The sample app
for RemotePlaybackClient was tested on a Chromecast.
If you want greater control than is offered via RemotePlaybackClient, though,
you can use the Cast SDK. This SDK is part
of the Play Services framework, not part of Android itself. It also works solely
with Google Cast devices, of which Chromecast is the only known example, whereas
other sorts of devices are able to publish remote playback media routes. Hence,
using the Cast SDK will tie you to Google Cast — and some of its restrictions,
both technical and legal — but will give you greater developer control over the
behavior of both the Google Cast device and your app.
This chapter will focus on the Cast SDK. See
the chapter on MediaRouter for coverage of RemotePlaybackClient.
Senders and Receivers
There are three major components to the Google Cast environment:

	The sources of streaming media, usually out on the Internet

	The software on the playback device that plays that streaming media (“receiver”)

	The software on the control device (phone, tablet, Chrome Web browser) that
directs the receiver about what to play and when (“sender”)


The Sender App
The sender app is responsible for allowing the user to choose some media to play,
then to control the actual playback (pause, start, stop, rewind, fast-forward,
etc.).
The details of how to choose some media will depend heavily on the nature
of the sender app. For example, a subscription-based streaming video service,
such as Netflix, would allow the user to browse and search eligible content
hosted by Netflix itself. Netflix presumably has its own Web service APIs that
its own sender app would use for this purpose, and it is up to Netflix to offer
a sensible UI for choosing a piece of media to watch.
Passing a reference (e.g., URL) to the receiver, and issuing control commands,
will either be handled by RemotePlaybackClient (on Android) or via a Google-supplied
SDK (for Android, iOS, or Chrome Web apps).
The Receiver
The details of how a receiver is implemented is up to the manufacturer of the
Google Cast-enabled device. In the case of Chromecast, it is a version of
the Chrome Web browser. In principle, the implementation could be anything;
in practice, it is likely that the same basic software stack will be used, courtesy
of licensing Google Cast technology from Google for streaming media devices.
Official Google Cast receiver software comes in three flavors: default, styled,
and custom.
Default Receiver
The default receiver is what you get by default, as you might have guessed. If
you do nothing else, your sender will be communicating with the default receiver.
In effect, the default receiver is a specific Chrome Web app, running on the
Chrome browser inside of the Chromecast, that is responsible for playback of your
chosen media.
Other than providing the URLs to the media, plus requests to pause, start, stop,
etc. the playback, you have no control over the default receiver, particularly
from a look-and-feel standpoint.
Styled Receiver
A styled receiver is one where you, the developer, supply light branding information
that is applied to what otherwise is the default receiver, such as a logo.
Whereas using the default receiver requires no explicit registration with Google,
using the styled receiver does require you to register your sender app with
Google, at which point you will be able to provide a URL pointing to a CSS file
that contains the custom styles.
Custom Receiver
If you would rather replace the default receiver functionality with your own,
either to offer more functionality, or to consume media types that may require
additional configuration (e.g., DRM), you can create a custom receiver. This, in
effect, is a Chrome Web app, where you provide not only CSS, but the HTML and
JavaScript as well. This is substantially more complicated, and it requires
registration with Google (as with the styled receiver). However, you have
far greater control over what appears on the television.
Supported Media Types
The list of supported media types
is likely to change over time. At present,
Google Cast-enabled devices are supposed to support major media types,
such as:

	MP4 and VP8 for video

	MP3, AAC, and Ogg Vorbis for audio

	PNG, JPEG, GIF, BMP, and WEBP for still images (e.g., photos)

	HLS and MPEG-DASH for streaming


Cast SDK Dependencies
Using the Cast SDK to develop for Google Cast devices has a fair number of dependencies…
and not just dependencies on particular libraries.
Developer Registration
If you are going to be using the default receiver, and you do not need to have
debugging access to the device (e.g., to examine JavaScript logs from the Web rendering
engine on the Google Cast device), you are welcome to develop your apps independently.
However, if you will use a styled or custom receiver, or you wish to gain debugging
access to the device, you will need to register with Google.
This process will involve you agreeing to some terms of service (see below), along
with paying a $5 registration fee.
The Terms of Service
The Google Cast SDK has separate Developer Terms of Service
from anything else. If you are going to use the Google Cast SDK,
you will be expected to agree to these terms
as part of the registration processes. You are strongly
encouraged to review these terms with qualified legal counsel. Failure to comply
with the terms may cause your app (or, more accurately, your styled or custom
receivers) to “be de-registered”, presumably meaning that it will no longer work.
These terms contain some curious clauses, worth discussing with your attorney,
including a requirement to adhere to a massive
design checklist,
controlling the look-and-feel of your sender and receiver. This includes a specific
requirement for the precise icon to be used for initiating communications with
the Google Cast receiver. Those agreeing to these terms are also barred
from doing things that might allow others to display content on a Google Cast
receiver without using the SDK or breaking through any access controls on the
Google Cast device (e.g., creating an exploit that roots it).
Device Registration and Development Setup
While registering your device is optional, it may be handy for custom receivers,
so that you can debug your custom HTML and JavaScript that is being rendered by the
Google Cast device.
First, you should configure your device to publish its serial number to Google
when it checks for Google Cast software updates. For the Chromecast, this
involves using whatever means you used to configure the Chromecast in the first
place for your network (e.g.,
the Chromecast Android app).
There should be an option for “Send this Chromecast’s serial number
when checking for updates” — in the Chromecast Android app, this will be in
the “Share Data” section of the device’s settings screen.
Once you have registered as a Cast SDK developer,
the Google Cast SDK Developer Console will have an option
for you to “Add New Device”. You will need the Google Cast device’s serial
number — in the case of the Chromecast, this is etched on the underside of the
device.
Note that it may take some time before your device registration will be complete,
as the device will not find out about the registration until it checks for another
update, and there does not appear to be a way to trigger this. Hence, you may need
to wait a few hours. You will know that you have access once you can successfully
connect, via a Web browser, to port 9222 on the IP address of the Google Cast
device. For the Chromecast, the easiest way to get that IP address is through your
Chromecast configuration tool (e.g., the Chromecast Android app). Note that the
Web page may not be much (e.g., “Inspectable WebContents”), but it will not return
a 404 or similar error code.
If you wish to use a styled or custom receiver, you will also need to register
your application, in the same Cast SDK Console area. This will be covered in a
future edition of this book.
The Official Libraries
You will need the Google Play Services SDK, which you may have used already for other
portions of the Play Services framework, such as GCM, Maps V2,
and so on.
You will also need the same mediarouter Android library project covered in
the chapter on MediaRouter, along with its dependencies
(e.g., the support-v4 library and the appcompat library).
The CastCompanionLibrary… Or Not
The Play Services SDK (and its dependencies) is all that you need to write
Cast SDK applications. However, Google has also published
the Cast Companion Library (CCL),
containing a lot of helper code to make it a bit easier for you to write
apps that adhere to the
design checklist
Developing Google Cast Apps
Coverage of the Cast SDK, including sample apps, will be added to this chapter
in a future edition of this book.
Audio Recording
Most Android devices have microphones. On such devices, it might be nice to get
audio input from those microphones, whether to record locally, process locally
(e.g., speech recognition), or to stream out over the Internet (e.g., voice over IP).
Not surprisingly, Android has some capabilities in this area. Also, not surprisingly,
there are multiple APIs, with varying mixes of power and complexity, to allow you
to capture microphone input. In this chapter, we will examine MediaRecorder for
recording audio files and AudioRecord for raw microphone input.
Prerequisites
Understanding this chapter requires that you have read the core chapters
of this book. Having read the chapter on audio playback is
probably also a good idea. And, for the section on playing back local
streams, you will want to have read up on content providers, particularly
the chapter on provider patterns.
Recording by Intent
Just as the easiest way to take a picture with the camera is
to use the device’s built-in camera app, the easiest way to record
some audio is to use a built-in activity for it. And, as with using the built-in
camera app, the built-in audio recording activity has some significant limitations.
Requesting the built-in audio recording activity is a matter of calling startActivityForResult()
for a MediaStore.Audio.Media.RECORD_SOUND_ACTION action. You can see this in the
Media/SoundRecordIntent
sample project, specifically the MainActivity:

package com.commonsware.android.soundrecord;

import android.app.Activity;
import android.content.Intent;
import android.os.Bundle;
import android.provider.MediaStore;
import android.widget.Toast;

public class MainActivity extends Activity {
  private static final int REQUEST_ID=1337;

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    Intent i=new Intent(MediaStore.Audio.Media.RECORD_SOUND_ACTION);

    startActivityForResult(i, REQUEST_ID);
  }

  @Override
  protected void onActivityResult(int requestCode, int resultCode,
                                  Intent data) {
    if (requestCode == REQUEST_ID && resultCode == RESULT_OK) {
      Toast.makeText(this, "Recording finished!", Toast.LENGTH_LONG)
           .show();
    }

    finish();
  }
}


(from Media/SoundRecordIntent/app/src/main/java/com/commonsware/android/soundrecord/MainActivity.java)
As with a few other sample apps in this book, the Media/SoundRecordIntent uses a
Theme.Translucent.NoTitleBar activity, avoiding its own UI. Instead, in onCreate(), we immediately
call startActivityForResult() for MediaStore.Audio.Media.RECORD_SOUND_ACTION. That will
bring up a recording activity:

[image: Built-In Sound Recording Activity]

Figure 782: Built-In Sound Recording Activity
If the user records some audio via the “record” ImageButton (one with the circle icon) and
the “stop” ImageButton (one with the square icon), you will get control back in onActivityResult(),
where you are passed an Intent whose Uri (via getData()) will point to this audio recording
in the MediaStore.
However:

	You have no control over where the file is stored or what it is named. It appears that, by default,
these files are dumped unceremoniously in the root of external storage.

	You have no control over anything about the way the audio is recorded, such as codecs or bitrates.
For example, it appears that, by default, the files are recorded in AMR format.

	
ACTION_VIEW may not be able to play back this audio (leastways, it failed to in testing on a few
devices). Whether that is due to codecs, the way the data is put in MediaStore, or the limits of
the default audio player on Android, is unclear.


Hence, in many cases, while this works, it may not work well enough — or controlled enough — to meet
your needs. In that case, you will want to handle the recording yourself, as will be described in the
next couple of sections.
Recording to Files
If your objective is to record a voice note, a presentation, or something along
those lines, then MediaRecorder is probably the class that you want. It will
let you specify what sort of media you wish to record, in what format, and to
what location. It then handles the actual act of recording.
To illustrate this, let us review the
Media/AudioRecording
sample project.
Our activity’s layout consists of a single ToggleButton widget named record:

<ToggleButton xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:tools="http://schemas.android.com/tools"
  android:id="@+id/record"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:textAppearance="?android:attr/textAppearanceLarge"/>


(from Media/AudioRecording/app/src/main/res/layout/activity_main.xml)
Our project is set up to record the output to the Environment.DIRECTORY_DOWNLOADS
location on external storage. And, if we have a targetSdkVersion of 23 or higher
(which we do), we need runtime permissions. We also need runtime permissions
for RECORD_AUDIO, since, well, we are recording audio. So our manifest requests
both of those permissions:

<manifest xmlns:android="http://schemas.android.com/apk/res/android"
  package="com.commonsware.android.audiorecord"
  android:versionCode="1"
  android:versionName="1.0">

  <supports-screens
    android:largeScreens="true"
    android:normalScreens="true"
    android:smallScreens="true"/>

  <uses-permission android:name="android.permission.RECORD_AUDIO"/>
  <uses-permission android:name="android.permission.WRITE_EXTERNAL_STORAGE"/>

  <uses-feature
    android:name="android.hardware.microphone"
    android:required="true"/>

  <application
    android:icon="@drawable/ic_launcher"
    android:label="@string/app_name"
    android:theme="@style/Theme.Apptheme">
    <activity
      android:name=".MainActivity"
      android:label="@string/title_activity_main">
      <intent-filter>
        <action android:name="android.intent.action.MAIN"/>

        <category android:name="android.intent.category.LAUNCHER"/>
      </intent-filter>
    </activity>
  </application>

</manifest>

(from Media/AudioRecording/app/src/main/AndroidManifest.xml)
And, following in the pattern demonstrated
in the chapter on permissions, we use AbstractPermissionsActivity
to handle all the details of obtaining our runtime. Our launcher activity — MainActivity –
inherits from AbstractPermissionsActivity, which requests our permissions when
the app starts up. MainActivity simply overrides the necessary methods. Two
of these, getDesiredPermissions() and onPermissionDenied(), are specifically
for the permission logic:

  @Override
  protected String[] getDesiredPermissions() {
    return(new String[]{RECORD_AUDIO, WRITE_EXTERNAL_STORAGE});
  }

  @Override
  protected void onPermissionDenied() {
    Toast
      .makeText(this, R.string.msg_sorry, Toast.LENGTH_LONG)
      .show();
    finish();
  }


(from Media/AudioRecording/app/src/main/java/com/commonsware/android/audiorecord/MainActivity.java)
onReady() serves as our onCreate() replacement, and it will be invoked when
we have our runtime permissions. There, we load the layout and set the activity itself up
as the OnCheckedChangedListener, to find out when the user toggles the button:

  @Override
  public void onReady(Bundle savedInstanceState) {
    setContentView(R.layout.activity_main);

    ((ToggleButton)findViewById(R.id.record)).setOnCheckedChangeListener(this);
  }


(from Media/AudioRecording/app/src/main/java/com/commonsware/android/audiorecord/MainActivity.java)
Also, in onStart(), we initialize a MediaRecorder, setting the activity up as
being the one to handle info and error events about the recording. Similarly, we
release() the MediaRecorder in onStop(), to reduce our overhead when we are not
in the foreground:

  @Override
  public void onStart() {
    super.onStart();

    recorder=new MediaRecorder();
    recorder.setOnErrorListener(this);
    recorder.setOnInfoListener(this);
  }

  @Override
  public void onStop() {
    recorder.release();
    recorder=null;

    super.onStop();
  }


(from Media/AudioRecording/app/src/main/java/com/commonsware/android/audiorecord/MainActivity.java)
Most of the work occurs in onCheckedChanged(), where we get control when the user
toggles the button. If we are now checked, we begin recording; if not, we stop
the previous recording:

  @Override
  public void onCheckedChanged(CompoundButton buttonView,
                               boolean isChecked) {
    if (isChecked) {
      output=
        new File(Environment.getExternalStoragePublicDirectory(Environment.DIRECTORY_DOWNLOADS),
          BASENAME);

      recorder.setAudioSource(MediaRecorder.AudioSource.MIC);
      recorder.setOutputFormat(MediaRecorder.OutputFormat.THREE_GPP);
      recorder.setOutputFile(output.getAbsolutePath());

      if (Build.VERSION.SDK_INT >= Build.VERSION_CODES.GINGERBREAD_MR1) {
        recorder.setAudioEncoder(MediaRecorder.AudioEncoder.AAC);
        recorder.setAudioEncodingBitRate(160 * 1024);
      }
      else {
        recorder.setAudioEncoder(MediaRecorder.AudioEncoder.AMR_NB);
      }

      recorder.setAudioChannels(2);

      try {
        recorder.prepare();
        recorder.start();
      }
      catch (Exception e) {
        Log.e(getClass().getSimpleName(),
              "Exception in preparing recorder", e);
        Toast.makeText(this, e.getMessage(), Toast.LENGTH_LONG).show();
      }
    }
    else {
      try {
        recorder.stop();

        MediaScannerConnection
          .scanFile(this, new String[] {output.getAbsolutePath()}, null, null);
      }
      catch (Exception e) {
        Log.w(getClass().getSimpleName(),
              "Exception in stopping recorder", e);
        // can fail if start() failed for some reason
      }

      recorder.reset();
    }
  }


(from Media/AudioRecording/app/src/main/java/com/commonsware/android/audiorecord/MainActivity.java)
To record audio, we:

	Create a File object representing where the recording should be stored, in this
case using Environment.getExternalStoragePublicDirectory() to find a location on
external storage

	Tell the MediaRecorder that we wish to record from the microphone, through a
call to setAudioSource(), that we wish to record a 3GP file via a call to
setOutputFormat(), and that we wish to record the results to our File via a call
to setOutputFile()


	If we are running on Android 2.3.3 or higher, we can also configure our encoder
to be AAC via setAudioEncoder() and set our requested bitrate to 160Kbps via
setAudioEncodingBitRate() — otherwise, we use setAudioEncoder() to request
AMR narrowband

	Indicate how many audio channels we want via setAudioChannels(), such as 2 to
attempt to record in stereo

	Kick off the actual recording via calls to prepare() (to set up the output file)
and record()



Stopping the recording, when the user toggles off the button, is merely a matter
of calling stop() on the MediaRecorder, then using MediaScannerConnection
to get the resulting file indexed by the MediaStore, so it shows up for desktop
users, media apps, etc.
Because we told the MediaRecorder that our activity was our OnErrorListener and
OnInfoListener, we have to implement those interfaces on the activity and implement
their required methods (onError() and onInfo(), respectively). In the normal course
of events, neither of these should be triggered. If they are, we are passed an int
value (typically named what) that indicates what happened:

  @Override
  public void onInfo(MediaRecorder mr, int what, int extra) {
    String msg=getString(R.string.strange);

    switch (what) {
      case MediaRecorder.MEDIA_RECORDER_INFO_MAX_DURATION_REACHED:
        msg=getString(R.string.max_duration);
        break;

      case MediaRecorder.MEDIA_RECORDER_INFO_MAX_FILESIZE_REACHED:
        msg=getString(R.string.max_size);
        break;
    }

    Toast.makeText(this, msg, Toast.LENGTH_LONG).show();
  }

  @Override
  public void onError(MediaRecorder mr, int what, int extra) {
    Toast.makeText(this, R.string.strange, Toast.LENGTH_LONG).show();
  }


(from Media/AudioRecording/app/src/main/java/com/commonsware/android/audiorecord/MainActivity.java)
Here, we just raise a Toast in either case, with either a generic message or a
specific message for the cases where the maximum time duration or the maximum
file size for our recording has been reached.
The results are that we get a recording on external storage (typically in a
Downloads directory) after we toggle the button on, record some audio, then
toggle the button off.
MediaRecorder is rather fussy about the order of method calls for its
configuration. For example, you must call setAudioEncoder() after the call
to setOutputFormat().
Also, the available codecs and file types are rather limited. Notably, Android
lacks the ability to record to MP3 format, perhaps due to patent licensing issues.
Recording to Streams
The nice thing about recording to files is that Android handles all of the actual
file I/O for us. The downside is that because Android handles all of the actual
file I/O for us, it can only write files that are accessible to it and our
process, meaning external storage. This may not be suitable in all cases, such as
wanting to record to some form of private encrypted storage.
The good news is that Android does support recording to streams, in the form of
a pipe created by ParcelFileDescriptor and createPipe(). This follows the
same basic pattern that we saw in the chapter on content provider patterns,
where we served a stream via a pipe. However, as you will
see, there are some limits on how well we can do this.
To demonstrate and explain, let us examine the
Media/AudioRecordStream
sample project. This is nearly a complete clone of the previous sample, so we will only
focus on the changes in this section.
The author would like to thank Lucio Maciel for his assistance in
getting this example to work.
Setting Up the Stream
The biggest change, by far, is in our setOutputFile() call. Before, we supplied a path
to external storage. Now, we supply the write end of a pipe:

      recorder.setOutputFile(getStreamFd());


(from Media/AudioRecordStream/app/src/main/java/com/commonsware/android/audiorecstream/MainActivity.java)
Our getStreamFd() method looks a lot like the openFile() method of our pipe-providing
provider:

  private FileDescriptor getStreamFd() {
    ParcelFileDescriptor[] pipe=null;

    try {
      pipe=ParcelFileDescriptor.createPipe();

      new TransferThread(new AutoCloseInputStream(pipe[0]),
                         new FileOutputStream(getOutputFile())).start();
    }
    catch (IOException e) {
      Log.e(getClass().getSimpleName(), "Exception opening pipe", e);
    }

    return(pipe[1].getFileDescriptor());
  }


(from Media/AudioRecordStream/app/src/main/java/com/commonsware/android/audiorecstream/MainActivity.java)
We create our pipe with createPipe(), spawn a TransferThread to copy the recording from
an InputStream to a FileOutputStream, and return the write end of the pipe. However,
setOutputFile() on MediaRecorder takes the actual integer file descriptor, not a
ParcelFileDescriptor, so we use getFileDescriptor() to retrieve the file descriptor
and return that.
Our TransferThread is similar to the one from the content provider sample, except that
we pass over a FileOutputStream, so we can not only flush() but also sync() when
we are done writing:

  static class TransferThread extends Thread {
    InputStream in;
    FileOutputStream out;

    TransferThread(InputStream in, FileOutputStream out) {
      this.in=in;
      this.out=out;
    }

    @Override
    public void run() {
      byte[] buf=new byte[8192];
      int len;

      try {
        while ((len=in.read(buf)) >= 0) {
          out.write(buf, 0, len);
        }

        in.close();

        out.flush();
        out.getFD().sync();
        out.close();
      }
      catch (IOException e) {
        Log.e(getClass().getSimpleName(),
              "Exception transferring file", e);
      }
    }
  }


(from Media/AudioRecordStream/app/src/main/java/com/commonsware/android/audiorecstream/MainActivity.java)
Changes in Recording Configuration
The
biggest limitation of a pipe’s stream is that it is purely a stream. You cannot rewind
re-read earlier bits of data. In other words, the stream is not seekable.
That is a problem with MediaRecorder in some configurations. For example, a 3GP file
contains a header with information about the overall file, information that MediaRecorder
does not know until the recording is complete. In the case of a file, MediaRecorder can
simply rewind and update the header with the final data when everything is done. However,
that is not possible with a pipe-based stream.
However, some configurations will work, notably “raw” ones that just have the recorded
audio, with no type of header. That is what we use in this sample.
Specifically, we now write to a .amr file:

  private static final String BASENAME="recording-stream.amr";


(from Media/AudioRecordStream/app/src/main/java/com/commonsware/android/audiorecstream/MainActivity.java)
We also set our output format to RAW_AMR, and our encoder to AMR_NB:

      recorder.setAudioSource(MediaRecorder.AudioSource.MIC);
      recorder.setOutputFormat(MediaRecorder.OutputFormat.RAW_AMR);
      recorder.setOutputFile(getStreamFd());
      recorder.setAudioEncoder(MediaRecorder.AudioEncoder.AMR_NB);
      recorder.setAudioChannels(2);


(from Media/AudioRecordStream/app/src/main/java/com/commonsware/android/audiorecstream/MainActivity.java)
This combination works. Other combinations might also work. But our approach
of writing the 3GP file, as in the file-based example, will not work.
Raw Audio Input
Just as AudioTrack allows you to play audio supplied as raw 8- or 16-bit PCM
input, AudioRecord allows you to record audio from the microphone, supplied to
you in PCM format. It is then up to you to actually do something with the raw
byte PCM data, including converting it to some other format and container as needed.
Note that you need the RECORD_AUDIO permission to work with AudioRecord, just as you need it
to work with MediaRecorder.
Requesting the Microphone
As noted in the opening paragraph of this chapter, most Android devices have
microphones. The key word there is most. Not all Android devices will have
microphones, as only some tablets (and fewer Android TV devices) will support
microphone input.
As with most of this optional hardware, the solution is to use <uses-feature>.
In that case, you would request the android.hardware.microphone feature, with
android:required="false" if you felt that you do not absolutely need a
microphone. In that case, you would use hasSystemFeature() on PackageManager
to determine at runtime if you do indeed have a microphone.
Note that the RECORD_AUDIO permission implies that you need a microphone.
Hence, even if you skip the <uses-feature> element, your app will still only
ship to devices that have a microphone. If the microphone is optional, be sure
to include android:required="false", so your app will be available to devices
that lack a microphone.
Data Backup
Backing up your PC used to be essential. To some extent, it still is,
but as more and more stuff moves to “the cloud”, local machine backups
become less and less important.
Backing up mobile devices historically has been an afterthought, as
a lot of what people use these devices for are gateways to Internet-hosted
content and services. However, as more and more stuff becomes local
to the device — for disconnected operation, for example — the greater
the need for backing up that local data.
Android does not have a full-device backup as part of the OS. It does
have some hooks that Google advertises as being “backup”, but IT professionals
would not consider Google’s definition to match their own for “backup”.
And, what hooks there are exist at the level of an app, not the device,
providing opportunity — and requirements — for developers to tailor what
gets backed up and, to a lesser extent, how it gets backed up.
This chapter will explore the steps to back up your app’s data, with and
without Google’s assistance.
Prerequisites
Understanding this chapter requires that you have read the core chapters,
particularly the ones on file access and
Internet access.
Having read the chapters on SSL
and SQLCipher for Android are not required but may prove
to be useful background for some of the side topics in this chapter.
First, Some Terminology
One key concept when it comes to backups is what, exactly, we are backing
up. The general rule is that you focus your backup regimen on
the “system of record”. This is the one and only system that has the master
copy of the data. While it may be one “system”, that “system” may be
rather complex (e.g., cluster of database servers). However, anything
else outside of that system — such as clients for those servers — are
not part of the system of record. While they may have some data that is
also held by the system of record, that data is considered to be a cached
local copy; the system of record has the “real” copy of the data.
Differing Definitions of “Backup”
The problem is that we toss around the term “backup” as though there
is a universal canonical definition for that term. Hence, what Google
will tell users is “backup” will not necessarily line up with what
an IT department will consider “backup” to mean.
What Google Thinks “Backup” Means
Google’s focus is on the cloud. Therefore, their focus is on apps using
data resident in the cloud, with some servers forming the system of record.
Google (presumably) does some sort of backup for their own systems of
record, for their own Internet-based services, and Google assumes that
other firms are doing the same.
The side-effect of this definition, though, is that Google does not view
an app as having much in the way of local data that needs to be backed up.
Cached data can always be reloaded from the system of record, after all.
What Google expects needs to be backed up will be local preferences and
perhaps authentication or authorization credentials for working with the
system of record. This dataset is small and does not necessarily change
all that often.
Because the dataset does not change that often, Google only really cares
about restoring that data in case of a total device replacement. In other
words, if your phone gets run over by a bakery truck, and you wind up
replacing that phone with another Android phone, Google is interested in
making sure that your old phone’s apps get restored along with the old
phone’s last backup of the tiny dataset. After that, you are on your own.
In particular, because the dataset does not change that often and does not
have much in the way of critical data, Google is not concerned with allowing
users to restore app data from backup for any reason other than replacing
the device outright. In other words, Google is only concerned with disaster
recovery.
Google does not offer any configurability for where backups themselves
are stored. Whatever Google backs up, Google stores where Google wants.
Terms of service and related agreements give Google — at least in Google’s
eyes — the right to do pretty much anything they want with that data. While they
will tout the fact that Android 6.0+ backups are stored in an encrypted
fashion, they fail to note that Google — not the developer, not the user –
holds the encryption keys. Thus, the security offered by this encryption
is nominal, perhaps slowing down somebody who breaks into Google’s network,
but otherwise not preventing anyone from accessing the data.
Also, there is a 25MB data cap on the size of the backup, so if your
app might have data in excess of that, you need to handle backups yourself.
Finally, the author of this book cannot get Google’s backup system to work
on production hardware,
as will be explained a bit more
later in this chapter.
What IT Thinks “Backup” Means
Apps may well be the system of record for the data that they work with.
There is no requirement that all apps be front-ends for some server,
any more than there is a requirement that all desktop OS apps be front-ends
for some server. There may be plenty of business or technical reasons
why an app will be the system of record for its data, either all of the
time or in between specific sync operations with some central data store.
As a result, an IT department will recognize that apps need a much more
robust backup and restoration service, one that takes into account
conventional IT backup concepts.
Most IT-grade backup regimens have the notion of “backup aging”. Rather
than Google’s approach of considering only one backup to be relevant,
an IT department will maintain a series of backups (e.g., 14 days of nightly
backups, plus 3 months of weekly backups, plus 5 years of monthly backups),
to be able to handle data that might be lost, but where that loss is not
detected for some time.
Most IT-grade backups regimens allow data to be restored, in part or
completely, at any point, not just in case a device is stepped on by
an elephant or otherwise destroyed. Disaster recovery is a scenario
of a backup regimen, not the sole objective.
IT departments also tend to be very concerned about where their business
data goes. The idea that the data should be available, unencrypted,
to arbitrary third parties would be an anathema. Business data should
be backed up on by IT-supplied technology on IT-supplied backup media,
employing whatever security the IT department thinks is necessary.
Suffice it to say, Google’s approach to “backup” does not align well
with what an IT department will want.
What Your Legal Counsel Thinks “Backup” Means
Legal counsel, at some point, should be brought into the discussion
of backups, as, for better or worse, there are legal risks involved
in backups.
Particularly with Google-style, send-the-data-to-a-third-party backups,
you need to ensure that this will not get you in legal trouble.
From European Union privacy laws to HIPAA in the US, there are plenty
of laws that prohibit the careless distribution of data.
Beyond that, legal counsel will be worried about “the Ashley Madison
scenario”. A firm’s IT department will be responsible for ensuring that
their servers are not hacked into. However, once you start passing
data to third parties, now you are at risk of those servers getting
hacked into. Legal counsel can advise you on what your legal exposure
is, in terms of potential lawsuits from people whose data might get
leaked by these sorts of attacks.
Implementing IT-Style Backup
So, if we want to add backup and restore capability to our app,
what is needed? To explore that, we will use
the
Backup/BackupClient
sample project as an illustration. This is a clone of a sample that
originally appeared in the chapter on files. We have
a three-tab ViewPager, with a large EditText widget in each tab.
The three tabs differ in where they persist their data:

	getFilesDir()

	getExternalFilesDir()

	
DIRECTORY_DOCUMENTS — the user’s Documents/ directory on API Level 19+ devices


This revised sample adds backup-and-restore functionality to this app.
The app also has one other change: it stores the most-recently-visited
tab in SharedPreferences. To that end, MainActivity has a PrefsLoadThread
static inner class that asynchronously loads the SharedPreferences,
then delivers them via greenrobot’s EventBus:

  private static class PrefsLoadThread extends Thread {
    private final Context ctxt;

    PrefsLoadThread(Context ctxt) {
      this.ctxt=ctxt.getApplicationContext();
    }

    @Override
    public void run() {
      SharedPreferences prefs=
        PreferenceManager.getDefaultSharedPreferences(ctxt);
      PrefsLoadedEvent event=new PrefsLoadedEvent(prefs);

      EventBus.getDefault().post(event);
    }
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/MainActivity.java)
MainActivity picks up this event in onPrefsLoaded(),
an EventBus method that takes PrefsLoadedEvent as a parameter and updates the
current page of the ViewPager (named pager):

  @Subscribe(threadMode =ThreadMode.MAIN)
  public void onPrefsLoaded(PrefsLoadedEvent event) {
    this.prefs=event.prefs;

    int lastVisited=prefs.getInt(PREF_LAST_VISITED, -1);

    if (lastVisited>-1) {
      pager.setCurrentItem(lastVisited);
    }
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/MainActivity.java)
The PrefsLoadThread is kicked off in onStart(), and the
 PREF_LAST_VISITED value is saved in onStop(), along with the
registration and unregistration from the event bus:

  @Override
  protected void onStart() {
    super.onStart();

    EventBus.getDefault().register(this);

    if (prefs==null) {
      new PrefsLoadThread(this).start();
    }
  }

  @Override
  protected void onStop() {
    EventBus.getDefault().unregister(this);

    if (prefs!=null) {
      prefs
        .edit()
        .putInt(PREF_LAST_VISITED, pager.getCurrentItem())
        .apply();
    }

    super.onStop();
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/MainActivity.java)
The net effect is that we retain the last-visited tab across invocations
of MainActivity. This forms part of the data that we would like to back
up.
Choosing the Backup Scope
The first question is: what exactly are we backing up? Files? Databases?
SharedPreferences? Stuff that is out in common areas, like top-level
directories on external storage (e.g., DIRECTORY_DOCUMENTS) or the
ContactsContract ContentProvider?
Typically, an individual app will focus on backing up only that app’s data,
which would exclude the common areas from consideration. That does not
mean that you can’t back up common data, but it makes restoration
a bit more challenging, as you do not want to overwrite changes to that
data that the user made from another app.
In BackupClient, we are backing up:

	the contents of getFilesDir(), which will hold onto one of our
tabs’ contents

	the contents of getExternalFilesDir(), which will hold onto
another of our tabs’ contents

	some of the contents of the directory that holds the SharedPreferences for
the app, which will pick up the preference value we are using for
the last-visited tab


Notably, we are not backing up the file out on shared storage
(the “Public” tab, set to store its data in
Environment.getExternalStoragePublicDirectory(Environment.DIRECTORY_DOCUMENTS)).
Hence, whatever is in that tab will be left alone when we restore
the data from the backup.
Choosing a Backup Trigger
The next question is: when are we backing up the data?
There are any number of possibilities:

	A push message, such as through GCM, could request that
the app back up its data

	Time-based triggers, using AlarmManager or
JobScheduler, could
be used to periodically make backups

	You could offer backups on demand, such as through an action bar
item


The automated options (push message, AlarmManager, JobScheduler)
are great, so users do not forget to make a backup. On the other hand,
there is the risk that the user is using the app at the time the automated
backup is supposed to happen, which means you will need some additional
logic to ensure that you postpone that backup until a quieter time.
It is difficult to back up data that is actively in use.
The BackupClient sample will settle for a simple manual trigger, via
a “Backup” action bar item in the main activity. We also have a “Restore”
action bar item, to request to restore the data from a backup. So,
MainActivity will load in a menu resource that contains these
two options:

<?xml version="1.0" encoding="utf-8"?>
<menu xmlns:android="http://schemas.android.com/apk/res/android">
  <item
    android:id="@+id/backup"
    android:icon="@drawable/ic_backup_white_24dp"
    android:title="@string/menu_backup"/>
  <item
    android:id="@+id/restore"
    android:icon="@drawable/ic_restore_white_24dp"
    android:title="@string/menu_restore"/>
</menu>

(from Backup/BackupClient/app/src/main/res/menu/actions.xml)
It uses a pair of icons culled from
Google’s material design icon set.
That resource is inflated in onCreateOptionsMenu(). If the user
chooses the “Backup” option, we start a BackupService to do the work:

  @Override
  public boolean onCreateOptionsMenu(Menu menu) {
    getMenuInflater().inflate(R.menu.actions, menu);

    return(super.onCreateOptionsMenu(menu));
  }

  @Override
  public boolean onOptionsItemSelected(MenuItem item) {
    if (item.getItemId()==R.id.backup) {
      BackupService.enqueueWork(this);

      return(true);
    }
    else if (item.getItemId()==R.id.restore) {
      startActivity(new Intent(this, RestoreRosterActivity.class));

      return(true);
    }

    return(super.onOptionsItemSelected(item));
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/MainActivity.java)
We will get into the restore scenario a bit later in this chapter.
Generating the Dataset
Next, we need to actually collect the data to be backed up and package
it in some form to send to a server to serve as the backup dataset.
There are any number of ways to package this sort of data, but a ZIP
file seems like a likely candidate:

	It is fairly easy to work with on Android

	It is fairly easy to work with on servers that might need to unpack
the data

	It is fairly easy to examine using desktop tools, for development,
diagnostics, etc.


It is the job of the BackupService to create a ZIP file of our
desired data, then send that ZIP file to a backup server.
BackupService itself is a JobIntentService, as this sort of work
is a nice “fire-and-forget” sort of request, where we no longer need
the service once the work is done.
In onHandleWork(), we orchestrate the major steps in this process:

  @Override
  public void onHandleWork(@NonNull Intent i) {
    try {
      File backup=buildBackup();

      uploadBackup(backup);
      backup.delete();

      EventBus.getDefault().post(new BackupCompletedEvent());
    }
    catch (IOException e) {
      Log.e(getClass().getSimpleName(),
        "Exception creating ZIP file", e);
      EventBus.getDefault().post(new BackupFailedEvent());
    }
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/BackupService.java)
We:

	Call a buildBackup() method that creates our backup dataset

	Call an uploadBackup() method to send the dataset to some backup
server

	Delete the local backup when that is done, as we no longer need it

	Raise events on an event bus for the UI layer’s use, for when
a backup succeeds or fails


Those events can then trigger UI responses. In the case of this trivial
sample app, they just result in Toast messages to the user:

  @Subscribe(threadMode =ThreadMode.MAIN)
  public void onCompleted(BackupService.BackupCompletedEvent event) {
    Toast
      .makeText(this, R.string.msg_backup_completed, Toast.LENGTH_LONG)
      .show();
  }

  @Subscribe(threadMode =ThreadMode.MAIN)
  public void onFailed(BackupService.BackupFailedEvent event) {
    Toast
      .makeText(this, R.string.msg_backup_failed, Toast.LENGTH_LONG)
      .show();
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/MainActivity.java)
A production-grade app would do something more sophisticated, particularly
for error messages, given that a Toast is ephemeral, and so the user
might not see it.
buildBackup() is responsible for creating a file that contains our desired
dataset and returning the File object pointing to that file:

  private File buildBackup() throws IOException {
    File zipFile=new File(getCacheDir(), BACKUP_FILENAME);

    if (zipFile.exists()) {
      zipFile.delete();
    }

    FileOutputStream fos=new FileOutputStream(zipFile);
    ZipOutputStream zos=new ZipOutputStream(fos);

    zipDir(ZIP_PREFIX_FILES, getFilesDir(), zos);
    zipDir(ZIP_PREFIX_PREFS, getSharedPrefsDir(this), zos);
    zipDir(ZIP_PREFIX_EXTERNAL, getExternalFilesDir(null), zos);
    zos.flush();
    fos.getFD().sync();
    zos.close();

    return(zipFile);
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/BackupService.java)
We put the backup ZIP file in internal storage cache (getCacheDir()), as
that is not something that we are backing up, and therefore we do not need
to worry about somehow trying to back up the backup file itself.
We then call zipDir() three times, one for each directory of data to be
backed up. Two of the three locations have SDK-supplied methods to get
the File object pointing at those directories: getFilesDir() and
getExternalFilesDir(). Unfortunately, the SDK does not provide any
direct method that returns a File pointing at the directory for
SharedPreferences. So, we have to hack one ourselves, in the form of
getSharedPrefsDir():

  static File getSharedPrefsDir(Context ctxt) {
    return(new File(new File(ctxt.getApplicationInfo().dataDir),
      "shared_prefs"));
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/BackupService.java)
getApplicationInfo() returns the ApplicationInfo object describing
our app. That has a dataDir field that points to all of our
internal storage (whereas getFilesDir() points to a subdirectory off
of dataDir). The SharedPreferences are stored in XML files in a
shared_prefs/ directory off of the location pointed to by the dataDir field.
This is not an ideal solution, as in theory the SharedPreferences
storage location could move. However, this code should work for all
API levels from 1 through 23, and therefore it is reasonably likely that
it will hold up over time.
zipDir() not only takes the File of data to be backed up and
a ZipOutputStream representing where to package the data, but it also
takes a path prefix. ZIP files do not really have a directory structure;
that structure is faked based on path-style names associated with each
entry. The prefix is added to each of those names, giving the effect of
putting each directory’s contents into a separate “directory” within
the ZIP archive. Those three prefixes are defined as simple String
constants:

  static final String ZIP_PREFIX_FILES="files/";
  static final String ZIP_PREFIX_PREFS="shared_prefs/";
  static final String ZIP_PREFIX_EXTERNAL="external/";


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/BackupService.java)
zipDir() itself (mostly) is a typical recursive put-the-files-in-the-archive
method:

  private void zipDir(String basePath, File dir,
                      ZipOutputStream zos) throws IOException {
    byte[] buf=new byte[16384];

    if (dir.listFiles()!=null) {
      for (File file : dir.listFiles()) {
        if (file.isDirectory()) {
          String path=basePath+file.getName()+"/";

          zos.putNextEntry(new ZipEntry(path));
          zipDir(path, file, zos);
          zos.closeEntry();
        }
        else if (!file.getName().equals(BACKUP_PREFS_FILENAME)) {
          FileInputStream fin=new FileInputStream(file);
          int length;

          zos.putNextEntry(
            new ZipEntry(basePath+file.getName()));

          while ((length=fin.read(buf))>0) {
            zos.write(buf, 0, length);
          }

          zos.closeEntry();
          fin.close();
        }
      }
    }
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/BackupService.java)
The one wrinkle is that we filter out files with a particular name,
denoted by the BACKUP_PREFS_FILENAME constant:

  private static final String BACKUP_PREFS_FILENAME=
    "com.commonsware.android.backup.BackupService.xml";


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/BackupService.java)
We will explore what this file is, and why we are not backing it up,
later in this chapter.
This backup approach has its flaws, in the interests of keeping the
example simple:

	The UI layer is not saving all in-flight data before doing the
backup. Hence, any changes in the current tab, since we moved to that
tab, are not saved to disk or backed up. And, since we only save what
the current tab is in onStop(), that too has not been adjusted since
our activity moved to the foreground, and so it may be out of date.
A production-grade app will need to decide what data that has not been
saved through ordinary means should be saved prior to a manual backup,
assuming that the app has a manual backup option in the first place.

	The UI layer is not preventing the user from changing data that is
being backed up while the backup is happening. In this sample app,
the data to be backed up is small enough that it will probably happen
quickly enough to not be a problem. A production-grade app, though,
should take steps to prevent data entry (though perhaps not navigation
through the app) while the backup is going on. Any such steps, though,
need to take into account the possibility that the backup may fail — we
do not want a failed backup to block the user from working in the app
for hours.


Transmitting the Dataset
Given the data to be backed up in a nice convenient package, we need to get
that dataset off the device and someplace safe, where we can later
download and restore it if needed. There are any number of possible
solutions here, including many existing public Web services (Dropbox,
Amazon’s AWS S3, Google Drive, etc.). If you are only worried about
manual backups, you could even consider using ACTION_SEND to send
the dataset as an email attachment, though size and content
limitations on email attachments
may make this impractical for many users.
BackupService works with some implementation of a particular REST-style
API for backing up and restoring the data. This API is fairly lightweight,
light enough that it can be implemented in ~70 lines of Ruby code, as
will be seen later in this chapter. You could implement
the same sort of API in any number of Web frameworks. 
For backing up data, there are two REST operations that we need to perform:

	We need to create a new backup entry, via an HTTP POST request to /api/backups
on the backup server

	We need to upload the dataset itself, via an HTTP PUT request to
/api/backups/.../dataset on the backup server, where the ... is
a backup ID that we get from the response to the original POST request


To implement the client side, BackupService employs the OkHttp library
profiled in the chapter on Internet access. Specifically,
uploadBackup() does both of the HTTP requests necessary to back up the data,
given the File pointing to the ZIP archive that is our dataset:


  private void uploadBackup(File backup) throws IOException {
    Request request=new Request.Builder()
      .url(URL_CREATE_BACKUP)
      .post(RequestBody.create(JSON, "{}"))
      .build();
    Response response=OKHTTP_CLIENT.newCall(request).execute();

    if (response.code()==201) {
      String backupURL=response.header("Location");

      request=new Request.Builder()
        .url(backupURL+RESOURCE_DATASET)
        .put(RequestBody.create(ZIP, backup))
        .build();
      response=OKHTTP_CLIENT.newCall(request).execute();

      if (response.code()==201) {
        String datasetURL=response.header("Location");
        SharedPreferences prefs=
          getSharedPreferences(getClass().getName(),
            Context.MODE_PRIVATE);

        prefs
          .edit()
          .putString(PREF_LAST_BACKUP_DATASET, datasetURL)
          .commit();
      }
      else {
        Log.e(getClass().getSimpleName(),
          "Unsuccessful request to upload backup");
      }
    }
    else {
      Log.e(getClass().getSimpleName(),
        "Unsuccessful request to create backup");
    }
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/BackupService.java)
We create an OkHttp Request.Builder representing our POST request.
The URL is defined as a constant, URL_CREATE_BACKUP:

  private static final String URL_CREATE_BACKUP=
    BuildConfig.URL_SERVER+"/api/backups";


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/BackupService.java)
This, in turn, is built up from the fixed REST endpoint path (/api/backups),
with the rest of the URL coming from BuildConfig.URL_SERVER. This is
defined out in our build.gradle file, allowing us to have different
backup server locations based upon build types (or, in principle, product
flavors):

  buildTypes {
    debug {
        buildConfigField "String", "URL_SERVER", '"http://10.0.2.2:4567"'
    }

    release {
      buildConfigField "String", "URL_SERVER", '"http://10.0.2.2:4567"'
    }
  }


(from Backup/BackupClient/app/build.gradle)
Here, they happen to both point to the same value at the moment, the
IP address that, on an Android emulator, represents localhost of your
development machine. However, you could easily change the release
build type to point to some production instance of a backup server.
The body of the POST request is a JSON object containing whatever we
want, in case we need to provide some sort of identifiers with the
backup for server-side use or analysis. In this case, we are passing
an empty JSON object ({}), using the JSON MediaType declared as
another constant:

  private static final MediaType JSON=
    MediaType.parse("application/json; charset=utf-8");


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/BackupService.java)
We then use an instance of an OkHttpClient object to perform the request,
getting the Response synchronously (since we are already on a background
thread). If multiple components in your app will all be using OkHttp,
the recommendation is to use a singleton instance of OkHttpClient,
here defined on BackupService itself:

  static final OkHttpClient OKHTTP_CLIENT=new OkHttpClient();


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/BackupService.java)
The REST protocol to the backup server is that a 201 response code (“Created”)
means that our backup metadata has been saved and an ID has been generated
for our backup. The Location header in the response contains a REST
URL pointing to the backup itself (/api/backups/... for some value
of ...). We then use that to generate the URL for the dataset
(/api/backups/.../dataset), and perform a PUT request for the dataset,
using the ZIP MediaType defined as yet another constant:

  private static final MediaType ZIP=
    MediaType.parse("application/zip");


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/BackupService.java)
Once again, a 201 response indicates that our resource was created, and
the Location header provides the URL for the backup dataset. We stuff
that URL in a SharedPreferences object unique to BackupService, under
a PREF_LAST_BACKUP_DATASET key. We will use that — at least, in theory –
if we are restored from a Google disaster recovery process. We will explore
that more later in the chapter.
If we get an unexpected response from the server, the sample app logs a message
to Logcat and otherwise quietly fails. A production-grade app would handle
these scenarios better, including informing the user about the problem.
Of course, a production-grade backup implementation might want more than
what we have here, such as better security.
For apps being publicly distributed through the Play Store or similar
channels, you may want to offer multiple ways of saving off the backup,
through some common API with multiple implementations. That way, users can
choose whether to back up data via a private server or a public one
(e.g., Amazon S3) or some other means that you offer.
Initiating a Restore
Unfortunately, on occasion, the user may have a need to restore the
app’s data from a backup.
There are three primary possible triggers for this work to be done:

	The user could ask for data to be restored manually, through some option
in the app’s UI, such as an action bar item

	The request to restore the data could be pushed to the device, such as
through GCM, perhaps in response to an IT department staff member initiating
a remote restore

	The user could have gotten a new device, and if the user had chosen
automatic disaster recovery “backups” on their old device, they could have
our app and its data automatically restored onto the new device


There is also the question of which backup to restore. Frequently, the
user will want the most recent backup, but that is not always the case.
The user might realize that the data has been wrong for days and needs
to restore an earlier backup than the most recent one.
To that end, the BackupClient demo app will allow the user to manually
request that data be restored, via a “Restore” action bar item. We will
fetch a list of available backups from the backup server, so the user
can choose what backup to restore from.
The “Restore” action bar item in MainActivity simply launches a
RestoreRosterActivity, to allow the user to choose the backup to restore.
That activity merely sets up a dynamic fragment, RestoreRosterFragment,
in onCreate():

package com.commonsware.android.backup;

import android.os.Bundle;
import android.support.v4.app.FragmentActivity;

public class RestoreRosterActivity extends FragmentActivity {
  @Override
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    if (getSupportFragmentManager()
      .findFragmentById(android.R.id.content)==null) {
      getSupportFragmentManager().beginTransaction()
        .add(android.R.id.content,
          new RestoreRosterFragment()).commit();
    }
  }
}


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/RestoreRosterActivity.java)
RestoreRosterFragment has fairly basic implementations of the onCreate(),
onStart(), and onStop() lifecycle methods, to mark the fragment as
being a retained fragment, plus to register and unregister from the
event bus:

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    setRetainInstance(true);
  }

  @Override
  public void onStart() {
    super.onStart();

    EventBus.getDefault().register(this);
  }

  @Override
  public void onStop() {
    EventBus.getDefault().unregister(this);

    super.onStop();
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/RestoreRosterFragment.java)
RestoreRosterFragment is a ListFragment, so the ListView will be
set up automatically in the inherited implementation of onCreateView().
In onViewCreated(), we can kick off a REST request to pull down the
list of backups from the backup server. This client assumes that the
REST server has an /api/backups endpoint that will return a JSON
roster of the available backups, so we can use OkHttp to perform the
GET request for that data:

  @Override
  public void onViewCreated(View view,
                            Bundle savedInstanceState) {
    super.onViewCreated(view, savedInstanceState);

    Request request=new Request.Builder()
      .url(URL_BACKUPS)
      .build();

    BackupService.OKHTTP_CLIENT.newCall(request).enqueue(this);
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/RestoreRosterFragment.java)
Here, we use the same OkHttpClient instance as BackupService uses — since
this is a static data member that is automatically initialized, it does
not matter whether or not we have used BackupService already in this process.
The endpoint URL is found in the URL_BACKUPS constant:

  private static final String URL_BACKUPS=
    BuildConfig.URL_SERVER+"/api/backups";


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/RestoreRosterFragment.java)
Since this is being driven by the UI, and we are calling OkHttp from
the main application thread, we use enqueue() instead of execute(),
to schedule the request to be performed on a background thread supplied
and managed by OkHttp. RestoreRosterFragment implements the required
Callback interface needed by enqueue(). That interface, in turn,
requires two methods. One is onFailure(), to be called if there
is a problem in executing the HTTP request. Here, we just inform the user
about the problem in a Toast, though a production-grade app would do
something more sophisticated:

  @Override
  public void onFailure(Request request, IOException e) {
    Toast.makeText(getActivity(), R.string.msg_roster_failure,
      Toast.LENGTH_LONG).show();
    Log.e(getClass().getSimpleName(),
      "Exception retrieving backup roster", e);
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/RestoreRosterFragment.java)
The more important method is onResponse(), called when we get a valid-looking
response from the server:

  @Override
  public void onResponse(Response response) throws IOException {
    Gson gson=new GsonBuilder()
      .setDateFormat("yyyy-MM-dd'T'HH:mm:ssZZZZZ")
      .create();

    Type listType=new TypeToken<List<BackupMetadata>>() {}.getType();

    EventBus
      .getDefault()
      .post(
        gson.fromJson(response.body().charStream(), listType));
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/RestoreRosterFragment.java)
This sample could use Retrofit for performing this REST-style GET
request, in which case Retrofit would work with OkHttp and Google’s Gson
to parse our response. In this case, we are using OkHttp directly, and so
we need to arrange to have Gson parse the response.
To that end, we:

	Create a Gson instance through a GsonBuilder, teaching it that
the JSON data to be mapped to Date objects in our results have a particular
serialized format

	Create a Type object wrapping our expected response: a List of
BackupMetadata objects

	Get the JSON from the response (response.body().charStream), and pass that
to the Gson object for parsing


And, since onResponse() is called on a background thread, we use
the event bus to deliver that List of BackupMetadata objects to
the fragment itself, so we can pick up that event on the main application thread.
The JSON we get back will be a JSON array containing a list of JSON
objects, with each of those objects being mapped to a BackupMetadata
instance by Gson:

package com.commonsware.android.backup;

import java.util.Date;

public class BackupMetadata {
  Date timestamp;
  String dataset;

  @Override
  public String toString() {
    return(timestamp.toString());
  }
}


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/BackupMetadata.java)
RestoreRosterFragment then has an onEventMainThread() method, to pick
up the List of BackupMetadata, to wrap that in an ArrayAdapter and
put those results in the fragment’s ListView:

  @Subscribe(threadMode =ThreadMode.MAIN)
  public void onEventMainThread(List<BackupMetadata> roster) {
    adapter=new ArrayAdapter<BackupMetadata>(getActivity(),
      android.R.layout.simple_list_item_1, roster);

    setListAdapter(adapter);
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/RestoreRosterFragment.java)
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Figure 776: RestoreRosterFragment, Showing Two Backups
Starting the Restore Activity
When the user clicks on an available backup in the ListView,
onListItemClick() gets called:

  @Override
  public void onListItemClick(ListView l, View v, int position,
                              long id) {
    String url=
      BuildConfig.URL_SERVER+adapter.getItem(position).dataset;
    Intent i=
      new Intent(getActivity(), RestoreProgressActivity.class)
        .setData(Uri.parse(url))
        .addFlags(Intent.FLAG_ACTIVITY_NEW_TASK|
                  Intent.FLAG_ACTIVITY_CLEAR_TASK|
                  Intent.FLAG_ACTIVITY_EXCLUDE_FROM_RECENTS);

    startActivity(i);
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/RestoreRosterFragment.java)
The BackupMetadata has a relative URL to the backup’s dataset, so we
combine that with BuildConfig.URL_SERVER to get a fully-qualified URL.
Then, we start up a RestoreProgressActivity, which will be responsible
for kicking off the restore and showing some form of progress indicator
along the way.
The tricky part with restoring your app’s data is that you cannot have
any app components running that rely upon that data, as the data will
be changing out from underneath those components. In our case, we need
to get rid of our MainActivity.
To do that, we attach a few flags to the Intent used to start up
the RestoreProgressActivity:

	FLAG_ACTIVITY_NEW_TASK

	FLAG_ACTIVITY_CLEAR_TASK

	FLAG_ACTIVITY_EXCLUDE_FROM_RECENTS


These will get rid of all of our previous activities (including the
currently-active RestoreRosterActivity) and will prevent
the RestoreProgressActivity from showing up in the overview screen.
RestoreProgressActivity has a simple layout with a large centered
ProgressBar:

<?xml version="1.0" encoding="utf-8"?>
<FrameLayout
  xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <ProgressBar
    style="@android:style/Widget.ProgressBar.Large"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_gravity="center"/>
</FrameLayout>

(from Backup/BackupClient/app/src/main/res/layout/progress.xml)
In onCreate() of RestoreProgressActivity, in addition to showing
that ProgressBar, we kick off a RestoreService to actually download
and restore the backup. We are passed the URL to the backup dataset in
the Intent used to start RestoreProgressActivity, and we just
pass that same URL along (as a Uri) to the service:

  @Override
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.progress);

    if (savedInstanceState==null) {
      RestoreService.enqueueWork(this);
    }
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/RestoreProgressActivity.java)
However, we only do that if we are not being recreated after a configuration
change, so this only happens on the first invocation of the activity.
RestoreProgressActivity also registers for events on the event bus, using
the typical onStop()/onStart() pattern:

  @Override
  protected void onStart() {
    super.onStart();

    EventBus.getDefault().register(this);
  }

  @Override
  protected void onStop() {
    EventBus.getDefault().unregister(this);

    super.onStop();
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/RestoreProgressActivity.java)
Downloading and Restoring the Dataset
Meanwhile, over in RestoreService, we download and unpack the dataset:

package com.commonsware.android.backup;

import android.content.Context;
import android.content.Intent;
import android.support.annotation.NonNull;
import android.support.v4.app.JobIntentService;
import android.util.Log;
import com.squareup.okhttp.Request;
import com.squareup.okhttp.Response;
import org.greenrobot.eventbus.EventBus;
import java.io.File;
import okio.BufferedSink;
import okio.Okio;

public class RestoreService extends JobIntentService {
  private static final int UNIQUE_JOB_ID=1337;

  static void enqueueWork(Context ctxt) {
    enqueueWork(ctxt, RestoreService.class, UNIQUE_JOB_ID,
      new Intent(ctxt, RestoreService.class));
  }

  @Override
  public void onHandleWork(@NonNull Intent i) {
    Request request=new Request.Builder()
      .url(i.getData().toString())
      .build();

    try {
      Response response=
        BackupService.OKHTTP_CLIENT.newCall(request).execute();
      File toRestore=new File(getCacheDir(), "backup.zip");

      if (toRestore.exists()) {
        toRestore.delete();
      }

      BufferedSink sink = Okio.buffer(Okio.sink(toRestore));

      sink.writeAll(response.body().source());
      sink.close();

      ZipUtils.unzip(toRestore, getFilesDir(),
        BackupService.ZIP_PREFIX_FILES);
      ZipUtils.unzip(toRestore,
        BackupService.getSharedPrefsDir(this),
        BackupService.ZIP_PREFIX_PREFS);
      ZipUtils.unzip(toRestore, getExternalFilesDir(null),
        BackupService.ZIP_PREFIX_EXTERNAL);

      EventBus.getDefault().post(new RestoreCompletedEvent());
    }
    catch (Exception e) {
      Log.e(getClass().getSimpleName(),
        "Exception restoring backup", e);
      EventBus.getDefault().post(new RestoreFailedEvent());
    }
  }

  static class RestoreCompletedEvent {

  }

  static class RestoreFailedEvent {

  }
}


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/RestoreService.java)
The URL for the dataset is coming in via the Intent passed into
onHandleIntent(). We use that to build the OkHttp Request, then
do a synchronous call via execute() to get the Response.
Previous uses of OkHttp in this chapter focused on REST responses, where
we could either just use Location headers or pass the text of the
response over to Gson. Here, we are expecting a ZIP file, and possibly
a large one. The right way to get that written to disk (so we can unpack it)
is to stream the data down and write that data out to disk, rather than
attempting to read everything into memory first.
To that end, we take advantage of the fact that OkHttp itself is built
atop Square’s Okio library, which offers
a nice Java API for handling streams, based on sinks and sources.
The recipe for streaming an HTTP response to disk involves:

	Creating a sink for the destination file (in this case, a backup.zip file
placed in getCacheDir())

	Wrapping that in a BufferedSink


	Telling the sink to write everything from the source() we get from
OkHttp representing the ZIP data

	Closing the sink


At that point, we need to unpack the dataset into the places we got the
data from in the first place when we backed it up:

	getFilesDir()

	the directory for SharedPreferences


	getExternalFilesDir()


To that end, we use a slightly modified version of the ZipUtils
class first referenced in the tutorials. The one used
in the tutorials comes from the CWAC-Security library. However,
that ZipUtils class does not handle two things that we need here:

	Unpacking a subset of the files, from one virtual directory within
the ZIP archive

	Restoring them to an already-existing directory without deleting
and recreating that directory.


The BackupClient project has its own modified version of ZipUtils
that handles those cases. Beyond that, the unzip() method is the
same as before, taking:

	The ZIP file to unpack

	The filesystem directory where the unpacked files should go 

	The virtual directory within the ZIP archive that we want (as opposed
to the entire contents)


When that is done, we post a RestoreCompletedEvent. If there is some
problem, we post a RestoreFailedEvent, in addition to logging details
to Logcat.
RestoreProgressActivity listens for both of those events:

  @Subscribe(threadMode =ThreadMode.MAIN)
  public void onCompleted(RestoreService.RestoreCompletedEvent event) {
    startActivity(new Intent(this, MainActivity.class));
    finish();
  }

  @Subscribe(threadMode =ThreadMode.MAIN)
  public void onFailed(RestoreService.RestoreFailedEvent event) {
    Toast.makeText(this, R.string.msg_restore_failed,
      Toast.LENGTH_LONG).show();
    finish();
  }


(from Backup/BackupClient/app/src/main/java/com/commonsware/android/backup/RestoreProgressActivity.java)
In the success case, we can now start up a fresh MainActivity (since
the original was destroyed as part of launching RestoreProgressActivity),
and it can read the restored data.
In the failure case… we are really screwed. We may have partially restored
the data, but perhaps not all of it, and there is no telling what state
the data is in. A production-grade app would handle this by:

	Moving all of the existing data to a safe location on the device

	Attempting to restore the data

	If there is an unhandled exception in the restoration process, deleting
the partially-restored data and moving the original data back into position


This would reduce the odds of some catastrophic problem wiping out the
app. In this sample, though, we just show a Toast, finish() the
activity (thereby exiting the app, as we have no other active activities),
and hoping the user uninstalls and reinstalls the app, or just uninstalls the
app, or something.
Trying This Yourself… With a Little Help from Ol’ Blue Eyes
Everything discussed so far assumes the existence of some REST-style
Web server that we can interact with for backups. As it so happens,
the BackupClient project has a crude implementation of
such a server, in the form of a Ruby
script using the Sinatra gem:

require 'fileutils'
require 'time'
require 'sinatra'
require 'json'

BACKUP_ROOT='/tmp/backups'

get '/' do
  'Hello world!'
end

get '/api/backups' do
  result=[]

  if File.exist?(BACKUP_ROOT)
    Dir.foreach(BACKUP_ROOT) do |item|
      next if item == '.' or item == '..'

      subdir=File.join(BACKUP_ROOT, item)

      if File.directory?(subdir)
        f=File.join(subdir, "metadata.json")

        if File.exist?(f)
          metadata=JSON.load(open(f))
          metadata['dataset']="/api/backups/#{item}/dataset"

          result << metadata
        end
      end
    end
  end

  result.sort_by!{|metadata| metadata['timestamp']}
  result.reverse!

  JSON.pretty_generate(result)
end

post '/api/backups' do
  id=SecureRandom.uuid
  dir=File.join(BACKUP_ROOT, id)
  FileUtils.mkdir_p(dir)
  f=File.join(dir, "metadata.json")
  metadata={'timestamp'=>Time.new.xmlschema}
  File.open(f, 'w') {|io| io.write(JSON.generate(metadata))}

  redirect to('/api/backups/'+id), 201
end

put '/api/backups/:id/dataset' do
  dir=File.join(BACKUP_ROOT, params[:id])

  if File.exist?(dir)
    f=File.join(dir, "backup.zip")
    File.open(f, 'w') {|io| io.write(request.body.read)}

    redirect to("/api/backups/#{params[:id]}/dataset"), 201
  else
    status 404
  end
end

get '/api/backups/:id/dataset' do
  dir=File.join(BACKUP_ROOT, params[:id])
  f=File.join(dir, "backup.zip")

  if File.exist?(f)
    send_file f
  else
    status 404
  end
end

(from Backup/BackupClient/server.rb)
If you have familiarity with Ruby, you can:

	install the sinatra and json gems in your environment

	run the script (ruby server.rb)


That will give you a server, listening to localhost:4567… which happens
to be what the BackupClient Android app is looking to talk to, if that
app is running on an emulator. If you want to test with an actual Android
device, the -o switch lets you specify the IP address to listen to, and
-p lets you change up the port number if you wish.
The Google Backup Bootstrap
Once you get your real backup system going, then, if you wish,
you can play around with Google’s disaster recovery bootstrap. By
opting into what Google terms “backup”, you can have some of your data
automatically backed up, then restored when the user replaces their
device.
What to Bootstrap?
The biggest decision that you will need to make is what should be
included in Google’s bootstrap backup and what should not.
The primary considerations are privacy and security. Any data included
in the bootstrap is visible to other parties. If that data is not
encrypted with a user-supplied passphrase, other parties will be able
to do what they want with the data, without much recourse.
One option, therefore, is to opt out of these bootstrap backups entirely,
and handle disaster recovery like any other restore process.
Another is to only include some identifying information in the bootstrap
backup, to help expedite the restore process, but without really compromising
security much. In the context of the BackupClient sample shown earlier
in this chapter, if the backup server was adequately secured,
including a dataset URL in the bootstrap backup would not be much of a
problem. Having the URL itself is probably not that useful, and if only
authorized users can download datasets from those URLs, attackers would
not gain anything from peeking at the bootstrap. BackupClient itself
has very little security, to keep the sample (reasonably) simple, but
you can imagine requiring user accounts or similar means to try to lock
down access to the backup server.
The far other end of the spectrum is to allow Android to backup
“the whole shootin’ match” (i.e., everything), on the grounds that the
data you have is not especially private.
You and your qualified legal counsel will need to make this decision
before deciding what to do for implementing the bootstrap backup itself.
Bootstrap Backup on Android 6.0+
Android has had a backup API since Android 2.2. However, not only did
developers have to opt into the backups, but they had to write special
code to assist in those backups. As such, that API was not used that
much.
Android 6.0 has gone the other direction, with opt-out backups of
all likely data, if your targetSdkVersion is 23 or higher. Specifically:

	Your app’s internal storage (getFilesDir(), SharedPreferences,
getDatabaseDir(), etc.) gets backed up, with the exception of
getCacheDir() and getNoBackupFilesDir() (the latter introduced in
API Level 21)

	
getExternalFilesDir() is backed up, but not other locations on
external storage


Backups occur approximately once per day, if the device is idle,
charging, and on WiFi.
Configuring the Backup
If what you want to back up is different than what Android 6.0+ will
back up by default, you can add manifest entries to better control
what is and is not backed up.
To opt out entirely, add android:allowBackup="false" to your
<application> element in the manifest:


<application
  android:allowBackup="false"
  android:icon="@drawable/ic_launcher"
  android:label="@string/app_name"
  android:theme="@style/AppTheme"
  tools:replace="android:allowBackup">
  <!-- other cool stuff here -->
</application>


Here, the tools:replace ensures that no library attempts to override
your allowBackup value.
Conversely, if you want to participate in the bootstrap backup, but you
want to change the roster of what gets backed up, use the
android:fullBackupContent attribute on the <application> element.
This needs to point to an XML resource that describes what it is
that you do and do not want backed up.
The BackupClient sample has this configured. The <application>
element points to a res/xml/backup_rules.xml resource:

  <application
    android:fullBackupContent="@xml/backup_rules"
    android:icon="@drawable/ic_launcher"
    android:label="@string/app_name"
    android:theme="@style/Theme.Apptheme">
    <activity
      android:name=".MainActivity"
      android:label="@string/app_name">
      <intent-filter>
        <action android:name="android.intent.action.MAIN" />

        <category android:name="android.intent.category.LAUNCHER" />
      </intent-filter>
    </activity>
    <activity android:name=".RestoreRosterActivity" />
    <activity android:name=".RestoreProgressActivity" />

    <service
      android:name=".BackupService"
      android:permission="android.permission.BIND_JOB_SERVICE" />
    <service
      android:name=".RestoreService"
      android:permission="android.permission.BIND_JOB_SERVICE" />
  </application>


(from Backup/BackupClient/app/src/main/AndroidManifest.xml)
That XML resource can contain <include> and <exclude> elements,
inside of a root <full-backup-content> element. The rules are:

	If there are no <include> elements — only <exclude> elements –
then all the files that get backed up by default will get backed up,
except those blocked by those <exclude> elements.

	If there are one or more <include> elements (perhaps along with
<exclude> elements), then none of the files that get backed up by
default will be backed up. Instead, only the files listed in the
<include> elements (and not blocked by any <exclude> elements) will
be backed up.


The BackupClient sample has two <include> elements, in effect
saying that only what is cited in these elements should be backed up:

<?xml version="1.0" encoding="utf-8"?>
<full-backup-content>
  <include
    domain="sharedpref"
    path="com.commonsware.android.backup_preferences.xml"/>
  <include
    domain="sharedpref"
    path="com.commonsware.android.backup.BackupService.xml"/>
</full-backup-content>

(from Backup/BackupClient/app/src/main/res/xml/backup_rules.xml)
The <include> and <exclude> elements must have a domain attribute
and a path attribute. These combine to indicate what is being included
or excluded.
The domain attribute indicates one of five locations relative to your
app:

	
root points to all of your internal storage

	
file points to the subset of your internal storage used for ordinary
files (i.e., getFilesDir())

	
database points to the subset of your internal storage used for
databases (i.e., getDatabasePath())

	
sharedpref points to the subset of your internal storage used for
SharedPreferences


	
external points to the location used by getExternalFilesDir(null)



The path attribute then provides a relative path, from the base location
indicated by domain, for the item to be included or excluded.
Hence, the BackupClient backup rules say to include two
SharedPreferences files. One is written to by BackupService
on every backup, holding a single value, keyed by lastBackupDataset,
with the URL to the last backup dataset. The other is the default
SharedPreferences, used for the last-visited tab by the UI.
Because these SharedPreferences
files are included in the bootstrap backup, they should be restored in case
the user replaces the device. However, they are the only things that is
supposed to be backed up — everything else in the app should be left
alone.
Note that the documentation does not state clearly if the path attribute
is required. It is possible that the path attribute is optional, where
if it is missing, it means you want to include or exclude everything in
the cited domain.
Testing the Backup and Restore Steps
In theory, to test your backup configuration, you can run three commands
on the command line:


adb shell setprop log.tag.BackupXmlParserLogging VERBOSE
adb shell bmgr run
adb shell bmgr fullbackup ...


where ... is the application ID of the app to be backed up. For the
sample app, that is com.commonsware.android.backup.
(the above assumes that you have adb in your PATH)
You can then manually initiate a restore operation via:


adb shell bmgr restore ...


for the same value of .... Presumably, you would do this after
modifying or clearing the backed-up data, so you can confirm that the
data was restored properly.
For the purposes of conducting lightweight experiments
with the auto-backup facility, you do
not need to mess around with the entire backup system outlined earlier
in this chapter. That backs up the actual content; the auto-backup
facility is backing up SharedPreferences, and that happens whether
or not we are also backing up the content.
So, for example, you could do the following:

	Run the sample app and switch to some tab other than the default,
then press BACK to exit the app and save your last-visited tab in
SharedPreferences


	Execute the following at the command line of your developer machine,
to examine the contents of the SharedPreferences:




adb shell run-as com.commonsware.android.backup
"cat /data/data/com.commonsware.android.backup/
shared_prefs/com.commonsware.android.backup_preferences.xml"


(NOTE: the above should be all on one line; it is split here across
three lines due to the length of the command)
You should see something like:


<?xml version='1.0' encoding='utf-8' standalone='yes' ?>
<map>
    <int name="lastVisited" value="2" />
</map>


The value will be the index of whatever tab you were on when you
exited the activity.

	Run the commands shown earlier to back up those SharedPreferences:




adb shell setprop log.tag.BackupXmlParserLogging VERBOSE
adb shell bmgr run
adb shell bmgr fullbackup com.commonsware.android.backup


You should see output in Logcat indicating that
the backup was taken:


14936-14936/? D/AndroidRuntime: Calling main entry com.android.commands.bmgr.Bmgr
800-2345/? D/BackupManagerService: fullTransportBackup()
800-14960/? I/PFTBT: Initiating full-data transport backup of ...
800-14961/? D/BackupManagerService: Binding to full backup agent : ...
800-14961/? D/BackupManagerService: awaiting agent for ApplicationInfo{...}
800-810/? D/BackupManagerService: agentConnected pkg=com.commonsware...
800-14961/? I/BackupManagerService: got agent android.app.IBackupAgent$Stub$Proxy@e17804c
800-14961/? I/BackupRestoreController: Getting widget state for user: 0
800-14962/? I/file_backup_helper:    Name: apps/com.commonsware.android...
800-14962/? D/BackupManagerService: Calling doFullBackup() on com.commonsware...
9380-9391/com.commonsware.android.backup I/file_backup_helper:    Name: ...
800-14960/? I/PFTBT: Transport suggested backoff=0
800-14960/? I/PFTBT: Full backup completed.
9380-9380/? I/Process: Sending signal. PID: 9380 SIG: 9
800-2345/? D/BackupManagerService: Done with full transport backup.


(NOTE: the lines have been truncated due to length)

	Run the app again and switch to another tab, then press BACK to exit
the activity.

	Run the run-as command again to examine the contents of
the current SharedPreferences, and see that it contains your newly-chosen
tab.

	Execute adb shell bmgr restore com.commonsware.android.backup from
the command line to restore the SharedPreferences from your backup.
You should get additional lines in Logcat showing that the restoration
took place:




16814-16814/? D/AndroidRuntime: Calling main entry com.android.commands.bmgr.Bmgr
800-7101/? V/BackupManagerService: beginRestoreSession: pkg=com.commonsware...
800-2345/? V/RestoreSession: restorePackage pkg=com.commonsware.android.backup ...
800-2345/? V/RestoreSession: restorePackage pkg=com.commonsware.android.backup ...
800-1111/? D/BackupManagerService: MSG_RUN_RESTORE observer=android.app.backup...
800-1111/? D/BackupManagerService: initiateOneRestore packageName=@pm@
800-1111/? E/SELinux: SELinux: Could not get canonical path /cache/@pm@.restore ...
800-1111/? I/BackupManagerService: Next restore package: RestoreDescription{...}
800-16839/? I/RestoreEngine: Sig + version match; taking data
800-16839/? D/RestoreEngine: Need to launch agent for com.commonsware.android.backup
800-16839/? D/RestoreEngine: Clearing app data preparatory to full restore
800-16839/? I/ActivityManager: Force stopping com.commonsware.android.backup ...
800-16839/? I/ActivityManager: Killing 15029:com.commonsware.android.backup/...
800-1195/? D/GraphicsStats: Buffer count: 5
800-1198/? W/ActivityManager: Spurious death for ProcessRecord...
5005-5986/? D/Documents: Update found 7 roots in 8ms
1888-16840/? D/PackageBroadcastService: Received broadcast ...
1888-16840/? D/AccountUtils: Clearing selected account for com.commonsware...
1888-16840/? I/LocationSettingsChecker: Removing dialog suppression flag...
1888-2082/? I/Icing: doRemovePackageData com.commonsware.android.backup
800-16839/? I/ActivityManager: Start proc 16848:com.commonsware.android...
800-16839/? D/BackupManagerService: awaiting agent for ApplicationInfo{...}
16848-16848/? I/art: Late-enabling -Xcheck:jni
16848-16848/? W/System: ClassLoader referenced unknown path: ...
800-1128/? D/BackupManagerService: agentConnected pkg=com.commonsware.android...
800-16839/? I/BackupManagerService: got agent android.app...
16848-16865/com.commonsware.android.backup V/BackupXmlParserLogging: ...
16848-16865/com.commonsware.android.backup V/BackupXmlParserLogging: ...
16848-16865/com.commonsware.android.backup V/BackupXmlParserLogging: ...
16848-16865/com.commonsware.android.backup V/BackupXmlParserLogging: ...
16848-16865/com.commonsware.android.backup V/BackupXmlParserLogging: ...
16848-16865/com.commonsware.android.backup V/BackupXmlParserLogging: ...
16848-16865/com.commonsware.android.backup V/BackupXmlParserLogging: Final tally.
16848-16865/com.commonsware.android.backup V/BackupXmlParserLogging: Includes:
16848-16865/com.commonsware.android.backup V/BackupXmlParserLogging:   domain=sp
16848-16865/com.commonsware.android.backup V/BackupXmlParserLogging: ...
16848-16865/com.commonsware.android.backup V/BackupXmlParserLogging: Excludes:
16848-16865/com.commonsware.android.backup V/BackupXmlParserLogging:   ...nothing to exclude.
16848-16865/com.commonsware.android.backup V/BackupXmlParserLogging:   
16848-16865/com.commonsware.android.backup V/BackupXmlParserLogging: ...
800-1111/? V/BackupManagerService: No more packages; finishing restore
800-2345/? D/RestoreSession: endRestoreSession
800-1111/? I/BackupRestoreController: restoreFinished for 0
800-1111/? I/BackupManagerService: Restore complete.
800-1111/? V/BackupManagerService: Clearing restore session and halting timeout



	Run the run-as command again to examine the contents of
the current SharedPreferences, and see that it contains your original tab.

	Uninstall your application, then try the run-as again, which will
give you an error indicating that the file was not found.

	Re-run the app from the IDE. Then, run the run-as command again, to
see that your file was restored without manually having to restore it.


Bootstrap Backup on Android 2.2-5.1
Prior to Android 6.0, Android had a “backup service”, inaugurated in
Android 2.2. As with the Android 6.0 approach, the original backup
service was mostly for disaster recovery.
Unlike with Android 6.0’s approach, you needed to opt into having
these backups. Partly, this opt-in was accomplished via code,
as you had to extend a BackupAgentHelper and register it in your
manifest as the android:backupAgent, via the <application> element.
The BackupAgentHelper subclass would indicate what should be backed up,
by instantiating one or more BackupHelper objects (e.g., FileBackupHelper),
configuring them to back up certain items, then registering them
with the BackupAgentHelper via an addHelper() method.
Partly, though, the opt-in was accomplished via registering for an API
key. This process was never integrated into the rest of the Play Services
architecture, which now has a standardized approach for registering for
various API keys and agreeing to the terms of service for each.
Instead, you would need to visit an
obscure Web page,
agree to the terms of service, provide information about your app
(notably the application ID), get the API key, and add it to your
manifest via a <meta-data> element.
However, those terms of service contain some interesting clauses, ones
that may give your legal counsel some concern, such as:

	“the form and nature” of the backup service “may change from time
to time without prior notice to you”

	“Google may stop… providing the Service (or any features within the
Service) to you or to users generally at Google’s sole discretion, without
prior notice to you”

	You “agree to use the Service only for purposes that are permitted by…
any applicable law… in the relevant jurisdictions (including any laws
regarding the export of data or software to and from the United States
or other relevant countries)” without ever disclosing what those “relevant
countries” are

	You agree to not “sell… access to the Service”, which would seem to
preclude its use by paid apps or apps using in-app purchases to upgrade
to some “pro” edition that enabled backups

	“you are responsible for maintaining the security… of the Backup
Service Key(s)”, despite the fact that these have to be published in the
manifest and therefore are readable by anyone

	“you will not transmit any Content through the Service that
is copyrighted, protected by trade secret or otherwise subject to
third party proprietary rights”, despite the fact that developers have
no means of validating these rights for user-supplied content

	“Google may need to change these Terms from time to time… Once
the modified Terms are posted, the changes will become effective
immediately, and you are deemed to have accepted the modified Terms
if you continue to use the Service”, despite the fact that developers
have no means of finding out exactly when the terms change or somehow
instantaneously preventing installed copies of their apps from using
the service


Beyond this, there are no statements about where the data is actually
backed up, other than opening it up to just about anyone that Google
wishes to characterize as “Subsidiaries and Affiliates”.
Please discuss these terms with legal counsel before registering for
this service and integrating it within your app.
Additional documentation about this form of backup, should you choose
to pursue it, can be found online.
Boosting Backup Security
Backups, in effect, are intentional data leaks. You want something
other than the device to have access to your app’s data. Hence, it is
important to take reasonable steps to ensure that those backups are
secure, secure enough that nobody is going to be able to exploit them
for uses that go against the user’s wishes. Rest assured that
people will try to exploit backups
and will succeed if your security is insufficient.
Securing Access to the Dataset
The backup dataset that you transfer off the device needs to be secure
from attack. Unauthorized people should not be able to get at the dataset.
For a backup system like the one outlined in this chapter, the big thing
to secure is access to the dataset via its URL. If anyone who gets the URL
can download the dataset, now all an attacker needs to do is determine
how to get that URL, such as by exploiting flaws in Google’s bootstrap
backup. Or, for that matter, Google staff could get at the URL, at least
in principle.
In this case, the URL alone must be insufficient. It would need to be
combined with other information from the user, such as some sort of site
authentication, where that other information is not retained.
If you are holding onto backup datasets yourself, on your own servers,
you will also need to ensure that only authorized staff can get at
those datasets and that such access is highly visible.
Otherwise, you are at risk of an insider attack, whether
through so-called “social engineering” or just good old-fashioned extortion.
Securing Transmission of the Dataset
Another way that an attacker could get at the dataset is to copy the data
in motion, as it is sent from your app to the backup server. Make sure
that you are using suitable security here:

	HTTPS with certificate pinning

	Corporate VPN

	etc.


Bear in mind that users may wind up making a backup from any sort of network,
ranging from your office network to the free WiFi at a local coffee shop.
In principle, you could detect this and refuse to back up the data when
you do not recognize the network. However, this reduces the value of the
backup system, as the user might not be able to make a manual backup at
some point when they need it (e.g., on business travel).
Encrypting the Dataset
The ultimate in protection for the user is to have the data be encrypted
by a user-supplied passphrase. Then, even you cannot access the data
without the user’s assistance. There are ways of addressing
this, perhaps involving
brute force attacks
or
other sorts of brute force attacks. However,
it certainly slows attackers down.
The simplest way to have encrypted backups — from the standpoint of the
person writing the backup code — is to encrypt the data itself. For example,
you do not necessarily need to re-encrypt a SQLCipher for Android database
as part of a backup dataset, as it is already encrypted. Note, though,
that having encrypted data at rest does not mean you can skip encrypting
the data in motion, as it is sent to your backup server. While attackers
would not be able to read the backed-up data readily, they could replace
the backed-up data sent over the unencrypted communications channel
and perhaps cause problems that way.
If, however, you are not in position to encrypt the data at rest within
your app, you may wish to consider asking the user for a passphrase and
using that to encrypt the backup dataset. Note that this passphrase requirement
largely eliminates the ability for you to do unattended automated
backups, as you either do not have the passphrase then (and so cannot
encrypt the backups) or you are saving the passphrase (and so have just
made it trivial for somebody to get it and decrypt the data).
Alternative Approaches
Backing up local data
is essential where the device is the system of record, to be able to deal
with catastrophe (e.g., the user accidentally uninstalls the app).
That being said, there are a few ways of dealing with backing up local
data that might not necessarily seem to the user as though it is
a backup process.
Data Versioning
Beyond the accidental wiping of data, such as through an erroneous install,
a backup can also help recover from more fine-grained errors, like
accidentally deleting a bit of data (e.g., a row or set of rows
from database tables).
One way to address that is to use some sort of data versioning approach.
Many software developers are familiar with this in the form of
source code version control, such as git. Here, you never really
“delete” anything forever. Instead, you delete (or change) things in
your working copy of the data, with the versioning system tracking
changes to the data, so you can roll back to some earlier version if
the need arises.
This is not limited to source code or similar sorts of documents. One
simple example of versioning that has been used for decades is to
not actually delete database rows, but instead set some is_deleted
column to a known value. Then, when you query the database, you filter
out the “deleted” rows by excluding from the query those rows where
is_deleted is set to that specific value. Recovering those deleted
rows is then a matter of showing all the deleted ones to the user and
clearing is_deleted for the ones to be restored.
Obviously, this gets much more complicated once you get into foreign
key constraints (i.e., how can you restore X if it depends on Y that
was also deleted?). And it is not a full replacement for a backup-and-restore
system, since anything that damages or deletes the entire database cannot be
recovered via this sort of versioning. But, if you are looking to implement
a robust disk-based “undo” facility for users, just bear in mind that
it also helps out for some sorts of cases where you might ordinarily
think of restoring from a backup.
Import and Export
Another feature that you can add that has some relationship to data backups
is data import and export. Whatever is exported can be backed up by the
user by some other means; if the master copy of the app’s data gets damaged,
you might be able to recover from that damage via importing a previous
export.
Of course, import and export are also used for data exchange with
foreign systems (e.g., exporting tabular data in a format that can be
read in by a desktop spreadsheet program). Also, traditionally,
import and export are tasks that are manually requested by users. However,
you might consider giving the user an option of performing an automatic
export as a replacement for, or adjunct to, some other form of regular
backup.
Data Synchronization
The ultimate solution for not having to mess with a robust device-based
backup system is to not have the device be the system of record. Instead,
some server is the system of record, with the device holding what amounts
to a persistent cache of some of that data:

	Data that you retrieved previously, so you do not necessarily have to
keep downloading the same data from the server

	Data that the user has modified that you are planning on sending to the
server at some time in the future (e.g., during the nightly sync, or when
the Internet is available again).


Working with the Clipboard
Being able to copy and paste is something that mobile device users
seem to want almost as much as their desktop brethren. Most of the
time, we think of this as copying and pasting text, but one could
copy and paste other things, such as Uri values pointing to more
elaborate forms of content.
In this chapter, we will explore how to work with the modern clipboard APIs.
Here, “modern” refers to android.content.ClipboardManager. Android
1.x and 2.x used android.text.ClipboardManager, which still exists in
the Android SDK for backwards-compatibility reasons. However, most modern
development should use android.content.ClipboardManager.
Prerequisites
Understanding this chapter requires that you have read the core chapters
of this book.
Working with the Clipboard
ClipboardManager can be obtained via a call to getSystemService() on
any handy Context.
The old Android 1.x/2.x API was dominated by three methods, all focused on
plain text:

	
setText(), to put text on the clipboard

	
hasText(), to indicate if the clipboard has something on it

	
getText(), to retrieve the text on the clipboard


Those methods still exist, but they have been deprecated as of API Level 11.
Their replacements are:

	
setPrimaryClip(), to put something on the clipboard

	
hasPrimaryClip(), to indicate if the clipboard has something on it

	
getPrimaryClip(), to retrieve something from the clipboard


Here, the “something” winds up being in the form of ClipData objects, which
can hold:

	plain text

	a Uri (e.g., to a piece of music)

	an Intent



The Uri means that you can put anything on the clipboard that can
be referenced by a Uri… and if there is nothing in Android that
lets you reference some data via a Uri, you can invent your own
content provider to handle that chore for you. Furthermore, a single
ClipData can actually hold as many of these as you want, each
represented as individual ClipData.Item objects. As such, the
possibilities are endless.
There are static factory methods on ClipData, such as newUri(),
that you can use to create your ClipData objects. In fact, that is
what we use in the
SystemServices/ClipMusic
sample project and the
MusicClipper activity.
MusicClipper has the classic two-big-button layout:

<?xml version="1.0" encoding="utf-8"?>
<LinearLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:orientation="horizontal"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  >
  <Button android:id="@+id/pick"
    android:layout_width="match_parent" 
    android:layout_height="match_parent"
    android:layout_weight="1"
    android:text="Pick"
    android:onClick="pickMusic"
  />
  <Button android:id="@+id/view"
    android:layout_width="match_parent" 
    android:layout_height="match_parent"
    android:layout_weight="1"
    android:text="Play"
    android:onClick="playMusic"
  />
</LinearLayout>


(from SystemServices/ClipMusic/app/src/main/res/layout-land/main.xml)

[image: The Music Clipper main screen]

Figure 831: The Music Clipper main screen
In onCreate(), we get our hands on our ClipboardManager system service:

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.main);

    clipboard=(ClipboardManager)getSystemService(CLIPBOARD_SERVICE);
  }


(from SystemServices/ClipMusic/app/src/main/java/com/commonsware/android/clip/music/MusicClipper.java)
Tapping the “Pick” button will let you pick a piece of music,
courtesy of the pickMusic() method wired to that Button object:

  public void pickMusic(View v) {
    Intent i=new Intent(Intent.ACTION_GET_CONTENT);

    i.setType("audio/*");
    startActivityForResult(i, PICK_REQUEST);
  }


(from SystemServices/ClipMusic/app/src/main/java/com/commonsware/android/clip/music/MusicClipper.java)
Here, we tell Android to let us pick a piece of music from any
available audio MIME type (audio/*). Fortunately, Android has an
activity that lets us do that:
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Figure 832: The XOOM tablet’s music track picker
We get the result in onActivityResult(), since we used
startActivityForResult() to pick the music. There, we package up
the content:// Uri to the music into a ClipData object and put
it on the clipboard:

  @Override
  protected void onActivityResult(int requestCode, int resultCode,
                                  Intent data) {
    if (requestCode == PICK_REQUEST) {
      if (resultCode == RESULT_OK) {
        ClipData clip=
            ClipData.newUri(getContentResolver(), "Some music",
                            data.getData());

        try {
          clipboard.setPrimaryClip(clip);
        }
        catch (Exception e) {
          Log.e(getClass().getSimpleName(), "Exception clipping Uri", e);
          Toast.makeText(this, "Exception: " + e.getMessage(),
                         Toast.LENGTH_SHORT).show();
        }
      }
    }
  }


(from SystemServices/ClipMusic/app/src/main/java/com/commonsware/android/clip/music/MusicClipper.java)
Note that there is a significant bug in Android 4.3 that, until it is
fixed, will require you to do a bit more error-handling with your clipboard
operations. That is why we have our setPrimaryClip() call wrapped in a try/catch
blog, even though setPrimaryClip() does not throw a checked exception.
The rationale for this will be discussed later in this chapter.
The catch with rich data on the clipboard is that somebody has to
know about the sort of information you are placing on the clipboard.
Eventually, the Android development community will work out common
practices in this area. Right now, though, you can certainly use it
within your own application (e.g., clipping a note and pasting it
into another folder).
Since putting ClipData onto the clipboard involves a call to
setPrimaryClip(), it should not be surprising that the reverse
operation — getting a ClipData from the clipboard —
uses getPrimaryClip(). However, since you do not know where this
clip came from, you need to validate that it has what you expect and
to let the user know when the clipboard contents are not something
you can leverage.
The “Play” button in our UI is wired to a playMusic() method. This
will only work when we have pasted a Uri ClipData to the
clipboard pointing to a piece of music. Since we cannot be sure that
the user has done that, we have to sniff around:

  public void playMusic(View v) {
    ClipData clip=clipboard.getPrimaryClip();

    if (clip == null) {
      Toast.makeText(this, "There is no clip!", Toast.LENGTH_LONG)
           .show();
    }
    else {
      ClipData.Item item=clip.getItemAt(0);
      Uri song=item.getUri();

      if (song != null
          && getContentResolver().getType(song).startsWith("audio/")) {
        startActivity(new Intent(Intent.ACTION_VIEW, song));
      }
      else {
        Toast.makeText(this, "There is no song!", Toast.LENGTH_LONG)
             .show();
      }
    }
  }


(from SystemServices/ClipMusic/app/src/main/java/com/commonsware/android/clip/music/MusicClipper.java)
First, there may be nothing on the clipboard, in which case the
ClipData returned by getPrimaryClip() would be null. Or, there
may be stuff on the clipboard, but it may not have a Uri associated
with it (getUri() on ClipData). Even then, the Uri may point to
something other than music, so even if we get a Uri, we need to use
a ContentResolver to check the MIME type
(getContentResolver().getType()) and make sure it seems like it is
music (e.g., starts with audio/). Then, and only then, does it make
sense to try to start an ACTION_VIEW activity on that Uri and
hope that something useful happens. Assuming you clipped a piece of
music with the “Pick” button, “Play” will kick off playback of that
song.
ClipData and Drag-and-Drop
API Level 11 also introduced Android’s first built-in drag-and-drop
framework. One might expect that this would be related entirely to
View and ViewGroup objects and have nothing to do with the
clipboard. In reality, the drag-and-drop framework leverages
ClipData to say what it is that is being dragged and dropped. You
call startDrag() on a View, supplying a ClipData object, along
with some objects to help render the “shadow” that is the visual
representation of this drag operation. A View that can receive
objects “dropped” via drag-and-drop needs to register an
OnDragListener to receive drag events as the user slides the shadow
over the top of the View in question. If the user lifts their finger,
thereby dropping the shadow, the recipient View will get an
ACTION_DROP drag event, and can get the ClipData out of the event.
The chapter on drag-and-drop goes into this in much
greater detail.
Monitoring the Clipboard
API Level 11 added the capability for an app to monitor what is put on
the clipboard, including things put on the clipboard by other apps.
This is a somewhat esoteric feature, but one that perhaps has some valid
use cases. Mostly, it would be used by something not in the foreground,
since the foreground activity is probably what is adding material to the
clipboard. A service, or perhaps an activity that has moved to the background,
could use this feature to find out about new clipboard entries.
To monitor the clipboard, you simply call addPrimaryClipChangedListener()
on ClipboardMonitor, passing an implementation of an OnPrimaryClipChangedListener
interface. That object, in turn, will be called with onPrimaryClipChanged()
whenever there is a new clipboard entry. Later on, you can call
removePrimaryClipChangedListener() to stop being notified about new clipboard
entries.
For example, here is MainActivity from the
SystemServices/ClipboardMonitor
sample project:

package com.commonsware.android.clipmon;

import android.app.Activity;
import android.content.ClipboardManager;
import android.content.ClipboardManager.OnPrimaryClipChangedListener;
import android.os.Bundle;
import android.widget.TextView;

public class MainActivity extends Activity implements
    OnPrimaryClipChangedListener {
  private ClipboardManager cm=null;
  private TextView lastClip=null;

  @Override
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.activity_main);

    lastClip=(TextView)findViewById(R.id.last_clip);
    cm=(ClipboardManager)getSystemService(CLIPBOARD_SERVICE);
  }
  
  @Override
  public void onStart() {
    super.onStart();
    cm.addPrimaryClipChangedListener(this);
  }
  
  @Override
  public void onStop() {
    cm.removePrimaryClipChangedListener(this);
    super.onStop();
  }

  @Override
  public void onPrimaryClipChanged() {
    lastClip.setText(cm.getPrimaryClip().getItemAt(0)
                       .coerceToText(this));
  }
}


(from SystemServices/ClipboardMonitor/app/src/main/java/com/commonsware/android/clipmon/MainActivity.java)
Here, we:

	Retrieve the ClipboardManager in onCreate()


	Register for clipboard events via addPrimaryClipChangedListener() in
onStart()


	Unregister from clipboard events via removePrimaryClipChangedListener()
in onStop()


	Convert the first item (getItemAt(0)) of the primary clip (getPrimaryClip())
to text (coerceToText(this)), and stuff the results into a TextView



In theory, this activity will display new clipboard entries as they arrive.
In practice, it will only do so while it is in the foreground, and so it would
require something in the background to add something to the clipboard. That
is not a particularly useful example… except to test the bug outlined in the
next section.
The Android 4.3 Clipboard Bug
AndroidPolice
reported on
a fairly unpleasant bug in Android 4.3.
While this bug was fixed in Android 4.4, there is little evidence that
Google will be releasing a fix for Android 4.3 devices, which means that this
problem will plague developers into 2015 and perhaps beyond.
The bug stems from the clipboard monitoring facility.
If an app has used addPrimaryClipChangedListener(), any other app
that tries to paste to the clipboard will crash.
The first crash will be a SecurityException:

java.lang.SecurityException: uid ... does not have android.permission.UPDATE_APP_OPS_STATS

The second and subsequent times this occurs on the device, it will be
an IllegalStateException:

java.lang.IllegalStateException: beginBroadcast() called while already in a broadcast

The only resolution is to unregister the clipboard listener… and hope
that the first crash has not occurred. If it has, a
full reboot of the device is required to fix the broken system.
If Your App Monitors the Clipboard…
If you have a component, such as a long-running service, that is
monitoring the clipboard,
please ensure that the users have an easy way to stop that behavior,
even if it means stopping your whole service. While this may mean that
your app has seriously degraded functionality, the alternative
is that the user has to keep rebooting their device while your app
is installed.
If Your App Pastes to the Clipboard…
If you are pasting to the clipboard, with setPrimaryClip() or the
older setText(), you will want to throw a try/catch block
around those calls, so you catch the RuntimeExceptions that will
be thrown.
However, you will need to tell your users that they are now fairly
well screwed, needing to both find the clipboard-monitoring app
and learn how to control it (or uninstall/disable it, if needed),
plus reboot their device, in order to paste to the clipboard again.
Miscellaneous Integration Tips
This chapter is a collection of other miscellaneous integration
and introspection tips and techniques that you might find useful
in your Android apps.
Prerequisites
Understanding this chapter requires that you have read the core chapters
of this book.
Direct Share
The classic means of “sharing” content between apps is via ACTION_SEND.
You create an ACTION_SEND Intent, identifying the content to share,
and use it with startActivity(). The decision of what the candidates
are to share with is based solely on the MIME type of the content in
question.
Sometimes, sharing of content with another app really means sharing that
content with some other person, folder, or finer-grained context within
the other app. ACTION_SEND, on its own, does not do anything for this.
The user chooses the other app, then inside that app chooses the finer-grained
context. While ACTION_SENDTO supports the sender indicating who to
share the content with, that only works for select Uri schemes (mailto
and smsto, mostly), and it requires that the sender have a suitable
Uri to identify the recipient. As a result, few apps support
ACTION_SENDTO.
Android 6.0 introduced “direct share targets”. Now, the recipients of
sharing operations can elect to serve up specific share targets, pointing
not only to the app but to the finer-grained context within the app.
The user will then see these targets listed in the “chooser” window,
alongside other standard share targets.
This involves creating a subclass of ChooserTargetService and tying
it via some <meta-data> to your activity supporting the ACTION_SEND
<intent-filter>. That service will then be called with onGetChooserTargets(),
where it is told what activity and <intent-filter> was matched, and the
service can return a list of ChooserTarget objects. Those ChooserTarget
objects each represent a single direct share target, where the ChooserTarget
wraps up a dedicated caption, icon, and PendingIntent for each. Those
may be presented to the user in the chooser; if the user chooses one,
the PendingIntent is invoked.
The
Intents/FauxSenderMNC
sample project is a revised version of the FauxSender sample. FauxSender
has an implementation of an ACTION_SEND activity, plus a LAUNCHER
activity that just uses startActivity() to trigger an ACTION_SEND
Intent. FauxSenderMNC augments the original sample with
direct-share functionality.
The ChooserTargetService
The bulk of the business logic goes in your subclass of ChooserTargetService,
here named CTService:

package com.commonsware.android.fsendermnc;

import android.app.PendingIntent;
import android.content.ComponentName;
import android.content.Intent;
import android.content.IntentFilter;
import android.graphics.drawable.Icon;
import android.os.Bundle;
import android.service.chooser.ChooserTarget;
import android.service.chooser.ChooserTargetService;
import java.util.ArrayList;
import java.util.List;

public class CTService extends ChooserTargetService {
  private String titleTemplate;

  @Override
  public void onCreate() {
    super.onCreate();

    titleTemplate=getString(R.string.title_template);
  }

  @Override
  public List<ChooserTarget> onGetChooserTargets(ComponentName sendTarget,
                                                 IntentFilter matchedFilter) {
    ArrayList<ChooserTarget> result=new ArrayList<ChooserTarget>();

    for (int i=1;i<=6;i++) {
      result.add(buildTarget(i));
    }

    return(result);
  }

  private ChooserTarget buildTarget(int targetId) {
    String title=String.format(titleTemplate, targetId);
    int iconId=getResources().getIdentifier("ic_share" + targetId,
        "drawable", getPackageName());
    Icon icon=Icon.createWithResource(this, iconId);
    float score=1.0f-((float)targetId/40);
    ComponentName cn=new ComponentName(this, FauxSender.class);
    Bundle extras=new Bundle();

    extras.putInt(FauxSender.EXTRA_TARGET_ID, targetId);

    return(new ChooserTarget(title, icon, score, cn, extras));
  }
}


(from Intents/FauxSenderMNC/app/src/main/java/com/commonsware/android/fsendermnc/CTService.java)
You are welcome to override the onCreate() and onDestroy() lifecycle
methods in your ChooserTargetService if you want, though it is not required.
Here, we override onCreate() just to grab a string resource value that
will be used as a template, stashing it in a data member.
The one method that you have to implement is onGetChooserTargets().
This will be called when direct-share is triggered, as directed by some
manifest entries that we will examine in a bit. Your job is to return
a List of ChooserTarget objects that represent specific ways to
share the content into your app, such as sharing to particular contacts
or folders or something.
Note that whatever you return from onGetChooserTargets() is included
along with your regular ACTION_SEND activity itself. Hence, you
only want to return ChooserTarget objects that improve the user
flow beyond your base ACTION_SEND activity — you do not need to have
a ChooserTarget that simply replicates what the user would get from
the ACTION_SEND activity itself.
In this case, onGetChooserTargets() returns a six-element ArrayList
of ChooserTarget objects, each built using a private buildTarget()
method.
A ChooserTarget is a simple wrapper around five pieces of data:

	A String to use as a caption for your direct-share icon

	An Icon that represents the icon itself

	A float “score” that represents the relative importance of this
direct-share target over any others that you return, where 1.0f
means “the user is really going to like this one”, 0.0f means
“the user could conceivably want this, but probably not”, and values
in between 0 and 1 represent shades of gray in the realm of importance

	A ComponentName identifying either an activity in your app
(the typical answer) or an exported activity in another app (rather
unusual)

	A Bundle of extras to go into the Intent that the framework
will create, using that ComponentName, to trigger the activity in
question


Note that the ComponentName does not have to start the same
activity that is your ACTION_SEND activity. In this sample, it happens
to use the same activity. But that is not a requirement, and frequently
you will use some other activity. For example, if your normal
ACTION_SEND flow would first have the user choose a folder, then
provide additional information about the shared item (e.g., confirm
the title, add tags), if you create direct-share targets that specify
particular folders, you would want to bypass the folder-selection
step in your own UI. If the ACTION_SEND activity implements the
folder-selection logic and forwarded the user along to some other
activity to handle the rest, your ChooserTarget ComponentName objects
might just drive straight to the second activity, skipping the
folder-selection UI.
Also note that you may be creating several ChooserTarget objects,
probably having each pointing to the same activity. You will need to
ensure that the extras Bundle contains what you need to distinguish
one request from the next. However, do not put custom Parcelable
objects in this Bundle, as Android will attempt to un-parcel them
as part of its work, and it will fail to do so since Android does
not have your custom Parcelable class.
An Icon is a new construct in Android 6.0, serving as a wrapper
around multiple possible image sources. You can create an Icon
from a drawable resource (as the sample app does), from a Bitmap,
from a byte array representing PNG or JPEG data, from a file path
pointing to a PNG or JPEG file, or from a Uri to a ContentProvider
pointing to an image.
The Manifest Entries
Your ChooserTargetService will have a typical <service> manifest
entry, with two special bits:

	An android:permission="android.permission.BIND_CHOOSER_TARGET_SERVICE"
attribute, to limit access to your service to the framework, rather
than being spoofed by other clients, and

	An <intent-filter> for the android.service.chooser.ChooserTargetService
action



    <service
      android:name=".CTService"
      android:permission="android.permission.BIND_CHOOSER_TARGET_SERVICE">
      <intent-filter>
        <action android:name="android.service.chooser.ChooserTargetService"/>
      </intent-filter>
    </service>


(from Intents/FauxSenderMNC/app/src/main/AndroidManifest.xml)
Your ACTION_SEND activity will have its normal <activity> element,
with just one change: a <meta-data> element pointing to your
ChooserTargetService:

    <activity
      android:name="FauxSender"
      android:label="@string/app_name"
      android:theme="@android:style/Theme.Translucent.NoTitleBar">
      <intent-filter android:label="@string/app_name">
        <action android:name="android.intent.action.SEND"/>

        <data android:mimeType="text/plain"/>

        <category android:name="android.intent.category.DEFAULT"/>
      </intent-filter>
      <meta-data
        android:name="android.service.chooser.chooser_target_service"
        android:value=".CTService"/>
    </activity>


(from Intents/FauxSenderMNC/app/src/main/AndroidManifest.xml)
It is possible that your app has multiple ACTION_SEND activities. In that
case, each could have its own ChooserTargetService. However, you could
elect to have all of your ACTION_SEND activities route to the same
ChooserTargetService if you prefer. onGetChooserTargets() is passed
two parameters to help identify where the direct-share request is coming
from:

	the ComponentName of the ACTION_SEND activity that was tied
to your service, and

	the IntentFilter that triggered that activity in the first place, so
you can determine things like the MIME type of the to-be-shared content


Note that you are not given the content itself, in the form of the
Intent that will eventually be delivered to your ACTION_SEND
activity or to your direct-share target via its ComponentName. This
is for privacy reasons; otherwise, an app could ask to share anything
and be able to peek at anything the user tried sharing with any app.
The Results
The FauxSender activity — the one handling the ACTION_SEND
Intent and the direct-share Intent — now looks for the
EXTRA_TARGET_ID that the CTService put in its Intent and includes
it in the Toast:

package com.commonsware.android.fsendermnc;

import android.app.Activity;
import android.content.Intent;
import android.os.Bundle;
import android.text.TextUtils;
import android.widget.Toast;

public class FauxSender extends Activity {
  public static final String EXTRA_TARGET_ID="targetId";

  @Override
  public void onCreate(Bundle savedInstanceState) {
    String epilogue="";

    super.onCreate(savedInstanceState);

    int targetId=getIntent().getIntExtra(EXTRA_TARGET_ID, -1);

    if (targetId>0) {
      epilogue=" for target ID #"+targetId;
    }

    String msg=getIntent().getStringExtra(Intent.EXTRA_TEXT);

    if (TextUtils.isEmpty(msg)) {
      msg=getIntent().getStringExtra(Intent.EXTRA_SUBJECT);
    }

    if (TextUtils.isEmpty(msg)) {
      msg=getString(R.string.no_message_supplied);
    }

    Toast.makeText(this, msg+epilogue, Toast.LENGTH_LONG).show();

    finish();
  }
}

(from Intents/FauxSenderMNC/app/src/main/java/com/commonsware/android/fsendermnc/FauxSender.java)
If you run the sample app from Android Studio, the launcher activity
will trigger an ACTION_SEND of some text. That, in turn, will bring
up the chooser panel… but on an Android 6.0 device, that panel will start
off with our six direct-share targets:

[image: Chooser, Showing Direct-Share Targets]

Figure 867: Chooser, Showing Direct-Share Targets
Expanding the panel shows that our original ACTION_SEND activity is
also there, after the direct-share targets:

[image: Chooser, Showing More Share Targets]

Figure 868: Chooser, Showing More Share Targets
If the user taps on the regular ACTION_SEND activity icon, the sample
works as it did originally, showing a Toast with the text supplied by the
launcher activity. If, however, the user taps on one of the direct-share
targets, the Toast also shows which target was chosen:

[image: Toast from a Direct-Share Target]

Figure 869: Toast from a Direct-Share Target
Now, our Bundle for the direct-share target did not include
the shared text, because we did not have it. Instead, the regular
ACTION_SEND extras are merged in with our own extras, so our activity
gets all of the relevant extras.
But… I Got Nothin’!
If you do not have any direct-share targets for a particular request,
returning an empty list is perfectly fine.
If you know in advance that you will not have any direct-share
targets — for example, the user has not really worked with your app
yet after installation — you can disable the service (android:enabled="false").
Even though the <meta-data> will point to the service, the framework
seems to detect the disabled service and continues on unabated.
Even if you elect to leave the service enabled at the outset for
Android 6.0, you should consider disabling the service for earlier versions
of Android, since it is useless on those devices. You could do this
using boolean resources:

	Have a res/values/bools.xml file with a bool resource (e.g.,
offer_direct_share) set to false


	Have a res/values-v23/bools.xml file redefining that resource
to true


	Have android:enabled="@bool/offer_direct_share" on your service,
to have it be enabled only on Android 6.0 and higher


Best Practices
At the moment, it appears that Android 6.0 is limiting the number
of share targets, only showing 8 of them. If you provide more than
8, Android will choose the ones with the highest score.
Since returning the list of direct-share targets should be involving
IPC, there may be capacity limitations, for the number and size of
the direct-share targets. Do not be surprised if you get a
“FAILED BINDER TRANSACTION” exception if your roster of direct-share
targets exceeds 1MB.
Hence, between those two limitations, you will want to constrain how
many share targets you try returning from your ChooserTargetService.
As with other places in Android 5.0+ (e.g., large icons in notifications),
your app’s icon will be applied as a badge over the icons that you use
for direct-share targets. Make sure that your app’s icon will work
both as a launcher icon and as a direct-share target badge.
Take the Shortcut
Another way to integrate with Android is to offer custom shortcuts.
Shortcuts are available from the home screen. Whereas app widgets
allow you to draw on the home screen, shortcuts allow you to wrap a
custom Intent with an icon and caption and put that on the home
screen. You can use this to drive users not just to your
application’s “front door”, like the launcher icon, but to some
specific capability within your application, like a bookmark.
In our case, in the
Introspection/QuickSender
sample project, we will allow
users to create shortcuts that use ACTION_SEND to send a
pre-defined message, either to a specific address or anywhere, as we
have seen before in this chapter.
Once again, the key is in the intent filter.
Registering a Shortcut Provider
Here is the manifest for QuickSender:

<?xml version="1.0" encoding="utf-8"?>
<manifest xmlns:android="http://schemas.android.com/apk/res/android" package="com.commonsware.android.qsender" android:versionCode="1" android:versionName="1.0">

  <uses-sdk android:minSdkVersion="15" android:targetSdkVersion="15"/>
  <application android:icon="@drawable/ic_launcher" android:label="@string/app_name">
    <activity android:name="QuickSender" android:label="@string/app_name">
      <intent-filter>
        <action android:name="android.intent.action.CREATE_SHORTCUT"/>
        <category android:name="android.intent.category.DEFAULT"/>
      </intent-filter>
    </activity>
  </application>
</manifest>


(from Introspection/QuickSender/app/src/main/AndroidManifest.xml)
Our single activity does not implement a traditional launcher
<intent-filter>. Rather, it has one that watches for a
CREATE_SHORTCUT action. This does two things:

	It means that our activity will show up in the list of possible
shortcuts a user can configure

	It means this activity will be the recipient of a CREATE_SHORTCUT
Intent if the user chooses this application from the shortcuts list


Implementing a Shortcut Provider
The job of a shortcut-providing activity is to:

	Create an Intent that will be what the shortcut launches

	Return that Intent and other data to the activity that started
the shortcut provider

	Finally, finish(), so the caller gets control


You can see all of that in the QuickSender implementation:

package com.commonsware.android.qsender;

import android.app.Activity;
import android.content.Intent;
import android.os.Bundle;
import android.text.TextUtils;
import android.view.View;
import android.widget.TextView;

public class QuickSender extends Activity {
  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.main);
  }

  public void save(View v) {
    Intent shortcut=new Intent(Intent.ACTION_SEND);
    TextView addr=(TextView)findViewById(R.id.addr);
    TextView subject=(TextView)findViewById(R.id.subject);
    TextView body=(TextView)findViewById(R.id.body);
    TextView name=(TextView)findViewById(R.id.name);

    if (!TextUtils.isEmpty(addr.getText())) {
      shortcut.putExtra(Intent.EXTRA_EMAIL,
                        new String[] { addr.getText().toString() });
    }

    if (!TextUtils.isEmpty(subject.getText())) {
      shortcut.putExtra(Intent.EXTRA_SUBJECT, subject.getText()
                                                     .toString());
    }

    if (!TextUtils.isEmpty(body.getText())) {
      shortcut.putExtra(Intent.EXTRA_TEXT, body.getText().toString());
    }

    shortcut.setType("text/plain");

    Intent result=new Intent();

    result.putExtra(Intent.EXTRA_SHORTCUT_INTENT, shortcut);
    result.putExtra(Intent.EXTRA_SHORTCUT_NAME, name.getText()
                                                    .toString());
    result.putExtra(Intent.EXTRA_SHORTCUT_ICON_RESOURCE,
                    Intent.ShortcutIconResource.fromContext(this,
                                                            R.drawable.icon));

    setResult(RESULT_OK, result);
    finish();
  }
}

(from Introspection/QuickSender/app/src/main/java/com/commonsware/android/qsender/QuickSender.java)
The shortcut Intent is the one that will be launched when the
user taps the shortcut icon on the home screen. The result Intent
packages up shortcut plus the icon and caption, where the icon is
converted into an Intent.ShortcutIconResource object. That result
Intent is then used with the setResult() call, to pass that back
to whatever called startActivityForResult() to open up
QuickSender. Then, we finish().
At this point, all the information about the shortcut is in the hands
of Android (or, more accurately, the home screen application), which
can add the icon to the home screen.
Using the Shortcuts
Exactly how CREATE_SHORTCUT implementations like this are handled
depends on the home screen implementation. Some might not offer them
at all. Other home screens might have dedicated options for shortcuts.
The Nexus series devices, running Android 6.0, lump CREATE_SHORTCUT
implementations in with the app widgets. You can add one to your
home screen by long-tapping on the home screen, choosing “Widgets”,
and scrolling down to the shortcut that you want:

[image: Android 6.0, Widgets List, Showing Sample App]

Figure 870: Android 6.0, Widgets List, Showing Sample App
Tap-and-hold on the “widget”, and you will be able to place it on
the screen. Once that is done, our activity will appear, with
the form to define what to send:

[image: QuickSender Configuration Activity]

Figure 871: QuickSender Configuration Activity
Fill in the name, either the subject or body, and optionally the
address. Then, click the Create Shortcut button, and you will find
your shortcut sitting on your home screen, with your chosen shortcut
name as the label:

[image: Home Screen, Showing QuickSender-Defined Shortcut]

Figure 872: Home Screen, Showing QuickSender-Defined Shortcut
If you launch that shortcut, and if there is more than one
application on the device set up to handle ACTION_SEND, Android
will bring up a special chooser, to allow you to not only pick how to
send the message, but optionally make that method the default for all
future requests:

[image: ACTION_SEND Request, As Triggered by Shortcut]

Figure 873: ACTION_SEND Request, As Triggered by Shortcut
Depending on what you choose, of course, will dictate how the message
actually gets sent.
Homing Beacons for Intents
If you are encountering problems with Intent resolution — you
create an Intent for something and try starting an Activity or
Service with it, and it does not work — you can add the
FLAG_DEBUG_LOG_RESOLUTION flag to the Intent. This will dump
information to Logcat about how the Intent resolution occurred, so
you can better diagnose what might be going wrong.
Integrating with Text Selection
On Android 6.0+, if you highlight text, you will see a new floating action mode,
where cut, copy, and paste operations reside:

[image: Floating Action Mode]

Figure 874: Floating Action Mode
If you tap that overflow indicator on the action mode, a fly-out menu
will appear… one that contains arbitrary apps, in addition to system-supplied
options:

[image: Floating Action Mode, Showing Overflow with Custom Apps]

Figure 875: Floating Action Mode, Showing Overflow with Custom Apps
In this case, the Android 6.0 “API Demos” app appears as an option. Choosing
it pops up an activity that has access to the highlighted text from the preceding activity:

[image: API Demos Application, Showing Text Selection]

Figure 876: API Demos Application, Showing Text Selection
Replacing the value in the field and clicking the button puts your replacement text in as a replacement for whatever you had highlighted.
This is accomplished via the ACTION_PROCESS_TEXT Intent action.
Apps can advertise activities that support this action, and they will
be added (sometimes) to the floating action mode. Apps that have EditText
widgets just automatically get these options in the floating action
mode, with no additional required code.
NOTE: ACTION_PROCESS_TEXT support
is broken on Android 8.0 and 8.1,
though it is working again in Android 9.0
Supporting ACTION_PROCESS_TEXT
Your app can offer an ACTION_PROCESS_TEXT activity, in which case you
will appear in Android 6.0+ text-selection floating action modes.
This is illustrated in the
Introspection/ProcessText
sample application.
The Manifest
To be visible to these text-selection action modes, you need an activity
with an <intent-filter> calling for ACTION_PROCESS_TEXT and a MIME
type of text/plain:

    <activity
      android:name="MainActivity"
      android:label="@string/app_name">
      <intent-filter>
        <action android:name="android.intent.action.MAIN"/>

        <category android:name="android.intent.category.LAUNCHER"/>
      </intent-filter>
      <intent-filter>
        <action android:name="android.intent.action.PROCESS_TEXT"/>
        <category android:name="android.intent.category.DEFAULT" />
        <data android:mimeType="text/plain" />
      </intent-filter>
    </activity>


(from Introspection/ProcessText/app/src/main/AndroidManifest.xml)
Exactly which MIME types are supported is not documented. At the time
of this writing, the only examples showed text/plain. It is possible
that other formats (e.g., text/html) might also be supported.
The Extras
You will get one of two extras attached to the ACTION_PROCESS_TEXT
Intent:

	
EXTRA_PROCESS_TEXT is the text to be processed, and also indicates
that you can supply replacement text, if you wish

	
EXTRA_PROCESS_TEXT_READONLY will be set if EXTRA_PROCESS_TEXT is
not, and provides the text to be processed and an indication that
you cannot supply replacement text


It is up to you to check for those string extras, grab the right
value, and do something useful with it.
In the sample app, in onCreate() of the MainActivity, if we are
starting fresh (i.e., there is no QuestionsFragment already), we
get the search string and provide it to QuestionsFragment via
a newInstance() factory method:

  implements QuestionsFragment.Contract {
  @Override
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    if (getSupportFragmentManager().findFragmentById(android.R.id.content)==null) {
      String search=null;

      if (Build.VERSION.SDK_INT>=Build.VERSION_CODES.M) {
        if (Intent.ACTION_PROCESS_TEXT.equals(getIntent().getAction())) {
          search=getIntent().getStringExtra(Intent.EXTRA_PROCESS_TEXT);

          if (search==null) {
            search=getIntent()
              .getStringExtra(Intent.EXTRA_PROCESS_TEXT_READONLY);
          }
        }
      }

      getSupportFragmentManager()
        .beginTransaction()
        .add(android.R.id.content,
          QuestionsFragment.newInstance(search))
        .commit();
    }


(from Introspection/ProcessText/app/src/main/java/com/commonsware/android/processtext/MainActivity.java)
QuestionsFragment, in turn, stuffs that value into the arguments
Bundle in newInstance():

  static QuestionsFragment newInstance(String search) {
    QuestionsFragment result=new QuestionsFragment();
    Bundle args=new Bundle();

    args.putString(ARG_SEARCH, search);
    result.setArguments(args);

    return(result);
  }


(from Introspection/ProcessText/app/src/main/java/com/commonsware/android/processtext/QuestionsFragment.java)
An expanded version of StackOverflowInterface offers not only the
original questions() method, but also a search() method, the latter
of which searches Stack Overflow for questions in the android tag
that have a search term in the title:

package com.commonsware.android.processtext;

import retrofit.Callback;
import retrofit.http.GET;
import retrofit.http.Query;

public interface StackOverflowInterface {
  @GET("/2.1/questions?order=desc&sort=creation&site=stackoverflow")
  void questions(@Query("tagged") String tags, Callback<SOQuestions> cb);
  @GET("/2.2/questions?order=desc&sort=creation&site=stackoverflow&tagged=android")
  void search(@Query("intitle") String search, Callback<SOQuestions> cb);
}


(from Introspection/ProcessText/app/src/main/java/com/commonsware/android/processtext/StackOverflowInterface.java)
onCreateView() in QuestionsFragment then calls either questions()
or search(), depending on whether or not we have a search string
from ACTION_PROCESS_TEXT:

  @Override
  public View onCreateView(LayoutInflater inflater,
                           ViewGroup container,
                           Bundle savedInstanceState) {
    View result=
        super.onCreateView(inflater, container, savedInstanceState);

    setRetainInstance(true);

    RestAdapter restAdapter=
        new RestAdapter.Builder().setEndpoint("https://api.stackexchange.com")
                                 .build();
    StackOverflowInterface so=
        restAdapter.create(StackOverflowInterface.class);
    String search=getArguments().getString(ARG_SEARCH);

    if (search==null) {
      so.questions("android", this);
    }
    else {
      so.search(search, this);
    }

    return(result);
  }


(from Introspection/ProcessText/app/src/main/java/com/commonsware/android/processtext/QuestionsFragment.java)
The Results (If Any)
If you got a value for EXTRA_PROCESS_TEXT and you wish to return a
replacement string, you need to create an Intent with your own
EXTRA_PROCESS_TEXT value that is the replacement text, then use
that Intent with setResult(). MainActivity does this when the
user taps on a list item in QuestionsFragment:

  @Override
  public void onQuestion(Item question) {
    if (Build.VERSION.SDK_INT>=Build.VERSION_CODES.M &&
      Intent.ACTION_PROCESS_TEXT.equals(getIntent().getAction()) &&
      getIntent().getStringExtra(Intent.EXTRA_PROCESS_TEXT)!=null) {
      setResult(Activity.RESULT_OK,
        new Intent().putExtra(Intent.EXTRA_PROCESS_TEXT, question.link));
      finish();
    }
    else {
      startActivity(new Intent(Intent.ACTION_VIEW,
        Uri.parse(question.link)));
    }
  }


(from Introspection/ProcessText/app/src/main/java/com/commonsware/android/processtext/MainActivity.java)
If the activity was started due to a replaceable bit of text to be
processed, we return the URL to the question the user tapped on.
In all other cases, we just start up some browser or other app to view
that URL.
If you install this app on an Android 6.0+ device, then run some other
app that has an EditText, type in some term in portrait mode, highlight
it, and choose “PROCESS TEXT DEMO” from the floating action mode,
you will be presented with a list of Stack Overflow questions in the
android tag that refer to your search term in the title. If you tap
on one, your search term will be replaced in the EditText widget by
the URL of the question.
Limitations of ACTION_PROCESS_TEXT
Alas, ACTION_PROCESS_TEXT is “not all unicorns and rainbows”. There
are a few issues that you will need to take into account.
Security
There is no documented android:permission attribute to place on the
<activity> that is offering ACTION_PROCESS_TEXT, to limit callers.
Ideally, we could limit invocations of ACTION_PROCESS_TEXT only to
the firmware itself. As it stands, any app can call startActivity()
(or, worse, startActivityForResult()) for your ACTION_PROCESS_TEXT
activity and have your code process the text (with user intervention).
Please be sure that if you return data via EXTRA_PROCESS_TEXT that the
data not include any private information or anything that needs to be
secured.
With luck,
this will be improved in a future version of Android.
Supporting ACTION_PROCESS_TEXT in Custom Views
TextView and its subclasses are already capable of offering the
user ACTION_PROCESS_TEXT options. However, you may have custom View classes
that have the notion of text selection, but where you are rendering
the available actions to take upon that selection yourself. In that
case, you will need to do the reverse: find the implementers of
ACTION_PROCESS_TEXT and add them to your UI.
To do this:

	Create an Intent for ACTION_PROCESS_TEXT and a MIME type of
text/plain


	Use queryIntentActivities() on PackageManager to find out
the activities that handle that Intent structure

	Organize the results, such as sorting them alphabetically by
label using ResolveInfo.DisplayNameComparator


	Create Intent objects for each resolved activity, also with
ACTION_PROCESS_TEXT and text/plain, but also with
EXTRA_PROCESS_TEXT or EXTRA_PROCESS_TEXT_READONLY filled
in with your selection, and also call setClassName() to provide
the package name and activity class name to make the Intent
explicit

	Add appropriate elements to your UI for each of those Intent
objects

	If the user chooses one, call startActivity()
(for EXTRA_PROCESS_TEXT_READONLY) or startActivityForResult()
(for EXTRA_PROCESS_TEXT) to invoke the other activity

	In the case of EXTRA_PROCESS_TEXT, watch for your result in
onActivityResult() and use the replacement text supplied in
the result Intent and its EXTRA_PROCESS_TEXT string extra


The Android Developers Blog
has a post that provides some code for this, assuming that you want
to put items in an action bar or action mode for the various
resolved activities.
Blocking ACTION_PROCESS_TEXT
There will be cases where you do not want ACTION_PROCESS_TEXT to be
offered to your users. For example, perhaps the text contains sensitive
information that should not be passed outside of your app.
The best solution, particularly for a TextView, is to mark the text
as not being selectable. This is accomplished via
android:textIsSelectable="false" in a layout file, or via
setTextIsSelectable(false) in Java. false is the default value
for TextView.
However, for an EditText widget, true is the default is-selectable
state, and you cannot seem to override that with setTextIsSelectable(false).
There is no officially supported option for handling this case,
though perhaps there will be one in the future.
One unsupported hack of a workaround relies upon the fact that
EditText blocks the floating action mode for password fields. In the
source code to EditText, TextView, and related classes, this is
handled by seeing if the TransformationMethod associated with the
widget is PasswordTransformationMethod. A TransformationMethod
is responsible for on-the-fly adjustments between what the user types
and what the user sees, such as PasswordTransformationMethod replacing
typed-in characters with dots.
Making your EditText widget use PasswordTransformationMethod itself
is fine for actual password fields. But suppose you have an EditText
whose contents should be kept private but should not have the
input-shrouding effect of PasswordTransformationMethod. To offer this,
you would need to create a subclass of PasswordTransformationMethod
(so the block-the-floating-action-mode logic works) that does not actually
transform the text (to block the changes that PasswordTransformationMethod
would ordinarily apply).
A proof-of-concept implementation of this can be found in the
Introspection/ProcessTextBlocker
sample application. This is a clone of the FilesEditor
sample app from the chapter on files, with one change: the
use of DummyTransformationMethod:

  private static class DummyTransformationMethod
    extends PasswordTransformationMethod {
    @Override
    public CharSequence getTransformation(CharSequence source,
                                          View view) {
      return(source);
    }

    @Override
    public void onTextChanged(CharSequence s, int start,
                              int before, int count) {
      // no-op
    }

    @Override
    public void onFocusChanged(View view,
                               CharSequence sourceText,
                               boolean focused, int direction,
                               Rect previouslyFocusedRect) {
      // no-op
    }

    @Override
    public void afterTextChanged(Editable s) {
      // no-op
    }

    @Override
    public void beforeTextChanged(CharSequence s, int start,
                                  int count, int after) {
      // no-op
    }
  }


(from Introspection/ProcessTextBlocker/app/src/main/java/com/commonsware/android/fileseditor/EditorFragment.java)
This is a do-nothing TransformationMethod. Ordinarily, this would be
completely useless. However, it inherits from PasswordTransformationMethod,
which is what we need to block the floating action mode.
In onCreateView() of the EditorFragment, we apply a
DummyTransformationMethod via setTransformationMethod():

  @Override
  public View onCreateView(LayoutInflater inflater,
                           ViewGroup container,
                           Bundle savedInstanceState) {
    View result=inflater.inflate(R.layout.editor, container, false);

    editor=result.findViewById(R.id.editor);
    editor.setTransformationMethod(new DummyTransformationMethod());

    return(result);
  }


(from Introspection/ProcessTextBlocker/app/src/main/java/com/commonsware/android/fileseditor/EditorFragment.java)
However, this approach has limitations:

	It only works in portrait, not landscape, for unclear reasons. Since
ACTION_PROCESS_TEXT also only works in portrait, not landscape, we
still succeed in blocking ACTION_PROCESS_TEXT options.

	It blocks the entire floating action mode (in portrait), clobbering
the existing cut/copy/paste/select-all options that might ordinarily be
there.

	Since it is tied to internal implementation (that the floating action
mode is suppressed when using an instanceof a PasswordTransformationMethod),
not only is this subject to change across Android versions, but also it
is subject to change based on device manufacturer or custom ROM tweaks
to the Android source code.


Quick Settings and TileService
Android 5.0 added “quick settings” tiles to the notification shade.
Android 7.0 allows developers to define their own tiles.
However, to paraphrase Marvel Comics, “with great power comes great
need to actually think this through”.
Such tiles are only needed in cases where:

	You are doing background work that the user might need to configure

	You do not have a Notification tied to that background work,
such as through a foreground service (as, in that case, they can and should
interact with the Notification)


So, if your work is driven by things like AlarmManager, JobScheduler,
or GCM, having your own custom tile may be reasonable. Similarly, if your
app is serving as a bridge to some external hardware, via USB, Bluetooth,
or other protocols, offering a tile may be useful.
However, Google seems concerned
about the scenarios where this gets used:

Quick Settings tiles are reserved for controls or actions that are either urgently required or frequently used, and should not be used as shortcuts to launching an app. 


Hence, be very judicious about where you use this capability, lest Google
decide to start banning apps for having tiles that do not meet their
intended use cases.
Assuming that you feel that your use case is valid, you can implement
a TileService and publish a Tile. The Tile contains the icon
and caption that will be shown to the user. You can find out when the
tile is tapped (e.g., to start an activity to manage whatever the tile
is showing) and arrange to update the tile if needed (e.g., reflecting
changes in the state of the external hardware or your connection to it).
To see this in action, let’s examine part of the
Introspection/SAWMonitor
sample project. This app monitors for installations of apps and updates of apps. If an app
is installed or updated, and that app has requested the
SYSTEM_ALERT_WINDOW permission (and the app is not on a user-maintained
whitelist), the app raises a Notification. On Android 7.1 and older devices,
SAWMonitor monitors for app installs and updates via a manifest-registered
receiver; on Android 8.0+, it uses a JobService to poll for changes
periodically.
Other aspects of the SAWMonitor sample app
can be found in the chapter on advanced preferences.
On Android 7.0+ devices, SAWMonitor offers a notification shade tile
via a TileService. This TileService
enables and disables the monitoring. The user can also accomplish this
through the MainActivity and its “enabled” SwitchPreference. However,
since this app does not need an always-on Notification, offering the tile
to the user gives the user flexibility to use the tile for rapidly
enabling or disabling the monitor.
The Manifest Entry
Your app’s manifest will need to have a <service> element pointing
to your TileService subclass. That <service> element has some
specific requirements, if you want your tile to work:

    <service
      android:name=".ToggleTileService"
      android:icon="@drawable/ic_new_releases_24dp"
      android:label="@string/app_name"
      android:enabled="@bool/is_n"
      android:permission="android.permission.BIND_QUICK_SETTINGS_TILE">
      <intent-filter>
        <action android:name="android.service.quicksettings.action.QS_TILE" />
      </intent-filter>
      <meta-data
        android:name="android.service.quicksettings.ACTIVE_TILE"
        android:value="false" />
    </service>


(from Introspection/SAWMonitor/app/src/main/AndroidManifest.xml)
Specifically:

	It needs the android.service.quicksettings.action.QS_TILE <intent-filter>,
so Android knows that you are publishing a tile

	It needs android:permission="android.permission.BIND_QUICK_SETTINGS_TILE",
so that only the system can bind to your service

	It needs the android:label and android:icon attributes, pointing to
resources that will make up the default content of your tile

	Optionally, it can have the <meta-data> element, with a name of
android.service.quicksettings.ACTIVE_TILE, and a boolean value indicating
whether this tile is an “active tile” or not (more on this later)


Ordinarily, you could skip the label and icon, inheriting the values from
the <application>. In this case, the tile’s icon needs to more closely
resemble a modern Notification icon: an alpha channel mask, not a full-color
icon. Hence, most likely you would be overriding these attributes here
anyway.
Active and Passive Tiles
Your tile can be considered “active” or “passive”. The default is “passive”,
where you will be told to update the tile’s contents when the user slides
open the notification shade. For most situations, this will be fine. But,
it may be that you need to show real-time updates while that shade
is open. In that case, you need an “active” update model. To opt into that,
your <service> also needs the following child element:


<meta-data
  android:name="android.service.quicksettings.ACTIVE_TILE"
  android:value="true" />



Then, elsewhere in your code, when the tile content needs to be updated, you can
call the static requestListeningState() method on TileService, to
tell Android that you want it to poll your active TileService for an
update.
And, Of Course, Bugs
Note that if you change your icon or caption after shipping your
app, the user will not see the changes if they already have your tile in their
notification shade. They would have to remove and re-add the tile to
pick up the new icon and/or caption. This is due to
this bug on Android 7.x
and this bug on Android 8.x
and this bug for the
Android 9.0.
Only Enabling on Android 7.0+
On Android 6.0 and older devices, our TileService is useless. There is no
value in having it be enabled, and there is always a chance that some security
flaw might exploit it. So, it is best to disable this service on older devices.
That is what the android:enabled="@bool/is_n" attribute is for in the
<service> element. This is set to false in res/values/bools.xml and
true in res/values-v24/bools.xml. Hence, on Android 6.0 and older devices,
the service will be disabled.
The Service
ToggleTileService extends TileService and is responsible for
dynamically changing the tile and responding to clicks on the tile:

package com.commonsware.android.sawmonitor;

import android.annotation.TargetApi;
import android.content.SharedPreferences;
import android.graphics.drawable.Icon;
import android.os.Build;
import android.preference.PreferenceManager;
import android.service.quicksettings.Tile;
import android.service.quicksettings.TileService;

@TargetApi(Build.VERSION_CODES.N)
public class ToggleTileService extends TileService {
  private SharedPreferences prefs;

  @Override
  public void onStartListening() {
    super.onStartListening();

    updateTile();
  }

  @Override
  public void onClick() {
    super.onClick();

    boolean isEnabled=getPrefs().getBoolean(MonitorApp.PREF_ENABLED, false);

    getPrefs()
      .edit()
      .putBoolean(MonitorApp.PREF_ENABLED, !isEnabled)
      .apply();
    updateTile();
  }

  private void updateTile() {
    Tile tile=getQsTile();

    if (tile!=null) {
      boolean isEnabled=getPrefs().getBoolean(MonitorApp.PREF_ENABLED, false);
      int state=isEnabled ? Tile.STATE_ACTIVE : Tile.STATE_INACTIVE;

      tile.setIcon(Icon.createWithResource(this,
        R.drawable.ic_new_releases_24dp));
      tile.setLabel(getString(R.string.app_name));
      tile.setState(state);
      tile.updateTile();
    }
  }

  private SharedPreferences getPrefs() {
    if (prefs==null) {
      prefs=PreferenceManager.getDefaultSharedPreferences(this);
    }

    return(prefs);
  }
}


(from Introspection/SAWMonitor/app/src/main/java/com/commonsware/android/sawmonitor/ToggleTileService.java)
As with many specialized Service subclasses, the API that you
need to implement and consume for a TileService does not bear much
resemblance to the regular Service API. You are welcome to override
onCreate() and onDestroy() if needed, though ToggleTileService did not
really need either of those.
If and when the user adds your tile to their notification shade, by
default, you will be called with onStartListening(). There is also
a corresponding onStopListening(). In between those two events, the
user has the notification shade open, and so if you have changes that you
need to publish to the tile, you should do so. For example, you might
register some sort of event listener in onStartListening() (e.g., for
WiFi signal strength changes) and unregister that listener in onStopListening().
While the listener is registered, if there is an event that needs to be
reflected in the tile, your TileService might update that tile.
In this case, onStartListening() just updates the tile with the current
state, in the private updateTile() method. getQsTile() returns a Tile
object representing the current tile state, which you can examine and
modify as needed. getQsTile() will return null if you cannot update
the tile right now, for whatever reason.
In the case of ToggleTileService, we want the tile to reflect the state
of the enabled boolean value in SharedPreferences. So, we lazy-load
the SharedPreferences and see what enabled is. From there, we derive
a state value, choosing between STATE_ACTIVE and STATE_INACTIVE.
There are three possible states to choose from:

	
STATE_ACTIVE is the normal state, indicating that the tile should
be displayed normally and should support click events

	
STATE_INACTIVE is the same, except that the tile should be displayed
in an “inactive” style (e.g., dimmed)

	
STATE_UNAVAILABLE — the default state until you indicate otherwise –
indicates that the tile is disabled and will not respond to click events


ToggleTileService then updates the Tile with that state, along with
setting the icon and label. Those happen to be set to the same values as
are defined in the manifest, so this work is superfluous and here only
for illustration. Note that setIcon() takes an Icon object, which
can be created from a wide range of sources, including resources and
local files.
Once you have the Tile configured to your liking, call updateTile()
to push the changes over to the system, which will update the tile in the
notification shade to match.
If the user clicks on the tile, you will be called with onClick(),
where you can take whatever action makes sense. In this case, we just want
to update the SharedPreferences to toggle the enabled value, then
update the tile to match.
The User Experience
When the user installs an app that has a TileService, the tile is not
automatically put in the user’s notification shade. Instead, it allows
the user to add the tile if the user wants to.
If the user opens the notification shade, an “Edit” button should appear:

[image: Notification Shade on Nexus 9 Running Android 7.0]

Figure 877: Notification Shade on Nexus 9 Running Android 7.0
Tapping “Edit” brings up the tile roster editor:

[image: Android 7.0 Tile Roster Editor]

Figure 878: Android 7.0 Tile Roster Editor
The tile for the newly-installed app will appear. Since the TileService
has never been invoked, the tile will display the icon and label from
the <service> element.
The user can drag and drop from the “Drag to add tiles” area into
the mock notification shade itself. Upon closing the editor, the new
tile will appear in the notification shade

[image: Notification Shade with SAW Monitor Tile]

Figure 879: Notification Shade with SAW Monitor Tile
At this point, the tile should have been updated by the
TileService. If the user later returns to the notification shade,
the TileService will get another shot to update the tile via
onStartListening(), and so forth.
If the user wants to, the user can return to the editor and drag the existing
tile out of the mock notification shade back into the “Drag to add tiles” area,
thereby removing it.
The Other Features and Limitations
Here are some other items of note related to tiles and TileService:

	You can determine if the device is locked by calling isLocked()
on the TileService.

	You can respond to a tap on the tile by showing a dialog (showDialog()),
launching an activity (startActivityAndCollapse()), or asking the user
to unlock the device first (unlockAndRun()).

	If your tile may show sensitive data, isSecure() will tell you if
your tile is visible in some “secure state” and therefore whether it is
safe to show that sensitive data.

	Each TileService has only one tile. For most apps, this will be plenty.
But, if for some reason your app needs multiple tiles, you will need
multiple TileService implementations, one per tile.


Installing Packages
To install an app from an APK, you can use ACTION_INSTALL_PACKAGE on
API Level 14+, and ACTION_VIEW on older devices. An Intent with one
of those actions, and a Uri pointing to an APK, will lead the user to
install the app… if the user grants our app the ability to install apps.
Prior to Android 8.0, the user would grant the ability to install “non-market apps”
globally. This was simple but not especially secure, as any app could then
ask to install other apps. While the user would be involved in the installation
process — via confirmation dialogs and such — this still was not ideal.
On Android 8.0+, the user flow is a bit
different, as now rather than enabling app-installation rights to all apps
via Settings, the user grants it on a per-installer basis.
We can determine whether or not we have app-installation rights by calling
canRequestPackageInstalls() on a PackageManager. However:

	This method is only available on Android 8.0+

	Apps need to hold the REQUEST_INSTALL_PACKAGES permission to make this
call

	This value does you little good, other than to perhaps warn the user as
to what is coming, as there is no way to request app-installation rights other
than to try installing an app


The
Introspection/AppWrangler
sample project has an overflow menu with an “Install…” item in it. Tapping
that will bring up an ACTION_OPEN_DOCUMENT screen, for you to find an APK
on your device or emulator. When we get the Uri in onActivityResult(), we:

	Call canRequestPackageInstalls() and show a Toast if we do not already
have app-installation rights

	Start the ACTION_INSTALL_PACKAGE activity regardless of the
canRequestPackageInstalls() state



  @Override
  protected void onActivityResult(int requestCode, int resultCode,
                                  Intent data) {
    if (requestCode==REQUEST_OPEN && resultCode==RESULT_OK) {
      if (getPackageManager().canRequestPackageInstalls()) {
        Toast.makeText(this, R.string.msg_install_perm, Toast.LENGTH_LONG).show();
      }

      Intent i=new Intent(Intent.ACTION_INSTALL_PACKAGE)
        .setData(data.getData())
        .addFlags(Intent.FLAG_GRANT_READ_URI_PERMISSION);

      startActivity(i);
    }
  }


(from Introspection/AppWrangler/app/src/main/java/com/commonsware/android/appwrangler/MainActivity.java)
What the user sees — other than the Toast — is a dialog confirming whether or
not installing an app is what the user has in mind:

[image: Android 8.0 Emulator, Initial App Installation Dialog]

Figure 880: Android 8.0 Emulator, Initial App Installation Dialog
If the user taps “External Sources”, a screen dedicated to your app appears:

[image: Android 8.0 Emulator, Trust Screen in Settings]

Figure 881: Android 8.0 Emulator, Trust Screen in Settings
(the dark gray background on the top banner appears on the emulator, but not
on hardware)
If the user checks the “Trust apps from this source” switch and presses BACK,
ideally the user is then taken to the normal app installation flow:

[image: Android 8.0 Emulator, Installing F-Droid]

Figure 882: Android 8.0 Emulator, Installing F-Droid
Deleting Packages
Similarly, to install an app from an APK, you can use ACTION_UNINSTALL_PACKAGE on
API Level 14+, and ACTION_DELETE on older devices. An Intent with one
of those actions, and a Uri pointing to an APK, will ask the user if
they want to uninstall the app.
None of that has changed.
There is an REQUEST_DELETE_PACKAGES permission, and its documentation indicates
that you need this to use ACTION_UNINSTALL_PACKAGE.
This is not the case for
Android 8.x, but it is the case starting with Android 9.0
(if you have a targetSdkVersion of 28 or higher).
This is a normal permission, so you do not need to go through the runtime
permissions request path for it.
Detecting Changes in Packages
Sometimes, your app might need to know if apps are installed or removed.
On Android 7.1 and older, if we want to find out about changes in the mix of installed
packages, we would listen for ACTION_PACKAGE_ADDED and ACTION_PACKAGE_REMOVED.
However, those are implicit broadcasts, and we cannot register for those
in the manifest on Android 8.0+. As a result, we can only listen to those
broadcasts when we already have a process running for other reasons and can
use registerReceiver(). That is fine as far as it goes, but it means that
we may not find out about every package change.
The workaround for this is to call getChangedPackages() on PackageManager
on Android 8.0+.
This returns a ChangedPackages object, listing the packages that have changed.
The scope of the change is based on a sequence number. This starts at zero, when
the device is booted. Every change to the mix of installed packages should
trigger a new sequence number. You pass in the sequence number of the last
getChangedPackages() call that you made, or 0 if you have not called it
before. The ChangedPackages will give you the list of packages changed between
your passed-in sequence number and the current state. The ChangedPackages
also has the current sequence number. The idea is that you can persist that
sequence number, so when your app runs, you can find out about package changes
that went on while your process was not around.
The AppWrangler sample app demonstrates this, though not using persistence,
as it is not needed here.
The AppWrangler UI is dominated by a list of installed apps. That list is
populated at the outset by a call to refresh() from onResume():

  private void refresh(boolean toast) {
    if (lastPackageSequenceNumber==-1) {
      ChangedPackages delta=pm.getChangedPackages(0);

      lastPackageSequenceNumber=(delta==null) ? 0 : delta.getSequenceNumber();
      populateList();
    }
    else {
      ChangedPackages delta=pm.getChangedPackages(lastPackageSequenceNumber);

      if (delta!=null && delta.getSequenceNumber()>lastPackageSequenceNumber) {
        populateList();

        if (toast) {
          Toast.makeText(this, R.string.msg_refresh_ack,
            Toast.LENGTH_SHORT).show();
        }
      }
      else if (toast) {
        Toast.makeText(this, R.string.msg_refresh_nack,
          Toast.LENGTH_LONG).show();
      }
    }
  }


(from Introspection/AppWrangler/app/src/main/java/com/commonsware/android/appwrangler/MainActivity.java)
lastPackageSequenceNumber is initialized to -1, meaning that we have never
tried getting our packages yet. In that case, we call getChangedPackages()
to get the now-current sequence number, passing in 0 as the starting sequence
number. Since getChangedPackages() might return null, we either read the
sequence number out of the ChangedPackages or use 0 for the new
lastPackageSequenceNumber value. Then, we call populateList(), which uses
PackageManager and getInstalledApplications() to populate the ListView.
There is a “refresh” action bar item, which also triggers a call to refresh().
In this case, lastPackageSequenceNumber should be something other than -1,
courtesy of our original refresh() call triggered by onResume(). If
lastPackageSequenceNumber is not -1, we call getChangedPackages(),
supplying lastPackageSequenceNumber as the starting point. If we get a
ChangedPackages back, and the new sequence number is higher, we know that
there was a package change that went on “behind our backs”, so we update
the list. If we were using RecyclerView, we might use the list of packages
in the ChangedPackages to make the specific modifications to our list that
are required — since that is not really an option with ListView, we just
reload the whole list.
If, with the AppWrangler app in the foreground, you install an app
from the command line using adb install, then click the “refresh”
action bar item, you should see a Toast indicating that there were changes
in the packages, and the list should update to show the newly-installed
app.
PackageManager Tricks
PackageManager is your primary means of introspection at the component
level, to determine what else is installed on the device and what
components they export (activities, etc.). As such, there are many
ways you can use PackageManager to determine if something you want
is possible or not, so you can modify your behavior accordingly
(e.g., disable action bar items that are not possible).
This chapter will outline some ways you can use PackageManager to
find out what components are available to you on a device.
Prerequisites
Understanding this chapter requires that you have read the core chapters
of this book.
Asking Around
The ways to find out whether there is an activity that will respond
to a given Intent are by means of queryIntentActivityOptions() and
the somewhat simpler queryIntentActivities().
The queryIntentActivityOptions() method takes the caller
ComponentName, the “specifics” array of Intent instances, the
overall Intent representing the actions you are seeking, and the
set of flags. It returns a List of Intent instances matching the
stated criteria, with the “specifics” ones first.
If you would like to offer alternative actions to users, but by means
other than addIntentOptions(), you could call
queryIntentActivityOptions(), get the Intent instances, then use
them to populate some other user interface (e.g., a toolbar).
A simpler version of this method, queryIntentActivities(), is used
by the
Introspection/Launchalot
sample application. This presents a
“launcher” — an activity that starts other activities —
but uses a ListView rather than a grid like the Android default
home screen uses.
Here is the Java code for Launchalot itself:

package com.commonsware.android.launchalot;

import android.app.ListActivity;
import android.content.ComponentName;
import android.content.Intent;
import android.content.pm.ActivityInfo;
import android.content.pm.PackageManager;
import android.content.pm.ResolveInfo;
import android.os.Bundle;
import android.view.View;
import android.view.ViewGroup;
import android.widget.ArrayAdapter;
import android.widget.ImageView;
import android.widget.ListView;
import android.widget.TextView;
import java.util.Collections;
import java.util.List;

public class Launchalot extends ListActivity {
  AppAdapter adapter=null;
  
  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.main);
    
    PackageManager pm=getPackageManager();
    Intent main=new Intent(Intent.ACTION_MAIN, null);
        
    main.addCategory(Intent.CATEGORY_LAUNCHER);

    List<ResolveInfo> launchables=pm.queryIntentActivities(main, 0);
    
    Collections.sort(launchables,
                     new ResolveInfo.DisplayNameComparator(pm)); 
    
    adapter=new AppAdapter(pm, launchables);
    setListAdapter(adapter);
  }
  
  @Override
  protected void onListItemClick(ListView l, View v,
                                 int position, long id) {
    ResolveInfo launchable=adapter.getItem(position);
    ActivityInfo activity=launchable.activityInfo;
    ComponentName name=new ComponentName(activity.applicationInfo.packageName,
                                         activity.name);
    Intent i=new Intent(Intent.ACTION_MAIN);
    
    i.addCategory(Intent.CATEGORY_LAUNCHER);
    i.setFlags(Intent.FLAG_ACTIVITY_NEW_TASK |
                Intent.FLAG_ACTIVITY_RESET_TASK_IF_NEEDED);
    i.setComponent(name);
    
    startActivity(i);    
  }
  
  class AppAdapter extends ArrayAdapter<ResolveInfo> {
    private PackageManager pm=null;
    
    AppAdapter(PackageManager pm, List<ResolveInfo> apps) {
      super(Launchalot.this, R.layout.row, apps);
      this.pm=pm;
    }
    
    @Override
    public View getView(int position, View convertView,
                          ViewGroup parent) {
      if (convertView==null) {
        convertView=newView(parent);
      }
      
      bindView(position, convertView);
      
      return(convertView);
    }
    
    private View newView(ViewGroup parent) {
      return(getLayoutInflater().inflate(R.layout.row, parent, false));
    }
    
    private void bindView(int position, View row) {
      TextView label=(TextView)row.findViewById(R.id.label);
      
      label.setText(getItem(position).loadLabel(pm));
      
      ImageView icon=(ImageView)row.findViewById(R.id.icon);
      
      icon.setImageDrawable(getItem(position).loadIcon(pm));
    }
  }
}

(from Introspection/Launchalot/app/src/main/java/com/commonsware/android/launchalot/Launchalot.java)
In onCreate(), we:

	Get a PackageManager object via getPackageManager()


	Create an Intent for ACTION_MAIN in CATEGORY_LAUNCHER, which
identifies activities that wish to be considered “launchable”

	Call queryIntentActivities() to get a List of ResolveInfo
objects, each one representing one launchable activity

	Sort those ResolveInfo objects via a
ResolveInfo.DisplayNameComparator instance

	Pour them into a custom AppAdapter and set that to be the
contents of our ListView



AppAdapter is an ArrayAdapter subclass that maps the icon and
name of the launchable Activity to a row in the ListView, using a
custom row layout.
Finally, in onListItemClick(), we construct an Intent that will
launch the clicked-upon Activity, given the information from the
corresponding ResolveInfo object. Not only do we need to populate
the Intent with ACTION_MAIN and CATEGORY_LAUNCHER, but we also
need to set the component to be the desired Activity. We also set
FLAG_ACTIVITY_NEW_TASK and FLAG_ACTIVITY_RESET_TASK_IF_NEEDED
flags, following Android’s own launcher implementation from the Home
sample project. Finally, we call startActivity() with that
Intent, which opens up the activity selected by the user.
The result is a simple list of launchable activities:

[image: The Launchalot sample application]

Figure 862: The Launchalot sample application
There is also a resolveActivity() method that takes a template
Intent, as do queryIntentActivities() and
queryIntentActivityOptions(). However, resolveActivity() returns
the single best match, rather than a list.
NOTE: On modern versions of Android, there is a
LauncherApps class that simplifies a lot of this and takes
things like Android Work profiles into account. For really
implementing a home screen-style launcher, you will probably want
to use LauncherApps. However, using PackageManager to find
what can handle certain Intent structures is used for other
purposes beyond home screen launchers.
Preferred Activities
Users, when presented with a default activity chooser, usually have
the option to make
their next choice be the default for this action for now on. The next
time they do whatever they did to bring up the chooser, it should go
straight to this default. This is known in the system as the “preferred
activity” for an Intent structure, and is stored in the system
as a set of pairs of IntentFilter objects and the corresponding
ComponentName of the preferred activity.
To find out what the preferred activities are on a given device,
you can ask PackageManager to getPreferredActivities(). You pass
in a List<IntentFilter> and a List<ComponentName>, and Android fills
in those lists with the preferred activity information.
To see this in action, take a look at the
Introspection/PrefActivities
sample application. This simply loads all of the information into a
ListView, using android.R.layout.simple_list_item_2 as a row layout
for a title-and-description pattern.
The PackageManager logic is confined to onCreate():

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    PackageManager mgr=getPackageManager();

    mgr.getPreferredActivities(filters, names, null);
    setListAdapter(new IntentFilterAdapter());
  }


(from Introspection/PrefActivities/app/src/main/java/com/commonsware/android/prefact/PreferredActivitiesDemoActivity.java)
In this case, the two lists are data members of the activity:

  ArrayList<IntentFilter> filters=new ArrayList<IntentFilter>();
  ArrayList<ComponentName> names=new ArrayList<ComponentName>();


(from Introspection/PrefActivities/app/src/main/java/com/commonsware/android/prefact/PreferredActivitiesDemoActivity.java)
Most of the logic is in formatting the ListView contents. IntentFilter,
unfortunately, does not come with a method that gives us a human-readable
dump of its definition. As a result, we need to roll that ourselves.
Compounding the problem is that IntentFilter tends to return Iterator
objects for its collections (e.g., roster of actions), rather than
something Iterable. The activity leverages an Iterator-to-Iterable
wrapper culled from
a Stack Overflow answer
to help with this. The
IntentFilterAdapter and helper code looks like this:

  // from http://stackoverflow.com/a/8555153/115145

  public static <T> Iterable<T> in(final Iterator<T> iterator) {
    class SingleUseIterable implements Iterable<T> {
      private boolean used=false;

      @Override
      public Iterator<T> iterator() {
        if (used) {
          throw new IllegalStateException("Already invoked");
        }
        used=true;
        return iterator;
      }
    }
    return new SingleUseIterable();
  }

  class IntentFilterAdapter extends ArrayAdapter<IntentFilter> {
    IntentFilterAdapter() {
      super(PreferredActivitiesDemoActivity.this,
            android.R.layout.simple_list_item_2, android.R.id.text1,
            filters);
    }

    @Override
    public View getView(int position, View convertView, ViewGroup parent) {
      View row=super.getView(position, convertView, parent);
      TextView filter=(TextView)row.findViewById(android.R.id.text1);
      TextView name=(TextView)row.findViewById(android.R.id.text2);

      filter.setText(buildTitle(getItem(position)));
      name.setText(names.get(position).getClassName());

      return(row);
    }

    String buildTitle(IntentFilter filter) {
      StringBuilder buf=new StringBuilder();
      boolean first=true;

      if (filter.countActions() > 0) {
        for (String action : in(filter.actionsIterator())) {
          if (first) {
            first=false;
          }
          else {
            buf.append('/');
          }

          buf.append(action.replaceAll("android.intent.action.", ""));
        }
      }

      if (filter.countDataTypes() > 0) {
        first=true;

        for (String type : in(filter.typesIterator())) {
          if (first) {
            buf.append(" : ");
            first=false;
          }
          else {
            buf.append('|');
          }

          buf.append(type);
        }
      }

      if (filter.countDataSchemes() > 0) {
        buf.append(" : ");
        buf.append(filter.getDataScheme(0));

        if (filter.countDataSchemes() > 1) {
          buf.append(" (other schemes)");
        }
      }

      if (filter.countDataPaths() > 0) {
        buf.append(" : ");
        buf.append(filter.getDataPath(0));

        if (filter.countDataPaths() > 1) {
          buf.append(" (other paths)");
        }
      }

      return(buf.toString());
    }
  }


(from Introspection/PrefActivities/app/src/main/java/com/commonsware/android/prefact/PreferredActivitiesDemoActivity.java)
The resulting activity shows a simple description of the IntentFilter
along with the class name of the corresponding activity in each row:

[image: Preferred Activities on a Stock HTC One S]

Figure 863: Preferred Activities on a Stock HTC One S
Another way to think about preferred activities is to determine what
specific activity will handle a startActivity() call on some Intent.
If there is only one alternative, or the user chose a preferred activity,
that activity should handle the Intent. Otherwise, the activity
handling the Intent should be one implementing a chooser. The
resolveActivity() method on PackageManager can let us know what will
handle the Intent.
To examine what resolveActivity() returns, take a look at the
Introspection/Resolver
sample application.
The activity — which uses Theme.Translucent.NoTitleBar and so has no UI of its
own — is fairly short:

package com.commonsware.android.resolver;

import android.app.Activity;
import android.content.Intent;
import android.content.pm.PackageManager;
import android.content.pm.ResolveInfo;
import android.net.Uri;
import android.os.Bundle;
import android.widget.Toast;

public class ResolveActivityDemoActivity extends Activity {
  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    PackageManager mgr=getPackageManager();
    Intent i=
        new Intent(Intent.ACTION_VIEW,
                   Uri.parse("https://commonsware.com"));
    ResolveInfo ri=
        mgr.resolveActivity(i, PackageManager.MATCH_DEFAULT_ONLY);

    Toast.makeText(this, ri.loadLabel(mgr), Toast.LENGTH_LONG).show();
    
    startActivity(i);
    finish();
  }
}

(from Introspection/Resolver/app/src/main/java/com/commonsware/android/resolver/ResolveActivityDemoActivity.java)
We get a PackageManager, create an Intent to test, and pass the
Intent to resolveActivity(). We include MATCH_DEFAULT_ONLY so we
only get activities that have CATEGORY_DEFAULT in their <intent-filter>
elements. We then use loadLabel() on the resulting ResolveInfo
object to get the display name of the activity, toss that in a Toast,
and invoke startActivity() on the Intent to confirm the results.
On a device with only one option, or with a default chosen, the
Toast will show the name of the preferred activity (e.g., Browser).
On most devices with more than one option, the startActivity()
call will display a chooser, and the Toast will show the display
name of the chooser (e.g., “Android System”).
However, on some devices — notably newer models from HTC distributed
in the US — resolveActivity() indicates that HTCLinkifyDispatcher
is the one that will handle ACTION_VIEW on a URL… even if there
is more than one browser installed and no default has been specified.
This is part of a workaround that HTC added in 2012 to help deal with
a patent dispute with Apple.
Middle Management
The PackageManager class offers much more than merely
queryIntentActivities() and queryIntentActivityOptions(). It is
your gateway to all sorts of analysis of what is installed and
available on the device where your application is installed and
available. If you want to be able to intelligently connect to
third-party applications based on whether or not they are around,
PackageManager is what you will want.
Finding Applications and Packages
Packages are what get installed on the device — a package is
the in-device representation of an APK. An application is defined
within a package’s manifest. Between the two, you can find out all
sorts of things about existing software installed on the device.
Specifically, getInstalledPackages() returns a List of
PackageInfo objects, each of which describes a single package.
Here, you can find out:

	The version of the package, in terms of a monotonically increasing
number (versionCode) and the display name (versionName)

	Details about all of the components — activities, services,
etc. — offered by this package

	Details about the permissions the package requires


Similarly, getInstalledApplications() returns a List of
ApplicationInfo objects, each providing data like:

	The user ID that the application will run as

	The path to the application’s private data directory

	Whether or not the application is enabled


In addition to those methods, you can call:

	
getApplicationIcon() and getApplicationLabel() to get the icon
and display name for an application

	
getLaunchIntentForPackage() to get an Intent for something
launchable within a named package

	
setApplicationEnabledSetting() to enable or disable an
application


Finding Resources
You can access resources from another application, apparently without
any security restrictions. This may be useful if you have multiple
applications and wish to share resources for one reason or another.
The getResourcesForActivity() and getResourcesForApplication()
methods on PackageManager return a Resources object. This is just
like the one you get for your own application via getResources() on
any Context (e.g., Activity). However, in this case, you identify
what activity or application you wish to get the Resources from
(e.g., supply the application’s package name as a String).
There are also getText() and getXml() methods that dive into the
Resources object for an application and pull out specific String
or XmlPullParser objects. However, these require you to know the
resource ID of the resource to be retrieved, and that may be
difficult to manage between disparate applications.
Finding Components
Not only does Android offer “query” and “resolve” methods to find
activities, but it offers similar methods to find other sorts of
Android components:

	queryBroadcastReceivers()

	queryContentProviders()

	queryIntentServices()

	resolveContentProvider()

	resolveService()


For example, you could use resolveService() to determine if a
certain remote service is available, so you can disable certain UI
elements if the service is not on the device. You could achieve the
same end by calling bindService() and watching for a failure, but
that may be later in the application flow than you would like.
There is also a setComponentEnabledSetting() to toggle a component
(activity, service, etc.) on and off. While this may seem esoteric,
there are a number of possible uses for this method, such as:

	Flagging a launchable activity as disabled in your manifest, then
enabling it programmatically after the user has entered a license
key, achieved some level or standing in a game, or any other criteria

	Controlling whether a BroadcastReceiver registered in the
manifest is hooked into the system or not, replicating the level of
control you have with registerReceiver() while still taking
advantage of the fact that a manifest-registered BroadcastReceiver
can be started even if no other component of your application is
running


Keys and the Keystore
The Java Cryptography Architecture (JCA) has been available in Java since
Java 1.1, though it has expanded over the years. It gives us KeyStore
objects that can manage cryptographic keys for a variety of symmetric
and asymmetric ciphers. You can create keys, then use those keys to encrypt,
decrypt, sign, and validate data. The actual algorithms that implement the
cryptography come from service provider implementations (SPIs) that plug into
the JCA. You do not need to know all of the details of the cryptography –
you treat the algorithms mostly as a black box.
Android extends JCA by offering a KeyStore that is integrated into the
Android architecture. In particular, on some Android 7.0+ devices, the keys
can be tied to hardware, as part of the so-called Trusted Execution Environment
(TEE, presumably named by a golfer). This dramatically reduces the likelihood
of your keys somehow getting leaked to some malicious actor. The Android-supplied
KeyStore also offers hooks to tie keys to device authentication, where
you can require the user to authenticate the device before you can use the key
to decrypt the data.
In this chapter, we will explore the basics of using this Android-specific
KeyStore. The important word in the preceding sentence is “basics”, as this is
not a complete treatment of how to use the JCA. The JCA is part of standard
Java; other educational resources can show you how to implement effective
cryptography using the JCA.
Also note that many of the Android-specific APIs shown in this chapter have
a minSdkVersion of 23.
Prerequisites
To understand this chapter, please read the preceding chapter on device authentication
first. Also, the examples in this chapter make extensive use of RxJava.
Terminology
First, let’s review some…ummmm… “key” terms that will be used in this chapter.
Keys
To encrypt, decrypt, sign, or validate some data, you need a key and a corresponding
algorithm.
From a javax.crypto standpoint, the Java class that we use to represent
keys is SecretKey. Whether this is the “real” key, or is merely an identifier
to “key material” held elsewhere (e.g., in hardware), depends on the SPI and KeyStore
implementation.
KeyStore
A KeyStore, as the name suggests, is a storage location for keys. There are
several implementations of KeyStore, based on the storage location and format
of the keys in the store.
In Android, we are particularly interested in one known as AndroidKeyStore. It
offers two benefits:

	The “key material” — the actual bytes representing the key — never make
it into our application process. Instead, the cryptography is performed by a
system process. The APIs that we use make it appear that everything is local,
but in reality IPC is occurring under the covers to pass our data and key
identifier to this system process. The benefit here is that even if our process
gets attacked, the attacker cannot get the “key material” to be able to decrypt
encrypted data away from this device.

	On supported devices, and for supported key/algorithm combinations,
the key material may “bound” to the device itself. This
means that even the system process that normally does the cryptography does not
have the bytes representing the key itself. Instead, the cryptography is
performed by dedicated hardware, as part of the TEE. The key material held in
the AndroidKeyStore needs to be blended with secure data held in hardware
to get the real key to use with the cryptography. As a result, even if an
attacker is able to hack core system processes, the attacker will not be able
to retrieve a key that can be used outside of this device.


KeyChain
If you rummage around the Android SDK, you will also see a separate KeyChain
class. This offers a stripped down system similar to the KeyStore. However,
the KeyChain is for device-wide keys, and as such is usually not what developers of an
individual app need.
Getting a KeyStore
The AndroidKeyStore is merely the name of a JCA KeyStore that you obtain
using standard javax.crypto APIs:


ks=KeyStore.getInstance("AndroidKeyStore");
ks.load(null);


The static getInstance() method returns an instance of the KeyStore, and load()
is used to populate it. With traditional JCA KeyStore implementations, load()
is used to load the keys from a file. The AndroidKeyStore does not need this,
and so we can pass null into the load() method.
Note that these methods throw a variety of checked exceptions, and so you will
need to be in position to catch those and do something useful. In practice,
nothing should go wrong, as those checked exceptions are mostly for cases where:

	You provide an invalid KeyStore type name (e.g., KeyStore.getInstance("this does not exist")))

	There are problems loading the keys from a file (file not found, file corrupt,
etc.)


Creating a Key
Android has a dedicated KeyGenParameterSpec class, with a corresponding
Builder, that is used to create secret keys for symmetric encryption, stored
in the AndroidKeyStore:


KeyGenParameterSpec spec=
  new KeyGenParameterSpec.Builder("thisIsMyKey",
    KeyProperties.PURPOSE_ENCRYPT | KeyProperties.PURPOSE_DECRYPT)
    .setBlockModes(KeyProperties.BLOCK_MODE_CBC)
    .setEncryptionPaddings(KeyProperties.ENCRYPTION_PADDING_PKCS7)
    .build();

KeyGenerator keygen=
  KeyGenerator.getInstance(KeyProperties.KEY_ALGORITHM_AES, "AndroidKeyStore");

keygen.init(spec);
SecretKey secretKey=keygen.generateKey();


Grafting the Android-specific AndroidKeyStore onto the JCA base results in
a few oddities. For example, we do not need to do anything to save this key
in the AndroidKeyStore — saving it is a side effect of creating the key
using a KeyGenerator backed by the AndroidKeyStore (via the getInstance()
static method).
Each of your app’s keys has a name ("thisIsMyKey" in the above example).
You will use this name to reference the key later on. This name needs to be unique
for your app, though it does not need to be unique for the entire device.
Most of the methods on the KeyGenParameterSpec.Builder are tied to the
JCA, such as the block modes, encryption paddings, and so forth. The above configuration –
when coupled with KEY_ALGORITHM_AES when creating the KeyGenerator –
is for AES/CBC/PKCS7Padding, which is a fairly typical symmetric key setup.
Most of the details of setting up the Builder, therefore, are tied to the
specific form of encrypting or digital signature that you wish to employ. The
details of this are well out of scope for this book and are best left to
educational resources dedicated to Java cryptography.
The JCA KeyStore is designed around symmetric keys (e.g., SecretKey)
classes, though asymmetric encryption has been grafted onto the original
KeyStore API, so RSA-style public-key encryption can also be performed
using the AndroidKeyStore.
Tying the Key to Device Authentication
Part of the reason for an Android-specific KeyGenParameterSpec class is to be
able to offer Android-specific features to extend the JCA. A prominent example
of this is tying a generated key to device authentication, such that your app
can only use the key if the user is currently authenticated.
The two primary Builder methods for this are:

	
setUserAuthenticationRequired(true), to indicate that the key being generated
requires user authentication

	
setUserAuthenticationValidityDurationSeconds(), to indicate how long we have,
after user authentication, to be able to use the key, before the user needs
to re-authenticate


The default validity period is, in effect, zero seconds. Every use of the key
requires an immediately-preceding authentication. This may be excessive, and
you will want to consider whether setting a longer validity period (e.g.,
one minute) is more appropriate for your situation.
So, in this sample, we generate a key with user authentication required, with
a 60-second timeout:


KeyGenParameterSpec spec=
  new KeyGenParameterSpec.Builder("thisIsMyKey",
    KeyProperties.PURPOSE_ENCRYPT | KeyProperties.PURPOSE_DECRYPT)
    .setBlockModes(KeyProperties.BLOCK_MODE_CBC)
    .setEncryptionPaddings(KeyProperties.ENCRYPTION_PADDING_PKCS7)
    .setUserAuthenticationRequired(true)
    .setUserAuthenticationValidityDurationSeconds(60)
    .build();

KeyGenerator keygen=
  KeyGenerator.getInstance(KeyProperties.KEY_ALGORITHM_AES, "AndroidKeyStore");

keygen.init(spec);
SecretKey secretKey=keygen.generateKey();


Later on, when we try to use the key for encryption, decryption, etc., we may
get a UserNotAuthenticatedException. This means that the user has not
authenticated against the device within the timeout period, and so we need
to re-authenticate the user (e.g., createConfirmDeviceCredentialIntent())
before trying the cryptographic operation again. The preceding chapter
outlines how to use createConfirmDeviceCredentialIntent() to authenticate the
user.
Learning More About Your Key
For keys created in the AndroidKeyStore, you can use a somewhat clunky set
of APIs to find out more details about the key, in particular whether the key
is backed by any sort of hardware security (e.g., the TEE). This information
is available through an Android-specific KeyInfo class. Unfortunately, you
have to get one of those by means of a SecretKeyFactory and a cast, as shown
below:


SecretKey key=(SecretKey)ks.getKey(keyName, null);
KeyInfo info=
  (KeyInfo)SecretKeyFactory.getInstance(key.getAlgorithm(), "AndroidKeyStore")
    .getKeySpec(key, KeyInfo.class);

if (info.isInsideSecureHardware()) {
  Toast.makeText(this, "Key is inside secure hardware", Toast.LENGTH_LONG).show();
}
else {
  Toast.makeText(this, "Key is only secured by software", Toast.LENGTH_LONG).show();
}


Given the SecretKey, you can get the associated SecretKeyFactory, based on
the algorithm and keystore name. That SecretKeyFactory has a getKeySpec()
method, which takes the SecretKey and the spec class (KeyInfo.class in this
case). That needs to be cast to a KeyInfo, this JCA code probably pre-dates
Java’s support for generics.
The sample code shown above checks one specific characteristic of the key: does
the key reside inside of secure hardware. You get that from a call to
isInsideSecureHardware().
Encrypting Data
So, with all of that as background, let’s look at actually encrypting some
data using all of this stuff.
The
DeviceAuth/SecureNote
sample application has a single activity with a really big EditText widget,
for you to type in a note. We will store that note in an encrypted form,
using a key that requires device authentication.
And to do that, we will spend some time in a bodega.
Introducing RxKeyBodega
The RxKeyBodega class in this project implements a small RxJava-based
API wrapped around the relevant javax.crypto and android.security.keystore
classes. The idea is to isolate most of the “hard core” encryption logic
in this class, but allow for composability, so that the calling app can
control things like:

	Where the encrypted data comes from, and what happens to it after it is decrypted

	Where the encrypted data goes, after it is encrypted

	What thread is used for all of this


The only aspect that RxKeyBodega cannot handle itself is device authentication,
since that involves a UI.
(this is far smaller than a key “store”; hence, a key “bodega”)
Encrypting the Note
First, let’s look at the encryption path. Our MainActivity not only has the
really big EditText, but it has a “save” action bar item that, when clicked,
will save the contents of the EditText in an encrypted form.
RxKeyBodega Client
That action bar item is tied to a save() method on MainActivity, which
uses RxKeyBodega to set up an RxJava chain to process our encryption:

  private void save() {
    final Context app=getApplicationContext();
    byte[] toEncrypt=note.getText().toString().getBytes(UTF8);

    RxKeyBodega.encrypt(toEncrypt, KEY_NAME, TIMEOUT_SECONDS)
      .subscribeOn(Schedulers.io())
      .map(result -> {
        File f=new File(app.getFilesDir(), FILENAME);

        RxKeyBodega.save(f, result);

        return f;
      })
      .observeOn(AndroidSchedulers.mainThread())
      .subscribe(
        file -> Toast.makeText(MainActivity.this, R.string.saved, Toast.LENGTH_SHORT).show(),
        t -> {
          if (t instanceof UserNotAuthenticatedException) {
            requestAuth(REQUEST_SAVE);
          }
          else {
            Toast.makeText(MainActivity.this, t.getMessage(), Toast.LENGTH_LONG).show();
            Log.e(getString(R.string.app_name), "Exception saving encrypted file", t);
          }
        });
  }


(from DeviceAuth/SecureNote/app/src/main/java/com/commonsware/android/auth/note/MainActivity.java)
We will take a look at RxKeyBodega.encrypt() in the next section, but it
returns an Observable of an EncryptionResult object, which itself is part
of RxKeyBodega. We supply the data to be encrypted as a byte array, which
we encode using UTF8 from the Editable returned by the EditText and its
getText() method. We pass that, along with a unique name for the encryption
key to use and how long the device authentication timeout should be. That
encryption key will be lazy-created if it does not already exist.
After routing this work to the io() thread, we use map() to process
the EncryptionResult. We create a File pointing to where we want the encrypted
data to be stored on internal storage, then call RxKeyBodega.save() to save
the EncryptionResult to that file. This File is then supplied downstream
to our subscriber lambda, which:

	Shows a Toast if everything seems OK

	Calls requestAuth() if we got a UserNotAuthenticatedException, indicating
that we need the user to re-authenticate with the device before we can encrypt

	Shows an error Toast if something else went wrong


requestAuth() takes a request code as a parameter and kicks off device
authentication using createConfirmDeviceCredentialIntent():

  private void requestAuth(int requestCode) {
    Intent i=
      mgr.createConfirmDeviceCredentialIntent("title", "description");

    if (i==null) {
      Toast.makeText(this, "No authentication required?!?",
        Toast.LENGTH_SHORT).show();
    }
    else {
      startActivityForResult(i, requestCode);
    }
  }


(from DeviceAuth/SecureNote/app/src/main/java/com/commonsware/android/auth/note/MainActivity.java)
In onActivityResult(), if the user authenticated, we try save() again:

  @Override
  protected void onActivityResult(int requestCode, int resultCode,
                                  Intent data) {
    if (resultCode==RESULT_OK) {
      if (requestCode==REQUEST_SAVE) {
        save();
      }
      else if (requestCode==REQUEST_LOAD) {
        load();
      }
    }
    else {
      Toast.makeText(this, R.string.sorry, Toast.LENGTH_SHORT).show();
      finish();
    }
  }


(from DeviceAuth/SecureNote/app/src/main/java/com/commonsware/android/auth/note/MainActivity.java)
If the user declined to authenticate, we show a Toast and finish() the
activity, since there is nothing useful that we can do.
RxKeyBodega Implementation
Overall, RxKeyBodega follows the implementation approach used by RxFingerprint,
profiled in the previous chapter. So, for example, the encrypt()
method on RxKeyBodega does not encrypt anything itself, but rather creates
an Observable — named EncryptObservable — that will handle the encryption work
itself:

  static Observable<EncryptionResult> encrypt(byte[] toEncrypt, String keyName,
                                              int timeout) {
    return Observable.create(new EncryptObservable(keyName, timeout, toEncrypt));
  }


(from DeviceAuth/SecureNote/app/src/main/java/com/commonsware/android/auth/note/RxKeyBodega.java)
This way, the consumer of RxKeyBodega can control the thread on which the
encryption work is performed.
EncryptObservable extends a BodegaObservable class. It lazy-initializes
a KeyStore, where KEYSTORE is "AndroidKeyStore", so we get access to the
(potentially) hardware-backed keystore:

  private abstract static class BodegaObservable {
    KeyStore ks;
    Exception initException;

    BodegaObservable() {
      try {
        ks=KeyStore.getInstance(KEYSTORE);
        ks.load(null);
      }
      catch (Exception e) {
        initException=e;
      }
    }
  }


(from DeviceAuth/SecureNote/app/src/main/java/com/commonsware/android/auth/note/RxKeyBodega.java)
Nothing should go wrong in that initialization, but getInstance() and load()
throw some checked exceptions. If one occurs, it is held onto in an initException
field.
EncryptObservable implements the ObservableOnSubscribe interface, so the
bulk of its logic goes into the subscribe() method, called when something
eventually subscribes to this Observable:

    @Override
    public void subscribe(ObservableEmitter<EncryptionResult> emitter)
      throws Exception {
      if (initException==null) {
        createKey(keyName, timeout);

        SecretKey secretKey=(SecretKey)ks.getKey(keyName, null);
        Cipher cipher=Cipher.getInstance("AES/CBC/PKCS7Padding");
        SecureRandom rand=new SecureRandom();
        byte[] iv=new byte[BLOCK_SIZE];

        rand.nextBytes(iv);

        IvParameterSpec ivParams=new IvParameterSpec(iv);

        cipher.init(Cipher.ENCRYPT_MODE, secretKey, ivParams);
        emitter.onNext(new EncryptionResult(ivParams.getIV(), cipher.doFinal(toEncrypt)));
      }
      else {
        throw initException;
      }
    }


(from DeviceAuth/SecureNote/app/src/main/java/com/commonsware/android/auth/note/RxKeyBodega.java)
If initException is not null, we throw it here, so that the exception
works its way through the RxJava chain and can be picked up by a Throwable
handler in MainActivity.
If initException is null, though, we start of by lazy-creating our
key, in a createKey() method:

    private void createKey(String keyName, int timeout) throws Exception {
      KeyStore.Entry entry=ks.getEntry(keyName, null);

      if (entry==null) {
        KeyGenParameterSpec spec=
          new KeyGenParameterSpec.Builder(keyName,
            KeyProperties.PURPOSE_ENCRYPT | KeyProperties.PURPOSE_DECRYPT)
            .setBlockModes(KeyProperties.BLOCK_MODE_CBC)
            .setEncryptionPaddings(KeyProperties.ENCRYPTION_PADDING_PKCS7)
            .setUserAuthenticationRequired(true)
            .setUserAuthenticationValidityDurationSeconds(timeout)
            .setRandomizedEncryptionRequired(false)
            .build();

        KeyGenerator keygen=
          KeyGenerator.getInstance(KeyProperties.KEY_ALGORITHM_AES, KEYSTORE);

        keygen.init(spec);
        keygen.generateKey();
      }
    }
  }


(from DeviceAuth/SecureNote/app/src/main/java/com/commonsware/android/auth/note/RxKeyBodega.java)
This uses the approach outlined earlier in this chapter, creating an
AES/CBC/PKCS7Padding key. In particular, it is tied to device authentication,
so the user will have had to entered their PIN, passcode, fingerprint, etc. within
the timeout period, or else the encryption cannot be performed.
Once we are sure that we have a key, subscribe() creates a Cipher for that
key, uses doFinal() to pass along the data to be encrypted, and passes
that doFinal() response, along with an “initialization vector”, to
an EncryptionResult constructor. The EncryptionResult is what gets emitted
by this Observable and is what is picked up by MainActivity in the first
step of its RxJava chain.
The save() utility method on RxKeyBodega, used by MainActivity, writes
the initialization vector data and the encrypted data to the supplied file:

  static void save(File f, EncryptionResult result)
    throws IOException {
    BufferedSink sink=Okio.buffer(Okio.sink(f));

    sink.write(result.iv);
    sink.write(result.encrypted);
    sink.close();
  }


(from DeviceAuth/SecureNote/app/src/main/java/com/commonsware/android/auth/note/RxKeyBodega.java)
Some Quick Initialization Vector Notes
Some encryption schemes use an initialization vector (IV). This is a series of random
bytes that serves as the initial input into the encryption algorithm. The
bytes do not have to be secret, which is why it is safe for us to save them
as part of the encrypted data, as we did in the subscribe() method
of EncryptObservable above.
However, the bytes do have to be random. This has been a problem with Android.
Early versions of Android had a hard-coded default IV value, rather than
randomly generating a value. This is bad, and it forced developers to have
to create their own IV using SecureRandom.
Google apparently has fixed the default IV behavior. In fact, to use your own
IV, you have to call setRandomizedEncryptionRequired() on the
KeyGenParameterSpec.Builder, as part of creating your key in the
AndroidKeyStore. If you fail to do this, when you go to supply your own IV
bytes for encryption, you crash, with an exception whose message reads:
“Caller-provided IV not permitted when encrypting”.
So, as of API Level 23, Google wants you to use their random IV implementation,
rather than supply your own IV bytes. But, on older Android devices, you cannot
rely on Google’s implementation.
So, now what?
The safest course of action is to do what we are doing in the SecureNote
sample: provide a random IV and tell Android that we intend to do this,
via the setRandomizedEncryptionRequired(). This way, even if some device
manufacturer screws something up and their device winds up with non-random
default IV values, you are covered.
Escaping If Device Is Insecure
Lazy-creating that key — in fact, this entire app — only makes sense if the
device has a secure keyguard. Otherwise, we cannot have the key be tied
to device authentication.
So, part of what we do in onCreate() is get a KeyguardManager and see
if the keyguard is secure, using the techniques outlined in
the preceding chapter:

  @Override
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.activity_main);

    mgr=(KeyguardManager)getSystemService(KEYGUARD_SERVICE);

    if (mgr.isKeyguardSecure()) {
      note=findViewById(R.id.note);
      load();
    }
    else {
      Toast.makeText(this, R.string.insecure, Toast.LENGTH_LONG).show();
      finish();
    }
  }


(from DeviceAuth/SecureNote/app/src/main/java/com/commonsware/android/auth/note/MainActivity.java)
If it is not secure, we show a Toast and finish() our activity to leave the
app.
Starting Decryption in onCreate()
If we do have a secure keyguard, we call a load() method, which will kick off
loading the encrypted data and decrypting it.
You might wonder why we do not take a similar approach for encrypting and saving
the note. Rather than force the user to click a “save” action bar item, we could
call save() from onDestroy(), or perhaps from onStop().
The problem is that we may need the user to re-authenticate, if they have not
authenticated since before the timeout window. That requires us to start
an activity and get a result. However, that is not safe to do once our
activity is destroyed. So what happens is that the user presses BACK to exit
the app, we determine that we need to authenticate the user, and then:

	We have to fail to save the note, possibly with an error message, or

	We can try to show the authentication activity, get a result, and then save
the note, but that is quite likely to fail, given that our activity will be
destroyed along the way


As a result, while we can automatically decrypt the note, we cannot automatically
encrypt it.
Decrypting the Note
Now, let’s turn our attention to the load() method.
RxKeyBodega Client
load() implements another RxJava Observable chain, to take what we wrote
to the file, decrypt it, and show the results in the EditText for possible
changes by the user:

  private void load() {
    Observable.just(new File(getFilesDir(), FILENAME))
      .subscribeOn(Schedulers.io())
      .observeOn(AndroidSchedulers.mainThread())
      .filter(File::exists)
      .map(RxKeyBodega::load)
      .flatMap(toDecrypt -> RxKeyBodega.decrypt(toDecrypt, KEY_NAME))
      .subscribe(bytes -> note.setText(new String(bytes, UTF8)),
        t -> {
          if (t instanceof UserNotAuthenticatedException) {
            requestAuth(REQUEST_LOAD);
          }
          else {
            Toast.makeText(MainActivity.this, t.getMessage(), Toast.LENGTH_LONG).show();
            Log.e(getString(R.string.app_name), "Exception loading encrypted file", t);
          }
        });
  }


(from DeviceAuth/SecureNote/app/src/main/java/com/commonsware/android/auth/note/MainActivity.java)
The Observable starts out with a File pointing to where the note is saved
on internal storage. We then use the filter() operator to only continue
if the file exists — if it doesn’t, that means we have no notes to load,
and so the empty EditText is a fine starting point.
We then use a static load() method on RxKeyBodega to do the file I/O to
read in the file. We pass the result from load() to the RxKeyBodega.decrypt()
method, supplying the same KEY_NAME that we will want to use for encryption.
At that point, there are three possibilities:

	Everything succeeds, in which case we get the decrypted bytes, so we can turn
them into a String (using the UTF8 charset) and apply that to the EditText


	We get a UserNotAuthenticatedException, in which case we request that the
user authenticate, and if that succeeds, onActivityResult() will try the load()
again

	We get some other exception, in which case we just show a Toast and log
the exception


RxKeyBodega Implementation
The load() method on RxKeyBodega simply reads in the data that we wrote out:

  static EncryptionResult load(File f) throws Exception {
    BufferedSource source=Okio.buffer(Okio.source(f));
    byte[] iv=source.readByteArray(BLOCK_SIZE);
    byte[] encrypted=source.readByteArray();

    source.close();

    return new EncryptionResult(iv, encrypted);
  }


(from DeviceAuth/SecureNote/app/src/main/java/com/commonsware/android/auth/note/RxKeyBodega.java)
To read in the initialization vector, we need to know how many bytes it should
be. That is based on the choice of encryption cipher, but the value is a constant
for any given cipher. So, we get that in a static initialization block, and pray
to the high heavens that JCA does not thrown an unexpected exception:

  private static final int BLOCK_SIZE;

  static {
    int blockSize=-1;

    try {
      blockSize=Cipher.getInstance("AES/CBC/PKCS7Padding").getBlockSize();
    }
    catch (Exception e) {
      Log.e("RxKeyBodega", "Could not get AES/CBC/PKCS7Padding cipher", e);
    }

    BLOCK_SIZE=blockSize;
  }


(from DeviceAuth/SecureNote/app/src/main/java/com/commonsware/android/auth/note/RxKeyBodega.java)
(a production-grade app would do something with the exception besides logging
it to LogCat)
load() then wraps the initialization vector and encrypted data in an EncryptionResult,
which becomes input for the decrypt() method, which turns around and hands it
to a DecryptObserverable:

  static Observable<byte[]> decrypt(EncryptionResult toDecrypt, String keyName) {
    return Observable.create(new DecryptObservable(keyName, toDecrypt));
  }


(from DeviceAuth/SecureNote/app/src/main/java/com/commonsware/android/auth/note/RxKeyBodega.java)
DecryptObservable then uses JCA to decrypt the encrypted data, using the
chosen Cipher and initialization vector, emitting the decrypted data:

  private static class DecryptObservable extends BodegaObservable implements
    ObservableOnSubscribe<byte[]> {
    final private String keyName;
    final private EncryptionResult toDecrypt;

    private DecryptObservable(String keyName, EncryptionResult toDecrypt) {
      this.keyName=keyName;
      this.toDecrypt=toDecrypt;
    }

    @Override
    public void subscribe(ObservableEmitter<byte[]> emitter)
      throws Exception {
      if (initException==null) {
        SecretKey secretKey=(SecretKey)ks.getKey(keyName, null);
        Cipher cipher=Cipher.getInstance("AES/CBC/PKCS7Padding");

        cipher.init(Cipher.DECRYPT_MODE, secretKey, new IvParameterSpec(toDecrypt.iv));
        emitter.onNext(cipher.doFinal(toDecrypt.encrypted));
      }
      else {
        throw initException;
      }
    }
  }


(from DeviceAuth/SecureNote/app/src/main/java/com/commonsware/android/auth/note/RxKeyBodega.java)
Time-Limited Device Authentication
In the previous chapter, we saw the use of createConfirmDeviceCredentialIntent()
to force the user to re-authenticate before proceeding with something in your
app. As noted then, the problem is that createConfirmDeviceCredentialIntent()
always forces re-authentication, even if the user authenticated just moments ago
(e.g., just unlocked their device).
However, for working with AndroidKeyStore-backed keys, we can require
device authentication… but with a timeout. That way, the user only needs to
re-authenticate if they have not authenticated recently, for whatever value of
“recently” we want when setting up the key.
So, if you want to use createConfirmDeviceCredentialIntent(), but you want a timeout,
one solution is silly, but works: encrypt something with a timeout-enabled,
authenticated key. What you encrypt does not matter — you can throw away the
results of the encryption. You are simply leveraging the timeout facility to
let you know whether authentication is really needed or not.
The
DeviceAuth/SecureTimeout
sample application demonstrates this. It is based on the SecureCheck sample
from the preceding chapter, but now uses the encryption technique outlined above.
In onCreate(), we set up the AndroidKeyStore:

    try {
      ks=KeyStore.getInstance(KEYSTORE);
      ks.load(null);
    }
    catch (Exception e) {
      Toast.makeText(this, "Ummm... this shouldn't happen", Toast.LENGTH_LONG).show();
      Log.e(getClass().getSimpleName(), "Exception initializing keystore", e);
    }


(from DeviceAuth/SecureTimeout/app/src/main/java/com/commonsware/android/auth/check/MainActivity.java)
We only enable the authentication action bar item if we have a secure keyguard,
as otherwise we cannot set up the key that we want to use:

  @Override
  public boolean onCreateOptionsMenu(Menu menu) {
    getMenuInflater().inflate(R.menu.actions, menu);
    menu.findItem(R.id.auth).setEnabled(mgr.isKeyguardSecure());

    return super.onCreateOptionsMenu(menu);
  }


(from DeviceAuth/SecureTimeout/app/src/main/java/com/commonsware/android/auth/check/MainActivity.java)
As before, tapping that action bar item invokes an authenticate() method.
Before, that just blindly called createConfirmDeviceCredentialIntent() and
forced authentication. Now… it’s a bit different:

  private void authenticate() {
    try {
      createKeyForTimeout();
    }
    catch (Exception e) {
      Toast.makeText(this, "Could not create the key", Toast.LENGTH_LONG).show();
      Log.e(getClass().getSimpleName(), "Exception creating key", e);
      return;
    }

    if (needsAuth(false)) {
      Intent i=
        mgr.createConfirmDeviceCredentialIntent("title", "description");

      if (i==null) {
        Toast.makeText(this, "No authentication required!",
          Toast.LENGTH_SHORT).show();
      }
      else {
        startActivityForResult(i, REQUEST_CODE);
      }
    }
  }


(from DeviceAuth/SecureTimeout/app/src/main/java/com/commonsware/android/auth/check/MainActivity.java)
We start by invoking the same sort of lazy-create-the-key logic that we used
in SecureNote, this time in a createKeyForTimeout() method:

  private void createKeyForTimeout() throws Exception {
    KeyStore.Entry entry=ks.getEntry(KEY_NAME, null);

    if (entry==null) {
      KeyGenParameterSpec spec=
        new KeyGenParameterSpec.Builder(KEY_NAME,
          KeyProperties.PURPOSE_ENCRYPT | KeyProperties.PURPOSE_DECRYPT)
          .setBlockModes(KeyProperties.BLOCK_MODE_CBC)
          .setEncryptionPaddings(KeyProperties.ENCRYPTION_PADDING_PKCS7)
          .setUserAuthenticationRequired(true)
          .setUserAuthenticationValidityDurationSeconds(TIMEOUT_SECONDS)
          .build();

      KeyGenerator keygen=
        KeyGenerator.getInstance(KeyProperties.KEY_ALGORITHM_AES, KEYSTORE);

      keygen.init(spec);
      keygen.generateKey();
    }
  }


(from DeviceAuth/SecureTimeout/app/src/main/java/com/commonsware/android/auth/check/MainActivity.java)
If that works, we call a needsAuth() method to see if we need authentication or not:

  private boolean needsAuth(boolean isRecheck) {
    boolean result=false;

    try {
      SecretKey secretKey=(SecretKey)ks.getKey(KEY_NAME, null);
      Cipher cipher=Cipher.getInstance("AES/CBC/PKCS7Padding");

      cipher.init(Cipher.ENCRYPT_MODE, secretKey);
      cipher.doFinal(POINTLESS_DATA);

      if (!isRecheck) {
        Toast.makeText(this, "Already authenticated!", Toast.LENGTH_LONG).show();
      }
    }
    catch (UserNotAuthenticatedException e) {
      result=true;
    }
    catch (KeyPermanentlyInvalidatedException e) {
      Toast.makeText(this, "You reset the lock screen!",
        Toast.LENGTH_LONG).show();
    }
    catch (Exception e) {
      Toast.makeText(this, "Could not validate the key", Toast.LENGTH_LONG).show();
      Log.e(getClass().getSimpleName(), "Exception validating key", e);
    }

    return result;
  }


(from DeviceAuth/SecureTimeout/app/src/main/java/com/commonsware/android/auth/check/MainActivity.java)
This just encrypts a pointless bit of data:

  private static final byte[] POINTLESS_DATA=new byte[] {1, 2, 3};


(from DeviceAuth/SecureTimeout/app/src/main/java/com/commonsware/android/auth/check/MainActivity.java)
There are several possible outcomes of this. The biggest one is that
we could catch a UserNotAuthenticatedException, meaning that the user has
not authenticated within our timeout. In that case, needsAuth() returns true,
and authenticate() uses createConfirmDeviceCredentialIntent() to trigger
authentication. onActivityResult() then calls needsAuth() again, to confirm
that we did successfully authenticate the user:

  protected void onActivityResult(int requestCode, int resultCode,
                                  Intent data) {
    if (requestCode==REQUEST_CODE) {
      if (resultCode==RESULT_OK) {
        if (needsAuth(true)) {
          Toast.makeText(this, "Good authentication... but still needs auth?",
            Toast.LENGTH_SHORT).show();
        }
        else {
          Toast.makeText(this, "Authenticated!", Toast.LENGTH_SHORT).show();
        }
      }
      else {
        Toast.makeText(this, "WE ARE UNDER ATTACK!", Toast.LENGTH_SHORT).show();
      }
    }
  }


(from DeviceAuth/SecureTimeout/app/src/main/java/com/commonsware/android/auth/check/MainActivity.java)
The boolean parameter to needsAuth() simply indicates whether we are checking
on the first or second pass. If we can successfully encrypt
the pointless data, we know that the user has authenticated within our timeout
period. If it’s the first pass through needsAuth(), we show a Toast here,
otherwise we show it in onActivityResult().
This sample specifically checks for KeyPermanentlyInvalidatedException. This
will be thrown if we had a key from before, but the user reset their lock
screen, and that key is now no longer valid. If there was data encrypted
using that key… the user is now in big trouble. From a JCA standpoint, you
should be able to use deleteEntry() on the KeyStore to remove the old
key under your key name and create a new one, if desired.
Encrypting Passphrases
The AndroidKeyStore is good for some scenarios, such as your own encrypted
files. However, other things will need passphrases and do not integrate with the
JCA. A prominent example is SQLCipher for Android. SQLCipher is an extension
to SQLite, and SQLite is not tied to Android. Hence, SQLCipher is not
tied to Android, and the SQLCipher for Android distribution is focused more
on providing a near-clone of the Android SQLite classes (e.g., SQLiteDatabase).
However, you can integrate anything that takes a passphrase with the AndroidKeyStore –
and, by extension, with fingerprint-based device authentication — by generating
the passphrase and encrypting it. This works akin to encrypting notes, as seen
in the earlier example, in that you are encrypting and decrypting from files.
However, rather than the files being the actual data, they are merely the keys with
which to access that actual data, which has its own security solution.
The
DeviceAuth/CipherNote
sample application is a clone of the SecureNote sample. There, the note was
encrypted and saved as a file. In this sample, the note is saved in SQLCipher
for Android, with a generated passphrase being encrypted and saved as a file.
In this case, this approach is overkill. However, there are plenty of scenarios
where you need a SQLite-like solution for querying and such, but you also want
to give the user the option of tying their security to device authentication, instead
of having to type in a passphrase themselves.
From a UI standpoint, CipherNote works the same as SecureNote:

	The existing content is decrypted when the activity starts up, if that
content exists, and possibly involving device authentication if needed

	When the user taps the “save” action bar item, the content is saved in an
encrypted form


A NoteRepository
We start off with a simple SQLiteOpenHelper subclass named DatabaseHelper:

package com.commonsware.android.auth.note;

import android.content.Context;
import net.sqlcipher.database.SQLiteDatabase;
import net.sqlcipher.database.SQLiteOpenHelper;

public class DatabaseHelper extends SQLiteOpenHelper {
  private static final String DATABASE_NAME="note.db";
  private static final int SCHEMA=1;

  DatabaseHelper(Context context) {
    super(context, DATABASE_NAME, null, SCHEMA);

    SQLiteDatabase.loadLibs(context);
  }

  @Override
  public void onCreate(SQLiteDatabase db) {
    db.execSQL("CREATE TABLE note (_id INTEGER PRIMARY KEY AUTOINCREMENT, content TEXT);");
  }

  @Override
  public void onUpgrade(SQLiteDatabase db, int oldVersion, int newVersion) {
    throw new RuntimeException("How did we get here?");
  }
}


(from DeviceAuth/CipherNote/app/src/main/java/com/commonsware/android/auth/note/DatabaseHelper.java)
This sets up a trivial table (note) with a primary key and the content. It
also initializes SQLCipher for Android, by means of SQLiteDatabase.loadLibs(context).
That is then wrapped in a NoteRepository, which provides us with an RxJava-based
API for loading and saving notes from the encrypted database, given a passphrase.
As with many repository-style classes — and as with many things that work
with SQLite or SQLCipher for Android — NoteRepository is a singleton. Its
sole instance is lazy-created, as it needs a Context for use with DatabaseHelper:

  private static volatile NoteRepository INSTANCE;
  private SQLiteDatabase db;

  private synchronized static NoteRepository init(Context ctxt, char[] passphrase) {
    if (INSTANCE==null) {
      INSTANCE=new NoteRepository(ctxt.getApplicationContext(), passphrase);
    }

    return INSTANCE;
  }

  private synchronized static NoteRepository get() {
    return INSTANCE;
  }

  private NoteRepository(Context ctxt, char[] passphrase) {
    DatabaseHelper helper=new DatabaseHelper(ctxt);

    db=helper.getWritableDatabase(passphrase);
  }


(from DeviceAuth/CipherNote/app/src/main/java/com/commonsware/android/auth/note/NoteRepository.java)
The NoteRepository holds onto the SQLiteDatabase opened from the DatabaseHelper.
More importantly, it does not hold onto the passphrase. Ideally, that passphrase
should be cleared out of memory after the database is opened, as SQLCipher for
Android no longer needs it, and the longer the passphrase is in memory, the more
likely it is that somebody is going to find a way to extract it.
Our model object representing the note is named Note:

  static class Note {
    final long id;
    final String content;

    private Note(long id, String content) {
      this.id=id;
      this.content=content;
    }
  }


(from DeviceAuth/CipherNote/app/src/main/java/com/commonsware/android/auth/note/NoteRepository.java)
Loading the Note is reactive. We have a static load() method that
returns an Observable based on a LoadObservable:

  static Observable<Note> load(Context ctxt, char[] passphrase) {
    return Observable.create(new LoadObservable(ctxt, passphrase));
  }


(from DeviceAuth/CipherNote/app/src/main/java/com/commonsware/android/auth/note/NoteRepository.java)
LoadObservable does as its name suggests: it loads the note from the database:

  private static class LoadObservable implements ObservableOnSubscribe<Note> {
    private final Context app;
    private final char[] passphrase;

    LoadObservable(Context ctxt, char[] passphrase) {
      this.app=ctxt.getApplicationContext();
      this.passphrase=passphrase;
    }

    @Override
    public void subscribe(ObservableEmitter<Note> e) throws Exception {
      Cursor c=NoteRepository.init(app, passphrase).db
        .rawQuery("SELECT _id, content FROM note", null);

      if (c.isAfterLast()) {
        e.onNext(EMPTY);
      }
      else {
        c.moveToFirst();
        e.onNext(new Note(c.getLong(0), c.getString(1)));
        Arrays.fill(passphrase, '\u0000');
      }

      c.close();
    }
  }


(from DeviceAuth/CipherNote/app/src/main/java/com/commonsware/android/auth/note/NoteRepository.java)
While LoadObservable holds onto the passphrase, it does not make its own copy.
Instead, it uses Arrays.fill() to clear out that char array as part of loading
the note.
If there are no rows in the database, that means this was the first run of the
app (or the user cleared the app’s data). RxJava does not like an
ObservableEmitter emitting a null value, so we have a magic EMPTY constant
Note to use that signifies that we had no note:

  private static final Note EMPTY=new Note(-1, null);


(from DeviceAuth/CipherNote/app/src/main/java/com/commonsware/android/auth/note/NoteRepository.java)
Otherwise, this code is unremarkable: it queries the database, gets the values
out of the Cursor to create a Note, and emits the Note.
There is a corresponding save() method. It is not reactive, but instead is designed
to be added to some external RxJava chain. It takes the existing Note and
the revised content from the EditText, either inserts or updates the database
with the content, and returns a fresh Note instance:

  static Note save(Note note, String content) {
    ContentValues cv=new ContentValues(1);

    cv.put("content", content);

    if (note==EMPTY) {
      long id=NoteRepository.get().db.insert("note", null, cv);

      return new Note(id, content);
    }
    else {
      NoteRepository.get().db.update("note", cv, "_id=?",
        new String[]{String.valueOf(note.id)});

      return new Note(note.id, content);
    }
  }


(from DeviceAuth/CipherNote/app/src/main/java/com/commonsware/android/auth/note/NoteRepository.java)
This way, clients can blindly request a save(), and the repository can determine
if that requires an insert or an update, based on whether we are starting with
the EMPTY note or not.
RxPassphrase
This sample modifies RxKeyBodega from earlier into RxPassphrase. Here, we
have a reactive API to get our passphrase for use with our SQLCipher for Android
database… including lazy-creating (and encrypting) that passphrase if it does
not already exist.
The public API is a simple static get() method. It takes the file to use
for storing the passphrase, the key name for our key in the AndroidKeyStore,
and our desired authentication timeout as parameters. It just creates a
PassphraseObservable to do the real work:

  static Observable<char[]> get(File encryptedFile, String keyName, int timeout) {
    return Observable.create(new RxPassphrase.PassphraseObservable(encryptedFile, keyName, timeout));
  }


(from DeviceAuth/CipherNote/app/src/main/java/com/commonsware/android/auth/note/RxPassphrase.java)
subscribe() initializes our KeyStore, then sees if the encrypted passphrase
file exists, branching to load() or create() methods accordingly:

    @Override
    public void subscribe(ObservableEmitter<char[]> emitter) throws Exception {
      KeyStore ks=KeyStore.getInstance(KEYSTORE);

      ks.load(null);

      if (encryptedFile.exists()) {
        load(ks, emitter);
      }
      else {
        create(ks, emitter);
      }
    }


(from DeviceAuth/CipherNote/app/src/main/java/com/commonsware/android/auth/note/RxPassphrase.java)
create() first creates a 128-character passphrase, using the same base36 algorithm
used in an example from the preceding chapter:

    private void create(KeyStore ks, ObservableEmitter<char[]> emitter)
      throws Exception {
      SecureRandom rand=new SecureRandom();
      char[] passphrase=new char[128];

      for (int i=0; i<passphrase.length; i++) {
        passphrase[i]=BASE36_SYMBOLS.charAt(rand.nextInt(BASE36_SYMBOLS.length()));
      }

      createKey(ks, keyName, timeout);

      SecretKey secretKey=(SecretKey)ks.getKey(keyName, null);
      Cipher cipher=Cipher.getInstance("AES/CBC/PKCS7Padding");
      byte[] iv=new byte[BLOCK_SIZE];

      rand.nextBytes(iv);

      IvParameterSpec ivParams=new IvParameterSpec(iv);

      cipher.init(Cipher.ENCRYPT_MODE, secretKey, ivParams);

      byte[] toEncrypt=toBytes(passphrase);
      byte[] encrypted=cipher.doFinal(toEncrypt);

      BufferedSink sink=Okio.buffer(Okio.sink(encryptedFile));

      sink.write(iv);
      sink.write(encrypted);
      sink.close();

      emitter.onNext(passphrase);
    }


(from DeviceAuth/CipherNote/app/src/main/java/com/commonsware/android/auth/note/RxPassphrase.java)
create() then lazy-creates our key in our KeyStore, using the same createKey()
method as was used previously:

    private void createKey(KeyStore ks, String keyName, int timeout)
      throws Exception {
      KeyStore.Entry entry=ks.getEntry(keyName, null);

      if (entry==null) {
        KeyGenParameterSpec spec=
          new KeyGenParameterSpec.Builder(keyName,
            KeyProperties.PURPOSE_ENCRYPT | KeyProperties.PURPOSE_DECRYPT)
            .setBlockModes(KeyProperties.BLOCK_MODE_CBC)
            .setEncryptionPaddings(KeyProperties.ENCRYPTION_PADDING_PKCS7)
            .setUserAuthenticationRequired(true)
            .setUserAuthenticationValidityDurationSeconds(timeout)
            .setRandomizedEncryptionRequired(false)
            .build();

        KeyGenerator keygen=
          KeyGenerator.getInstance(KeyProperties.KEY_ALGORITHM_AES, KEYSTORE);

        keygen.init(spec);
        keygen.generateKey();
      }
    }


(from DeviceAuth/CipherNote/app/src/main/java/com/commonsware/android/auth/note/RxPassphrase.java)
We then create a random initialization vector, and use that to help create our
Cipher for encryption. We encrypt the passphrase and IV bytes, writing the results
to the designated file, before returning the cleartext passphrase. That passphrase
can then be passed to the NoteRepository for the purposes of creating our
encrypted database.
Note that encryption might throw a UserNotAuthenticatedException, which the client
needs to catch and route through the createConfirmDeviceCredentialIntent()-based
UI for authenticating the user.
If our encrypted passphrase file already exists, we can just open and decrypt it:

    private void load(KeyStore ks, ObservableEmitter<char[]> emitter)
      throws Exception {
      BufferedSource source=Okio.buffer(Okio.source(encryptedFile));
      byte[] iv=source.readByteArray(BLOCK_SIZE);
      byte[] encrypted=source.readByteArray();

      source.close();

      SecretKey secretKey=(SecretKey)ks.getKey(keyName, null);
      Cipher cipher=Cipher.getInstance("AES/CBC/PKCS7Padding");

      cipher.init(Cipher.DECRYPT_MODE, secretKey, new IvParameterSpec(iv));

      byte[] decrypted=cipher.doFinal(encrypted);
      char[] passphrase=toChars(decrypted);

      emitter.onNext(passphrase);
    }
  }


(from DeviceAuth/CipherNote/app/src/main/java/com/commonsware/android/auth/note/RxPassphrase.java)
We do not use createKey() here, as by definition our key should already exist,
as we used it to encrypt the file. If for some reason our key is lost, then
our data is lost, and we have to start over from scratch anyway.
Using the NoteRepository and RxPassphrase
The overall flow of MainActivity has not changed: we still call load()
from onCreate() and still call save() from the action bar item click. Merely
their implementations have changed, to blend NoteRepository and
RxPassphrase.
load() starts an RxJava chain by asking RxPassphrase to get() the
passphrase:

  private void load() {
    final Context app=getApplicationContext();
    File encryptedFile=new File(getFilesDir(), FILENAME);

    RxPassphrase.get(encryptedFile, KEY_NAME, TIMEOUT_SECONDS)
      .subscribeOn(Schedulers.io())
      .observeOn(AndroidSchedulers.mainThread())
      .flatMap(chars -> NoteRepository.load(app, chars))
      .subscribe(this::onNoteReady,
        t -> {
          if (t instanceof UserNotAuthenticatedException) {
            requestAuth(REQUEST_LOAD);
          }
          else {
            Toast.makeText(MainActivity.this, t.getMessage(), Toast.LENGTH_LONG).show();
            Log.e(getString(R.string.app_name), "Exception loading encrypted file", t);
          }
      });
  }


(from DeviceAuth/CipherNote/app/src/main/java/com/commonsware/android/auth/note/MainActivity.java)
That passphrase is then used with NoteRepository.load() to get the
note from the encrypted database, using flatMap() to attach the Observable
from NoteRepository.load() onto the existing chain. Then, if everything
succeeds, we call onNoteReady() to hold onto the Note object and populate the
EditText:

  private void onNoteReady(NoteRepository.Note note) {
    this.note=note;
    textarea.setText(note.content);
  }


(from DeviceAuth/CipherNote/app/src/main/java/com/commonsware/android/auth/note/MainActivity.java)
If we get a UserNotAuthenticatedException, we go through the same
requestAuth() as before, triggering authentication. In onActivityResult(),
we call load() again to try to get the Note, now that the user has authenticated.
The passphrase is stored on internal storage, in getFilesDir()
(new File(getFilesDir(), FILENAME)). Hence, in
principle, it will only get deleted if the database itself gets deleted, such
as the user choosing “Clear Data” for our app in Settings. This is important,
as our data will be lost if either the database or the encrypted passphrase
file are lost.
save() does not need to use RxPassphrase, as NoteRepository should already
have the open database. So, we can just use NoteRepository.save() to persist
the note:

  private void save() {
    Observable.just(textarea.getText().toString())
      .map(content -> NoteRepository.save(note, content))
      .subscribeOn(Schedulers.io())
      .observeOn(AndroidSchedulers.mainThread())
      .subscribe(this::onNoteSaved,
        t -> {
          if (t instanceof UserNotAuthenticatedException) {
            requestAuth(REQUEST_LOAD);
          }
          else {
            Toast.makeText(MainActivity.this, t.getMessage(), Toast.LENGTH_LONG).show();
            Log.e(getString(R.string.app_name), "Exception loading encrypted file", t);
          }
        });
  }


(from DeviceAuth/CipherNote/app/src/main/java/com/commonsware/android/auth/note/MainActivity.java)
Here, onNoteSaved() just shows the “Saved!” Toast, plus calls onNoteReady()
to ensure that we have the Note for any subsequent save() call:

  private void onNoteSaved(NoteRepository.Note note) {
    Toast.makeText(this, R.string.saved, Toast.LENGTH_LONG).show();
    onNoteReady(note);
  }


(from DeviceAuth/CipherNote/app/src/main/java/com/commonsware/android/auth/note/MainActivity.java)
A Key(Store) Limitation
The keys in the AndroidKeyStore are tied to a secure keyguard. That is why
these samples check for a secure keyguard before proceeding.
But what if the user had a secure keyguard, then downgrades to merely swipe-to-unlock?
When they downgrade, they should get a system warning that they will lose
some information. In particular, on fingerprint-enabled devices, they should
get a note about losing stored fingerprints. However, the system warning may
not be a sufficient deterrent, and the user may downgrade their keyguard security
anyway.
If that happens, your keys in the AndroidKeyStore get wiped out. Even if the
user turns right around and sets up a secure keyguard again, whatever had been
in the AndroidKeyStore is gone, and anything encrypted with one of those
keys will be unrecoverable.
Changing between different types of security — such
as switching between a PIN and a passphrase — is fine and will not affect
the AndroidKeyStore.
Gradle and Tasks
A build.gradle file teaches Gradle how to execute tasks, such as how
to compile an Android project. Outside of a Gradle-aware IDE like Android
Studio, you use Gradle itself to run these tasks. If you have installed your
own copy of Gradle, you would use the gradle command; if you are relying
upon a trusted copy of the Gradle Wrapper, you would use the ./gradlew
script in your project root.
For the purposes of this book, the gradle command will be shown –
just substitute ./gradlew where you see gradle if you are using
the Gradle Wrapper script.
Key Build-Related Tasks
To find out what tasks are available to you, you can run gradle tasks from
the project directory. That will result in output akin to:


> Task :tasks

------------------------------------------------------------
All tasks runnable from root project
------------------------------------------------------------

Android tasks
-------------
androidDependencies - Displays the Android dependencies of the project.
signingReport - Displays the signing info for each variant.
sourceSets - Prints out all the source sets defined in this project.

Build tasks
-----------
assemble - Assembles all variants of all applications and secondary packages.
assembleAndroidTest - Assembles all the Test applications.
assembleDebug - Assembles all Debug builds.
assembleRelease - Assembles all Release builds.
build - Assembles and tests this project.
buildDependents - Assembles and tests this project and all projects that depend on it.
buildNeeded - Assembles and tests this project and all projects it depends on.
clean - Deletes the build directory.
cleanBuildCache - Deletes the build cache directory.
compileDebugAndroidTestSources
compileDebugSources
compileDebugUnitTestSources
compileReleaseSources
compileReleaseUnitTestSources
mockableAndroidJar - Creates a version of android.jar that's suitable for unit tests.

Build Setup tasks
-----------------
init - Initializes a new Gradle build.
wrapper - Generates Gradle wrapper files.

Help tasks
----------
buildEnvironment - Displays all buildscript dependencies declared in root project 'MyApplication'.
components - Displays the components produced by root project 'MyApplication'. <incubating>
dependencies - Displays all dependencies declared in root project 'MyApplication'.
dependencyInsight - Displays the insight into a specific dependency in root project 'MyApplication'.
dependentComponents - Displays the dependent components of components in root project 'MyApplication'. <incubating>
help - Displays a help message.
model - Displays the configuration model of root project 'MyApplication'. <incubating>
projects - Displays the sub-projects of root project 'MyApplication'.
properties - Displays the properties of root project 'MyApplication'.
tasks - Displays the tasks runnable from root project 'MyApplication' (some of the displayed tasks may belong to subprojects).

Install tasks
-------------
installDebug - Installs the Debug build.
installDebugAndroidTest - Installs the android (on device) tests for the Debug build.
uninstallAll - Uninstall all applications.
uninstallDebug - Uninstalls the Debug build.
uninstallDebugAndroidTest - Uninstalls the android (on device) tests for the Debug build.
uninstallRelease - Uninstalls the Release build.

Verification tasks
------------------
check - Runs all checks.
connectedAndroidTest - Installs and runs instrumentation tests for all flavors on connected devices.
connectedCheck - Runs all device checks on currently connected devices.
connectedDebugAndroidTest - Installs and runs the tests for debug on connected devices.
deviceAndroidTest - Installs and runs instrumentation tests using all Device Providers.
deviceCheck - Runs all device checks using Device Providers and Test Servers.
lint - Runs lint on all variants.
lintDebug - Runs lint on the Debug build.
lintRelease - Runs lint on the Release build.
lintVitalRelease - Runs lint on just the fatal issues in the release build.
test - Run unit tests for all variants.
testDebugUnitTest - Run unit tests for the debug build.
testReleaseUnitTest - Run unit tests for the release build.


This list is dynamically generated based on the contents of build.gradle,
notably including tasks defined by the com.android.application plugin.
In principle, you are supposed to specify the entire task name when running that
task. However, you can use shorthand, so long as it uniquely identifies the task.
Probably the most common task that a developer will use, at least in the short
term, is installDebug (or iD for short). This will build a debug version
of the app and install it on an available device or emulator. This roughly
corresponds to ant install debug for those familiar with legacy
Ant-based command-line builds.
Just as there is installDebug, there can also be installRelease. The Debug
and Release portions of the task are not hard-coded, but rather are derived
from the “build types” defined in the build.gradle file. The concept, role,
and usage of build types will be covered in the next chapter.
However, installRelease is not available by default, because installing an app requires
that the APK be signed, and the Android Gradle Plugin does not know how to sign it.
We will address this in the next chapter as well.
If you just want to build the app, without installing it, assembleDebug (aD)
or assembleRelease (aR) will accomplish that aim. If you want to uninstall
the app from a device or emulator, uninstallDebug (uD) and uninstallRelease
(uR) should work.
Discussion of other tasks, such as the “check” tasks, will be covered in
later chapters.
Results
All build output goes into a build/ directory.
Specifically, your APKs will go into build/outputs/apk, with different APK editions
based upon whether you did a debug or release build.
Note that Gradle has a clean task that wipes out the build/ directory. 
Advanced Emulator Capabilities
The Android emulator, at its core, is not that complex. Once you have one or more
Android virtual devices (AVDs) defined, using them is a matter of launching the
emulator and installing your app upon it. With Android Studio, those two steps can even
be combined — the IDE will automatically start an emulator instance if one
is needed.
However, there is much more to the Android emulator. This chapter will explore
various advanced features of the emulator and how you can use them.
Prerequisites
Understanding this chapter requires that you have read the core chapters
of this book.
Other Notable Configuration Options
When defining an AVD, or editing an existing AVD definition, there are
many other configuration options at your disposal.
Hardware Graphics Acceleration
Another way to speed up the emulator is to have it use the graphic card or GPU of
your development machine to accelerate the graphics rendering of the emulator window.
By default, the emulator will use software-based rendering, without the GPU, which is
slow in general and worse when running an ARM-based image.
Whether this will work or not for you will depend in part upon your graphics drivers
of your development machine. Also, their use might conflict with other
things you might want to do — on Linux, using hardware GPU mode might break
your ability to take screenshots, for example.
This setting is toggled within the AVD Manager, for new and existing
AVDs, via the “Graphics” drop-down list in the “Emulated Performance”
group:

[image: Virtual Device Configuration, Showing Use Host GPU Checkbox]

Figure 901: Virtual Device Configuration, Showing “Use Host GPU” Checkbox
There are three options:

	“Software” says to render the graphics purely within the emulator
software

	“Hardware” says to render the graphics using the GPU of your development
machine

	“Auto” (the default) delegates the decision to the emulator itself,
based on its own heuristics of what will work well


Keyboard Behavior
The Android emulator can emulate devices that have, or do not have, a physical keyboard.
Most Android devices do not have a physical keyboard, and so the emulator is set up
to behave the same. However, this means that typing on your development machine’s keyboard
will not work in EditText widgets and the like — you have to tap out what you want
to type on the on-screen keyboard.
If you wish to switch your emulator to emulate a device with a physical keyboard –
either “for realz” or just to simplify working with the emulator on your development
machine — you can do so.
In the Android Studio AVD Manager, in the “Advanced Settings” area, there
is an “Enable keyboard input” checkbox that determines whether hardware
keyboard input is honored in the AVD or not:

[image: Virtual Device Configuration, Showing Enable keyboard input Checkbox]

Figure 902: Virtual Device Configuration, Showing “Enable keyboard input” Checkbox
Startup Settings
You can also control whether the device starts up in portrait or
landscape mode at the outside, by the toggle buttons labeled “Startup orientation”:

[image: Virtual Device Configuration, Showing Startup orientation Options]

Figure 903: Virtual Device Configuration, Showing “Startup orientation” Options
Camera Options
In the “Advanced Settings” area, you can control whether or not the
emulator emulates a device with a camera:

[image: Virtual Device Configuration, Showing Camera Options]

Figure 904: Virtual Device Configuration, Showing Camera Options
Whether you can configure both front and back cameras, or just one,
is indeterminate. If you can configure a camera, your options are:

	“None”, to emulate a device without a camera

	“Emulated”, which emulates a device with a camera, but where the camera
images themselves are emulated

	some hardware indicator (e.g., “Webcam0”), which emulates a device with
a camera, where the camera images are pulled from some camera hardware
on your development machine (e.g., a notebook webcam)


The back camera also will have a “VirtualScene” option, where the camera will
appear to be looking at the interior of a home, in the form of a 3D rendering
of that interior.
However, the emulator’s ability to truly emulate the way Android cameras
behave is very limited. Serious camera testing needs to be done using
Android hardware, not the emulator.
Memory and Storage Configuration
In the “Advanced Settings” area, you can control how much RAM and storage
is used by the emulator:

[image: Virtual Device Configuration, Showing Memory and Storage Options]

Figure 905: Virtual Device Configuration, Showing Memory and Storage Options
Specifically:

	“RAM” controls how much system RAM the emulator emulates. This will
be a subset of the overall RAM of your development machine that the
emulator consumes.

	“VM heap” appears to control the Dalvik/ART heap limit assigned to
applications.

	“Internal Storage” indicates how much space is allocated for the
main device partitions in the emulated device.

	“SD card” is still the misnomer for external storage. Your options are
either to have Android Studio manage this for you, or for you to use
tools like mksdcard to create your own disk image that you attach
to the emulator.


Usually, the defaults are fine.
Frames and Skins
By default, the emulator appears in a bare window, showing the contents
of the “touchscreen”. Of course, an actual Android device will have
more around it, such as bezels, optional hardware buttons, and so on.
In the “Device Frame” group in the “Advanced Settings” area, you can
check “Enable Device Frame” and choose a skin to wrap around the touchscreen
and make your emulator look a bit more like a real device:

[image: Virtual Device Configuration, Showing Device Frame Options]

Figure 906: Virtual Device Configuration, Showing Device Frame Options
The Emulator Sidebar
Starting with Android Studio 2.0, the emulator sports a “sidebar” that
runs alongside the main emulator window:

[image: Android Emulator, with Sidebar on the Right]

Figure 907: Android Emulator, with Sidebar on the Right
This provides you with rapid access to a number of emulator features
and controls. Some of those are hidden behind the “More” button,
at the bottom of the sidebar (looks like an ellipsis, “…”).
Note that the sidebar buttons have tooltips that will tell both the
button’s purpose and the keyboard shortcut, if any, for that button.
Power and Navigation Controls
The top icon in the sidebar is a power button. A quick click on it will
close your emulator. A long-click will behave like the POWER button
on an Android device, bringing up the power menu:

[image: Android Emulator, Showing Power Menu]

Figure 908: Android Emulator, Showing Power Menu
Towards the bottom of the sidebar are BACK, HOME, and RECENTS buttons
for navigation:

[image: Android Emulator Sidebar Navigation Buttons]

Figure 909: Android Emulator Sidebar Navigation Buttons
If you click the “More” button, you will open up the “Extended Controls”
window:

[image: Android Emulator with Extended Controls]

Figure 910: Android Emulator with Extended Controls
Clicking the “Directional pad” category on the left of the “Extended
Controls” gives you D-pad and media buttons for in-app navigation:

[image: Emulator Extended Controls, Showing Directional Pad]

Figure 911: Emulator Extended Controls, Showing Directional Pad
Screen Orientation and Zoom
Two buttons on the sidebar allow you to rotate the device clockwise
or counter-clockwise:

[image: Android Emulator Sidebar Rotation Buttons]

Figure 912: Android Emulator Sidebar Rotation Buttons
The magnifying glass icon allows you to zoom and out of the emulator
screen contents:

[image: Android Emulator Sidebar Zoom Button]

Figure 913: Android Emulator Sidebar Zoom Button
When in zoom mode, the mouse cursor changes to a magnifying class,
and left-mouse clicks will zoom in at the clicked-upon point. Right-mouse
clicks will zoom out. To return the mouse to normal behavior, tap the zoom sidebar
button again. However, note that you will remain zoomed in on the
last-selected zoom state; to return the emulator fully to normal, zoom
out all the way first.
Screenshots
The camera button on the sidebar allows you to rapidly take screenshots
of the emulator window:

[image: Android Emulator Sidebar Screenshot Button]

Figure 914: Android Emulator Sidebar Screenshot Button
These will be stored in a directory controlled by the “Settings” category
in the “Extended controls” window:

[image: Emulator Extended Controls, Showing Settings]

Figure 915: Emulator Extended Controls, Showing Settings
Faking the Real World
The “Extended controls” panel also allows you to fake real world behavior
in your emulator.
Location
The “Location” category lets you fake GPS fixes:

[image: Emulator Extended Controls, Showing Location]

Figure 916: Emulator Extended Controls, Showing Location
The upper half allows you to specify a single GPS fix and “send” that
to the emulator, which should respond the same way as if an actual
Android device received a GPS fix.
The bottom half allows you to load a GPX or KML file containing a series
of waypoints and the time between them, then play those back, either
at normal speed or at an accelerated pace (if you get bored easily).
Network Status
The “Cellular” category controls how the emulator emulates its cellular
network connection:

[image: Emulator Extended Controls, Showing Cellular]

Figure 917: Emulator Extended Controls, Showing Cellular
Battery
The “Battery” category allows you to simulate changes in the power
status of the emulator:

[image: Emulator Extended Controls, Showing Battery]

Figure 918: Emulator Extended Controls, Showing Battery
Not only will your code be able to receive events like ACTION_BATTERY_CHANGED,
but you can see the changes in the status bar of the emulator, such
as the battery icon showing charging status and current charge level.
Telephony
The “Phone” category allows you to simulate incoming phone calls
and text messages:

[image: Emulator Extended Controls, Showing Phone]

Figure 919: Emulator Extended Controls, Showing Phone
Emulator Window Operations
Dragging a window edge of the emulator window will change the scale
used by the emulator. The entire emulator window is still there, just
smaller or larger than before. The resulting window will have the
proper aspect ratio, so if you drag the left or right side and shrink
the window, it will shrink both vertically and horizontally.
Using your development machine’s native file manager (e.g., Nautilus
on Ubuntu Linux), you can drag-and-drop files into the emulator window.
If the file is an APK, it will be installed automatically, as if you had
installed it through the adb install command. If the file is
anything else, it will be uploaded into the emulator’s Download/
directory on external storage. If your app has permission to work with
external storage, it can read the file from there.
Headless Operation
Sometimes, you want an emulator without a GUI. Typically, this is used for continuous
integration or some other server-based testing solution — you use the “headless”
emulator to run tests, even on a machine that lacks any GUI capability.
To do this, you will need to run the emulator from the command-line. Run
emulator -no-window -avd ..., where ... is the name of your AVD (e.g., the value in
the left column of the list of AVDs in the AVD Manager). To test this first in normal
mode, run the command without the -no-window switch.
The simplest solution to get rid of the emulator instance is to kill its process.
There are many other command-line switches for the emulator
that you may wish to investigate. While most of these have UI analogues in the AVD
Manager, the switches would be necessary to replicate some of those for headless
operation.
Focus Management and Accessibility
As developers, we are very used to creating apps that are designed to be
navigated by touch, with users tapping on widgets and related windows to supply
input.
However, not all Android devices have touchscreens, and not all Android users
use touchscreens.
Internationalization (i18n) and localization (L10n) give you opportunities
to expand your user base to audiences beyond your initial set, based on language.
Similarly, you can expand your user base by offering support for non-touchscreen
input and output. Long-term, the largest user base of these features may be
those with televisions augmented by Android, whether via Android TV, OUYA consoles,
or whatever. Short-term, the largest user base of these features may be those
for whom touchscreens are rarely a great option, such as the blind. Supporting
those with unusual requirements for input and output is called accessibility
(a11y), and represents a powerful way for you to help your app distinguish itself
from competitors.
In this chapter, we will first examine how to better handle focus management,
and then segue into examining what else, beyond supporting keyboard-based input,
can be done in the area of accessibility.
Prerequisites
Understanding this chapter requires that you have read the core chapters and
are familiar with the concept of widgets having focus for user input.
Prepping for Testing
To test focus management, you will need an environment that supports “arrow key”
navigation. Here, “arrow key” also includes things like D-pads or trackballs –
basically, anything that navigates by key events instead of by touch events.
Examples include:

	The Android emulator, with the DPad support hardware property set to yes


	Phones that have actual D-pads, trackballs, arrow keys, or the like

	Television-based Android environments, such as Android TV or the OUYA console

	Devices that have dedicated keyboard accessories, such as the keyboard
“slice” available for the ASUS Transfomer series of tablets

	A standard Android device accessed via a Bluetooth keyboard, gamepad, or
similar sort of pointing device


Hence, even if the emulator will be insufficient for your needs, you should be
able to set up a hardware test environment relatively inexpensively. Most modern
Android devices support Bluetooth keyboards, and such keyboards frequently can
be obtained at low relative cost.
For accessibility beyond merely focus control, you will certainly want to
enable TalkBack, via the Accessibility area of the Settings app. This will
cause Android to verbally announce what is on the screen, by means of its
text-to-speech engine.
On Android 4.0 and higher devices, enabling Talkback will also optionally
enable “Explore by Touch”. This allows users to tap on items (e.g., icons in a
GridView) to have them read aloud via TalkBack, with a double-tap to actually
perform what ordinarily would require a single-tap without “Explore by Touch”.
Controlling the Focus
Android tries its best to have intelligent focus management “out of the box”,
without developer involvement. Many times, what it offers is sufficient for
your needs. Other times, though, the decisions Android makes are inappropriate:

	Trying to navigate in a certain direction (e.g., right) moves focus to a
widget that is not logically what should have the focus

	Focus has other side effects, like showing the soft keyboard on an EditText
widget, that is not desirable


Hence, if you feel that you need to take more control over how focus management
is handled, you have many means of doing so, covered in this section.
Establishing Focus
In order for a widget to get the focus, it has to be focusable.
You might think that the above sentence was just a chance for the author to be
witty. It was… a bit. But there are actually two types of “focusable” when it
comes to Android apps:

	Is it focusable when somebody is using a pointing device or the keyboard?

	Is it focusable in touch mode?


There are three major patterns for the default state of a widget:

	Some are initially focusable in both cases (e.g., EditText)

	Some are focusable in non-touch mode but are not focusable in touch
mode (e.g., Button)

	Some are not focusable in either mode (e.g., TextView)


So, when a Button is not focusable in touch mode, that means that while
the button will take the focus when the user navigates to it (e.g., via keys),
the button will not take the focus when the user simply taps on it.
You can control the focus semantics of a given widget in four ways:

	You can use android:focusable and android:focusableInTouchMode in
a layout

	You can use setFocusable() and setFocusableInTouchMode() in Java


We will see examples of these shortly.
Requesting (or Abandoning) Focus
By default, the focus will be granted to the first focusable widget in
the activity, starting from the upper left. Often times, this is a fine solution.
If you want to have some other widget get the focus (assuming that the widget
is focusable, per the section above), you have two choices:

	Call requestFocus() on the widget in question

	You can give the widget’s layout element a child element,
named [requestFocus /], to stipulate that this widget should be the one
to get the focus


Note that this is a child element, not an attribute, as you might ordinarily
expect.
For example, let’s look at the
Focus/Sampler
sample project, which we will use to illustrate various focus-related topics.
Our main activity, creatively named MainActivity, loads a layout named
request_focus.xml, and demonstrates the [requestFocus /] element:

<LinearLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <Button
    android:id="@+id/button1"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/a_button"/>

  <EditText
    android:id="@+id/editText1"
    android:layout_width="0dp"
    android:layout_height="wrap_content"
    android:layout_weight="1"
    android:contentDescription="@string/first_field"
    android:hint="@string/str_1st_field"
    android:inputType="text"/>

  <EditText
    android:id="@+id/editText2"
    android:layout_width="0dp"
    android:layout_height="wrap_content"
    android:layout_weight="1"
    android:contentDescription="@string/second_field"
    android:hint="@string/str_2nd_field"
    android:inputType="text">

    <requestFocus/>
  </EditText>

</LinearLayout>


(from Focus/Sampler/app/src/main/res/layout/request_focus.xml)
Here, we have three widgets in a horizontal LinearLayout: a Button, and
two EditText widgets. The second EditText widget has the [requestFocus /]
child element, and so it gets the focus when we display our launcher activity:

[image: Focus Sampler, Showing Requested Focus]

Figure 627: Focus Sampler, Showing Requested Focus
If we had skipped the [requestFocus /] element, the focus would have wound
up on the first EditText… assuming that we are working in touch mode.
If the activity had been launched via the pointing device or keyboard, then
the Button would have the focus, because the Button is focusable in
non-touch mode by default.
Calling requestFocus() from Java code gets a bit trickier. There are a few
flavors of the requestFocus() method on View, of which two will be the
most popular:

	An ordinary zero-argument requestFocus()


	A one-argument requestFocus(), with the argument being the direction
in which the focus should theoretically be coming from


You might look at the description of the second flavor and decide that the
zero-argument requestFocus() looks a lot easier. And, sometimes it will
work. However, sometimes it will not, as is the case with our second
activity, RequestFocusActivity.
In this activity, our layout (focusable_button) is a bit different:

<LinearLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <EditText
    android:id="@+id/editText1"
    android:layout_width="0dp"
    android:layout_height="wrap_content"
    android:layout_weight="1"
    android:contentDescription="@string/first_field"
    android:hint="@string/str_1st_field"
    android:inputType="text"/>

  <EditText
    android:id="@+id/editText2"
    android:layout_width="0dp"
    android:layout_height="wrap_content"
    android:layout_weight="1"
    android:contentDescription="@string/second_field"
    android:hint="@string/str_2nd_field"
    android:inputType="text">
  </EditText>

  <Button
    android:id="@+id/button1"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:focusableInTouchMode="true"
    android:text="@string/a_button"/>

</LinearLayout>


(from Focus/Sampler/app/src/main/res/layout/focusable_button.xml)
Here, we put the Button last instead of first. We have no [requestFocus /]
element anywhere, which would put the default focus on the first EditText
widget. And, our Button has android:focusableInTouchMode="true", so it
will be focusable regardless of whether we are in touch mode or not.
In onCreate() of our activity, we use the one-parameter version of
requestFocus() to give the Button the focus:

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.focusable_button);
    initActionBar();

    button=findViewById(R.id.button1);
    button.requestFocus(View.FOCUS_RIGHT);
    button.setOnClickListener(this);
  }


(from Focus/Sampler/app/src/main/java/com/commonsware/android/focus/RequestFocusActivity.java)
If there were only the one EditText before the Button, the zero-argument
requestFocus() works. However, with a widget between the default focus
and our Button, the zero-argument requestFocus() does not work, but using
requestFocus(View.FOCUS_RIGHT) does. This tells Android that we want the focus,
and it should be as if the user is moving to the right from where the focus
currently lies.
All of our activities inherit from a BaseActivity that manages our action
bar, with an overflow menu to get to the samples and the app icon to
get to the original activity.
So, if you run the app and choose “Request Focus” from the overflow menu, you
will see:

[image: Focus Sampler, Showing Manually-Requested Focus]

Figure 628: Focus Sampler, Showing Manually-Requested Focus
We also wire up the Button to the activity for click events, and in
onClick(), we call clearFocus() to abandon the focus:

  @Override
  public void onClick(View v) {
    button.clearFocus();
  }


(from Focus/Sampler/app/src/main/java/com/commonsware/android/focus/RequestFocusActivity.java)
What clearFocus() will do is return to the original default focus for this
activity, in our case the first EditText:

[image: Focus Sampler, After Clearing the Focus]

Figure 629: Focus Sampler, After Clearing the Focus
Focus Ordering
Beyond manually placing the focus on a widget (or manually clearing that
focus), you can also override the focus order that Android determines
automatically. While Android’s decisions usually are OK, they may not be
optimal.
A widget can use android:nextFocus... attributes in the layout file to indicate
the widget that should get control on a focus change in the direction indicated
by the ... part. So, android:nextFocusDown, applied to Widget A, indicates
which widget should receive the focus if, when the focus is on Widget A, the
user “moves down” (e.g., presses a DOWN key, presses the down direction on a
D-pad). The same logic holds true for the other three directions
(android:nextFocusLeft, android:nextFocusRight, and android:nextFocusUp).
For example, the res/layout/table.xml resource in the FocusSampler
project is based on the
TableLayout sample from early in this book, with a bit more focus control:

<?xml version="1.0" encoding="utf-8"?>
<TableLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:stretchColumns="1">

  <TableRow>

    <TextView android:text="@string/url"/>

    <EditText
      android:id="@+id/entry"
      android:layout_span="3"
      android:inputType="text"
      android:nextFocusRight="@+id/ok"/>
  </TableRow>

  <TableRow>

    <Button
      android:id="@+id/cancel"
      android:layout_column="2"
      android:text="@string/cancel"/>

    <Button
      android:id="@+id/ok"
      android:text="@string/ok"/>
  </TableRow>

</TableLayout>


(from Focus/Sampler/app/src/main/res/layout/table.xml)
In the original TableLayout sample, by default,
pressing either RIGHT or DOWN while the EditText has the focus
will move the focus to the “Cancel” button. This certainly works. However, it
does mean that there is no single-key means of moving from the EditText to
the “OK” button, and it would be nice to offer that, so those using the
pointing device or keyboard can quickly move to either button.
This is a matter of overriding the default focus-change behavior of the
EditText widget. In our case, we use android:nextFocusRight="@+id/ok"
to indicate that the “OK” button should get the focus if the user presses
RIGHT from the EditText. This gives RIGHT and DOWN different behavior, to
reach both buttons.
Scrolling and Focusing Do Not Mix
Let’s suppose that you have a UI design with a fixed bar of widgets at the
top (e.g., action bar), a ListView dominating the activity, and a panel
of widgets at the bottom (e.g., a Toolbar). This is a common UI pattern
on iOS, though it is relatively uncommon on Android nowadays. You used
to see it with the so-called “split action bar”, which is now officially
deprecated as a pattern:

[image: Split Action Bar]

Figure 630: Split Action Bar
However, this UI pattern does not work well for those using pointing
devices or keyboards for navigation. In order to get to the bottom panel of
widgets, they will have to scroll through the entire list first, because scrolling
trumps focus changes. So while this is easy to navigate via a touchscreen,
it is a major problem to navigate for those not using a touchscreen.
Similarly, if the user has scrolled down the list, and now wishes to get to the
action bar at the top, the user would have to scroll all the way to the top of the list
first.
Workarounds include:

	Overriding focus control such that left and right navigation from the list
moves you to the action bar or bottom Toolbar (e.g., left moves you to the action
bar, right moves you to the Toolbar)

	In a television setup, having the “action bar” be vertical down the left,
and the tools be vertical down the right, so you automatically get
the left/right navigation to move between these “zones”

	Eliminating the Toolbar entirely, moving those items instead to the action
bar, or perhaps an action mode (a.k.a., contextual action bar)
if the items are only relevant if the user checks one or more items in the
list

	Offer a hotkey, separate from navigation, that repositions the focus
(e.g., Ctrl-A to jump to the action bar), if you believe that users will read
your documentation to discover this key combination


Accessibility and Focus
People suffering from impaired vision, including the blind, have had to rely
heavily on proper keyboard navigation for their use of Android apps, at least
prior to Android 4.0 and “Explore by Touch”. These users need focus to be
sensible, so that they can find their way through your app, with TalkBack
supplying prompts for what has the focus. Having widgets that are unreachable
in practice will eliminate features from your app for this audience, simply
because they cannot get to them.
“Explore by Touch” provides accessibility assistance without reliance upon
proper focus. However:

	“Explore by Touch” is new to Android 4.0, and a few visually-impaired users
will be using older devices

	“Explore by Touch” is less reliable than keyboard-based navigation, insofar as
users have to remember specific screen locations (and get to them without
seeing those locations), rather than simply memorizing certain key combinations

	“Explore by Touch”, by requiring additional taps (e.g., double-tap to tap
a Button), may cause some challenges when the UI itself requires additional
taps (e.g., a double-tap on a widget to perform an action — is this now a
triple-tap in “Explore by Touch” mode?)

	“Explore by Touch” is mostly for the visually impaired, and does not help
others that might benefit from key-based navigation (e.g., people with
limited motor control)


So, even though “Explore by Touch” will help people use apps that cannot be
navigated purely through key events, the better you can support keyboards, the
better off your users will be.
Accessibility Beyond Focus
While getting focus management correct goes a long way towards making your
application easier to use, it is not the only thing to consider for making
your application truly accessible by all possible users. This section covers
a number of other things that you should consider as part of your accessibility
initiatives.
Content Descriptions
For TalkBack to work, it needs to have something useful to read aloud to the
user. By default, for most widgets, all it can say is the type of widget that
has the focus (e.g., “a checkbox”). That does not help the TalkBack-reliant user
very much.
Please consider adding android:contentDescription attributes to most of your
widgets, pointing to a string resource that briefly describes the widget
(e.g., “the Enabled checkbox”). This will be used in place of the basic type of
widget by TalkBack.
Classes that inherit from TextView will use the text caption of the widget
by default, so your Button widgets may not need android:contentDescription
if their captions will make sense to TalkBack users.
However, with an EditText, since the text will be what the user types in,
the text is not indicative of the widget itself. Android will first use your
android:hint value, if available, falling back to android:contentDescription
if android:hint is not supplied.
Also, bear in mind that if the widget changes purpose, you need to change
your android:contentDescription to match. For example, suppose you have a
media player app with an ImageButton that you toggle between “play” and “pause”
modes by changing its image. When you change the image, you also need to change
the android:contentDescription as well, lest sighted users think the button
will now “pause” while blind users think that the button will now “play”.
Labels
Sometimes, we have TextView widgets that serve as on-screen labels for some
adjacent other widget, such as an EditText. In those cases, you can associate
the two by using android:labelFor on the TextView, supplying the ID of the
widget for which the TextView is a label. This will help accessibility tools
properly announce the widgets, as otherwise those tools do not know that these
widgets are related.
Custom Widgets and Accessibility Events
The engine behind TalkBack is an accessibility service. Android ships with some,
like TalkBack, and third parties can create other such services.
Stock Android widgets generate relevant accessibility events to feed data into
these accessibility services. That is how android:contentDescription gets used,
for example — on a focus change, stock Android widgets will announce the widget
that just received the focus.
If you are creating custom widgets, you may need to raise your own accessibility
events. This is particularly true for custom widgets that draw to the Canvas
and process raw touch events (rather than custom widgets that merely aggregate
existing widgets).
The Android developer documentation provides
instructions for when and how to supply these sorts of events.
Announcing Events
Sometimes, your app will change something about its visual state in ways that do
not get picked up very well by any traditional accessibility events.
For example, you might use GestureDetector to handle some defined library of
gestures and change state in your app. Those state changes may have visual impacts,
but GestureDetector will not know what those are and therefore cannot supply
any sort of accessibility event about them.
To help with this, API Level 16 added announceForAccessibility() as a method
on View. Just pass it a string and that will be sent out as an “announcement”
style of AccessibilityEvent. Your code leveraging GestureDetector, for example,
could use this to explain the results of having applied the gesture.
Font Selection and Size
For users with limited vision, being able to change the font size is a big
benefit. Android 4.0 finally allows this, via the Settings app, so users
can choose between small, normal, large, and huge font sizes. Any place
where text is rendered and is measured in sp will adapt.
The key, of course, is the sp part.
sp is perhaps the most confusing of the available dimension units in Android.
px is obvious, and dp (or dip) is understandable once you recognize
the impacts of screen density. Similarly, in, mm, and pt are fairly simple,
at least once you remember that pt is 1/72nd of an inch.
If the user has the font scale set to “normal”, sp equates to dp, so a
dimension of 30sp and 30dp will be the same size. However, values in
dp do not change based on font scale; values in sp will increase or
decrease in physical size based upon the user’s changes to the font scale.
We can see how this works in the
Accessibility/FontScale
sample project.
In our layout (res/layout/activity_main.xml), we have six pieces of text:
two each (regular and bold) measured at 30px, 30dp, and 30sp:

<LinearLayout xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:tools="http://schemas.android.com/tools"
  android:id="@+id/LinearLayout1"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:orientation="vertical">

  <TextView
    android:layout_width="match_parent"
    android:layout_height="wrap_content"
    android:layout_marginTop="10dp"
    android:text="@string/normal_30px"
    android:textSize="30px"
    tools:context=".MainActivity"/>

  <TextView
    android:layout_width="match_parent"
    android:layout_height="wrap_content"
    android:text="@string/bold_30px"
    android:textSize="30px"
    android:textStyle="bold"
    tools:context=".MainActivity"/>

  <TextView
    android:layout_width="match_parent"
    android:layout_height="wrap_content"
    android:layout_marginTop="10dp"
    android:text="@string/normal_30dp"
    android:textSize="30dp"
    tools:context=".MainActivity"/>

  <TextView
    android:layout_width="match_parent"
    android:layout_height="wrap_content"
    android:text="@string/bold_30dp"
    android:textSize="30dp"
    android:textStyle="bold"
    tools:context=".MainActivity"/>

  <TextView
    android:layout_width="match_parent"
    android:layout_height="wrap_content"
    android:layout_marginTop="10dp"
    android:text="@string/normal_30sp"
    android:textSize="30sp"
    tools:context=".MainActivity"/>

  <TextView
    android:layout_width="match_parent"
    android:layout_height="wrap_content"
    android:text="@string/bold_30sp"
    android:textSize="30sp"
    android:textStyle="bold"
    tools:context=".MainActivity"/>

</LinearLayout>

(from Accessibility/FontScale/app/src/main/res/layout/activity_main.xml)
You will be able to see the differences between 30px and 30dp on any
Android OS release, simply by running the app on devices with different
densities. To see the changes between 30dp and 30sp, you will need to
run the app on an Android 4.0+ device or emulator and change the font scale
from the Settings app (typically in the Display section).
Here is what the text looks like with a normal font scale:

[image: Fonts at Normal Scale]

Figure 631: Fonts at Normal Scale
As you can see, 30dp and 30sp are equivalent.
If we raise the font scale to “large”, the 30sp text grows to match:

[image: Fonts at Large Scale]

Figure 632: Fonts at Large Scale
Moving to “huge” scale increases the 30sp text size further:

[image: Fonts at Huge Scale]

Figure 633: Fonts at Huge Scale
In the other direction, some users may elect to drop their font size to
“small”, with a corresponding impact on the 30sp text:

[image: Fonts at Small Scale]

Figure 634: Fonts at Small Scale
As a developer, your initial reaction may be to run away from sp, because
you do not control it. However, just as Web developers should deal with
changing font scale in Web browsers, Android developers should deal with
changing font scale in Android apps. Remember: the user is changing the
font scale because the user feels that the revised scale is easier for them
to use. Blocking such changes in your app, by avoiding sp, will not be met
with love and adoration from your user base.
Also, bear in mind that changes to the font scale represent a configuration
change. If your app is in memory at the time the user goes into Settings and
changes the scale, if the user returns to your app, each activity that comes to
the foreground will undergo the configuration change, just as if the user had
rotated the screen or put the device into a car dock or something.
Widget Size
Users with ordinary sight already have trouble with tiny widgets, as they are
difficult to tap upon.
Users trying to use the Explore by Touch facility added in Android 4.1 have it
worse, as they cannot even see (or see well) the tiny target you are expecting
them to tap upon. They need to be able to reliably find your widget based on
its relative position on the screen, and their ability to do so will be tied,
in part, on widget size.
The Android design guidelines recommend
7-10mm per side minimum sizes for
tappable widgets. In particular, they recommend 48dp per side, which results in
a size of about 9mm per side.
You also need to consider how closely packed your widgets are. The closer the
tap targets lie, the more likely it is that all users — whether using
Explore by Touch or not — will accidentally tap on the wrong thing. Google
recommends 8dp or more of margin between widgets. Also note that the key is
margins, as while increasing padding might visually separate the widgets, the
padding is included as part of the widget from the standpoint of touch events.
While padding may help users with ordinary sight, margins provide similar help
while also being of better benefit to those using Explore by Touch.
Gestures and Taps
If you employ gestures, be careful when employing the same gesture in
different spots for different roles, particularly within the same activity.
For example, you might use a horizontal swipe to the right to switch pages
in a ViewPager in some places and remove items from a ListView in others.
While there may be visual cues to help explain this to users with ordinary sight,
it may be far less obvious what is going on for TalkBack users. This is even
more true if you are somehow combining these things (e.g., the ListView in
question is in a page of the ViewPager).
Also, be a bit careful as you “go outside the box” for tap events. You might
decide that a double-tap, or a two-finger tap, has special meaning on some
widgets. Make sure that this still works when users use Explore by Touch,
considering that the first tap will be “consumed” by Explore by Touch to announce
the widget being tapped upon.
Enhanced Keyboard Support
All else being equal, users seeking accessibility assistance will tend to use
keyboards when available. For users with limited (or no) sight, tactile keyboards
are simply easier to use than touchscreens. For users with limited motor control,
external devices that interface as keyboards may allow them to use devices that
otherwise they could not.
Of course, plenty of users will use keyboards outside of accessibility as well.
For example, devices like the ASUS Transformer series form perfectly good
“netbook”-style devices when paired with their keyboards.
Hence, consider adding hotkey support, to assist in the navigation of your app.
Some hotkeys may be automatically handled (e.g., Ctrl-C for copy in an EditText).
However, in other cases you may wish to add those yourself (e.g., Ctrl-C for
“copy” with respect to a checklist and its selected rows, in addition to a “copy”
action mode item).
API Level 11 adds KeyEvent support for methods like isCtrlPressed() to detect
meta keys used in combination with regular keys. 
Audio and Haptics
Of course, another way to make your app more accessible is to provide alternative
modes of input and output, beyond the visual.
Audio is popular in this regard:

	Using tones or clicks to reinforce input choices

	Integrating your own text-to-speech to augment TalkBack

	Integrating speech recognition for simple commands


However, bear in mind that deaf users will be unable to hear your audio. You
are better served using both auditory and visual output, not just one or the
other.
In some cases, haptics can be helpful for input feedback, by using the Vibrator
system service to power the vibration motor. While most users will be able
to feel vibrations, the limitation here is whether the device is capable of
vibrating:

	Some tablets lack a vibration motor

	Television-based Android environment may or may not have some sort of vibration
output (e.g., remote controls probably will not, but game controllers might)

	Devices not held in one’s hand, such as those in a dock, will make haptics
less noticeable


So, audio and vibration can help augment visual input and output, though they
should not be considered complete replacements except in rare occurrences.
Color and Color Blindness
Approximately 8% of men (and 0.5% of women)
in the world are colorblind, meaning
that they cannot distinguish certain close colors:

…It’s not that colorblind people (in most cases) are incapable or perceiving “green,” instead they merely distinguish fewer shades of green than you do. So where you see three similar shades of green, a colorblind user might only see one shade of green.


(from “Tips for Designing for Colorblind Users”)
Hence, relying solely on colors to distinguish different items, particularly
when required for user input, is not a wise move.
Make sure that there is something more to distinguish two pieces of your UI
than purely a shift in color, such as:

	Labels or icons

	Textures (e.g., solid vs. striped)

	Borders (e.g., drop shadow)


Accessibility Beyond Impairment
Accessibility is often tied to impaired users: ones with limited (or no) sight,
ones with limited (or no) hearing, ones with limited motor control, etc.
In reality, accessibility is for situations where users may have limitations.
For example, a user who might not normally think of himself as “impaired” has
limited sight, hearing, and motor control when those facilities are already in
use, such as while driving.
Hence, offering features that help with accessibility can benefit all your
users, not just ones you think of as “impaired”. For example:

	Offer a UI mode with an eye towards use in low-visibility situations that
can either be manually invoked (e.g., via a preference) or automatically invoked
(e.g., via a car dock)

	Offer voice input (commands) and output (text-to-speech) — iOS’s Siri is not
just for the blind, after all

	Offer hotkeys, not only to help those requiring a keyboard as their primary
mode of input (e.g., blind users minimizing touchscreen use), but to help those
who opt into using it for input (e.g., using a keyboard with an Android tablet
in lieu of a traditional notebook or netbook)


Being Smarter About Bandwidth
Given that you are
collecting metrics about bandwidth consumption,
you can now start to determine ways to
reduce that consumption. You may be able to permanently reduce that
consumption (at least on a per-operation basis). You may be able to
shunt that consumption to times or networks that the user prefers.
This chapter reviews a variety of means of accomplishing these ends.
Prerequisites
Understanding this chapter requires that you have read the core chapters
and understand how Android apps are set up and operate, particularly
the chapter on Internet access.
Bandwidth Savings
The best way to reduce bandwidth consumption is to consume less
bandwidth.
(in other breaking news, water is wet)
In recent years, developers have been able to be relatively
profligate in their use of bandwidth, pretty much assuming everyone
has an unlimited high-speed Internet connection to their desktop or
notebook and the desktop or Web apps in use on them. However, those
of us who lived through the early days of the Internet remember far
too well the challenges that dial-up modem accounts would present to
users (and perhaps ourselves). Even today, as Web apps try to “scale
to the Moon and back”, bandwidth savings becomes important not so
much for the end user, but for the Web app host, so its own bandwidth
is not swamped as its user base grows.
Fortunately, widespread development problems tend to bring rise to a
variety of solutions — a variant on the “many eyes make bugs
shallow” collaborative development phenomenon. Hence, there are any
number of tried-and-true techniques for reducing bandwidth
consumption that have had use in Web apps and elsewhere. Many of
these are valid for native Android apps as well, and a few of them
are profiled in the following sections.
Classic HTTP Solutions
Trying to get lots of data to fit on a narrow pipe — whether
that pipe is on the user’s end or the provider’s end — has long
been a struggle in Web development. Fortunately, there are a number
of ways you can leverage HTTP intelligently to reduce your bandwidth
consumption.
GZip Encoding
By default, HTTP requests and response are uncompressed. However, you
can enable GZip encoding and thereby request that the server compress
its response, which is then decompressed on the client. This trades
off CPU for bandwidth savings and therefore needs to be done
judiciously.
Enabling GZip compression is a two-step process:

	Adding the Accept-Encoding: gzip header to the HTTP request

	Determine if the response was compressed and, if so, decompressing
it


Bear in mind that the Web server may or may not honor your GZip
request, for whatever reason (e.g., response is too small to make it
worthwhile).
If-Modified-Since / If-None-Match
Of course, avoiding a download offers near-100% compression. If you
are caching data, you can take advantage of HTTP headers to try to
skip downloads that are the same content as what you already have,
specifically If-Modified-Since and If-None-Match.
An HTTP response can contain either a Last-Modified header or an
ETag header. The former will contain a timestamp and the latter
will contain some opaque value. You can store this information with
the cached copy of the data (e.g., in a database table). Later on,
when you want to ensure you have the latest version of that file,
your HTTP GET request can include an If-Modified-Since header (with
the cached Last-Modified value) or an If-None-Match header (with
the cached ETag value). In either case, the server should return
either a 304 response, indicating that your cached copy is up to
date, or a 200 response with the updated data. As a result, you
avoid the download entirely (other than HTTP headers) when you do not
need the updated data.
Binary Payloads
While XML and JSON are relatively easy for humans to read, that very
characteristic means they tend to be bloated in terms of bandwidth
consumption. There are a variety of tools, such as Google’s
Protocol Buffers and Apache’s
Thrift, that allow you to create and
parse binary data structures in a cross-platform fashion. These might
allow you to transfer the same data that you would in XML or JSON in
less space. As a side benefit, parsing the binary responses is likely
to be faster than parsing XML or JSON. Both of these tools involve
the creation of an IDL-type file to describe the data structure, then
offer code generators to create Java classes (or equivalents for
other languages) that can read and write such structures, converting
them into platform-neutral on-the-wire byte arrays as needed.
Minification
If you are loading JavaScript or CSS into a WebView, you should
consider standard tricks for compressing those scripts, collectively
referred to as
“minification”.
These techniques eliminate all unnecessary whitespace and such
from the files, rename variables to be short, and otherwise create a
syntactically-identical script that takes up a fraction of the space. 
Keep-Alive Semantics
A chunk of the overhead involved in HTTP operations is simply establishing
the socket connection with the Web server. Advertising that you want
the socket to be kept alive, in anticipation of upcoming follow-on requests,
can reduce this overhead.
Using higher-level HTTP clients, like OkHttp, helps here, because usually
they handle all the details of keeping the socket open.
With SSL, though, keep-alive was not an option, until Google released
the SPDY specification. SPDY in turn formed the basis of HTTP/2, the
new standard for Web communications (replacing the venerable HTTP/1.1).
OkHttp supports SPDY and HTTP/2.
Push versus Poll
Another way to consume less bandwidth is to only make the requests
when it is needed. For example, if you are writing an email client,
the way to use the least bandwidth is to download new messages only
when they exist, rather than frequently polling for messages.
Off the cuff, this may seem counter-intuitive. After all, how can we
know whether or not there are any messages if we are not polling for
them?
The answer is to use a low-bandwidth push mechanism. The
quintessential example of this is GCM, the Google Cloud Messaging
system, available for Android 2.2 and newer. This service from Google
allows your application to subscribe to push notifications sent out
by your server. Those notifications are delivered asynchronously to
the device by way of Google’s own servers, using a long-lived socket
connection. All you do is register a BroadcastReceiver to receive
the notifications and do something with them.
For example, Remember the Milk — a task management Web site and
set of mobile apps — uses GCM to alert the device of task
changes you make through the Web site. Rather than the Remember the
Milk app having to constantly poll to see if tasks were added,
changed, or deleted, the app simply waits for GCM events.
You could create your own push mechanism, perhaps using a WebSocket
or MQTT. The downside is that you will
need a service in memory all of the time to manage the socket and
thread that monitors it. If you only need this while your service is
in memory for other reasons, that is fine. However, keeping a service
in memory 24x7 has its own set of issues, not the least of which is
that users will tend to smack it down using a “task killer” or the
Manage Services screen in the Settings app. Doze mode on Android 6.0+
will also cause problems with this approach.
Thumbnails and Tiles
A general rule of thumb is: don’t download it until you really need
it.
Sometimes, you do not know if you really need a particular item until
something happens in the UI. Take a ListView displaying thumbnails
of album covers for a music app. Assuming the album covers are not
stored locally, you will need to download them for display. However,
which covers you need varies based upon scrolling. Downloading a
high-resolution album cover that might get tossed in a matter of
milliseconds (after an expensive rescale to fit a thumbnail-sized
space) is a waste of bandwidth.
In this case, either the album covers are something you control on
the server side, or they are not. If they are, you can have the
server prepare thumbnails of the covers, stored at a spot that the
app can know about (e.g., .../cover.jpg it is .../thumbnail.jpg).
The app can then download thumbnails on the fly and only grab the
full-resolution cover if needed (e.g., user clicks on the album to
bring up a detail screen). If you do not control the album covers,
this option might still be available to you if you can run your own
server for the purposes of generating such thumbnails.
You can see a similar effect with the map tiles in Google Maps. When
zooming out, the existing map tiles are scaled down, with
placeholders (the gridlines) for the remaining spots, until the tiles
for those spots are downloaded. When zooming in, the existing map
tiles are scaled up with a slight blurring effect, to give the user
some immediate feedback while the full set of more-detailed tiles is
downloaded. And, if the user pans, you once again get placeholders
while the tiles for the newly uncovered areas are downloaded. In this
fashion, Google Maps is able to minimize bandwidth consumption by
giving users partial results immediately and back-filling in the
final results only when needed. This same sort of approach may be
useful with your own imagery.
Bandwidth Shaping
Sometimes, you have no ability to reduce the bandwidth itself.
Perhaps you do not control both ends of the communications pipeline.
Perhaps the data you are trying to exchange is already compressed
(e.g., downloading an MP4 video). Perhaps some of the techniques in
the preceding section were unavailable to you (e.g., cannot route
data through third-party servers like Google’s for GCM).
There still may be ways for you to help your users, by shaping your
bandwidth use. Rather than just blindly doing whatever you want
whenever you want, you learn what the user wants and what other
applications want and tailor your bandwidth use on the fly to match
those needs. The following sections outline some ways of achieving
this.
Driven by Preferences
If you are consuming enough bandwidth that this chapter is relevant
to you, you probably are consuming enough bandwidth that you should
be asking the user how best to consume that bandwidth. After all,
they are the one paying the price — in time as well as money
– for that consumption.
The following sections present some possible strategies for
preference-based bandwidth shaping.
Budgets
One strategy is for the user to give you a budget (e.g., 20MB/day)
and for you to stick within that budget.
Collecting the budget is fairly easy — just use
SharedPreferences. Either use a ListPreference with likely budget
value or an EditTextPreference and a bit of validation for a
free-form budget amount.
Next, you will need to have some idea how much bandwidth any given
network operation will consume. For some things, this might be an
estimate based on your experiments as a developer, or perhaps it is
based on historical averages for this user and type of operation. For
example, a “podcatcher” (feed reader designed to download podcast
episodes) should have some idea how big a given RSS or Atom feed
download should be. In some cases, it might be worthwhile to get a
better estimate — for example, the podcatcher might use an HTTP
HEAD request to determine the size of the MP3 or OGG file before
deciding whether to download it.
Then, you need to be keeping track of your budget. This could be a
simple flat file with the initial TrafficStats bandwidth values for
your process. Re-initialize that file on the first network operation
of the day (or whatever period you chose for your budget). Before
doing another network operation, compare the current TrafficStats
values with the initial ones and see how close you are to the budget.
If the new network operation will exceed the budget, skip the
operation, perhaps putting it in a work queue to perform in the next
budget. You might even hold a reserve for certain types of
operations. For example, the podcatcher might ensure there is at
least 10% of the budget available for downloading the feeds, even if
it means putting a podcast on the queue for download tomorrow. That
way, you can present to the user the latest podcast information, with
icons indicating which are downloaded and which are queued for
download — the user might be able to then request to override
the budget and download something on demand.
For devices that lack per-UID TrafficStats support, you will have
to “fake it” a bit. Use your own calculations of how much bandwidth
each operation consumes and track that information, even if you wind
up missing out on some bytes here or there.
Connectivity
If the user might not care how much bandwidth you consume, so long as
it is un-metered bandwidth, you might include a CheckBoxPreference
to indicate if large network operations should be limited to WiFi and
avoid mobile data.
You could then use ConnectivityManager and getActiveNetworkInfo()
to see what connection you have before performing a network
operation. If it is a background operation (e.g., the podcatcher
checking for new podcasts every hour), if the network is not the
desired one, you can skip the operation or put it on a work queue for
re-trying later. If it is a foreground operation (e.g., the user
clicked a “refresh” menu choice), you could pop up a confirmation
AlertDialog to warn the user that they are on mobile data —
perhaps this time they are interested in doing the operation anyway.
Another approach for handling the background operations is to
register a BroadcastReceiver for the CONNECTIVITY_ACTION
broadcast (defined on ConnectivityManager). If the connectivity
switches to mobile data, cancel your outstanding AlarmManager
alarms; if connectivity switches to WiFi, re-enable those alarms.
Of course, you should also consider monitoring the background data
setting — the global Settings checkbox indicating whether
background network operations are allowed. On ConnectivityManager,
getBackgroundDataSetting() tells you the state of this checkbox,
and ACTION_BACKGROUND_DATA_SETTING_CHANGED allows you to set up a
BroadcastReceiver to watch for changes in its state.
Windows
If your user is less concerned about the bandwidth or the network,
but does care about the time of day (e.g., does not want your
application consuming significant bandwidth when they might be
getting a VOIP call), you could offer preferences for that as well.
Cook up a TimePreference and use that
to collect start and stop times for the high-bandwidth window. Then,
set up alarms with AlarmManager for those points in time. The alarm
for the start time of the window sets up a third alarm with your
regular polling interval. The alarm for the stop time of the window
cancels the polling interval alarm.
Driven by Other Usage
If your network I/O is part of a foreground application, one presumes
that you are the most important thing in the user’s life right now.
Or, at least, the most important thing on the user’s phone right now.
Hence, what other applications might want to do with the Internet
connection is not a major concern.
If, however, your network I/O is part of a background operation, it
might be nice to try to avoid doing things that might upset the user.
If the user is watching streaming video or is on a VOIP call or
otherwise is aware of bandwidth changes, the bandwidth you use might
impact the user in ways that the user will not appreciate very much.
This is unlikely to be a big problem for small operations (e.g.,
downloading a 1KB JSON file), but larger operations (e.g.,
downloading a 5MB podcast) might be more noticeable.
You can use TrafficStats to help here. Before doing the actual
network I/O, grab the current traffic data, wait a couple of seconds,
and compare the latest to the previous values. If little to no
bandwidth was consumed during that period, assume it is safe and go
ahead and do your work. If, however, a bunch of bandwidth was
consumed, you might want to consider:

	Skipping this polling cycle and trying again later, or

	Adding a one-off alarm using set() on AlarmManager to give you
control again in a minute, with the current traffic data packaged as
an extra on the Intent, so you can make a decision after a bigger
sample size of bandwidth consumption, or

	Adding an entry in a persistent work queue, so you know later on
to try again if bandwidth contention has improved


You could try to get more sophisticated, by using ActivityManager
and the per-UID values from TrafficStats to see if it is a
foreground application that is the one consuming the bandwidth. It is
unclear how reliable this will be, both in determining who is
consuming the bandwidth (again, per-UID traffic is not available on
many devices) and in avoid user angst. It may be simpler just to
assume the worst and side-step your I/O until the other apps have
quieted down.
Avoiding Metered Connections
Android 4.1 added isActiveNetworkMetered() as a method
on ConnectivityManager. In principle, this will return true if Android
thinks that the current data connection may involve bandwidth charges. You can
examine this value and steer your bandwidth consumption accordingly.
Android 5.0 added JobScheduler, as an alternative to AlarmManager
for arranging periodic work. One feature of JobScheduler is that you
can indicate that certain jobs require Internet access, in which case
Android will not bother giving you control unless such access is
available. A further refinement is that you can state that a job
requires an unmetered Internet connection, so you avoid doing bandwidth-hogging
work on an expensive connection.
Data Saver
Android has had a per-app “data saver” mode for some time, with an eye
towards reducing bandwidth consumption when the device is using a known
metered data plan. Android 7.0 extends this to a device-wide setting,
Apps can be in one of three states as a result:

	The device is normal

	The device is in data-saver mode

	The device is in data-saver mode, but your app is whitelisted by the
user


The idea is that if the device is in normal mode, you can do what
you want. If the device is in data-saver mode, you should restrict
your bandwidth, even if the user whitelists you. Apps that are not
whitelisted have no network access while in the background.
To that end, ConnectivityManager has three things for you.
First, isActiveNetworkMetered() will return true if the device
is on a metered data connection, false otherwise. This has been
around for years (API Level 16+), but has not been all that popular,
apparently.
Second, Android 7.0 has a getRestrictBackgroundStatus() method on
ConnectivityManager. This returns an int that resolves to one of
three values:

	RESTRICT_BACKGROUND_STATUS_DISABLED

	RESTRICT_BACKGROUND_STATUS_ENABLED

	RESTRICT_BACKGROUND_STATUS_WHITELISTED


If isActiveNetworkMetered() is true, and getRestrictBackgroundStatus()
returns RESTRICT_BACKGROUND_STATUS_ENABLED, any attempts to use the
network may fail, and so your app should plan accordingly.
If you want to try to react in real-time to changes in the data-saver
configuration, you can register a receiver for ACTION_RESTRICT_BACKGROUND_CHANGED
(defined on ConnectivityManager). This will be broadcast for any change
in data-saver settings, which means that your app’s state may not have
changed. You will need to call getRestrictBackgroundStatus() to find
out your current state. Also note that this broadcast is only sent to
receivers registered dynamically, via registerReceiver(). You cannot
register for this broadcast in the manifest.
To try to get on the whitelist, you might be tempted to try using
ACTION_IGNORE_BACKGROUND_DATA_RESTRICTIONS_SETTINGS to lead the
user to add your app to the Data Saver whitelist, so you have normal
background network access. However, bear in mind that Google has
a similar feature for the battery saver whitelist… and trying
to use that action
got apps banned from the Play Store.
At the moment, there is no similar language around the use of the
data saver whitelist… but, then again, they did not tell you they were
going to ban you for asking to be on the battery saver whitelist until
after Android 6.0 shipped.
Restricted Profiles and UserManager
Android 4.2 introduced the concept of having multiple distinct users
of a tablet. Each user would get their own portion of internal and
external storage, as if they each had their own tablet.
Android 4.3 extends this a bit further, with the notion of setting
up restricted profiles. As the name suggests, a restricted profile
is restricted, in terms of what it can do on the device. Some
restrictions will be device-wide (e.g., can the user install apps?),
and some restrictions will be per-app. You can elect to allow your
app to be restricted, where you define the possible ways in which
your app can be restricted, and the one setting up the restricted
profile can then configure the desired options for some specific
profile.
This chapter will explain how users set up these restricted profiles,
what you can learn about the device-wide restrictions, and how you
can offer your own restrictions for your own app.
Prerequisites
Understanding this chapter requires that you have read the core chapters
of this book, particularly the chapter on files and its
section on multiple user accounts.
Android Tablets and Multiple User Accounts
The theory is that tablets are likely to be shared, whether among
family members, among team members in a business, or similar sorts of
group settings. There are three levels of “user” in an Android 4.3+
tablet that we will need to consider.
Primary User
The primary user is whoever first set up the tablet after initial
purchase. In a family, this is probably a parent; in a corporate setting,
this might be an IT administrator.
Prior to Android 4.2, there was only one user per device, and that user
could (generally) do anything. In Android 4.2+, the primary user holds
this role.
One thing that the primary user can do is set up other users, via the
Users option in the Settings app:

[image: Users Screen in Settings]

Figure 727: Users Screen in Settings
Tapping the “Add user or profile” entry allows the primary user to
set up another user or restricted profile:

[image: Add Dialog in Users Screen in Settings]

Figure 728: Add Dialog in Users Screen in Settings
Secondary User
Choosing “User” from the Add dialog will define a secondary user of the
device. This user has much of the same control as the primary user, in terms
of being able to install and run whatever apps are desired.

[image: Add New User Warning Dialog in Users Screen in Settings]

Figure 729: Add New User Warning Dialog in Users Screen in Settings
Restricted Profile
A restricted profile is akin to a secondary user, in that it gets its own
separate portion of internal and external storage. Beyond that, though, the
primary user can further configure what the restricted profile can access:

[image: Restricted Profile Configuration Screen in Settings]

Figure 730: Restricted Profile Configuration Screen in Settings
The bulk of the restricted profile configuration screen is a list of apps,
with Switch widgets to allow the primary user to allow or deny access
to each app.
Some apps will have the “settings” icon to the left of the Switch. Tapping
that will either bring up a dedicated activity for restricting operations
within that app, or it will add new rows to the list with individual
restriction options for that app. For example, tapping the settings icon for
the Settings app adds a row where the primary user can block location
sharing:

[image: Location Sharing Restrictions]

Figure 731: Location Sharing Restrictions
The “settings” icon in the first row, for the profile itself, will allow
the primary user to control things for the entire profile, notably its
name.
Switching to the restricted profile (e.g., via the lockscreen) will show the
constrained set of available apps:

[image: Apps in a Restricted Profile]

Figure 732: Apps in a Restricted Profile
Determining What the User Can Do
Your app can find out what device-level restrictions were placed on the
current user by means of the UserManager system service. Specifically,
as you can see in MainActivity of the
RestrictedProfiles/Device
sample project, all you need to do is:

	Acquire an instance of a UserManager by calling getSystemService() on
a Context, passing in USER_SERVICE as the service’s name

	Calling getUserRestrictions() on the UserManager:



package com.commonsware.android.profile.device;

import android.support.v4.app.FragmentActivity;
import android.os.Bundle;
import android.os.UserManager;
import android.widget.Toast;

public class MainActivity extends FragmentActivity {
  @Override
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    UserManager mgr=(UserManager)getSystemService(USER_SERVICE);
    Bundle restrictions=mgr.getUserRestrictions();

    if (restrictions.keySet().size() > 0) {
      setContentView(R.layout.activity_main);

      RestrictionsFragment f=
          (RestrictionsFragment)getSupportFragmentManager().findFragmentById(R.id.contents);

      f.showRestrictions(restrictions);
    }
    else {
      Toast.makeText(this, R.string.no_restrictions, Toast.LENGTH_LONG)
           .show();
      finish();
    }
  }
}


(from RestrictedProfiles/Device/app/src/main/java/com/commonsware/android/profile/device/MainActivity.java)
getUserRestrictions() returns a Bundle, whose keys are documented
on UserManager for various device-level restrictions that theoretically
can be placed on the user. Here, “theoretically” means that while UserManager
documents several DISALLOW_* constants, only two seem to be directly accessible
to the primary user for configuration via Settings:

	
DISALLOW_MODIFY_ACCOUNTS, to prevent a restricted profile from, among other
things, modifying restricted profiles

	
DISALLOW_SHARE_LOCATION, to prevent the apps run in this restricted profile
from gathering location data


MainActivity examines the Bundle and, if it is empty, just displays a Toast
and exits via finish(). This is the behavior you will see if you run this sample
app on a non-restricted profile, such as the primary user. If, however, the
Bundle has one or more keys, we inflate an activity_main layout that
contains a RestrictionsFragment in a <fragment> element:

<fragment xmlns:android="http://schemas.android.com/apk/res/android"
  android:id="@+id/contents"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  class="com.commonsware.android.profile.device.RestrictionsFragment"/>



(from RestrictedProfiles/Device/app/src/main/res/layout/activity_main.xml)
We then retrieve the RestrictionsFragment from the FragmentManager and call
showRestrictions() on it, passing in the Bundle.
RestrictionsFragment is a ListFragment employing a custom RestrictionsAdapter.
The RestrictionsAdapter wraps around the Bundle and an ArrayList of its
keys. The RestrictionsAdapter constructor creates the ArrayList by sorting
the keySet() of the Bundle. getView() on RestrictionsAdapter lets
the superclass handle inflating the row (android.R.layout.simple_list_item_1),
then puts an icon on the right side by using
setCompoundDrawablesWithIntrinsicBounds(), which can tuck a drawable resource
onto any of the four sides of a TextView.
The resulting list will show green icons for keys where the Bundle has stored
a true Boolean value, and a red icon for false:

[image: Default Device Restrictions, on a Nexus 7 (2013)]

Figure 733: Default Device Restrictions, on a Nexus 7 (2013)
Since the keys are negative in tone (e.g., DISALLOW_MODIFY_ACCOUNTS), true
means that the restriction is enforced and the underlying operation (e.g., modifying
accounts) cannot be done.
Impacts of Device-Level Restrictions
Your app’s functionality may be limited by these device-level restrictions.
This section outlines some of the results you should expect from a
restricted profile.
Restricting Location Access
If a restricted profile is prevented from sharing the device’s location with
apps, those apps simply will not receive location updates. There is no good
way to detect this via the location API (e.g., isProviderEnabled() returns
true), so you will have to detect this via getUserRestrictions() on
UserManager as noted above.
Uninstalling Apps
Even without specific configuration, the restricted profile can only uninstall
apps that they are available to that profile. However, since apps are really
shared between profiles, this only removes that app from the restricted profile;
it does not actually uninstall the app from the device as a whole.
Enabling Custom Restrictions
As noted earlier, the list of apps that is shown on the restricted profile
configuration screen in Settings can have “settings” icons. The Settings app
itself will have a settings icon, to allow the primary user to configure
device-level restrictions.
But, what if you want your app to have such a settings icon? Maybe it makes
sense for your app to allow the primary user to restrain restricted profiles
from doing certain things within your app:

	Block in-app purchases

	Only show certain categories of content, not the full roster

	Only allow operation during certain times of the day


The means by which the Settings app restricts profiles is also available
to you. You can declare to Android what aspects of your app can be restricted.
Android will then collect that restriction data for you. Your app, at runtime,
can then determine what restrictions are in place (if any) and take appropriate
steps.
All of this will be illustrated using the
RestrictedProfiles/App
sample project.
Stating Your Restrictions
The biggest thing that you need to do to restrict your app is teach Android
how to collect restrictions. In other words, you need to tell Android what
to do when the user taps that settings icon in the restricted profile entry
for your app.
You have two major options:

	Provide a list of the restrictions that Android should render and collect
itself, or

	Provide an Intent that can be used to start up an activity of your own
design where you collect those restrictions


Either approach will require you to set up a manifest-registered
BroadcastReceiver, set to respond to the
android.intent.action.GET_RESTRICTION_ENTRIES action:

    <receiver android:name="RestrictionEntriesReceiver">
      <intent-filter>
        <action android:name="android.intent.action.GET_RESTRICTION_ENTRIES"/>
      </intent-filter>
    </receiver>


(from RestrictedProfiles/App/app/src/main/AndroidManifest.xml)
That BroadcastReceiver will be called with sendOrderedBroadcast(),
not so much to affect ordering, but to allow the BroadcastReceiver
to send back a result via its setResultExtras() method. This provides a
Bundle that the broadcaster can eventually retrieve, in this case providing
details of what restrictions we wish to collect from the primary user to restrict
the profile.
Option #1: RestrictionEntry List
To collect restrictions the way the Settings app does — with restriction
rows appearing below your app in the restricted profile screen in Settings –
your BroadcastReceiver will need to put an entry into the return
Bundle, under the key of EXTRA_RESTRICTIONS_LIST (a constant defined
on the Intent class). The value needs to be an ArrayList of
RestrictionEntry objects, with each RestrictionEntry describing one
restriction to collect.
Another thing that the RestrictionEntry objects contain is their
current value. Android itself retains these values and supplies them to
your BroadcastReceiver via an EXTRA_RESTRICTIONS_BUNDLE extra on
the incoming Intent. Your app needs to use those current values when
constructing its list of RestrictionEntry objects to return.
So, let’s take a look at RestrictionEntriesReceiver, the receiver
we have set up to handle the android.intent.action.GET_RESTRICTION_ENTRIES
action for this sample app.
The entry point for RestrictionEntriesReceiver is onReceive(), as it is
for any basic BroadcastReceiver:

  @Override
  public void onReceive(Context ctxt, Intent intent) {
    Bundle current=
        (Bundle)intent.getParcelableExtra(Intent.EXTRA_RESTRICTIONS_BUNDLE);
    ArrayList<RestrictionEntry> restrictions=
        new ArrayList<RestrictionEntry>();

    restrictions.add(buildBooleanRestriction(ctxt, current));
    restrictions.add(buildChoiceRestriction(ctxt, current));
    restrictions.add(buildMultiSelectRestriction(ctxt, current));

    Bundle result=new Bundle();

    result.putParcelableArrayList(Intent.EXTRA_RESTRICTIONS_LIST,
                                  restrictions);

    setResultExtras(result);
  }


(from RestrictedProfiles/App/app/src/main/java/com/commonsware/android/profile/app/RestrictionEntriesReceiver.java)
In onReceive(), RestrictionEntriesReceiver pulls out the Bundle
of current restrictions, by retrieving the EXTRA_RESTRICTIONS_BUNDLE extra
from the Intent passed into onReceive(). Note that this Bundle could
very well be empty, if this is the first time we are being asked for restrictions.
RestrictionEntriesReceiver creates an empty ArrayList of
RestrictionEntry objects, then calls a series of builder methods to create
a total of three such RestrictionEntry objects, adding each to the list.
onReceive() goes on to create a Bundle representing the results to be
returned, packages the ArrayList in that Bundle under the
EXTRA_RESTRICTIONS_LIST key, and returns that Bundle to the caller by
means of setResultExtras().
The three builder methods are each responsible for defining a single
RestrictionEntry, including populating it with the current value from the
current Bundle.
There are three types of RestrictionEntry, for boolean, single-selection lists
(“choice”), and multi-selection lists. The RestrictionEntry constructor
takes two parameters:

	The String key under which we will later retrieve this restriction value 

	The current value of the restriction


The current value is:

	A boolean for boolean restrictions

	A String for choice restrictions

	A String array for multi-select restrictions


Our first builder, buildBooleanRestriction(), populates and returns a
RestrictionEntry designed to collect a boolean value from the primary user, via a
CheckBox:

  private RestrictionEntry buildBooleanRestriction(Context ctxt,
                                                   Bundle current) {
    RestrictionEntry entry=
        new RestrictionEntry(RESTRICTION_BOOLEAN,
                             current.getBoolean(RESTRICTION_BOOLEAN,
                                                false));

    entry.setTitle(ctxt.getString(R.string.boolean_restriction_title));
    entry.setDescription(ctxt.getString(R.string.boolean_restriction_desc));

    return(entry);
  }


(from RestrictedProfiles/App/app/src/main/java/com/commonsware/android/profile/app/RestrictionEntriesReceiver.java)
buildBooleanRestriction() retrieves the current value from current Bundle
to use with the RestrictionEntry constructor. In this case, if there is no such
entry in the Bundle, the overall default value is false.
Each RestrictionEntry can have a title (setTitle()), supplying a string
which will be displayed to describe what this restriction is. A boolean
restriction can also have a description (setDescription()), containing another
string with a bit more text. Note that, at the present time, the other
two types of restrictions will ignore any description that you include.
Also note that the values supplied to setTitle() and setDescription()
need to be strings, and so if you wish to use a string resource, you will need
to get the actual string value yourself via getString().
The remaining two builder methods have a similar structure:

  private RestrictionEntry buildChoiceRestriction(Context ctxt,
                                                  Bundle current) {
    RestrictionEntry entry=
        new RestrictionEntry(RESTRICTION_CHOICE,
                             current.getString(RESTRICTION_CHOICE));

    entry.setTitle(ctxt.getString(R.string.choice_restriction_title));
    entry.setChoiceEntries(ctxt, R.array.display_values);
    entry.setChoiceValues(ctxt, R.array.restriction_values);

    return(entry);
  }

  private RestrictionEntry buildMultiSelectRestriction(Context ctxt,
                                                       Bundle current) {
    RestrictionEntry entry=
        new RestrictionEntry(RESTRICTION_MULTI,
                             current.getStringArray(RESTRICTION_MULTI));

    entry.setTitle("A Multi-Select Restriction");
    entry.setChoiceEntries(ctxt, R.array.display_values);
    entry.setChoiceValues(ctxt, R.array.restriction_values);

    return(entry);
  }


(from RestrictedProfiles/App/app/src/main/java/com/commonsware/android/profile/app/RestrictionEntriesReceiver.java)
As with a ListPreference, you provide two string arrays to the
RestrictionEntry, representing the values the primary user sees
(setChoiceEntries()) and the corresponding values to be supplied to your
app based upon the choice(s) (setChoiceValues()). You can supply these either
as Java string arrays or as <string-array> resources –
RestrictionEntriesReceiver goes with the latter approach.
Option #2: Custom Restriction Activity
It may be that what you want to collect, in terms of restrictions, cannot
readily be represented in the form of Switch widgets and list dialogs.
For example, to restrict use of your app based on time, it would be nice
to use a TimePickerDialog or the equivalent.
The alternative to returning an EXTRA_RESTRICTIONS_LIST roster of
RestrictionEntry objects from your BroadcastReceiver is to have the
result Bundle contain EXTRA_RESTRICTIONS_INTENT. This key should point
to an Intent that identifies the activity that you want to start up
when the user taps the settings icon. Android will call
startActivityForResult() on that Intent when the user taps on the
settings icon.
Your job is to collect the restrictions from the user, using the
EXTRA_RESTRICTIONS_BUNDLE from the incoming Intent to pre-populate
your activity, if desired. When the user is done, you should call
setResult(), passing in an Intent that contains another
EXTRA_RESTRICTIONS_BUNDLE with the revised data, or optionally a
EXTRA_RESTRICTIONS_LIST (with the RestrictionEntry objects containing
the values to be used).
What the Primary User Sees
Given the RestrictionEntriesReceiver described above, when the primary user
goes to configure a restricted profile, your app will appear with a
settings icon next to it:

[image: Restricted Profile, Showing App Settings Icon]

Figure 734: Restricted Profile, Showing App Settings Icon
Tapping that settings icon will “unfold” and display the restrictions
that you configured via the RestrictionEntry objects:

[image: Restricted Profile, Showing App Restrictions]

Figure 735: Restricted Profile, Showing App Restrictions
The primary user can then interact with your restrictions, toggling
checkboxes and popping up the list dialogs:

[image: Restricted Profile, Showing Choice Restriction]

Figure 736: Restricted Profile, Showing Choice Restriction

[image: Restricted Profile, Showing Multi-Select Restriction]

Figure 737: Restricted Profile, Showing Multi-Select Restriction
Finding Out the Current Restrictions
Now, the rest of your app needs to find out what restrictions are placed
upon it, so behavior can be tailored accordingly. To do this, call
getApplicationRestrictions() on UserManager, passing in your package name,
as seen here in MainActivity:

package com.commonsware.android.profile.app;

import android.support.v4.app.FragmentActivity;
import android.os.Bundle;
import android.os.UserManager;
import android.widget.Toast;

public class MainActivity extends FragmentActivity {
  @Override
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    UserManager mgr=(UserManager)getSystemService(USER_SERVICE);
    Bundle restrictions=
        mgr.getApplicationRestrictions(getPackageName());

    if (restrictions.keySet().size() > 0) {
      setContentView(R.layout.activity_main);

      RestrictionsFragment f=
          (RestrictionsFragment)getSupportFragmentManager().findFragmentById(R.id.contents);

      f.showRestrictions(restrictions);
    }
    else {
      Toast.makeText(this, R.string.no_restrictions, Toast.LENGTH_LONG)
           .show();
      finish();
    }
  }
}


(from RestrictedProfiles/App/app/src/main/java/com/commonsware/android/profile/app/MainActivity.java)
This Bundle could be empty, or it could have values specified by the
primary user to restrict the profile that is running your app.
In the case of this sample, we once again set up a RestrictionsAdapter
to show the results, if the Bundle is not empty. However, our adapter is a bit
more complicated, as there are more than boolean restrictions now. getView()
has been updated to handle all three possible restrictions, showing
the icon for the boolean restriction, and showing the value(s) from the lists
in the other restrictions:

package com.commonsware.android.profile.app;

import android.support.v4.app.ListFragment;
import android.os.Bundle;
import android.text.TextUtils;
import android.view.View;
import android.view.ViewGroup;
import android.widget.ArrayAdapter;
import android.widget.TextView;
import java.util.ArrayList;
import java.util.Collections;

public class RestrictionsFragment extends ListFragment {
  public void showRestrictions(Bundle restrictions) {
    setListAdapter(new RestrictionsAdapter(restrictions));
  }

  class RestrictionsAdapter extends ArrayAdapter<String> {
    Bundle restrictions;

    RestrictionsAdapter(Bundle restrictions) {
      super(getActivity(), android.R.layout.simple_list_item_1,
            new ArrayList<String>());

      ArrayList<String> keys=
          new ArrayList<String>(restrictions.keySet());

      Collections.sort(keys);
      addAll(keys);

      this.restrictions=restrictions;
    }

    @Override
    public View getView(int position, View convertView, ViewGroup parent) {
      TextView row=
          (TextView)super.getView(position, convertView, parent);
      String key=getItem(position);

      if (RestrictionEntriesReceiver.RESTRICTION_BOOLEAN.equals(key)) {
        int icon=
            restrictions.getBoolean(key) ? R.drawable.ic_true
                : R.drawable.ic_false;

        row.setCompoundDrawablesWithIntrinsicBounds(0, 0, icon, 0);
      }
      else if (RestrictionEntriesReceiver.RESTRICTION_CHOICE.equals(key)) {
        row.setText(String.format("%s (%s)", key,
                                  restrictions.getString(key)));
      }
      else {
        String value=
            TextUtils.join(" | ", restrictions.getStringArray(key));

        row.setText(String.format("%s (%s)", key, value));
      }

      return(row);
    }
  }
}


(from RestrictedProfiles/App/app/src/main/java/com/commonsware/android/profile/app/RestrictionsFragment.java)
The result, when run on a restricted profile with restrictions placed upon our
app, is to show those restrictions:

[image: App Restrictions Demo, on a Restricted Profile]

Figure 738: App Restrictions Demo, on a Restricted Profile
Implicit Intents May Go “Boom”
The primary user of a tablet, when setting up a restricted profile, can control
what apps are available to that profile. In many cases, if the user is setting
up a restricted profile in the first place, the list of apps available to that
profile will be fairly limited, such as only allowing a young child to access
a few games and educational apps.
startActivity() always has the chance of throwing an ActivityNotFoundException.
However, for certain Intent actions, we often ignore this possibility,
because we are certain that there will be an app that can handle our request:

	All Android devices have Web browsers, right?

	All Android devices have some sort of mapping application, right?

	All Android devices let you pick a contact, right?


Now, with restricted profiles, you will need to deal with the
ActivityNotFoundException case all of the time. You have three basic
approaches for this:

	Wrap all startActivity() and startActivityForResult() calls in
a try/catch block that catches ActivityNotFoundException and
intelligently handle the problem

	Use PackageManager and resolveActivity() before trying to start
the activity, where if resolveActivity() returns null, you know that
there is no activity available to handle your desired operation

	Switch out some of your startActivity() and startActivityForResult() calls
for implementations in your app (e.g., embed Maps V2 rather than
try to launch a potentially-nonexistent activity)


You might consider implementing a safeStartActivity() utility method
that wraps up your particular plan, so you can debug it once.
Tutorial #9 - Starting Our Fragments
Much of the content of a digital book to be viewed in EmPubLite will be in
the form of HTML and related assets (CSS, images, etc.). Hence, we will
eventually need to render our content in a WebView widget, for best results
with semi-arbitrary HTML content.
To do this, we will set up fragments for the bits of content:

	each chapter (or, in our case, HTML file containing chapters)

	other material, like our “help” and “about” pages


Right now, we will focus on just setting up some of the basic classes for
these fragments — we will load them up with content and display them over
the next few tutorials.
This is a continuation of the work we did in the previous tutorial.
You can find
the results of the
previous tutorial
and the results
of
this tutorial
in the book’s GitHub repository.
Step #1: Create a SimpleContentFragment
Android has a WebViewFragment for the native API Level 11+ implementation of
fragments, designed to show some Web content in a WebView. In this step, we will
create a subclass of WebViewFragment that adds in a bit of EmPubLite-specific
business logic.
Right-click over the com.commonsware.empublite package in your java/ directory
and choose New > “Java Class” from the context menu. That will
bring up a new-class dialog:

[image: Android Studio New Class Dialog]

Figure 238: Android Studio New Class Dialog
Fill in SimpleContentFragment for the name and android.app.Fragment
for the superclass. Then, click OK to create this class.
Then, replace the contents of the fragment class with the following code:

package com.commonsware.empublite;

import android.annotation.SuppressLint;
import android.os.Bundle;
import android.view.LayoutInflater;
import android.view.View;
import android.view.ViewGroup;
import android.webkit.WebViewFragment;

public class SimpleContentFragment extends WebViewFragment {
  private static final String KEY_FILE="file";

  static SimpleContentFragment newInstance(String file) {
    SimpleContentFragment f=new SimpleContentFragment();

    Bundle args=new Bundle();

    args.putString(KEY_FILE, file);
    f.setArguments(args);

    return(f);
  }

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setRetainInstance(true);
  }

  @SuppressLint("SetJavaScriptEnabled")
  @Override
  public View onCreateView(LayoutInflater inflater,
                           ViewGroup container,
                           Bundle savedInstanceState) {
    View result=
      super.onCreateView(inflater, container, savedInstanceState);

    getWebView().getSettings().setJavaScriptEnabled(true);
    getWebView().getSettings().setSupportZoom(true);
    getWebView().getSettings().setBuiltInZoomControls(true);
    getWebView().loadUrl(getPage());

    return(result);
  }

  private String getPage() {
    return(getArguments().getString(KEY_FILE));
  }
}


(from EmPubLite-AndroidStudio/T9-Fragments/EmPubLite/app/src/main/java/com/commonsware/empublite/SimpleContentFragment.java)
If you prefer, you can view this file’s contents in your Web browser
via this GitHub link.
Step #2: Examining SimpleContentFragment
SimpleContentFragment is simple, with a total of four methods:

	
onCreate(), where we call setRetainInstance(true) — the utility of this
will be examined in greater detail in an upcoming chapter.

	
onCreateView(), where we chain to the superclass (to have it create the
WebView), then configure it to accept JavaScript and support zoom operations.
We then have it load some content, retrieved in the form of a URL from a
private getPage() method. Finally, we return what the superclass returned
from onCreateView() — effectively, we are simply splicing in our own
configuration logic.

	a newInstance() static
factory method. This method creates an instance of SimpleContentFragment,
takes a passed-in String (pointing to the file to load), puts it in a
Bundle identified as KEY_FILE, hands the Bundle to the fragment as its
arguments, and returns the newly-created SimpleContentFragment.

	
getPage(), where it returns a value out of the “arguments” Bundle
supplied to the
fragment — specifically the string identified as KEY_FILE.


This means that anyone wanting to use SimpleContentFragment should use the
factory method, to provide the path to the content to load. We will see why we
implemented SimpleContentFragment this way in the next chapter.
In Our Next Episode…
… we will set up horizontal swiping of book chapters in our tutorial project.
ADB Tips and Tricks
Several chapters in this book offer adb recipes for doing
certain things at the command line. Having the adb binary in
the PATH environment variable for your development machine is very
handy, so you can run such commands from anywhere.
However, those other chapters only skim the surface of what sorts
of adb commands there are and what they can be used for. Several
others are presented here.
Prerequisites
Understanding this chapter requires that you have read the core chapters
of this book, and that you know how to work on the command line.
This is the Droid That You Are Looking For
adb works well, except when there is more than one visible Android
environment, such as two devices, or a device and an emulator. Some
commands — notably adb devices — work normally. Most other
commands will complain that adb does not know which of the Android
environments the command is supposed to act upon.
There are three switches you can include after adb and before
the command that control what adb will use:

	
-d says “use the device, there should only be one” (and if there
is more than one, you get an error)

	
-e says “use the emulator, there should only be one” (and if there
is more than one, you get an error)

	
-s ... says “use the environment whose serial number is ...”


That serial number is the value given in the adb devices command.
For an actual device, the serial number usually is the real serial number.
For an emulator, the serial number is emulator-NNNN, where NNNN is
the value before the AVD name in the title bar of the emulator window.
Frequently, that value starts with 5554 and increments by two
for each subsequent running emulator. Hence, -e is roughly equivalent
to -s emulator-5554.
Installing and Uninstalling Apps
If you have an APK file that you wish to install — such as the APK
edition of this book — you can do that at the command line via
adb install /path/to/the.apk, where /path/to/the.apk is
where the APK can be found on your development machine.
If the app already exists on the device or emulator, and you wish to
replace it with this new APK, you will have to include the -r switch:
adb install -r /path/to/the.apk. This indicates that you wish
to reinstall the app.
adb install works if the APK in question was created with an eye
towards this sort of manual installation, such as:

	Built using the “Build APK(s)” menu choice in Android Studio

	Built using the assembleDebug or assembleRelease tasks in Gradle


Starting with Android Studio 3.0, when you run your app from the IDE,
while a copy of the APK will be left in your module’s build/ directory,
that copy has a flag set that blocks it from being installed manually.
While adb install -t can overcome this block, it is not
particularly safe to assume that what Android Studio builds when you
run the app from the IDE is safe to be manually installed, let alone
distributed anywhere. Use the Gradle tasks or the “Build APK(s)” menu
option to create safe APKs instead.
Conversely, adb uninstall your.application.id will uninstall the
app identified by the application ID (your.application.id). 
Playing with Permissions
In an adb install command, you can include the -g switch
to proactively grant all of the Android 6.0+ runtime permissions that ordinarily
you would need to grant manually.
You can manually grant permissions via the adb shell pm grant command.
This takes the application ID of your app and the fully-qualified name
of the permission:


adb shell pm grant com.commonsware.android.perm.tutorial android.permission.CAMERA


Similarly, you can use adb shell pm revoke to revoke a permission
that was already granted to the app:


adb shell pm revoke com.commonsware.android.perm.tutorial android.permission.CAMERA


These can be useful for testing purposes, either to save you some
steps when testing manually, or to blend into automated tests. However,
do not become overly reliant upon programmatic permission grants — you need
to be sure that your permission flow works for the user, and the user is
not going to be using -g switches or adb shell pm grant commands
when using your app.
Starting and Stopping Components
Given an installed app, you can trigger its activities, services, and
broadcast receivers from the command line, using adb shell to run
commands on the device or emulator.
The actual commands are simple:

	
adb shell am start ... to start an activity

	
adb shell am startservice ... to start a service

	
adb shell am broadcast ... to send a broadcast


The challenge is in the ... part, where you provide command-line switches
to construct an Intent that will be used for those operations.
Here are some common patterns:

	Simple implicit Intent with just an action string, use -a
(e.g., adb shell am start -a android.intent.action.VOICE_COMMAND)

	Implicit Intent with a Uri, use -a and -d
(e.g., adb shell am start -a android.intent.action.VIEW -d https://commonsware.com)

	Implicit Intent with a different category, use -a and -c
(e.g., adb shell am start -a android.intent.action.MAIN -c android.intent.category.HOME)

	Explicit Intent: use -n
(e.g., adb shell am start -n your.app.id/.YourActivity)


There are all sorts of command-line switches,
for everything from flags to extras, that you can use to build up
the Intent.
The chapter on the media projection APIs covers a sample
screencast recorder, one that can be controlled using these sorts
of commands. For example, to start the recording, the record shell
script from the sample project uses:

adb shell am startservice -n com.commonsware.android.andcorder/.RecorderService -a com.commonsware.android.andcorder.RECORD

This starts the RecorderService, using an explicit Intent
(-n) but also providing an action string (-a) to state what
sort of command we are sending to the service.
Killing Processes and Clearing Data
adb shell am kill ... will kill all processes associated with
the application ID (...).
adb shell am force-stop ... will force-stop the app associated
with the application ID (...), as if the user went into Settings
and clicked the “Force Stop” button for the identified app.
adb shell pm clear ... will clear the data associated with
the application ID (...), as if the user went into Settings and clicked
the “Clear Data” button for the identified app. This will erase that
app’s portion of internal storage, plus app-specific directories on
external storage (e.g., getExternalFilesDir()).
Changing Display Metrics
One reason why developers use emulators is because they lack hardware
for device scenarios that they wish to test. Two such scenarios are
screen size and density. Many developers have only a device or two
to test against, and they may need to try out screen sizes and
densities that their hardware does not offer directly.
However, if you have a device with a higher resolution or density,
you can use adb to have the device fake operating as a lower-resolution
or lower-density device.
Specifically, on Android 4.3 and higher,
adb shell wm size 1280x800 would tell an Android
device to pretend to have a WXGA800 display. You will see
the smaller area centered within the overall device screen.
Note, though, that the device may no longer honor orientation
changes by rotating the device. You will need to stipulate your
size based upon the orientation that you are holding the device
and the default orientation of the device itself.
For example, running the above command on a Nexus 9 gives
you the following, regardless of whether the Nexus 9 is in
portrait or landscape:

[image: 1280x800 Display Size, On a Nexus 9, Held in Landscape]

Figure 929: 1280x800 Display Size, On a Nexus 9, Held in Landscape
If you were planning on testing the Nexus 9 in portrait mode and
wanted a landscape WXGA800 display, this is fine. More likely, you
will need to change the order of your dimensions in the command.
So, running adb shell wm size 800x1280 gives you:

[image: 800x1280 Display Size, On a Nexus 9, Held in Landscape]

Figure 930: 800x1280 Display Size, On a Nexus 9, Held in Landscape
Here, at least, the device orientation matches the reduced-size
screen orientation, if you were to hold the device in portrait mode.
If you prefer, you can use dp units instead, by appending dp
after the values. Using reset instead of a resolution will
return the device to its native resolution.
Similarly, adb shell wm density 160 will have the device
behave as though it has 160dpi screen density. This, however, starts
to look a little strange, and you may find it difficult to completely
understand what is going on, at least with third-party apps like the
home screen. adb shell wm density reset returns the device
to its natural screen density.
Widget Catalog: TimePicker
Just as DatePicker allows the user to pick a date,
TimePicker allows the user to pick a time. This widget is a bit simpler
to use, insofar as you do not have the option of the integrated
CalendarView as you do with DatePicker. In other respects, TimePicker
follows the patterns established by DatePicker.
Note that TimePicker only supports hours and minutes, not seconds
or finer granularity.
Key Usage Tips
With DatePicker, the act of supplying an OnDateSetListener also required
you to supply the year/month/day to use as a starting point. TimePicker
is more intelligently designed: setting the OnTimeSetListener is
independent from adjusting the hour or minute.
As with DatePicker, TimePicker works well with Calendar and
GregorianCalendar, in
terms of setting and getting the hour/minute/second from the
TimePicker and converting it into something you can use in your code.
There is a bug 
in which your OnTimeSetListener
is not invoked when the user changes between AM and PM when viewing
the TimePicker in 12-hour display mode.
A Sample Usage
The sample project can be found in
WidgetCatalog/TimePicker.
Layout:

<?xml version="1.0" encoding="utf-8"?>
<LinearLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:orientation="vertical"
  android:gravity="center_vertical">

  <TimePicker
    android:id="@+id/picker"
    android:layout_width="match_parent"
    android:layout_height="wrap_content"/>

</LinearLayout>


(from WidgetCatalog/TimePicker/app/src/main/res/layout/main.xml)
Activity:

package com.commonsware.android.wc.timepick;

import android.app.Activity;
import android.os.Bundle;
import android.widget.TimePicker;
import android.widget.TimePicker.OnTimeChangedListener;
import android.widget.Toast;
import java.util.Calendar;

public class TimePickerDemoActivity extends Activity implements
    OnTimeChangedListener {
  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.main);

    TimePicker picker=(TimePicker)findViewById(R.id.picker);

    picker.setOnTimeChangedListener(this);
  }

  @Override
  public void onTimeChanged(TimePicker view, int hourOfDay, int minute) {
    Calendar then=Calendar.getInstance();

    then.set(Calendar.HOUR_OF_DAY, hourOfDay);
    then.set(Calendar.MINUTE, minute);
    then.set(Calendar.SECOND, 0);

    Toast.makeText(this, then.getTime().toString(), Toast.LENGTH_SHORT)
         .show();
  }
}

(from WidgetCatalog/TimePicker/app/src/main/java/com/commonsware/android/wc/timepick/TimePickerDemoActivity.java)
Visual Representation

[image: Android 2.3.3]

Figure 1056: Android 2.3.3

[image: Android 4.0.3]

Figure 1057: Android 4.0.3

[image: Android 5.0]

Figure 1058: Android 5.0
[image: Android 6.0, Landscape]
Widget Catalog: SlidingPaneLayout
In the master-detail UI pattern, we are showing both the master and the detail fragment,
side-by-side, on larger screens, while showing only one at a time on smaller screens.
SlidingPaneLayout encapsulates that logic.
SlidingPaneLayout will detect the screen size. If the screen size is big enough,
SlidingPaneLayout will display its two children side-by-side. If the screen size
is not big enough, SlidingPaneLayout will display one child at a time. However, by
default, when the “master” child is visible, a thin strip on the right will allow the
user to return to the “detail” child. Similarly, a swiping gesture can switch from
the “detail” back to the “master” child. These are in addition to any changes in context
you might introduce based on UI operations (e.g., tapping on an element in a master
RecyclerView automatically switching to the detail child).
SlidingPaneLayout is in the Support Library, in the support-core-ui artifact
for 27.1.1 and its own slidingpanelayout artifact in 28.0.0 and higher.
Declaring a SlidingPaneLayout
A SlidingPaneLayout can go in your activity’s layout. It works like a horizontal
LinearLayout and is designed to hold two or more children. The first child is
considered to be “the pane” and is the portion that slides over top of everything
else in the SlidingPaneLayout.
As with a LinearLayout, you can use android:layout_width to specify minimum
widths for your contents, plus android:layout_weight to allocate any unused space:

<android.support.v4.widget.SlidingPaneLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:id="@+id/panes"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <fragment
    android:id="@+id/sensors"
    android:name="com.commonsware.android.sensor.monitor.SensorsFragment"
    android:layout_width="300sp"
    android:layout_height="match_parent"/>

  <fragment
    android:id="@+id/log"
    android:name="com.commonsware.android.sensor.monitor.SensorLogFragment"
    android:layout_width="400dp"
    android:layout_height="match_parent"
    android:layout_weight="1"/>

</android.support.v4.widget.SlidingPaneLayout>

(from Sensor/Monitor/app/src/main/res/layout/activity_main.xml)
Here, we have two fragments inside of the SlidingPaneLayout. If the current
screen width is 300sp+400dp or larger, both fragments will be shown side-by-side,
with the log fragment taking up all remaining space (courtesy of its
android:layout_weight="1" attribute). If the current width is smaller than
300sp+400dp, though, the two fragments will overlap, with the sensors
fragment sliding over top of the log fragment.
Visual Representation
The app that is using the above layout is from the chapter on sensors.
The sensors fragment shows a list of all of the sensors on the device, and
the log shows a roster of sensor readings from that sensor.

[image: SlidingPaneLayout, Showing the Pane]

Figure 1050: SlidingPaneLayout, Showing the Pane

[image: SlidingPaneLayout, with Hidden Pane]

Figure 1051: SlidingPaneLayout, with Hidden Pane

[image: SlidingPaneLayout, with Both Panes on a Tablet]

Figure 1052: SlidingPaneLayout, with Both Panes on a Tablet
Interacting with a SlidingPaneLayout
Sometimes, just setting up the SlidingPaneLayout is sufficient. Sometimes,
you want user interactions to affect the pane. For example, the aforementioned
sample app closes the pane once the user makes a selection in the list of available
sensors.
SlidingPaneLayout offers:

	
openPane() to show the pane

	
closePane() to hide the pane, if the pane can be hidden (i.e., not when
both panes are always showing)

	
isSlideable() to determine if the pane is always visible or if the pane
can truly be closed


Testing with UI Automator
Yet another approach for testing Android applications is
UI Automator. This is designed for integration testing, both how
your app components integrate with one another (e.g., activities
starting activities) and how your app components integrate with the
rest of a device, including other applications.
This is tied into the same instrumentation testing
engine that is used for JUnit4 testing, so your plain JUnit4 tests, your
Espresso-based tests, and your UI Automator tests can all work in tandem.
Prerequisites
This chapter assumes that you have read
the chapter on JUnit4.
What Is UI Automator?
UI Automator, as the name suggests, automates UIs. It simulates
user input, in the form of tapping on items and the like. It does so
without modifying your process’ contents. Tests run by UI Automator are
implemented in JUnit, and those tests have limited access to the
widgets inside of a UI. Such access not only allows for directing
simulated user input (e.g., “click the OK button”), but also for asserting
that various test conditions are true (e.g., “does the list have five
rows?”). In this respect, UI Automator behaves like traditional
Android JUnit testing.
Why Choose UI Automator Over Alternatives?
In some respects, UI Automator represents the worst of both worlds.
You have to use JUnit, making test authoring a challenge for those not
skilled with Java. Yet you only have fairly generic access to an activity’s
widgets, versus the complete white-box capability of normal instrumentation-based
JUnit testing.
Hence, why would anyone bother?
The big thing that UI Automator offers over classic JUnit testing
is greater ability to test an application versus testing
individual components. The classic JUnit test cases are organized around
testing some specific component, such as using ActivityTestRule
to exercise some specific activity. Espresso adds the ability
to detect the starting of activities and mock responses to onActivityResult(),
but not much more. UI Automator makes integration testing easier,
as you
can exercise and analyze applications other than your own, such as to confirm
that you are starting a third-party app correctly.
The Rx/Retrofit
sample app, from the chapter on RxJava, is one of many sample
apps in this book that show a list of recently-asked Android questions on Stack
Overflow. This particular sample happens to use RxJava and Retrofit for making
the Stack Overflow API Web service request. And, this particular sample happens
to use UI Automator to confirm that when the user clicks on a row in the list
representing a question, that we open up a Web browser on the question itself.
UI Automator itself is limited to API Level 18 (Android 4.3) and higher. In
theory, the tests will work on any Android device or emulator that has a Web
browser that displays the URL somewhere, such as in an address bar. It definitely
works with the Chrome edition that ships with the Google Play editions of
the Android SDK emulator.
Gradle and Android Studio Settings
Your project needs to be set up to use the AndroidJUnitRunner
as is outlined in the chapter on JUnit4.
For UI Automator, you additionally need to have an androidTestImplementation
dependency on the uiautomator-v18 artifact:

    androidTestImplementation 'com.android.support.test.uiautomator:uiautomator-v18:2.1.3'


(from Rx/Retrofit/app/build.gradle)
Creating a Test Case
Your test case classes do not need to inherit from any particular
base class, just like regular JUnit4 tests. They do need to be annotated
with the @RunWith(AndroidJUnit4.class) annotation:

@RunWith(AndroidJUnit4.class)
public class UiAutoTest {


(from Rx/Retrofit/app/src/androidTest/java/com/commonsware/android/databind/basic/UiAutoTest.java)
Your test case is welcome to have @Before, @After, and other
setup/teardown methods, in addition to @Test methods, just like a
regular JUnit4 test case. In fact, from Android’s standpoint, UI Automator
tests are just regular JUnit4 test cases — you are welcome to have
UI Automator test cases and regular instrumentation testing JUnit4 test
cases in the same androidTest source set.
Performing Device-Level Actions
The root of most of our work with UI Automator is a UiDevice object.
This allows us to perform device-level actions, such as pressing BACK
or HOME.
To get a UiDevice, call the static getInstance() method on
UiDevice, passing in the Instrumentation that you get from
InstrumentationRegistry.getInstrumentation():

  @Before
  public void setUp() {
    device=UiDevice.getInstance(InstrumentationRegistry.getInstrumentation());
  }


(from Rx/Retrofit/app/src/androidTest/java/com/commonsware/android/databind/basic/UiAutoTest.java)
/books/Omnibus/samples/Rx/Retrofit/app/src/androidTest/java/com/commonsware/android/databind/basic/UiAutoTest.javaHere, we get the UiDevice and stash it in a field for the life
of this UiAutoTest instance.
UiDevice has many methods that allow you to
perform device-level actions, such as calling pressHome() to press the HOME button
(and thereby bring up the home screen). Similarly, you can call:

	
pressBack() and pressMenu() for the BACK and MENU buttons

	
pressDPadUp(), pressDPadLeft(), etc. for D-pad events

	
pressRecentApps() to bring up the recent tasks list

	
pressKeyCode() to press an arbitrary key based on the keycode from KeyEvent



So, for example, in our @After-annotated tearDown() method, we call
pressHome(), to return the device or emulator to a “natural” state:

  @After
  public void tearDown() {
    device.pressHome();
  }


(from Rx/Retrofit/app/src/androidTest/java/com/commonsware/android/databind/basic/UiAutoTest.java)
Starting Your Activity
For testing how your activity interacts with other activities, you can start
your activity using an ActivityRule, no different than you might use with
ordinary JUnit or Espresso tests:

  @Rule
  public final ActivityTestRule<MainActivity> main
    =new ActivityTestRule(MainActivity.class, true);


(from Rx/Retrofit/app/src/androidTest/java/com/commonsware/android/databind/basic/UiAutoTest.java)
It is possible, though, that you want to test how one of your activities
is started by something else, such as the home screen. For that, in principle,
you can use pressHome() on UiDevice to bring up the home screen, then
use the techniques outlined in the next few sections to automate navigating
through the home screen, finding your app, and clicking on it to launch it.
In practice, while getting this to work for a home screen implementation is
not too bad, getting this to work for all home screen implementations is
impractical. This sort of testing is much more reasonable in cases where
you control the entire test environment, including the home screen implementation.
Getting Proxies for Widgets and Containers
With Espresso, or even ordinary JUnit testing, you can get the actual Activity
object for your activity and get the actual View objects for your widgets
and containers. That is because those objects are all part of your process.
This is not the case for third-party applications.
The UI Automator approach is to use UiDevice to find widgets and containers
in whatever is on the screen, then obtain proxy objects for those. The proxies
are in your process, but the widgets and containers that they manipulate
reside in the third-party app’s process. As such, you do not have the full
View API that you are used to. Instead, you are limited to a small subset,
based on what is available through the accessibility APIs.
UiSelector
Web developers are used to finding DOM nodes by CSS queries. Developers
using XML are used to using XPath queries to find particular elements.
Along the same lines, UI Automator gives us a flexible system to
find widgets in the foreground activity, by means of a UiSelector
object, typically created using the public zero-argument constructor
(i.e., new UiSelector()).
In CSS, a “selector” can identify DOM nodes by class, id, or ones
with particular properties. A UiSelector can do much the same thing.
So, for example, a UiSelector can:

	Identify a widget based upon its Java class (className())

	Identify a widget based on text that is displayed in its android:text
or android:contentDescription attributes (text(), description())

	Identify a widget based on whether it is checked (checked())

	And so on


These methods on UiSelector return the UiSelector itself, so you can chain
more constraints on, builder-style.
You can then pass a UiSelector to methods like findObject() on UiDevice
to retrieve the proxy for the widget matching the selector. If there is more
than one match, you get the first match; if there are no matches, you get
null.
UiObject, UiCollection, and UiScrollable
The UI Automator proxies all stem from a UiObject class, and you use
UiObject itself for simple widgets: buttons, fields, labels, etc.
UiCollection represents a ViewGroup, and it is a subclass of UiObject, as
you might expect.
UiScrollable is a subclass of UiCollection and it represents a ViewGroup
that can be scrolled: RecyclerView, ListView, ViewPager, etc.
To get instances of UiCollection or UiScrollable, you pass the UiSelector
to the constructor, and it works with the UiDevice to find the particular container
of interest.
So, for example, testContents() starts out by finding a ListView in our
activity:

    UiScrollable items=
      new UiScrollable(new UiSelector().className(ListView.class.getCanonicalName()));


(from Rx/Retrofit/app/src/androidTest/java/com/commonsware/android/databind/basic/UiAutoTest.java)
There is only one ListView, so this will return a unique result.
UiScrollable can model a widget that can be scrolled horizontally or
vertically. You call setAsVerticalList() or setAsHorizontalList() to indicate
the desired direction of scrolling. In our case, our UiScrollable is a ListView, so we
want vertical scrolling:

    items.setAsVerticalList();


(from Rx/Retrofit/app/src/androidTest/java/com/commonsware/android/databind/basic/UiAutoTest.java)
To find children within a UiCollection, you can call methods like
getChildByInstance(), to retrieve a child based on a UiSelector and
a position:

    UiObject firstRow=items
      .getChildByInstance(new UiSelector().className(LinearLayout.class.getCanonicalName()),
        0);


(from Rx/Retrofit/app/src/androidTest/java/com/commonsware/android/databind/basic/UiAutoTest.java)
Here, we want the 0th LinearLayout that is a child of the ListView, which will
return a UiObject pointing at the first row.
In this case, the 0th child should not require any scrolling. If you asked
for the 20th, though, you might need to scroll, and UiScrollable handles
that automatically.
Interacting with Widgets
Mostly what you can do with a UiObject is touch it (virtually speaking).
You can click, double-click, pinch-zoom, drag, swipe, or perform complex gestures
on it.
In the case of clicks, you have a few options, including clickAndWaitForNewWindow().
This is what you want if the widget will start another activity (or dialog)
when clicked, as the method will block until that new window is displayed and
ready for you to continue testing.
That’s what we want here: we want to click on that 0th row in the list and
see that something happened:

    firstRow.clickAndWaitForNewWindow();


(from Rx/Retrofit/app/src/androidTest/java/com/commonsware/android/databind/basic/UiAutoTest.java)
Asserting Conditions
You can retrieve basic information about a UiObject, such as whether it
is checked, what text it has (if it is a TextView or subclass), and so on.
In some cases, just finding the UiObject is enough. For example, if we start
a Web browser to view the Stack Overflow question, probably the URL is rendered
somewhere on the screen, such as in an address bar. Here, we just confirm that
there is some widget on the screen showing some Stack Overflow URL:

    UiObject urlBar=device.findObject(new UiSelector().textContains("https://stackoverflow.com/"));

    assertNotNull(urlBar);


(from Rx/Retrofit/app/src/androidTest/java/com/commonsware/android/databind/basic/UiAutoTest.java)
A pure UI Automator test, like this one, may not know what the specific URL
is to check for. In our case, the URL is not rendered in our own activity,
so we cannot get it from a UiObject.
If we wanted, though, we could find our Question object by means of getting
the ListAdapter, casting it to be an ArrayAdapter of Question, and getting
the URL from the 0th question.
Running Your Tests
You run your UI Automator tests as you would any other instrumentation test:

	By running the run configuration that you set up for your tests in
Android Studio

	By running commands like gradle connectedCheck at the command line

	Through integrations into your continuous integration server or similar
build infrastructure


Finding Your Widgets
The key to finding your desired widgets stems in large part from the
text() or description() methods on UiSelector. Of those two, the latter
is more flexible, as it will use the android:contentDescription from any widget,
while text() is limited to TextView and its subclasses.
However, this implies that your widgets have android:contentDescription
defined. This is also important for accessibility,
and therefore is a good
idea regardless of its use with UI Automator.
For testing your own code, you can also find widgets via their resource
IDs. UiSelector has resourceId() and resourceIdMatches() methods
to configure the resource ID you want. As the resourceIdMatches()
method name suggests, the resource ID here is a string representation
of the resource name. It will be of the form your.app.package:id/resource
(e.g., com.commonsware.android.hotkey:id/editor). However:
However, bear in mind that third party apps are welcome to rename their widgets
when they wish. Using widget ID references to other apps will be fragile and
may cause your tests to break because those apps were updated.
Using the UI Automator Viewer
Identifying widgets can be a bit tricky with UI Automator. Identifying
widgets in other apps, for your integration tests, would in theory
be next to impossible. After all, while the Android Studio layout inspector
and the older Hierarchy View tools can give you
widget IDs, that only works with debuggable apps. Your app may be
debuggable, but the app you are trying to integrate with probably is not.
Fortunately, we have
the UI Automator Viewer. This tool basically walks the view hierarchy of
whatever activity is in the foreground of a device (or emulator) and gives
us access to whatever information is exposed by the accessibility APIs.
Nowadays, this includes widget IDs, in addition to more traditional
accessibility data like the text in a TextView, the contentDescription
of an ImageView, and so on.
At the present time, the UI Automator Viewer is not integrated into
Android Studio. Instead,
you will have to launch it the old-fashioned way, by running the
uiautomatorviewer command from the command line. This will map
to a batch file or shell script in the tools/ directory of your
Android SDK installation.
When initially launched, the UI Automator Viewer does not look like much:

[image: UI Automator Viewer, As Initially Launched]

Figure 345: UI Automator Viewer, As Initially Launched
Given that you have a device or emulator ready, you can click the second
icon from the left in the toolbar, to capture the view hierarchy of the
foreground activity. This will give you:

	A screenshot of the foreground activity in the main area of the UI
Automator Viewer screen

	The view hierarchy of that activity, in the upper-right corner of the
UI Automator Viewer screen

	Properties of a node from the selected view, in the lower-right corner of the
UI Automator Viewer screen



[image: UI Automator Viewer, Showing View Hierarchy of This Books Reader App]

Figure 346: UI Automator Viewer, Showing View Hierarchy of This Book’s Reader App
Clicking either on the preview or on the view hierarchy will change the
selected view, which shows up with a red dashed outline on the preview.
The properties (“Node Detail”) pane will then update to show the properties
of whatever is newly selected.
This is not only useful for identifying widgets for testing with UI
Automator, but it can also be used to determine how some other developer
pulled off some interesting UI approach. While simply examining a widget
hierarchy is not going to uncover all the other developer’s secrets, simply
knowing what widgets were used, and some basic properties of those widgets,
may give you some ideas for avenues of research.
Backwards Compatibility Strategies and Tactics
Android is an ever-moving target, averaging about 2.5 API level
increments per year.
The Android Developer site maintains a chart and table showing the most recent
breakdown of OS versions
making requests of the Play Store.
Most devices tend to be clustered around 1-3 minor releases.
However, these are never the most
recent release, which takes time to percolate through the device manufacturers
and carriers and onto devices, whether those are new sales or upgrades to
existing devices.
Some developers panic when they realize this.
Panic is understandable, if not necessary. This is a well-understood problem,
that occurs frequently within software development — ask any Windows developer
who had to simultaneously support everything from Windows 98 to Windows XP,
or Windows XP through Windows 8.1.
Moreover, there are many things in Android designed to make this problem as
small as possible. What you need are the strategies and tactics to make it
all work out.
Think Forwards, Not Backwards
Android itself tries very hard to maintain backwards compatibility.
While each new Android release adds many classes and methods, relatively few
are marked as deprecated, and almost none are outright eliminated. And, in
Android, “deprecated” means “there’s probably a better solution for what you
are trying to accomplish, though we will maintain this option for you as long
as we can”.
Despite this, many developers aim purely for the lowest common denominator.
Aiming to support older releases is noble. Ignoring what has
happened since those releases is stupid, if you are trying to distribute your
app to the public via the Play Store or similar mass-distribution means.
Why? You want your app to be distinctive, not decomposing.
For example, as we saw in the chapter on the action bar, adding one line to
the manifest (android:targetSdkVersion="11") gives you the action bar, the
holographic widget set (e.g., Theme.Holo), the new style of options menu,
and so on. Those dead-set on avoiding things newer than Android 2.1 would not
use this attribute. As a result, on Android 3.0+ devices, their apps will
tend to look old. Some will not, due to other techniques they are employing
(e.g., running games in a full-screen mode), but many will.
You might think that this would not matter. After all, how many people in 2011
were even using Android 3.x? 5%?
However, those in position to trumpet your application — Android enthusiast
bloggers chief among them — will tend to run newer equipment. Their opinion
matters, if you are trying to have their opinion sway others relative to your
app. Hence, if you look out-of-touch to them, they may be less inclined to
provide glowing recommendations of your app to their readers.
Besides, not everything added to newer versions of Android is pure “eye candy”.
It is entirely possible that features in the newer Android releases might
help make your app stand out from the competition, whether it is making greater
use of NFC or offering tighter integration to the stock Calendar application
or whatever. By taking an “old features only” approach, you leave off these
areas for improvement.
And, to top it off, the world moves faster than you think. It takes about a
year for a release to go from release to majority status (or be already on
the downslope towards oblivion, passed over by something newer still). You
need to be careful that the decisions you make today do not doom you tomorrow.
If you focus on “old features only”, how much rework will it take you to
catch up in six months, or a year?
Hence, this book advocates an approach that differs from that taken by many:
aim high. Decide what features you want to use, whether those features are
from older releases or the latest-and-greatest release. Then, write your
app using those features, and take steps to ensure that everything still works
reasonably well (if not as full-featured) on older devices. This too is a
well-trodden path, used by Web developers for ages (e.g., support sexy stuff in
Firefox and Safari, while still gracefully degrading for IE6). And the
techniques that those Web developers use have their analogous techniques
within the Android world.
Aim Where You Are Going
One thing to bear in mind is that the OS distribution chart and table
shown above is based on devices contacting the Play Store. Hence, this
is only directly relevant if you are actually distributing through the
Play Store.
If you are distributing through the Amazon AppStore, or to device-specific
outlets (e.g., BlackBerry World), you will need to take into
account what sorts of devices are using those means of distribution.
If you are specifically targeting certain non-Play Store devices, like
the Kindle Fire, you will need to take into account what versions of Android
they run.
If you are building an app to be distributed by a device manufacturer on
a specific device, you need to know what Android version will (initially)
be on that device and focus on it.
If you are distributing your app to employees of a firm, members of an
organization, or the like, you need to determine if there is some specific
subset of devices that they use, and aim accordingly. For example, some
enterprises might distribute Android devices to their employees, in which
case apps for that enterprise should run on those devices, not necessarily
others.
A Target-Rich Environment
There are a few places in your application where you will need to specify
Android API levels of relevance to your code.
The most important one is the android:minSdkVersion attribute, as discussed
early in this book. You need to set this to the oldest version of Android
you are willing to support, so you will not be installed on devices older
than that.
There is also android:targetSdkVersion, mentioned in passing earlier in
this chapter. In the abstract, this attribute tells Android “this is the
version of Android I was thinking of when I wrote the code”. Android can
use this information to help both backwards and forwards compatibility.
Historically, this was under-utilized. However, with API Level 11 and API
Level 14, android:targetSdkVersion took on greater importance. Specifying
11 or higher gives you the action bar and all the rest of the look-and-feel
introduced in the Honeycomb release. Specifying 14 or higher will give you
some new features added in Ice Cream Sandwich, such as automatic whitespace
between your app widgets and other things on the user’s
home screen. In general, use a particular android:targetSdkVersion when
instructions tell you to.
The third place — and perhaps the one that confuses developers the most
– is the build target. This shows up as compileSdkVersion in build.gradle
for Android Studio and Gradle users.
Part of the confusion is the multiple uses of the term “target”. The build
target has nothing to do with android:targetSdkVersion. Nor is it strictly
tied to what devices you are targeting.
Rather, it is a very literal term: it is the target of the build. It
indicates:

	What version of the Android class library you wish to compile against,
dictating what classes and methods you will be able to refer to directly

	What rules to apply when interpreting resources and the manifest, to
complain about things that are not recognized


The net is that you set your build target to be the lowest API level that
has everything you are using directly.
Lint: It’s Not Just For Belly Buttons
In the old days, the only way to find out that you were using a newer class
or method than what was in your minSdkVersion would be to set your build
target to be the same as your minSdkVersion. That way, any attempt to use
something newer than your minimum would be greeted with compile errors. This
works, but at a high cost: it makes intentionally using newer capabilities
very painful, forcing you to use reflection to access them.
Nowadays, this is no longer needed, thanks to Lint.
Lint is part of the standard build process, adding new errors and warnings
for things that are syntactically valid but probably not the right answer.
In particular, Lint will tell you if you are using classes or methods that
are newer than your minSdkVersion, even if they are valid for your build target.
Hence, the targeting strategy nowadays is:

	Set your minSdkVersion to be the oldest version that you are willing
to support

	Set your build target to be the version of Android that has all of the
classes and methods you intend to use, allowing Lint to point out places
where you need to pay attention to what sort of device you are running on
(more on this later)

	Set your targetSdkVersion to be something relatively recent, unless
you have specific reasons to use some specific version


A Little Help From Your Friends
The simplest way to use a feature yet support devices that lack the feature
is to use a compatibility library that enables the feature for more devices.
The Android Support package is one such compatibility library, though it also
offers other classes as well.
With a compatibility library, the API for using the library is nearly identical
to using the native Android capability, mostly involving slightly different
package names (e.g., android.support.v4.app.Fragment instead of
android.app.Fragment).
So, if there is something new that you want to use on older devices, and the
new feature is not obviously tied to hardware, see if there is a “backport”
of the feature available to you. Examples include backports of:

	
CalendarView (https://github.com/SimonVT/android-calendarview)

	
Switch (https://github.com/BoD/android-switch-backport)

	
DatePicker (https://github.com/SimonVT/android-datepicker)

	
NumberPicker (https://github.com/SimonVT/android-numberpicker)

	
TimePicker (https://github.com/SimonVT/android-timepicker)


Avoid the New on the Old
If the goal is to support new capabilities on new devices, while not losing
support for older devices, that implies we have the ability to determine
what devices are newer and what devices are older. There are a few techniques
for doing this, involving Java and resources.
Java
If you wish to conditionally execute some lines of code based on what version
of Android the device is running, you can check the value of Build.VERSION,
referring to the android.os.Build class. For example:


if (Build.VERSION.SDK_INT >= Build.VERSION_CODES.GINGERBREAD) {
  // do something only on API Level 9 and higher
}


Any device running an older version of Android will skip the statements
inside this version guard and therefore will not execute.
That technique is sufficient for Android 2.0 and higher devices. If you
are still supporting Android 1.x devices, the story gets a bit more
complicated, and that will be discussed later in the book.
If you decide that you want your build target to match your minSdkVersion
level — as some developers elect to do — your approach will differ.
Rather than blocking some statements from being executed on old devices,
you will enable some statements to be executed on new devices, where
those statements use Java reflection (e.g., Class.forName()) to reference
things that are newer than what your build target supports. Since using
reflection is extremely tedious in Java, it is usually simpler to have your
build target reflect the classes and methods you are actually using.
@TargetAPI
One problem with this technique is that your IDE will grumble at you, saying
that you are using classes and methods not available on the API level you
set for your minSdkVersion. To quiet down these Lint messages,
you can use the @TargetAPI annotation.
For example, earlier in the book, we saw code like this:


@TargetApi(Build.VERSION_CODES.HONEYCOMB)
static public <T> void executeAsyncTask(AsyncTask<T, ?, ?> task, T... params) {
  if (Build.VERSION.SDK_INT >= Build.VERSION_CODES.HONEYCOMB) {
    task.executeOnExecutor(AsyncTask.THREAD_POOL_EXECUTOR, params);
  }
  else {
    task.execute(params);
  }
}


This utility method executes an AsyncTask using a multi-threaded thread pool.
That is the default behavior of execute() on API Level 10 and below. On higher
versions of Android, we can explicitly opt into the multi-threaded thread pool
by using executeOnExecutor(), but that method does not exist prior to API
Level 11. Hence, we check our API level at runtime via Build.VERSION.SDK_INT,
see if we are on HONEYCOMB or higher, and branch accordingly. However, for
a project with a minSdkVersion of 10 or below, Lint will still complain — Lint
is just not sophisticated enough to realize that we are correctly handling
newer API levels. The @TargetApi(Build.VERSION_CODES.HONEYCOMB) annotation
tells Lint that we have indeed confirmed that we are “doing the right thing”,
at least through API Level 11.
However, by using @TargetApi(Build.VERSION_CODES.HONEYCOMB), we are implicitly
saying that we have not checked to see if we are doing things properly for
higher versions of Android. So long as all the classes, methods, and such that we
reference in this executeAsyncTask() method are available in API Level 11, we
are fine. If we change the implementation to reference something from, say,
API Level 14, now Lint will start complaining again. This is what we want, so
we are alerted to the problem and can fix it. Hence, only set the @TargetApi()
annotation to the API level that are you explicitly handling. Do not just set it
to some arbitrarily high level (or, worse, use @SuppressWarning to try to get
Lint to shut up entirely).
Resources
The aforementioned version guards only work for Java code. Sometimes, you will want
to have different resources for different versions of Android. For example,
you might want to make a custom style that inherits from Theme.Holo for
Android 3.0 and higher. Since Theme.Holo does not exist on earlier versions
of Android, trying to use a style that inherits from it will fail miserably
on, say, an Android 2.2 device.
To handle this scenario, use the -vNN suffix to have two resource sets.
One (e.g., res/values-v11/) would be restricted to certain Android versions
and higher (e.g., API Level 11 and higher). The default resource set
(e.g., res/values/) would be valid for any device. However, since Android
chooses more specific matches first, an Ice Cream Sandwich phone would go with
the resources containing the -v11 suffix. So, in the -v11 resource
directories, you put the resources you want used on API Level 11 and higher,
and put the backwards-compatible ones in the set without the suffix. This
works for Android 2.0 and higher. You can also use -v3 for resources that
only will be used on Android 1.5 (and no higher) or -v4 for resources
that only will be used on Android 1.6.
Components
One variation on the above trick allows you to conditionally enable or
disable components, based on API level.
Every <activity>, <receiver>, or <service> in the manifest can support
an android:enabled attribute. A disabled component (android:enabled="false")
cannot be started by anyone, including you.
We have already seen string resources be used in the manifest, for things
like android:label attributes. Boolean values can also be created as resources.
By convention, they are stored in a bools.xml file in res/values/ or
related resource sets. Just as <string> elements provide the definition of
a string resource, <bool> elements provide the definition of a boolean resource.
Just give the boolean resource a name and a value:


<?xml version="1.0" encoding="utf-8"?>
<resources>
    <bool name="on_honeycomb">false</bool>
</resources>


The above example has a boolean resource, named on_honeycomb, with a value
of false. That would typically reside in res/values/bools.xml. However,
you might also have a res/values-v11/bools.xml file, where you set
on_honeycomb to true.
Now, you can use @bool/on_honeycomb in android:enabled to conditionally
enable a component for API Level 11 or higher, leaving it disabled for older
devices.
This can be a useful trick in cases where you might need multiple separate
implementations of a component, based on API level. For example, later in the
book we will examine app widgets — those interactive elements users can add to
their home screens. App widgets have limited user interfaces, but API Level 11
added a few new capabilities that previously were unavailable, such as the
ability to use ListView. However, the code for a ListView-backed app widget
may be substantially different than for a replacement app widget that works
on older devices. And, if you leave the ListView app widget enabled in the
manifest, the user might try choosing it and crashing. So, you would only
enable the ListView app widget on API Level 11 or higher, using the boolean
resource trick.
Testing
Of course, you will want to make sure your app really does work on older
devices as well as newer ones.
At build time, one trick to use periodically is to change your build target
to match your minSdkVersion, then see where the compiler complains.
If everything is known
(e.g., resource attributes that will be ignored on older versions) or
protected (e.g., Java statements inside a version guard if statement),
then you are OK. If, however, you see complaints about something you forgot
was only in newer Android releases, you can take steps to fix things.
You will also want to think about Android versions when it comes to testing,
a topic that will be covered later in this book.
Keeping Track of Changes
Each Android SDK release is accompanied by API release notes, such as
this set for Android 4.4/API Level 19.
Similarly, each Android SDK release is accompanied by its “API Differences Report”,
a roster of each added, removed, or modified class or method. For example,
this API Differences Report
points out the changes between API Level 18 and API Level 19.
Other changes are called out in
the JavaDocs for Build.VERSION_CODES,
with particular emphasis on what happens when you set a specific API level
as your android:targetSdkVersion. Note that this roster is not complete, but
may mention some things not mentioned in the other locations.
Each class, method, and field in the JavaDocs has a notation as to what API
level that particular item was added. Class API levels appear towards the
top of the page; method and field API levels appear on the right side of the
gray bar containing the method signature or field declaration. Also, in the
JavaDocs “Android APIs” column on the left, there is a drop-down that allows
you to filter the contents based upon API level.
Internet Access
The expectation is that most, if not all, Android devices will have built-in
Internet access. That could be WiFi, cellular data services (EDGE, 3G, etc.),
or possibly something else entirely. Regardless, most people — or at least
those with a data plan or WiFi access — will be able to get to the
Internet from their Android phone.
Not surprisingly, the Android platform gives developers a wide range of ways to
make use of this Internet access. Some offer high-level access, such as the
integrated WebKit browser component (WebView) we saw in an
earlier chapter. If you want, you can drop all the way down to using raw
sockets. Or, in between, you can leverage APIs — both on-device and from
3rd-party JARs — that give you access to specific protocols: HTTP, XMPP,
SMTP, and so on.
The emphasis of this book is on the higher-level forms of access: the
WebKit component and Internet-access APIs, as busy coders should be
trying to reuse existing components versus rolling one’s own on-the-wire
protocol wherever possible.
DIY HTTP
In many cases, your only viable option for accessing some Web service or other
HTTP-based resource is to do the request yourself. The Google-endorsed API for doing
this nowadays in Android is to use the classic java.net classes for HTTP
operation, centered around HttpUrlConnection. There is quite a bit of material
on this already published, as these classes have been in Java for a long time.
The focus here is in showing how this works in an Android context.
Note, however, that you may find it easier to use some HTTP client libraries
that handle various aspects of the Internet access for you, as will be described
later in this chapter.
A Sample Usage of HttpUrlConnection
This chapter walks through several implementations of a Stack Overflow client
application. The app has a single activity, with a single ListFragment. The
app will load the latest block of Stack Overflow questions tagged with android,
using the Stack Overflow public API. Those questions will be shown in the list,
and tapping on a question will bring up the Web page for that question in the
user’s default Web browser.
All implementations of the app have the same core UI logic. What differs is in
how each handles the Internet access.
In this section,
we will take a look at
the Internet/HURL
sample project, which uses HttpUrlConnection to retrieve the questions from
the Stack Overflow Web service API.
Asking Permission
To do anything with the Internet (or a local network) from your app, you need
to hold the INTERNET permission. This includes cases where you use things
like WebView — if your process needs network access, you need the INTERNET
permission.
Hence, the manifest for our sample project contains the requisite <uses-permission>
declaration:


<uses-permission android:name="android.permission.INTERNET"/>


Creating Your Data Model
The Stack Overflow Web service API returns JSON in response to various
queries. Hence, we
need to create Java classes that mirror that JSON structure. In particular,
many of the examples will be using Google’s Gson to populate those
data models automatically based upon its parsing of the JSON that we receive
from the Web service.
In our case, we are going to use a specific endpoint of the
Stack Overflow API, referred to as /questions after the
distinguishing portion of the path. The documentation for
this endpoint can be found in
the Stack Overflow API documentation.
We will examine the URL for the endpoint a bit later in this
section.
The results we get for issuing a GET request for the
URL is a JSON structure (here showing a single question,
to keep the listing short):


{
  "items": [
    {
      "question_id": 17196927,
      "creation_date": 1371660594,
      "last_activity_date": 1371660594,
      "score": 0,
      "answer_count": 0,
      "title": "ksoap2 failing when in 3G",
      "tags": [
        "android",
        "ksoap2",
        "3g"
      ],
      "view_count": 2,
      "owner": {
        "user_id": 773259,
        "display_name": "SparK",
        "reputation": 513,
        "user_type": "registered",
        "profile_image": "http://www.gravatar.com/avatar/511b37f7c313984e624dd76e8cb9faa6?d=identicon&r=PG",
        "link": "http://stackoverflow.com/users/773259/spark"
      },
      "link": "http://stackoverflow.com/questions/17196927/ksoap2-failing-when-in-3g",
      "is_answered": false
    }
  ],
  "quota_remaining": 9991,
  "quota_max": 10000,
  "has_more": true
}


NOTE: Some of the longer URLs will word-wrap in the book, but
they are on a single line in the actual JSON. Honest.
We get back a JSON object, where our questions are found under
the name of items. items is a JSON array of JSON objects,
where each JSON object represents a single question, with
fields like title and link. The question JSON object
has an embedded owner JSON object with additional information.
We do not necessarily need all of this information. In fact, for
this first version of the sample, all we really need are the
title and link of each entry in the items array.
The key is that, by default, the data members in our Java data model must
exactly match the JSON keys for the JSON objects.
So, we have an Item class, representing the information from
an individual entry in the items array:

package com.commonsware.android.hurl;

public class Item {
  String title;
  String link;
  
  @Override
  public String toString() {
    return(title);
  }
}


(from Internet/HURL/app/src/main/java/com/commonsware/android/hurl/Item.java)
However, our Web service does not return the items array
directly. items is the key in a JSON object that is the actual
JSON returned by Stack Overflow. So, we need another Java class that
contains the data members we need from that outer JSON object, here
named SOQuestions (for lack of a better idea for a name…):

package com.commonsware.android.hurl;

import java.util.List;

public class SOQuestions {
  List<Item> items;
}


(from Internet/HURL/app/src/main/java/com/commonsware/android/hurl/SOQuestions.java)
Having an items data member that is a List of Item tells GSON that
we are expecting the JSON object to be used for SOQuestions to
have a JSON array, named items, where each element in that array
should get mapped to Item objects.
A Thread for Loading
We need to do the network I/O on a background thread, so we do not tie
up the main application thread. To that end, the sample app has a
LoadThread that loads our questions:

package com.commonsware.android.hurl;

import android.util.Log;
import java.io.BufferedReader;
import java.io.IOException;
import java.io.InputStream;
import java.io.InputStreamReader;
import java.net.HttpURLConnection;
import java.net.URL;
import com.google.gson.Gson;
import org.greenrobot.eventbus.EventBus;

class LoadThread extends Thread {
  static final String SO_URL=
      "https://api.stackexchange.com/2.1/questions?"
          + "order=desc&sort=creation&site=stackoverflow&tagged=android";

  @Override
  public void run() {
    try {
      HttpURLConnection c=
          (HttpURLConnection)new URL(SO_URL).openConnection();

      try {
        InputStream in=c.getInputStream();
        BufferedReader reader=
            new BufferedReader(new InputStreamReader(in));
        SOQuestions questions=
            new Gson().fromJson(reader, SOQuestions.class);

        reader.close();
        
        EventBus.getDefault().post(new QuestionsLoadedEvent(questions));
      }
      catch (IOException e) {
        Log.e(getClass().getSimpleName(), "Exception parsing JSON", e);
      }
      finally {
        c.disconnect();
      }
    }
    catch (Exception e) {
      Log.e(getClass().getSimpleName(), "Exception parsing JSON", e);
    }
  }
}

(from Internet/HURL/app/src/main/java/com/commonsware/android/hurl/LoadThread.java)
LoadThread:

	Creates an HttpUrlConnection by creating a URL for our Stack Overflow
API endpoint and opening a connection

	Creates a BufferedReader wrapped around the InputStream from the
HTTP connection

	Parses the JSON we get back from that HTTP request via a Gson instance,
loading the data into an instance of our SOQuestions


	Close the BufferedReader (and the InputStream by extension)

	Post a QuestionsLoadedEvent to greenrobot’s EventBus, to let somebody
know that our questions exist

	Log messages to Logcat in case of errors


QuestionsLoadedEvent is a simple wrapper around an SOQuestions instance, serving
as an event class for use with EventBus:

package com.commonsware.android.hurl;

public class QuestionsLoadedEvent {
  final SOQuestions questions;
  
  QuestionsLoadedEvent(SOQuestions questions) {
    this.questions=questions;
  }
}


(from Internet/HURL/app/src/main/java/com/commonsware/android/hurl/QuestionsLoadedEvent.java)
A Fragment for Questions
The sample app has a QuestionsFragment that should display these
loaded questions:

package com.commonsware.android.hurl;

import android.os.Bundle;
import android.support.annotation.NonNull;
import android.support.annotation.Nullable;
import android.support.v4.app.ListFragment;
import android.text.Html;
import android.view.View;
import android.view.ViewGroup;
import android.widget.ArrayAdapter;
import android.widget.ListView;
import android.widget.TextView;
import org.greenrobot.eventbus.EventBus;
import org.greenrobot.eventbus.Subscribe;
import org.greenrobot.eventbus.ThreadMode;
import java.util.List;

public class QuestionsFragment extends ListFragment {
  private boolean loadRequested=false;

  public interface Contract {
    void onQuestion(Item question);
  }

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    setRetainInstance(true);
  }

  @Override
  public void onViewCreated(@NonNull View view,
                            @Nullable Bundle savedInstanceState) {
    super.onViewCreated(view, savedInstanceState);

    if (!loadRequested) {
      loadRequested=true;
      new LoadThread().start();
    }
  }

  @Override
  public void onResume() {
    super.onResume();
    EventBus.getDefault().register(this);
  }

  @Override
  public void onPause() {
    EventBus.getDefault().unregister(this);
    super.onPause();
  }

  @Override
  public void onListItemClick(ListView l, View v, int position, long id) {
    Item item=((ItemsAdapter)getListAdapter()).getItem(position);

    ((Contract)getActivity()).onQuestion(item);
  }

  @Subscribe(threadMode = ThreadMode.MAIN)
  public void onQuestionsLoaded(QuestionsLoadedEvent event) {
    setListAdapter(new ItemsAdapter(event.questions.items));
  }

  class ItemsAdapter extends ArrayAdapter<Item> {
    ItemsAdapter(List<Item> items) {
      super(getActivity(), android.R.layout.simple_list_item_1, items);
    }

    @Override
    public View getView(int position, View convertView, ViewGroup parent) {
      View row=super.getView(position, convertView, parent);
      TextView title=row.findViewById(android.R.id.text1);

      title.setText(Html.fromHtml(getItem(position).title));

      return(row);
    }
  }
}


(from Internet/HURL/app/src/main/java/com/commonsware/android/hurl/QuestionsFragment.java)
In onCreate(), we mark that this fragment should be retained, so if the activity
undergoes a configuration change, this fragment will stick around.
In onViewCreated(), we fork the LoadThread.
Hence, once we have our questions,
our retained fragment will hold onto that model data for us. To avoid duplicating the LoadThread
if a configuration change occurs sometime after our fragment was initially created, we
track whether or not we have already requested our data load via a loadRequested flag.
In onResume() and onPause(), we register and unregister from the EventBus. Our onQuestionsLoaded()
method will be called when the QuestionsLoadedEvent is raised by LoadThread, and there we hold
onto the loaded questions and populate the ListView. We use an ItemsAdapter, which knows how to render
an Item as a simple ListView row showing the question title.
The ItemsAdapter uses Html.fromHtml() to populate the ListView rows,
not because Stack Overflow hands back titles with HTML tags, but because
Stack Overflow hands back titles with HTML entity references, and
Html.fromHtml() should handle many of those.
And, in onListItemClick(), we find the Item associated with the row that the user clicked upon,
then call an onQuestion() method on our hosting activity. That activity needs to implement the
Contract interface, so we can call the onQuestion() method on whatever activity
happens to host this fragment.
An Activity for Orchestration
MainActivity sets up the fragment in onCreate()
and handles the click events in onQuestion():

package com.commonsware.android.hurl;

import android.content.Intent;
import android.net.Uri;
import android.os.Bundle;
import android.support.v4.app.FragmentActivity;

public class MainActivity extends FragmentActivity
  implements QuestionsFragment.Contract {
  @Override
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    if (getSupportFragmentManager().findFragmentById(android.R.id.content) == null) {
      getSupportFragmentManager().beginTransaction()
                          .add(android.R.id.content,
                               new QuestionsFragment()).commit();
    }
  }

  @Override
  public void onQuestion(Item question) {
    startActivity(new Intent(Intent.ACTION_VIEW,
                             Uri.parse(question.link)));
  }
}


(from Internet/HURL/app/src/main/java/com/commonsware/android/hurl/MainActivity.java)
Hence, MainActivity is serving in an orchestration role. QuestionsFragment is a local
controller, handling direct events raised by its widgets (a ListView). MainActivity is
responsible for handling events that transcend an individual fragment — in this case, it starts
a browser to view the clicked-upon question.
The result is a simple ListView showing questions:

[image: HURLDemo, Showing Stack Overflow Questions]

Figure 295: HURLDemo, Showing Stack Overflow Questions
What Android Brings to the Table
Google has augmented HttpUrlConnection to do more stuff to help developers.
Notably:

	It automatically uses GZip compression on requests, adding the appropriate
HTTP header and automatically decompressing any compressed responses (added in
Android 2.3)

	It uses Server Name Indication
to help work with several HTTPS hosts sharing a single IP address

	API Level 13 (Android 4.0) added an HttpResponseCache implementation of
the java.net.ResponseCache base class, that can be installed to offer transparent
caching of your HTTP requests.


Also, courtesy of some third-party code (OkHttp) that we will discuss shortly,
HttpUrlConnection also supports the SPDY protocol
and HTTP/2 for accelerating Web content distribution over SSL as of Android 4.4.
Testing with StrictMode
StrictMode, mentioned in the chapter on files, can also
report on performing network I/O on the main application thread. More importantly,
by default, Android will crash your app
with a NetworkOnMainThreadException
if you try to perform network I/O on the main application thread.
What About HttpClient?
Android also contains — or used to contain –
a mostly-complete copy of version 4.0.2beta of
the Apache HttpClient library.
Many developers use this, as they prefer the richer API offered by this
library over the somewhat more clunky approach used by java.net. And, truth
be told, this was the more stable option prior to Android 2.3.
There are a few reasons why this is no longer recommended, for Android 2.3
and beyond:

	The core Android team is better able to add capabilities to the java.net
implementation while maintaining backwards compatibility, because its API is
more narrow. 

	The problems previously experienced on Android with the java.net implementation
have largely been fixed.

	The Apache HttpClient project continuously evolves its API. This means that
Android will continue to fall further and further behind the latest-and-greatest
from Apache, as Android insists on maintaining the best possible backwards
compatibility and therefore cannot take on newer-but-different HttpClient
versions.

	Google officially deprecated this API in Android 5.1.

	Google officially removed this API in Android 6.0.


If you have legacy code that uses the HttpClient API, please
consider using Apache’s standalone edition of
HttpClient for Android.
And, if you cannot do any of that, and you are using Gradle
for your builds (e.g., you are using Android Studio’s default settings),
you can add useLibrary 'org.apache.http.legacy' to the android closure
to give you access to Android’s stock HttpClient API:


android {
    useLibrary 'org.apache.http.legacy'
    // other settings go here
}


However, usually, using a standalone edition should be reasonably practical.
HTTP via DownloadManager
If your objective is to download some large file, you may be better served
by using DownloadManager, as it handles a lot
of low-level complexities for you. For example, if you start a download on WiFi,
and the user leaves the building and the device fails over to some form of
mobile data, you need to reconnect to the server and either start the download
again or use some content negotiation to pick up from where you left off.
DownloadManager handles that.
However, DownloadManager is dependent upon some broadcast Intent objects,
a technique we have not discussed yet, so we will delay covering
DownloadManager until later in the book.
Using Third-Party Libraries
To some extent, the best answer is to not write the code yourself, but rather
use some existing library that handles both the Internet I/O and any required
threading and data parsing. This is commonplace when accessing public Web services — either
because the firm behind the Web service has released a library, or because somebody
in the community has released a library for that Web service.
Examples include:

	Using JTwitter to access
Twitter’s API

	Using Amazon’s library to access various
AWS APIs, including S3, SimpleDB, and SQS

	Using the Dropbox SDK
for accessing DropBox folders and files


However, beyond the classic potential library problems, you may
encounter another when it comes to using libraries for accessing Internet services:
versioning. For example:

	JTwitter bundles the org.json classes in its JAR, which will be superseded
by Android’s own copy, and if the JTwitter version of the classes have a different
API, JTwitter could crash.

	Libraries dependent upon HttpClient might be dependent upon a version with a
different API (e.g., 4.1.1) than is in Android (4.0.2 beta).


Try to find libraries that have been tested on Android and are clearly supported as
such by their author. Lacking that, try to find libraries that are open source, so
you can tweak their implementation if needed to add Android support.
Later in this chapter,
we will review another class of third-party libraries,
ones that are more general-purpose than things like JTwitter, but still
offer to simplify HTTP processing.
SSL
Of course, if you are thinking about HTTP, you really should be thinking about
HTTPS — SSL-encrypted HTTP operations.
Normally, SSL “just works”, by using an https:// URL. Hence, typically, there
is little that you need to do to enable simple encryption. In fact, on Android 9.0,
by default, you have to use SSL — attempts to use plain HTTP will fail.
However, there are other aspects of SSL to consider, including:

	What if the server is not using an SSL certificate that Android will honor,
such as a self-signed certificate?

	What about man-in-the-middle attacks, hacked certificate authorities, and
the like?


The trails contain a chapter dedicated to SSL that you are
encouraged to read, so that this chapter does not get crazy-long.
Using HTTP Client Libraries
Often times, writing Internet access code is a pain in various body parts.
Not surprisingly, there are a variety of third-party libraries designed to assist
with this. Some are designed to provide access to a specific API, such as
the ones mentioned earlier in this chapter.
However, others are more general-purpose, designed to make writing
HTTP operations a bit easier, by handling things like:

	Retries (e.g., device failed over from WiFi to mobile data mid-transaction)

	Threading (e.g., handling doing the Internet work on a background thread for you)

	Data parsing and marshaling, for well-known formats (e.g., JSON)


In this section, we will look at three libraries that
exemplify this approach: OkHttp, Retrofit, and Picasso. Later, we will see other
libraries that you might wish to investigate, including Google’s own Volley
HTTP client API.
OkHttp
OkHttp implements its own HTTP client code, one
that offers many improvements. Most notable is its
support for SPDY, a Google sponsored
enhanced version of HTTP, going beyond classic HTTP “keep-alive” support to
allow for many requests and responses to be delivered over the same socket
connection. This, in turn, evolved into HTTP/2.
Many Google APIs are served by SPDY- or HTTP/2-capable servers, and HTTP/2
is gaining popularity overall.
Beyond that, OkHttp wraps up common HTTP performance-improvement patterns,
such as GZIP compression, response caching, and connection pooling. It also
is more aware of “real world” connection issues, like mis-configured proxy
servers and the like.
Note that a version of OkHttp lies behind the standard implementation of
HttpUrlConnection in Android 4.4 and higher — this is where Android’s
SPDY support comes from.
The
Internet/OkHttp3
sample project is a clone of the Stack Overflow sample shown earlier
in this chapter. The original sample used HttpURLConnection to download
the Stack Overflow Web service data. This revised sample replaces that
with OkHttp.
First, we need to add a dependency on OkHttp to our app/ module’s
build.gradle file:

dependencies {
    implementation 'com.android.support:support-fragment:27.1.0'
    implementation 'com.google.code.gson:gson:2.8.2'
    implementation 'com.squareup.okhttp3:okhttp:3.9.1'
}


(from Internet/OkHttp3/app/build.gradle)
OkHttp offers two basic flavors of HTTP API: synchronous and asynchronous.
With a synchronous call, the call blocks until the HTTP I/O is completed
(or, at least, the headers are downloaded). With an asynchronous call,
that initial pulse of network I/O is handled on a background thread.
The general rule of thumb is:

	If you can work with the raw HTTP response, and it’s short, use
the asynchronous API, as it saves you from having to fuss with your own
thread

	If the response requires significant post-retrieval
work, use your own background thread and use the
synchronous API


In our case, while we need to parse the JSON using Gson, the Web service
response is fairly short, so we can get away with doing that parsing on
the main application thread.
So, in onViewCreated(), we ask OkHttp to get our data:

  @Override
  public void onViewCreated(@NonNull View view,
                            @Nullable Bundle savedInstanceState) {
    super.onViewCreated(view, savedInstanceState);

    OkHttpClient client=new OkHttpClient();
    Request request=new Request.Builder().url(SO_URL).build();

    client.newCall(request).enqueue(new Callback() {
      @Override
      public void onFailure(Call call, final IOException e) {
        if (getActivity()!=null && !getActivity().isDestroyed()) {
          getActivity().runOnUiThread(
            () -> Toast.makeText(getActivity(), e.getMessage(), Toast.LENGTH_LONG).show());
        }

        Log.e(getClass().getSimpleName(), "Exception parsing JSON", e);
      }

      @Override
      public void onResponse(Call call, Response response) throws IOException {
        Reader in=response.body().charStream();
        BufferedReader reader=new BufferedReader(in);
        SOQuestions questions=new Gson().fromJson(reader, SOQuestions.class);

        reader.close();

        if (getActivity()!=null && !getActivity().isDestroyed()) {
          getActivity().runOnUiThread(() -> setListAdapter(new ItemsAdapter(questions.items)));
        }
      }
    });
  }


(from Internet/OkHttp3/app/src/main/java/com/commonsware/android/okhttp/QuestionsFragment.java)
We create an OkHttpClient object, which is our gateway to using OkHttp.
In this case, we create one per request. That is not necessary — if we were
going to make lots of requests, we could create the OkHttpClient once.
You can also use an OkHttpClient.Builder to create the OkHttpClient,
with a variety of configuration options, such as rules for caching and SSL. In
our case, we just use a standard configuration, using OkHttp’s defaults.
We then create a Request object that represents our desired HTTPS request.
By default, this will perform an HTTP GET request, but we could configure
the Request.Builder to use a different HTTP method, etc.
Then, we get a Call object, by asking the OkHttpClient to create a call
via newCall(), passing in the Request that describes the call to make.
At this point, while the Call is configured, it has not begun to do any
network I/O. That waits until we call execute() or enqueue() on the Call.
execute() performs the Call synchronously, while enqueue() performs
it asynchronously. Since we are running on the main application thread, and we
do not want to do network I/O there, we use enqueue().
enqueue() takes a Callback object, describing what to do when we get
our result and what to do if there is some sort of connectivity error or
a bad HTTP response (e.g., 404 File Not Found). onResponse() handles
the positive case. Here, we can get a Reader on the Web service response
by asking the Response object for the response body(), and asking
that body for its charStream(). We can then pass that over to Gson, which
will parse the response into our SOQuestions object as before. However,
onResponse() is called on a background thread, so we cannot update the UI
and do not even know if our activity is still alive. So, we if we are still
attached to the activity and the activity is not destroyed, we then use
runOnUiThread() to update our ListView on the main application thread.
onFailure() handles the error case. Here, we log the exception to LogCat.
And, if our activity is still around and running, we show a Toast to let
the user know about the problem.
Beyond that, the rest of the sample is the same as before, in terms of the
rest of the fragment, the activity, and so on.
Retrofit
Many times, when working with HTTP requests, our needs are fairly
simple: just retrieve some JSON (or other structured data, such as XML)
from some Web service, or perhaps upload some JSON to that Web service.
Retrofit is designed to simplify
this, by handling the data parsing and marshaling for us, along with
the HTTP operations and (optionally) background threading. We are
left with a fairly natural-looking Java API to send/receive Java objects
to/from the Web service. Retrofit accomplishes this through the cunning
use of annotations, reflection, and OkHttp itself.
Specifically, we will examine Retrofit 2.x here — bear in mind that
older materials referring to Retrofit might be referring to Retrofit 1.x, and the
API changed a fair bit between 1.x and 2.x.
The
HTTP/Retrofit2
sample project is another clone of the Stack Overflow samples shown earlier
in this chapter, this time using Retrofit for the HTTP I/O.
Dependencies
Retrofit itself knows about Web services… and that’s about it. It will use
OkHttp for the HTTP I/O. However, it needs to know how to parse the Web service
responses. Retrofit offers a number of “converters” for this, bridging between
Retrofit and popular parsing libraries. In our case, we are getting JSON back,
and so we can use Gson for parsing.
As a result, we use the com.squareup.retrofit2:converter-gson artifact in our
project:

dependencies {
    implementation 'com.android.support:support-fragment:27.1.1'
    implementation 'com.squareup.retrofit2:converter-gson:2.4.0'
}


(from HTTP/Retrofit2/app/build.gradle)
This automatically pulls in compatible versions of Gson and OkHttp, courtesy
of transitive dependencies.
Creating the Interface
Since we are using Gson to parse our JSON, we can use the same Item and SOQuestions classes
as before, to model the response that we get from Stack Overflow. However,
we need to tell Retrofit more about where our
JSON is coming from. To do this, we need to create a Java interface
with some specific Retrofit-supplied annotations, documenting:

	the HTTP operations that we wish to perform

	the path (and, if needed, query parameters) to apply an HTTP operation to

	the per-request data to configure the HTTP operation, such as the
dynamic portions of the path for a REST-style API, or additional query
parameters to attach to the URL

	what object should be used for pouring the HTTP response into


For example, let’s take a look at StackOverflowInterface, our
interface for making a query of Stack Overflow’s API to get questions
from Stack Overflow:

package com.commonsware.android.retrofit;

import retrofit2.Call;
import retrofit2.http.GET;
import retrofit2.http.Query;

public interface StackOverflowInterface {
  @GET("/2.1/questions?order=desc&sort=creation&site=stackoverflow")
  Call<SOQuestions> questions(@Query("tagged") String tags);
}


(from HTTP/Retrofit2/app/src/main/java/com/commonsware/android/retrofit/StackOverflowInterface.java)
Each method in the interface should have an annotation identifying
the HTTP operation to perform, such as @GET or @POST. The
parameter to the annotation is the path for the request and any
fixed query parameters. In our case, we are using the path
documented by Stack Exchange for retrieving questions
(/2.1/questions), plus some fixed query parameters:

	
order for whether the results should be ascending (asc)
or descending (desc)

	
sort to indicate how the questions should be sorted,
such as creation to sort by time when the question was
posted

	
site to indicate what Stack Exchange site we are
querying (e.g., stackoverflow)


The method name can be whatever you want.
If you have
additional query parameters that vary dynamically, you
can use the @Query annotation on String parameters
to have them be added to the end of the URL. In our
case, the tagged query parameter will be added with
whatever the tags parameter is to our questions()
method.
Similarly, you can use {name} placeholders for
path segments, and replace those at runtime via
@Path-annotated parameters to the method.
The return type is Call. This works akin to the Call from OkHttp,
in that it represents an HTTP call to be made. 
Curiously, we will never create an implementation of the
StackOverflowInterface ourselves. Instead, Retrofit
generates one for us, with code that implements our
requested behaviors.
Making the Request
onViewCreated() still initiates our HTTPS request, as it did in previous
samples. This time, though, it uses Retrofit:

  @Override
  public void onViewCreated(@NonNull View view,
                            @Nullable Bundle savedInstanceState) {
    super.onViewCreated(view, savedInstanceState);

    Retrofit retrofit=
      new Retrofit.Builder()
        .baseUrl("https://api.stackexchange.com")
        .addConverterFactory(GsonConverterFactory.create())
        .build();
    StackOverflowInterface so=
      retrofit.create(StackOverflowInterface.class);

    so.questions("android").enqueue(this);
  }


(from HTTP/Retrofit2/app/src/main/java/com/commonsware/android/retrofit/QuestionsFragment.java)
Similar to how we created an OkHttpClient instance when using OkHttp
directly, we create a Retrofit instance when using Retrofit, by means
of a Retrofit.Builder. Here, we provide two bits of configuration:

	The base URL to use to complete the URLs defined in StackOverflowInterface, and

	The converter to use to convert our Web service responses into our desired
model objects


The latter is using GsonConverterFactory, supplied by that
com.squareup.retrofit2:converter-gson dependency that we used. It, in turn,
will use Gson, as the class name suggests.
Then, we tell the Retrofit instance to create() an instance of StackOverflowInterface.
Under the covers, Retrofit generates a class that implements StackOverflowInterface,
creates an instance of that class, and returns that instance to us.
Since that object implements StackOveflowInterface, we can call our questions()
method to ask for the Android questions. questions() returns a Call, and we
can either execute() or enqueue() the work, just as we could with OkHttp.
In this case, we use enqueue(), which takes a Callback. In this case,
the fragment itself implements that interface:

public class QuestionsFragment extends ListFragment implements
  Callback<SOQuestions> {


(from HTTP/Retrofit2/app/src/main/java/com/commonsware/android/retrofit/QuestionsFragment.java)
And, as with OkHttp, we need to implement onResponse() and onFailure() methods.
However, this time, we are called on the main application thread, not a background
thread, and so we do not have to fuss with arranging for our UI updates to be
done on the main application thread. Plus, onResponse() gets the parsed results
directly — we do not need to invoke Gson for that:

  @Override
  public void onResponse(Call<SOQuestions> call,
                         Response<SOQuestions> response) {
    setListAdapter(new ItemsAdapter(response.body().items));
  }

  @Override
  public void onFailure(Call<SOQuestions> call, Throwable t) {
    Toast.makeText(getActivity(), t.getMessage(),
      Toast.LENGTH_LONG).show();
    Log.e(getClass().getSimpleName(),
      "Exception from Retrofit request to StackOverflow", t);
  }


(from HTTP/Retrofit2/app/src/main/java/com/commonsware/android/retrofit/QuestionsFragment.java)
Picasso
Sometimes, what you want to download is not JSON, or XML, or any
sort of structured data.
Sometimes, it is an image.
For example, Stack Overflow users have avatars. In our sample app,
it might be nice to display the avatar of the user who asked the question.
Picasso is a library from Square
that is designed to help with asynchronously loading images, whether
those images come from HTTP requests, local files, a ContentProvider,
etc. In addition to doing the loading asynchronously, Picasso
simplifies many operations on those images, such as:

	Caching the results in memory (or optionally on disk for HTTP
requests)

	Displaying placeholder images while the real images are being
loaded, and displaying error images if there was a problem in
loading the image (e.g., invalid URL)

	Transforming the image, such as resizing or cropping it to
fit a certain amount of space

	Loading the images directly into an ImageView of your
choice, even handling cases where that ImageView is recycled
(e.g., part of a row in a ListView, where the user scrolled
while an image for that ImageView was still loading, and now
another image is destined for that same ImageView when
the row was recycled)


The
HTTP/Picasso
sample application extends the Retrofit one to download the avatar
image of the person asking the question, displaying it in the ListView
along with the question title.
Downloading and Installing Picasso
Android Studio users can just add a dependency for com.squareup.picasso:picasso:...
for some version denoted by ..., and it will pull down all other
dependencies needed by Picasso:

dependencies {
    implementation 'com.android.support:support-fragment:27.1.0'
    implementation 'com.squareup.retrofit2:converter-gson:2.3.0'
    implementation 'com.squareup.picasso:picasso:2.5.2'
}


(from HTTP/Picasso/app/build.gradle)
Updating the Model
Our original data model did not include information about the owner.
Hence, we need to augment our data model, so Retrofit pulls that information
out of the Stack Overflow JSON and makes it available to us.
To that end, we now have an Owner class, holding onto the one piece
of information we need about the owner: the URL to the avatar (a.k.a.,
“profile image”):

package com.commonsware.android.picasso;

import com.google.gson.annotations.SerializedName;

public class Owner {
  @SerializedName("profile_image") String profileImage;
}


(from HTTP/Picasso/app/src/main/java/com/commonsware/android/picasso/Owner.java)
The JSON key for this in the Stack Overflow API is profile_image, and
underscores are not the conventional way of separating words in a Java
data member. Java samples usually use “camelCase” instead. The default
behavior of Retrofit would require us to name our data member profile_image
to match the JSON.
However, under the covers, Retrofit is using Google’s Gson to do the mapping
from JSON to objects. Gson supports a @SerializedName annotation, to indicate
the JSON key to use for this data member. This allows us to give the data
member the more natural name of profileImage, by using
@SerializedName("profile_image") to teach Gson how to populate it properly.
(The author would like to thank Alec Holmes for his assistance with the
Gson support)
Our Item class now has an Owner, named owner, since the owner data
is in the owner key of an item’s JSON object:

package com.commonsware.android.picasso;

public class Item {
  String title;
  Owner owner;
  String link;
  
  @Override
  public String toString() {
    return(title);
  }
}


(from HTTP/Picasso/app/src/main/java/com/commonsware/android/picasso/Item.java)
Those two changes are sufficient for Retrofit to give us our URL to be able
to download the image.
Requesting the Images
Using Picasso is extremely simple, as it offers a fluent interface that
allows us to set up a request in a single Java statement.
The statement begins with a call to the static with() method on the Picasso
class, where we supply a Context (such as our activity) for Picasso to use.
The statement ends with a call to into(), indicating the ImageView into
which Picasso should load an image. In between those calls, we can chain
other calls, as with() and most other methods on a Picasso object
return the Picasso object itself.
So, we can do something like:

      Picasso.with(getActivity()).load(item.owner.profileImage)
             .fit().centerCrop()
             .placeholder(R.drawable.owner_placeholder)
             .error(R.drawable.owner_error).into(icon);


(from HTTP/Picasso/app/src/main/java/com/commonsware/android/picasso/QuestionsFragment.java)
Here, we:

	Indicate that we want to load() an image found at a certain URL,
identified by the profileImage data member of the Owner inside an Item
referred to as item


	Say that we want to fit() the image to our target ImageView


	Specify that the image should be resized using centerCrop() rules, to
center the image within the desired size (if it is smaller on one or both
axes) and to crop the image (if it is larger on one or both axes)

	Indicate that we want to put a certain drawable resource as the placeholder()
image to show in the ImageView while the loading is going on in the
background

	State that we want to show a certain drawable resource in the ImageView
in case of an error() when the image was being loaded


And that’s it. Picasso will go off, download the image, and pour it into
the ImageView when it is ready (and resized).
The Rest of the Story
That bit of Picasso code is in a new getView() method on our ItemsAdapter:

  class ItemsAdapter extends ArrayAdapter<Item> {
    ItemsAdapter(List<Item> items) {
      super(getActivity(), R.layout.row, R.id.title, items);
    }

    @Override
    public View getView(int position, View convertView, ViewGroup parent) {
      View row=super.getView(position, convertView, parent);
      Item item=getItem(position);
      ImageView icon=row.findViewById(R.id.icon);

      Picasso.with(getActivity()).load(item.owner.profileImage)
             .fit().centerCrop()
             .placeholder(R.drawable.owner_placeholder)
             .error(R.drawable.owner_error).into(icon);

      TextView title=row.findViewById(R.id.title);

      title.setText(Html.fromHtml(getItem(position).title));

      return(row);
    }
  }


(from HTTP/Picasso/app/src/main/java/com/commonsware/android/picasso/QuestionsFragment.java)
We have created our own row layout (res/layout/row.xml), consisting of an ImageView
and a TextView. We have ArrayAdapter inflate or recycle our row, retrieve
the Item for this row, retrieve the ImageView out of the row, use Picasso
to start loading the real image, fill in the HTML-entity-aware text into
the TextView, and then return our updated row. By the time
we return the row, Picasso will have already loaded the placeholder image, which
is what the user will initially see, while we download the real image.
The result is that we now have icons next to each of our question titles:

[image: The Picasso Demo App]

Figure 296: The Picasso Demo App
Volley
At the Google I|O 2013 conference, there was
a session about Volley,
an HTTP client library created by Google and used by internal apps, such
as the Play Store. Volley can be thought of as a superset of
Retrofit plus Picasso, minus Picasso’s non-HTTP image loading facilities.
On the plus side, Volley is such a superset and therefore a single
code base can be used to replace multiple libraries. Also, given Volley’s
use by Google, one imagines that this code has been applied to the
widest range of possible devices. And, in early 2016, Volley finally
started being distributed as an artifact that we can add to our Android
Studio projects via a simple implementation statement.
However, there is no documentation
beyond that I|O video and a training module.
There is no support mechanism, except perhaps
via ad-hoc social media inquiries and general support sites (e.g.,
Stack Overflow).
All that being said, Volley is still rather popular, so let’s see how
one can use it in an Android project. Specifically, the
HTTP/Volley
sample application is based off of the Picasso sample, migrated over
to use Volley instead of the combination of Picasso and Retrofit.
Getting Volley
It used to be that half the battle was just getting Volley in the first place.
For years, Google only gave us a dump of source code in the Android
Open Source Project, rather than a proper artifact.
However, in early 2016, Google quietly released a Volley artifact,
so you can add it to your dependencies:


dependencies {
  implementation 'com.android.volley:volley:1.0.0'
}


Requests and Queues
Volley’s primary API is via a class called RequestQueue. As
the name suggests, it queues requests, whether those requests
are for images, strings, JSON structures, or whatever. A request –
in the form of a Request instance –
embodies the URL to be retrieved, any additional information (e.g.,
extra HTTP headers), and the rules for interpreting the response
received from the server.
Under the covers, RequestQueue maintains a thread pool for
processing those requests. You can optionally configure this
thread pool, indicating how many threads it should have and
so on. You can also optionally configure how responses should
be cached and the actual HTTP stack to be used for doing the
network I/O. By default, on modern versions of Android, Volley
delegates to HttpUrlConnection.
Making a Manager
Retrofit and Picasso manage application-level thread pools and caches
for you, via supplied singletons. Alas, Volley does not. While this
provides flexibility, it does mean that you need your own singleton
wrapper around a RequestQueue. In the sample project, we have
VolleyManager for that:

package com.commonsware.android.volley;

import android.content.Context;
import android.widget.ImageView;
import com.android.volley.Request;
import com.android.volley.RequestQueue;
import com.android.volley.toolbox.ImageLoader;
import com.android.volley.toolbox.Volley;

public class VolleyManager {
  private static volatile VolleyManager INSTANCE;
  private final RequestQueue queue;
  private final ImageLoader imageLoader;

  synchronized static VolleyManager get(Context ctxt) {
    if (INSTANCE==null) {
      INSTANCE=new VolleyManager(ctxt.getApplicationContext());
    }

    return(INSTANCE);
  }

  private VolleyManager(Context ctxt) {
    queue=Volley.newRequestQueue(ctxt);
    imageLoader=new ImageLoader(queue, new LruBitmapCache(ctxt));
  }

  void enqueue(Request<?> request) {
    queue.add(request);
  }

  void loadImage(String url, ImageView iv,
                 int placeholderDrawable, int errorDrawable) {
    imageLoader.get(url,
      ImageLoader.getImageListener(iv, placeholderDrawable,
        errorDrawable));
  }
}


(from HTTP/Volley/app/src/main/java/com/commonsware/android/volley/VolleyManager.java)
VolleyManager holds the singleton instance in a static field named
INSTANCE. That is lazy-initialized via the get() method to retrieve
the instance, as we need a Context for a bit of our work.
The private constructor creates a new RequestQueue via the static
newRequestQueue() helper method on the Volley class. If you prefer
to have more control (e.g., supply your own response cache), you can
also create a RequestQueue via a constructor, then call start() on
the RequestQueue to kick off the thread pool.
We will discuss the rest of VolleyManager, including the mysterious
ImageLoader we are creating in the constructor, a bit later in our
examination of the sample app.
Requesting JSON
Volley has built-in support for retrieving strings and images from
a Web service. If the Web service serves JSON, Volley also has built-in
support for parsing that JSON. However, it uses the legacy org.json
classes from the Android SDK, which work, but are slow and clunky.
Retrofit has built-in support for retrieving a JSON payload from a
Web service via an HTTP request, using Gson to parse that payload
into your desired POJOs. Alas, Volley does not offer Gson support
out of the box.
The author of Volley, Ficus Kirkpatrick, wrote a GsonRequest
class that handles this and published it via
a GitHub gist. This has
since been replicated in the Android documentation. Since this more
closely matches what we had in Retrofit, the sample project uses
this GsonRequest:

// from https://gist.github.com/ficusk/5474673

package com.commonsware.android.volley;

import com.google.gson.Gson;
import com.google.gson.JsonSyntaxException;

import com.android.volley.AuthFailureError;
import com.android.volley.NetworkResponse;
import com.android.volley.ParseError;
import com.android.volley.Request;
import com.android.volley.Response;
import com.android.volley.Response.ErrorListener;
import com.android.volley.Response.Listener;
import com.android.volley.toolbox.HttpHeaderParser;

import java.io.UnsupportedEncodingException;
import java.util.Map;

/**
 * Volley adapter for JSON requests that will be parsed into Java objects by Gson.
 */
public class GsonRequest<T> extends Request<T> {
  private final Gson gson = new Gson();
  private final Class<T> clazz;
  private final Map<String, String> headers;
  private final Listener<T> listener;

  /**
   * Make a GET request and return a parsed object from JSON.
   *
   * @param url URL of the request to make
   * @param clazz Relevant class object, for Gson's reflection
   * @param headers Map of request headers
   */
  public GsonRequest(String url, Class<T> clazz, Map<String, String> headers,
                     Listener<T> listener, ErrorListener errorListener) {
    super(Method.GET, url, errorListener);
    this.clazz = clazz;
    this.headers = headers;
    this.listener = listener;
  }

  @Override
  public Map<String, String> getHeaders() throws AuthFailureError {
    return headers != null ? headers : super.getHeaders();
  }

  @Override
  protected void deliverResponse(T response) {
    listener.onResponse(response);
  }

  @Override
  protected Response<T> parseNetworkResponse(NetworkResponse response) {
    try {
      String json = new String(
        response.data, HttpHeaderParser.parseCharset(response.headers));
      return Response.success(
        gson.fromJson(json, clazz), HttpHeaderParser.parseCacheHeaders(response));
    } catch (UnsupportedEncodingException e) {
      return Response.error(new ParseError(e));
    } catch (JsonSyntaxException e) {
      return Response.error(new ParseError(e));
    }
  }
}


(from HTTP/Volley/app/src/main/java/com/commonsware/android/volley/GsonRequest.java)
A custom Request implementation like this needs four things:

	To supply the HTTP method, URL, and a Response.ErrorListener to the
superclass constructor

	To override getHeaders(), returning a Map of HTTP headers
to inject into the request, or null if there are none

	To override parseNetworkResponse(), taking the raw data from the
server and turning into a Response wrapped around the actual data
to be returned to the app (in this case, the custom POJO parsed by
Gson)

	To override deliverResponse(), which may be just a matter of
calling onResponse() on a Response.Listener



However, many developers can get away with using just one of the
built-in Request implementations, or perhaps other pre-built
implementations, like this GsonRequest.
Our QuestionsFragment can now create a GsonRequest for retrieving
our Stack Overflow questions and turning them into an SOQuestions
object. In this version of the sample, the work to populate the
ListView has been moved from onCreateView() to onViewCreated():

  @Override
  public void onViewCreated(View view,
                            Bundle savedInstanceState) {
    super.onViewCreated(view, savedInstanceState);

    GsonRequest<SOQuestions> request=
      new GsonRequest<SOQuestions>(getString(R.string.url),
        SOQuestions.class, null, this, this);

    VolleyManager.get(getActivity()).enqueue(request);
  }


(from HTTP/Volley/app/src/main/java/com/commonsware/android/volley/QuestionsFragment.java)
The R.string.url value points to a string resource containing the
full URL, as it is a bit long for a Java code listing, or even to reproduce
easily here in this book. However, note two things about it:

	In the Retrofit-powered examples, we added the tagged query parameter
via a @Query annotated parameter on our StackOverflowInterface.
That was mostly to demonstrate using such parameters, as we were always
requesting the android questions. Since we do not have Retrofit’s URL
construction anymore, the URL in the string resource contains the
tagged=android query parameter.

	Because values resource files are XML files, all the & characters
in the URL need to be escaped as &amp;, to satisfy XML parsing rules.


The rest of the GsonRequest parameters are the class for the response
(SOQuestions.class), our extra HTTP headers (null), and our implementations
of Listener and ErrorListener (both the fragment itself).
We then retrieve our VolleyManager singleton and call enqueue() on it,
which in turn calls add() on the RequestQueue, to cause one of Volley’s
threads to go do the HTTP work and process the result.
ErrorListener requires an onErrorResponse() method, which works much
like its Retrofit counterpart:

  @Override
  public void onErrorResponse(VolleyError error) {
    Toast.makeText(getActivity(), error.getMessage(),
                   Toast.LENGTH_LONG).show();
    Log.e(getClass().getSimpleName(),
          "Exception from Volley request to StackOverflow", error);
  }


(from HTTP/Volley/app/src/main/java/com/commonsware/android/volley/QuestionsFragment.java)
Listener requires an onResponse() method, which takes the type of
data we are trying to load as a parameter (SOQuestions). Once again, this
works like its Retrofit counterpart:

  @Override
  public void onResponse(SOQuestions questions) {
    setListAdapter(new ItemsAdapter(questions.items));
  }


(from HTTP/Volley/app/src/main/java/com/commonsware/android/volley/QuestionsFragment.java)
Requesting Images
Volley has an ImageRequest, one that works like GsonRequest, except
that it gives you a Bitmap back. You are welcome to use this, particularly
for occasional one-off requests for images.
However, if you are going to be fetching a lot of images — particularly
in something like a ListView, as the sample app does — you need some
more smarts than that. Picasso supplies those smarts to you automatically.
With Volley, you use an ImageLoader. An ImageLoader coordinates loading
many images, dealing with things like:

	canceling requests when views get recycled

	having a memory cache for images, to supplement the disk cache that Volley uses for responses

	trying to minimize redraws of the UI when multiple images are decoded roughly simultaneously

	and so on


Now, for reasons that are not entirely clear, while ImageLoader needs
a memory cache to work properly, it does not have one. Nor does Volley itself.
Instead, you have to make your own implementation of ImageLoader.ImageCache.
The Android documentation supplies an LruBitmapCache that does this,
on the back of Android’s LruCache:

// from http://developer.android.com/training/volley/request.html

package com.commonsware.android.volley;

import android.content.Context;
import android.graphics.Bitmap;
import android.support.v4.util.LruCache;
import android.util.DisplayMetrics;
import com.android.volley.toolbox.ImageLoader.ImageCache;

public class LruBitmapCache extends LruCache<String, Bitmap>
  implements ImageCache {

  public LruBitmapCache(int maxSize) {
    super(maxSize);
  }

  public LruBitmapCache(Context ctx) {
    this(getCacheSize(ctx));
  }

  @Override
  protected int sizeOf(String key, Bitmap value) {
    return value.getRowBytes() * value.getHeight();
  }

  @Override
  public Bitmap getBitmap(String url) {
    return get(url);
  }

  @Override
  public void putBitmap(String url, Bitmap bitmap) {
    put(url, bitmap);
  }

  // Returns a cache size equal to approximately three screens worth of images.
  public static int getCacheSize(Context ctx) {
    final DisplayMetrics displayMetrics = ctx.getResources().
      getDisplayMetrics();
    final int screenWidth = displayMetrics.widthPixels;
    final int screenHeight = displayMetrics.heightPixels;
    // 4 bytes per pixel
    final int screenBytes = screenWidth * screenHeight * 4;

    return screenBytes * 3;
  }
}

(from HTTP/Volley/app/src/main/java/com/commonsware/android/volley/LruBitmapCache.java)
The key for any cache, particularly a memory cache, is its maximum
size. LruBitmapCache lets you specify that directly if you wish.
Alternatively, you can provide it with a Context, and it will size
the cache to be the size of three full-screen images. This is not
a great cache sizing algorithm — it is better to tie the size to the
maximum heap size of your app — but it is what Google used.
VolleyManager creates an ImageLoader in its constructor, providing
it with an LruBitmapCache. VolleyManager also has a loadImage()
method that works a bit like the builder methods on Picasso. It takes
four parameters:

	The URL of the image to load

	The ImageView into which to load the image

	A drawable resource ID for an image placeholder

	A drawable resource ID for an image to show if there is an error
retrieving the real image (e.g., 404 from the Web server when requesting
the URL)


loadImage() in turn passes those on to the ImageLoader, which will
handle retrieving the image, caching it, and putting it in the supplied
ImageView.
The getView() method on ItemsAdapter can then replace its Picasso
code with a call to loadImage():

  class ItemsAdapter extends ArrayAdapter<Item> {
    ItemsAdapter(List<Item> items) {
      super(getActivity(), R.layout.row, R.id.title, items);
    }

    @Override
    public View getView(int position, View convertView, ViewGroup parent) {
      View row=super.getView(position, convertView, parent);
      Item item=getItem(position);
      ImageView icon=row.findViewById(R.id.icon);

      VolleyManager
        .get(getActivity())
        .loadImage(item.owner.profileImage, icon,
          R.drawable.owner_placeholder,
          R.drawable.owner_error);

      TextView title=row.findViewById(R.id.title);

      title.setText(Html.fromHtml(getItem(position).title));

      return(row);
    }
  }


(from HTTP/Volley/app/src/main/java/com/commonsware/android/volley/QuestionsFragment.java)
Comparison with Retrofit + Picasso
Volley’s big claim to fame is that it is used in the Play Store app
and elsewhere in Google’s proprietary apps, supposedly.
However, its lack of official packaging and support makes it a bit
more difficult for the average developer to use. It also lacks some
of the “creature comforts” of Retrofit and Picasso, requiring a few
extra classes to do what Square’s libraries provide directly.
Other Candidate Libraries
There are plenty of other libraries that similarly try to help
simplify Android HTTP operations, including:

	AndroidAsync

	android-json-rpc

	
Glide, an increasingly popular image
loader


The Android Arsenal has categories for
general HTTP clients/networking libraries
for REST client libraries, and
for image loading libraries.
Visit the Trails
As noted earlier, there is a chapter on SSL that you should read,
if you run into trouble using SSL in Android or want to improve your security
further than you get with just stock SSL handling.
There is also a chapter on miscellaneous network capabilities –
the coverage of DownloadManager can be found there.
Device Catalog: Chrome and Chrome OS
Ever since Android and Chrome were moved under the same executive within
Google, rumors abounded that Android and Chrome OS would merge in one form
or fashion.
In 2015, Google started down that path, offering the ability for developers
to start packaging Android apps to run on Chrome OS. And — albeit via
a different mechanism — some Chrome OS devices now offer the Play Store and
users can install compatible apps from there.
The exact number of Chromebooks that have been sold is subject to some
debate. One analyst pegged business (B2B) Chromebook sales in the first half of 2015 at
around 2 million,
with an upbeat, pro-Chromebook spin.
Another analyst indicated that total sales for Chromebooks in 2014
were 6 million,
a tiny percentage of PC/laptop sales. In mid-2016, IDC estimated
that Chromebook sales for the first quarter of 2016 were around 2 million,
exceeding the sales of Apple’s line of Mac notebooks.
But one analyst is predicting 17 million Chromebooks to be sold in 2023,
which suggests that growth will be modest.
Prerequisites
Understanding this chapter requires that you have read the core chapters
of this book.
How This Works
From the user’s standpoint, Android apps appear alongside their
Chrome OS counterparts. For example, the Play Store will be in
their app launcher:

[image: Chrome OS App Launcher/Finder, As Initially Launched]

Figure 1059: Chrome OS App Launcher/Finder, As Initially Launched
Android apps appear in floating windows, similar to their Chrome
OS counterparts:

[image: Chrome OS, Showing Amaze File Manager]

Figure 1060: Chrome OS, Showing Amaze File Manager
Chrome OS Form Factors
The classic form factor for Chrome OS devices was the “Chromebook”. This is a
notebook/netbook-style device, with a keyboard and touchpad. Many Chromebooks
support touchscreens, and some Chromebooks have 180-degree hinges, allowing the
screen to be folded over such that the Chromebook forms a chunky tablet.
Nowadays, there are other Chrome OS form factors that are getting attention:

	Some Chromebooks have detachable keyboards, where the screen can work on its
own an a tablet

	Some Chrome OS tablets are available, basically working like a Chromebook without
a supplied keyboard

	A variety of “Chromebox” devices are available, which are miniature desktops,
where you provide your own monitor, keyboard, and mouse


As a result, Chrome OS really opens up the range of possible ways that the
user can interact with your app. In particular, not all Chrome OS devices offer
touchscreens, as some Chromebooks and all Chromeboxes are limited to keyboard
and mouse input. So not only do you need to consider how best to support Chrome OS
overall, you need to consider how best to support keyboard/mouse-based user
input. While Android can do a reasonable job of that “out of the box”, some
amount of additional work may be needed before your app feels natural when
the user is clicking with a mouse rather than tapping on a screen.
Testing Your App on Chrome OS
For lightweight use, Google publishes a Chrome OS emulator
that is integrated into the Android SDK emulator system used by Android Studio.
As with the regular SDK emulator images, the Chrome OS emulator attempts
to show you what your app will be like on a Chrome OS device. However, it will
have a variety of gaps, particularly tied to hardware. Just as a developer
should never ship an Android app based solely on testing in an Android emulator,
a developer should never ship a Chrome OS Android app based solely on testing
in the Chrome OS emulator. 
For real testing, you will want to test on hardware, which is the focus of
this section.
Step #1: Get a Compatible Chrome OS Device
All Chrome OS devices shipped in 2017 and beyond are supposed to ship with
Android support.
Select older devices will get Android support as well.
This page
lists the official status of Chrome OS for various older devices. Any device
not listed there is unlikely to get Chrome OS, and even many of the “Planned”
ones might drop off.
You will need a Google account to set up your Chrome OS device or the Chrome
OS emulator.
Step #2: Enable Android Apps
If you want to test your app in the Play Store, it may be already enabled
for you, in which case you can just install your app and try it out.
If it is not already enabled, but the device is already shipping in production
form with Android support, you may need to enable it in Chrome OS’s Settings
app. You may also need to do this for the Chrome OS emulator. To do that:

	In the lower-right corner of the Chrome OS desktop, click on the bar
that shows the time, battery level, and your account picture:



[image: Chrome OS Status Bar]

Figure 1061: Chrome OS Status Bar

	You should then see a popup panel with status information and a
few controls, akin to elements of the notification shade in Android:



[image: Chrome OS Configuration Panel]

Figure 1062: Chrome OS Configuration Panel
The exact look of this panel will vary by device and Chrome OS version.

	In that panel, tap on “Settings”


The exact look of the Settings window will also vary by device and Chrome OS
version.
Towards the bottom of this Settings page, you should see an “Android Apps”
or “Google Play Store” section:

[image: Chrome OS Android Apps Checkbox]

Figure 1063: Chrome OS Android Apps Checkbox
Click the “Enable Android Apps to run on your Chromebook” checkbox or
the “Enable Google Play Store on your Chromebook” checkbox, whichever one
you have.
At this point, you should gain access to the Play Store and be able
to install apps from there.
Also, note the “App Settings” or “Manage your Android preferences”
link below that checkbox. This will
bring up the Android Settings application, which is separate and
distinct from the Chrome OS Settings page that you are on. There is
no icon for the Android Settings app in the regular Chrome OS app
launcher; you have to know to come here to adjust the Android settings.
Step #3: Switch the Device to the Dev Channel
Some of the devices listed on that Chrome OS/Android status page
indicate that the status is “Stable Channel”. Such devices either ship
with Android support or will get it with a regular Chrome OS update, and
so the instructions in the preceding section should be sufficient for
you to test a production app. Similarly, the Chrome OS emulator ships
with Android support directly.
For devices whose status is “Beta Channel” or “Dev Channel”, you will
need to switch your Chrome OS device to that channel. This works
much like the “canary channel” for Android Studio releases, or the
dev channel for Chrome/Chromium releases. It configures the device
to pull from a different update source, one that pushes updates
more aggressively than it does to normal users.
To do this:

	In the “Settings” page, click on the “About Chrome OS” link

	In the About dialog, click on “Check for and apply updates”, to make
sure that you are on the latest stuff for your current channel:



[image: Chrome OS About Screen]

Figure 1064: Chrome OS About Screen

	Once that is done (and you have returned to the About dialog after
a reboot, if updates were needed), click the “Detailed build information” link,
which brings up a bunch of details regarding your Chrome OS device:



[image: Chrome OS Detailed Build Information Screen]

Figure 1065: Chrome OS Detailed Build Information Screen

	Click on the “Change channel…” button in the Channel category, which brings
up a dialog showing available channels:



[image: Chrome OS Channel Options]

Figure 1066: Chrome OS Channel Options

	Click on the radio button for your desired channel and accept the
dialog


This should apply a new round of updates, pulled from your chosen channel,
then require you to reboot the Chrome OS device.
Step #4: Enable Chrome OS Developer Mode
Those steps are sufficient to allow you to download and run
apps from the Play Store. For seeing if your already-shipping app
works on Chrome OS, that may be sufficient.
Those steps are also sufficient for getting the Chrome OS emulator
working — you should be ready to go from there, with Logcat access
and everything else already set up.
However, on hardware, at this point you have no
access to Logcat, and you have no means of running debug builds or
otherwise testing anything other than your already-shipping app.
For hardware, to access these things, you need to enable Chrome OS developer
mode. There is no direct analogue for this in the Android world. The
closest match is enabling fastboot, perhaps as part of installing
an Android developer preview ROM or some other custom ROM.
Unfortunately, the instructions for enabling developer mode are
hardware-specific and arcane. Also note that doing this will factory-reset
your Chrome OS device, so make sure there is nothing on the device that you
need.
Chromebooks
For Chromebooks, try this:

	Shut down the device normally.

	Then, hold down the Esc and Refresh keys, and while holding
them down, press the power button to turn on the device. The Refresh
key looks like a circular arrow and may be denoted as F3 on your
keyboard. This brings up a “recovery screen”.

	On the recovery screen, press Ctrl-D. This
screen should prompt for confirmation, then reboot the device into
developer mode.


Chrome OS Tablets
For Chrome OS tablets — where you will not have a keyboard — do this
instead:

	With the device powered on, press the volume-down, volume-up, and power
buttons simultaneously

	When the screen turns off, release the buttons

	The screen should turn back on momentarily on its own — otherwise, press
the power button

	If you boot back into Chrome OS, try the process again from the start

	In the Chrome OS recovery menu, press the volume-down button once to
open a boot menu (e.g., “Show debug info”, “Power off”)

	Press both the volume-up and volume-down buttons simultaneously

	In the revised menu, use the volume buttons to highlight “Confirm Disabling
OS Verification”, then press the power button

	Wait a while for Chrome OS to reboot a few times, factory reset your device,
and enable developer mode


Chromeboxes
For a Chromebox (desktop-style Chrome OS device), look for a “reset” or “recovery”
pinhole in the case. If you have one:

	Power down the device as normal

	Using a paperclip, press the reset button while simultaneously pressing the
power button

	Release the reset button after a second

	When you get to the OS recovery screen, press Ctrl-D, which should then
take you to a confirmation screen

	When that confirmation screen appears, use the paperclip to again press
the reset (“recovery”) button

	After a quick reboot, press Ctrl-D at the recovery screen

	Wait a while for Chrome OS to reboot a few times, factory reset your device,
and enable developer mode


Where You Go From Here
From this point forward, your device will be developer mode. However,
on subsequent reboots, that recovery screen will always appear.
There, you have three choices:

	Wait 10-30 seconds, in which case the device will continue its boot
into developer mode

	Press Ctrl-D to skip the delay, if you have a recognized keyboard
at this point (note: USB keyboards work, but probably not Bluetooth ones)

	Use the volume buttons to navigate the menu and choose “Developer Options” > Boot from Internal Disk",
on Chrome OS tablets (and possibly other Chrome OS devices)

	Follow the instructions on the screen to leave developer mode and
return to normal operation


Step #5: Set Up the Android Environment
At this point, you will need to go through some standard steps
for doing development in an Android environment, via the Android
edition of the Settings app. You get to this via that “App Settings”
or “Manage your Android preferences”
link in the “Android Apps” (or “Google Play Store”)
category of the Chrome OS Settings page.
There, you can:

	Go into “About” and tap seven times on the “Build number” entry to
enable developer settings

	Go into “Developer options” and enable USB debugging (and anything
else that you typically use)

	Go into “Security” and enable “Unknown sources”


Note that those options may already be enabled, once you enable “Developer options”
via the seven-taps technique.
Step #6: Side-Load and Install Your App
At this point, you can try out custom builds of your app, by installing
them manually (a.k.a., “side-loading”).
Unfortunately, Chrome OS knows nothing about APK files, so you cannot
use the Chrome OS Files app to install an APK file.
The simplest way to side-load apps is to have an Android app do it:

	a cloud storage client (e.g., Dropbox)

	an Android-native Web browser

	a file manager, to load an APK you got onto the device by some other
means (e.g., Amaze File Manager)


As mentioned earlier, the Downloads folder in Chrome OS is shared
with the same folder on external storage in Android. So, you can also
copy an APK over via a USB flash drive, put it in Downloads using
Chrome OS, then use a file manager to install it from Downloads.
Step #7: Get adb Working
However, you still do not have access to Logcat, or any ability
to use development tools like Android Studio to work on apps on
the Chrome OS device (though the emulator will work at this point).
Some devices support adb over USB.
Most do not. Setting up adb access is possible but
a bit complicated, based on the
official instructions.
NOTE: You will need a keyboard to complete this process. While most Chrome OS
devices have a keyboard, Chrome OS tablets might not. You will need to use your
own keyboard (Bluetooth or USB), and you will want to get that set up and working
before continuing.
Step #7a: Configure the Chrome OS Device
Press Ctrl-Alt-T to open crosh, a quasi-shell provided in Chrome OS.
At that command prompt, run
the shell command to get to bash, a full Linux-style shell.
Then, execute the following
statements:


sudo crossystem dev_boot_signed_only=0
sudo /usr/libexec/debugd/helpers/dev_features_rootfs_verification
sudo reboot


This will reboot your Chrome OS device. If you run into errors running the
dev_features_rootfs_verification command, try rebooting after the
crossystem, then dropping back into the shell and running the
dev_features_rootfs_verification command again.
Then, go back into bash via crosh, and execute:


sudo /usr/libexec/debugd/helpers/dev_features_ssh


This enables an SSH daemon and presumably makes corresponding adjustments
to the iptables-based firewall.
NOTE: You will need to execute this dev_features_ssh script
after every reboot of your Chrome OS device. Whereas the other portions
of this step persist after a reboot, this portion does not. However,
after a firmware update, you may need to do all of these steps.
Step #7b: Find Your Chrome OS IP Address
In the bash shell, you can use ifconfig to get details of your TCP/IP
settings — wlan0 probably has your IP address. However, this is mostly
for people with Linux experience. Everyone else may prefer using the Chrome OS
UI to determine the IP address.
Go into Settings (e.g., tap on the time/WiFi/battery/account bar in the
lower-right, then tap the gear icon). Towards the top of the Settings
page, there will be an “Internet connection” section.

[image: Chrome OS Settings, Internet Connection Section]

Figure 1067: Chrome OS Settings, Internet Connection Section
If you are using
WiFi, tap on the “Wi-Fi network” item, then tap on the WiFi network
that you are using. That should bring up a three-tab dialog with
details about this network connection.

[image: Chrome OS Settings, Internet Connection Dialog]

Figure 1068: Chrome OS Settings, Internet Connection Dialog
The middle tab — Network — will show your IP address:

[image: Chrome OS Settings, Internet Connection Dialog, Network Tab]

Figure 1069: Chrome OS Settings, Internet Connection Dialog, Network Tab
Make note of this address.
Step #7c: Connect to Chrome OS for Development
When you want to develop using the Chrome OS device as the target,
execute adb connect <IP>:22,
where <IP> is the same IP address that you used previously. Note that
the official docs drop off the connect part, which does not work.
This should trigger the standard Android debugging authorization
dialog, akin to what you see when you first try USB debugging on a
phone or tablet. You will need to accept this dialog before continuing.
At this point, adb devices should show your connection, and you should
be able to run apps on the Chrome OS device akin to how you do so for
locally-connected devices, emulators, etc.
If the Chrome OS device goes to sleep, it will disable its WiFi connection.
You will need to wake up the device and run adb connect again to be
able to work with it from Android Studio.
If you reboot the Chrome OS device, you will need to agree once more
to the Play Store terms of service and (try) to sign into the Play Store.
The Play Store UI may appear to get stuck, with a never-ending progress
bar. However, once you have gotten to that point, you should be able
to use adb connect to re-connect to the Chrome OS device.
Be Prepared To Be Wiped Out
Some dev channel updates will wipe out your Android environment,
deleting all apps and files. Hence, do not store things on the
test devices that you will regret losing. Also, you
will need to re-do Step #4, and possibly Step #6,
to re-establish a developer environment.
For example, in June 2017, Google started releasing an update
to the Android environment that replaced Android 6.0 with Android 7.1.1.
This required redoing some of the above steps, such as the seven-taps
technique to enable “Developer options”. However, installed apps were
unaffected.
Compatibility and Your App
You may find that you go through Step #1 and Step #2 above — thereby
enabling Android apps for the Chrome OS device — and find that your
app is not available on the Play Store.
Or, perhaps you go through those steps, and do find that your app is
on the Play Store… but you would prefer that it not be there.
Trying to Get Onto Chrome OS
There is a long list
of <uses-feature> elements that, if present in your manifest with the wrong values, will cause
your app to not be distributed to Chrome OS devices.
For example, if you have a <uses-feature> element stating that you require
android.hardware.telephony — that the device have telephony capability — your
app might not be distributed to Chrome OS devices. You would need to relax this requirement.
Conversely, not all Chrome OS devices have touchscreens. Ideally, you test your app using a keyboard
and mouse or trackpad and confirm that it works well without a touchscreen.
Then, add this to your manifest:


  <uses-feature
    android:name="android.hardware.touchscreen"
    android:required="false" />


This advertises that you are willing to support non-touchscreen
environments and therefore can be installed on non-touchscreen Chrome OS
devices. The default is that you need a touchscreen; you have to specifically opt
out of that requirement to reach the full range of Chrome OS devices.
Trying to Stay Away From Chrome OS
Perhaps you are not in position to fully support Chrome OS. In that case, you could
add one of the proscribed <uses-feature> elements to block distribution to
Chrome OS devices.
However, this approach will also block your app from other devices that happen
to lack that hardware feature.
Sometimes, that is really what you want. So, for example, if you need USB host
mode, you should have a <uses-feature> element for android.hardware.usb.host,
so that any device that lacks USB host mode support will not install your app.
There is no manifest setting, though, that will block your app from Chrome OS
devices and not affect any other device type. Google wants you to support Chrome OS
and does not make it easy to opt out without also losing access to other hardware.
Your App on Chrome OS
On the surface, Android apps will perceive Chrome OS as just another
Android device. Other than the manifest entries listed above, there
is nothing that you absolutely need to do in your app to run on Chrome OS.
That being said, Chrome OS is going to be somewhat different than a
normal Android device. Those differences may be something that you want
to try to take into account.
Environment
Chrome OS is presently running API Level 25 (Android 7.1), though it contains
some elements of Android 8.0’s multi-window functionality.
We can tell what the API level is by logging Build.VERSION.SDK_INT, along with other values,
as seen in the
Introspection/EnvDump
sample app. This has a single activity, designed to collect a bunch of
device data and dump it to Logcat:

package com.commonsware.android.envdump;

import android.app.Activity;
import android.app.ActivityManager;
import android.content.pm.FeatureInfo;
import android.content.res.Configuration;
import android.os.Build;
import android.os.Bundle;
import android.util.DisplayMetrics;
import android.util.Log;
import android.widget.TextView;

public class MainActivity extends Activity {
  private static final String TAG="EnvDump";
  private final StringBuilder buf=new StringBuilder();

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.main);

    logBuildValues();
    logSystemFeatures();
    logActivityManagerStuff();
    logDisplayMetrics();
    logConfiguration();

    TextView tv=(TextView)findViewById(R.id.text);

    tv.setText(buf.toString());
  }

  private void logBuildValues() {
    log("Build.VERSION.SDK_INT="+Build.VERSION.SDK_INT);

    log("Build.BRAND="+Build.BRAND);
    log("Build.DEVICE="+Build.DEVICE);
    log("Build.DISPLAY="+Build.DISPLAY);
    log("Build.HARDWARE="+Build.HARDWARE);
    log("Build.ID="+Build.ID);
    log("Build.MANUFACTURER="+Build.MANUFACTURER);
    log("Build.MODEL="+Build.MODEL);
    log("Build.PRODUCT="+Build.PRODUCT);

    if (Build.VERSION.SDK_INT>=Build.VERSION_CODES.LOLLIPOP) {
      StringBuilder buf=new StringBuilder();

      for (String abi : Build.SUPPORTED_ABIS) {
        if (buf.length() > 0) {
          buf.append(',');
        }

        buf.append(abi);
      }

      log("Build.SUPPORTED_APIS=" + buf);
    }
    else {
      log("Build.CPU_API="+Build.CPU_ABI);
      log("Build.CPU_API2="+Build.CPU_ABI2);
    }
  }

  private void logSystemFeatures() {
    for (FeatureInfo feature :
        getPackageManager().getSystemAvailableFeatures()) {
      log("System Feature: "+feature.name);
    }
  }

  private void logActivityManagerStuff() {
    ActivityManager mgr=(ActivityManager)getSystemService(ACTIVITY_SERVICE);

    log("heap limit="+mgr.getMemoryClass());
    log("large-heap limit="+mgr.getLargeMemoryClass());
  }

  private void logDisplayMetrics() {
    DisplayMetrics dm=new DisplayMetrics();

    getWindowManager().getDefaultDisplay().getMetrics(dm);

    log("DisplayMetrics.densityDpi="+dm.densityDpi);
    log("DisplayMetrics.xdpi="+dm.xdpi);
    log("DisplayMetrics.ydpi="+dm.ydpi);
    log("DisplayMetrics.scaledDensity="+dm.scaledDensity);
    log("DisplayMetrics.widthPixels="+dm.widthPixels);
    log("DisplayMetrics.heightPixels="+dm.heightPixels);
  }

  private void logConfiguration() {
    Configuration cfg=getResources().getConfiguration();

    log("Configuration.densityDpi="+cfg.densityDpi);
    log("Configuration.fontScale="+cfg.fontScale);
    log("Configuration.hardKeyboardHidden="+cfg.hardKeyboardHidden);
    log("Configuration.keyboard="+cfg.keyboard);
    log("Configuration.keyboardHidden="+cfg.keyboardHidden);
    log("Configuration.locale="+cfg.locale);
    log("Configuration.mcc="+cfg.mcc);
    log("Configuration.mnc="+cfg.mnc);
    log("Configuration.navigation="+cfg.navigation);
    log("Configuration.navigationHidden="+cfg.navigationHidden);
    log("Configuration.orientation="+cfg.orientation);
    log("Configuration.screenHeightDp="+cfg.screenHeightDp);
    log("Configuration.screenWidthDp="+cfg.screenWidthDp);
    log("Configuration.touchscreen="+cfg.touchscreen);
  }
  
  private void log(String msg) {
    Log.d(TAG, msg);
    buf.append(msg);
    buf.append('\n');
  }
}

(from Introspection/EnvDump/app/src/main/java/com/commonsware/android/envdump/MainActivity.java)
The following sections outline some settings of note to Android developers.
System Features
Most Chrome OS devices should advertise support for the following system
features (e.g., PackageManager and hasSystemFeature()):

	android.hardware.audio.output

	android.hardware.bluetooth

	android.hardware.bluetooth_le

	android.hardware.faketouch

	android.hardware.location

	android.hardware.location.network

	android.hardware.screen.landscape

	android.hardware.screen.portrait

	android.hardware.type.pc

	android.hardware.wifi

	android.software.backup

	android.software.freeform_window_management

	android.software.print

	android.software.voice_recognizers

	android.software.webview

	com.google.android.feature.GOOGLE_BUILD

	com.google.android.feature.GOOGLE_EXPERIENCE

	org.chromium.arc

	org.chromium.arc.device_management


Portable Chrome OS devices (not Chromeboxes) should also support:

	android.hardware.camera

	android.hardware.camera.any

	android.hardware.camera.front

	android.hardware.microphone

	android.hardware.sensor.accelerometer

	android.hardware.touchscreen

	android.hardware.touchscreen.multitouch

	android.hardware.touchscreen.multitouch.distinct

	android.hardware.touchscreen.multitouch.jazzhand


Others will be hit-or-miss:

	android.hardware.audio.low_latency

	android.hardware.audio.pro

	android.hardware.opengles.aep

	android.hardware.sensor.gyroscope

	android.hardware.vulkan.level

	android.hardware.vulkan.version

	android.software.midi


NDK Binaries
The Build.SUPPORTED_APIS value indicates what CPU architectures are supported
for NDK binaries:








  	Device
  	Value






  	Acer Chromebook R11 C738T
  	x86,armeabi-v7a,armeabi



  	Acer Chromebook Tab 10 D651N-K9WT
  	armeabi-v7a,armeabi



  	HP Chromebox x2
  	x86_64,x86,armeabi-v7a,armeabi




If the device has an x86 CPU, that will be listed. All Chrome OS devices
appear to support ARM NDK binaries, presumably through libhoudini or
similar technology.
Other Values
The heap limit seems to be generally set to 192MB with the large-heap limit
set to 512MB, though they might be lower on very low-end Chrome OS devices.
For devices with their own screens,
DisplayMetrics and Configuration should report appropriate values
for screen density, based on the screen size and resolution. Chromeboxes may be
less reliable, in large part because they do not know the physical size of the
display.
Screen Size and Orientation
The user can toggle between three different states for your activity’s
window:

	regular landscape

	regular portrait

	full-screen (akin to pressing the “maximize” button on a desktop OS)


Your activity will undergo configuration changes, as you might expect,
when the user switches between these.
Lifecycle Events
Lifecycle events behave more or less as you might expect:

	While your app’s window is the focused window, your app is in the
normal running state (i.e., onResume() has been called).

	If another window takes over the focus, but your window is still
visible, your activity in that window will be paused, then
resumed if the window regains the focus.

	If the user minimizes your window, you will be called with
onPause() and onStop(), as your activity is no longer
visible.

	If the user switches between the floating-window and the
full-screen sizes, your activity will undergo a configuration
change and, by default, be destroyed and recreated.
Note that there seems to be a bug, as your activity goes through
a spurious extra pause/resume cycle before settling down.


Chrome OS remembers your last window size (floating or full-screen).
On the next launch of your app, you will return to that size.
One oddity: if another window takes over the full screen, even
though your window is no longer visible, your activity is not
stopped. It is paused — that will happen once the window loses
the focus. The only time you are stopped is if the window is
minimized (or the activity is being destroyed).
Touchscreen and Keyboard Input
As noted earlier, not all Chrome OS devices have touchscreens.
Chromebooks will have trackpads; Chromeboxes will rely on mice.
And pretty much all Chrome OS devices will have full keyboards.
For touchscreen-equipped Chromebooks, the full suite of
gestures should be available to developers. However, for devices
lacking a touchscreen, using Android apps becomes… interesting.
For example, to scroll a ListView or RecyclerView, you cannot
simply drag a scrollbar, because there is no scrollbar. Even if
you putter around and arrange for scrollbars to become visible,
they do not respond to touch input. Instead, users need to know
to press a meta key (e.g., Ctrl) while “swiping” the list with
the mouse to be able to scroll. This is somewhat easier with a
trackpad, as a two-finger swipe will scroll the list.
However, you really need to consider
optimizing your app for keyboards and mice, rather
than assuming touchscreens or trackpads with Chrome OS.
Storage
Internal and external storage both work fine on Chrome OS.
However, outside of debugging tools, you do not have any ability to work
with the files themselves as a developer, much like how you are limited
in accessing files that are part of an emulator image.
The exception, as noted earlier in this chapter, is the Downloads
directory on external storage. This is also available to Chrome OS
users via the Files app.
Note that the Storage Access Framework works, for things like
ACTION_OPEN_DOCUMENT and ACTION_CREATE_DOCUMENT. You do not have
access to removable storage, though, even through the Storage
Access Framework.
Notifications
Notifications work… at least to some extent.
Their look and feel gets normalized to Chrome OS styling, so they will
not look like standard Android notifications:

[image: Android Notification with Two Actions on Chrome OS]

Figure 1070: Android Notification with Two Actions on Chrome OS
Also, actions seem to automatically cancel the Notification, even
if that is not what you intended.
Internet Access
On the whole, HTTP access “just works”, whether you are using WebView
or HttpUrlConnection.
SSL also “just works”, subject to the same sorts of limitations that
you see in normal Android development, such as what root certificates
are available for validating the SSL certificate for a particular https://
URL.
The author has not tested lower-level socket operations at this time.
Miscellaneous Oddities
Theme.Translucent.NoTitleBar does not work, insofar as you will
still wind up with a window in Chrome OS, one with an all-black
background:

[image: Invisible Activity on Chrome OS]

Figure 1071: “Invisible” Activity on Chrome OS
Android apps cannot work with external displays
plugged into the Chrome OS device, using Presentation or similar techniques.
It is possible that this is because some Chrome OS devices do not have
their own built-in displays (e.g., ChromeBoxes) and rely on an external
display as their primary display.
Distribution Options
Obviously, with the right manifest settings, you can distribute your
app via the Play Store.
However, at the present time, sideloading is not an option, except for people
who have gone through the steps outlined in this chapter to turn their Chrome OS
devices into developer machines. Few users will be doing this. Hence, the Play Store
is your only practical distribution channel right now.
Getting Help
The official support point is the #AndroidAppsOnChromeOS hashtag
on the Android developer Google+ community.
There is an equivalent tag on Stack Overflow,
which briefly was an official support point before being replaced
by Google+.
If you encounter bugs, you are supposed to be able to file issues
through this link on the Chromium
issue tracker.
Drag and Drop
Desktop applications have long offered drag-and-drop,
both within and between applications.
Android has supported this for quite some time, but you could only
drag and drop within a single activity. As a result, this was not
especially popular.
However, starting in Android 7.0, you can drag and drop between applications,
so long as their windows are visible in a multi-window environment.
Not only does this make drag-and-drop more compelling in general, but
in a freeform multi-window environment, users will expect Android apps
to behave like their desktop counterparts. Hence, users will expect
drag-and-drop capabilities where it makes sense.
In this chapter, we will explore Android’s drag-and-drop facility, including
how to perform it between separate applications.
Prerequisites
Understanding this chapter requires that you have read the core chapters
of this book, as well as the chapter on the clipboard.
One example uses RecyclerView, so reviewing
that chapter is a good idea. Similarly, one sample
uses StreamProvider, so you may wish to read the section on it
as well.
The Scope of Drag and Drop
Since the term “drag-and-drop” means different things to different people –
including different developers used to different platforms — it will help
if we understand exactly what Android’s definition of “drag-and-drop” is.
What Are We Dragging and Dropping?
In Android, the focus is on dragging and dropping content, meaning some
information identified by a Uri and an associated MIME type. We
are using the drag-and-drop process to select some piece of content
and inform something else about that content. Specifically, the
content that we are dragging and dropping is represented by a ClipData
object, the same as we could use with the clipboard.
Technically, the ClipData does not have to represent content. The
clipboard supports plain text ClipData items, and nothing is stopping
you from using drag and drop for plain text as a result. When dragging
and dropping between apps, this may cause some compatibility issues,
though the drag-and-drop framework takes steps to help deal with this.
Within an app, options like plain text allow you to “cheat” to an extent,
allowing drag-and-drop to support anything you want, so long as you can
identify the specific “anything you want” by a string ID or key.
From the user’s standpoint, the user is dragging some visual representation
of this content. That can be whatever bitmap you want, and you will have
a few options for specifying what this bitmap is. This bitmap is referred
to as the “shadow”.
Where Are We Dragging From?
You will need to provide some UI that triggers a drag-and-drop operation,
not only allowing the user to say “let’s drag this somewhere” but also
“here is what ‘this’ I want to drag”.
A typical trigger for this is a long-click. So, for example, a long-click
on a list row might trigger a drag-and-drop of the content identified
by that row.
Usually, the trigger is tied to some view, as drag-and-drop intrinsically
is a visual operation. Technically, this is not required, if you can find
some other approach that users will understand and appreciate.
Where Are We Dropping To?
You will need to identify possible drop targets, in the form of views.
A view can be registered as a potential drop target, then stipulate whether
it is a candidate for a specific drag-and-drop operation when that
operation begins. For example, if you have two lists, and you want the user
to drag items between the lists, both are potential drop targets. However,
you might elect to say that the user cannot drag from a list back into
that same list, so if the content being dragged originated from the list,
that list is not a candidate for that specific drag-and-drop operation.
The Pieces of Drag-and-Drop
As noted above, what we are really dragging and dropping is a ClipData,
which can represent whatever we want, so long as the recipient of that
ClipData knows how to work with whatever the provider of that ClipData
put in it.
However, there are a few other pieces to the drag-and-drop process.
The Drag Shadow
The drag shadow is the visual representation of what the user is dragging
and dropping. Programmatically, the shadow is defined as an instance
of View.DragShadowBuilder (which, despite the name, does not implement
a builder-style API).
You have two main choices for creating this shadow: use a View, or
use a Canvas.
…From a View
You can create a View.DragShadowBuilder via the constructor that takes
a View as a parameter. This tells View.DragShadowBuilder that the
drag shadow should be a translucent copy of whatever the View
is showing at the time we start the drag-and-drop operation.
This is very easy to implement, and it works well if you have a View
that makes for a likely visual representation of what is being dragged
and dropped.
On the other hand, it will not handle all scenarios. Suppose that you
want to allow the user to drag from a list. Furthermore, suppose that
you want the user to be able to multi-select items in the list and drag the
entire selection. Now you no longer have a single View that you can
use as the basis for the drag shadow.
Also, keep the drag shadow relatively small. It needs to be big enough
that the user can see it despite a finger potentially being in the way.
However, it also needs to be small enough to make it clear where the
user is dropping it. This is another reason why the multi-select list
scenario does not work well with creating a View.DragShadowBuilder
from a View — even if you chose the ListView or RecyclerView as
being the View from which to create the drag shadow, odds are that
the list will be far too large.
…From a Canvas
For cases where using a View as the basis of your drag shadow will
not work, you can create your own subclass of View.DragShadowBuilder
and define the drag shadow however you want.
To do this, you will override two methods. One is onProvideShadowMetrics(),
where you fill in a pair of Point objects. The first represents
the size of the drag shadow in pixels. The other represents the point
within the drag shadow where the touch point will be — in other words,
where is the drag shadow with respect to where the finger is touching
the screen.
The other method is onDragShadow(), where you are given an appropriately-sized
Canvas and you can draw whatever you want into that Canvas to serve
as the drag shadow. For example, you might draw a Bitmap in onDragShadow()
using the dimensions of the Bitmap and its center point in
onProvideShadowMetrics().
Technically, you can combine the two approaches. You create the
View.DragShadowBuilder using a View but then override one or both
of the aforementioned View.DragShadowBuilder methods to alter the
default behavior a bit. For example, by default, the touch point will
be the center of the View, but you might want the touch point to
be offset towards one corner — you could handle this by overriding
onProvideShadowMetrics(), chaining to the superclass, then updating
the second Point object as you see fit.
The Drag Event Listener
To react to drag events in a drop target View, you can call
setOnDragListener(), supplying an implementation of View.OnDragListener.
This interface has a single method, onDrag(), that you will need
to implement.
The sample apps in this chapter implement View.OnDragListener on the
activity that has the drop targets. Typically, you will implement
View.OnDragListener on whatever object in your UI handles events raised
by the widgets (e.g., a controller or presenter).
The Drag Events
onDrag() of your View.OnDragListener is passed two objects:
the View that you called setOnDragListener() on, and a DragEvent
representing what is happening with respect to the drag-and-drop process.
The DragEvent contains an action int value, representing what the
state change is in the drag-and-drop operation. Depending on the action,
other aspects of the DragEvent may be available to you as well.
ACTION_DRAG_STARTED
When the user begins a drag-and-drop operation, and your window is
visible (e.g., the user started the drag-and-drop within your own
activity), you will receive a DragEvent whose action is
ACTION_DRAG_STARTED.
Your primary job is to return true from onDrag() if you wish to be considered
a drop target for this drag-and-drop operation. Prior to Android 7.0,
you might always return true, since you are certain to be in control
over both the drag and the drop. Starting with Android 7.0, you might
conditionally return true, if the drag-and-drop operation looks like
it might be one that you can handle. Unfortunately, your primary
means of determining this is via getClipDescription() on the DragEvent,
which gives you a ClipDescription describing the ClipData that is the
content. This does not give you much to go on, as we will see in
upcoming samples.
If you are a valid drop target, you might also consider adjusting the
look and feel of this View to indicate to the user that this is a valid
drop target. Android does not do anything on its own for this. You might
tint the View, or add an outline, or something, to help clue the user
in that dropping over your View might have a positive result.
If you return true, you will be notified about the progress of the drag-and-drop
event through the other event actions listed below. If you return false,
you are indicating that this drag-and-drop operation does not concern
you, and you will not be given any further DragEvents for it.
ACTION_DRAG_ENTERED
You will receive a DragEvent with this action once it is possible
for the user to drop in your View. This will come when the drag
shadow enters the bounding box of the View (not necessarily only
where pixels are drawn for the view).
If you are still interested in this drag-and-drop operation, you should:

	Return true from onDrag(), and

	Alter the widget’s appearance yet again, to reflect the fact that if the
user lifts her finger, the content will be dropped into this widget


If precise placement within the widget is important for the drag-and-drop
operation (e.g., you wish to highlight some specific cell in a grid),
you can call getX() and getY() on the DragEvent to try to determine
where the drop point is. Unfortunately, it is not documented whether
getX() and getY() are relative to your widget, the screen, or something
else.
ACTION_DRAG_LOCATION
If you return true from the ACTION_DRAG_ENTERED DragEvent, you
may receive additional DragEvents with ACTION_DRAG_LOCATION actions,
indicating that the user has moved within the bounding box of your
widget. If you are using getX() and getY() to deal with the highlighting,
these values will have changed, and so you will want to update the
highlighting to match.
ACTION_DRAG_EXITED
If you return true from the ACTION_DRAG_ENTERED DragEvent, you
may receive a DragEvent for ACTION_DRAG_EXITED. This indicates
that the user dragged the item outside of your widget without dropping
it. Any state changes to your widget, such as a highlight, that you
applied in ACTION_DRAG_ENTERED or ACTION_DRAG_LOCATION should be
reverted. However, the drag-and-drop operation is still proceeding, so
any highlight you use for that (e.g., in ACTION_DRAG_STARTED) should
still be used.
ACTION_DROP
Of course, the fun action is ACTION_DROP, which means that the user
dropped the content over this widget as the drop target. You can call
getClipData() to get at the ClipData for this content, along
with final getX() and getY() values.
If you return true in onDrag(),
this indicates that you handled the drop request.
However, you may not be able to handle the drop request. For example,
suppose you are looking to have a Uri pointing to a video be dropped
into your app. All you can determine from the ClipDescription, in your
ACTION_DRAG_STARTED processing, is that the ClipData has a Uri.
So, you have to return true from onDrag() in your ACTION_DRAG_STARTED
logic. But, then, in ACTION_DROP processing, when you get the real Uri,
you find out that it has a different MIME type (e.g., text/html,
instead of video/*). You will need to return false from onDrag()
in your ACTION_DROP logic. Unfortunately, what happens from this
point forward is undocumented.
ACTION_DRAG_ENDED
If you returned true from the ACTION_DRAG_STARTED DragEvent, you
should receive a DragEvent when the drag-and-drop operation is over,
with ACTION_DRAG_ENDED as the action. Any state change you made to
your widget in ACTION_DRAG_STARTED should be reverted here. If
it matters to you whether the user did a valid drop or not, call
getResult() on the DragEvent to find out
.
Drag-and-Drop, within an Activity
The classic drag-and-drop scenario, prior to Android 7.0, was to drag-and-drop
between widgets in a single activity.
The
DragDrop/Simple
sample project demonstrates this scenario. It is based on the
RecyclerView/VideoList sample app from the chapter on RecyclerView.
The Landscape Layout
On smaller screens, we just have the RecyclerView as before. However,
on larger screens (e.g., 9" tablets in landscape), we put a VideoView
and an ImageView alongside the RecyclerView:

<?xml version="1.0" encoding="utf-8"?>
<LinearLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:orientation="horizontal">

  <android.support.v7.widget.RecyclerView android:id="@+id/video_list"
    xmlns:android="http://schemas.android.com/apk/res/android"
    android:layout_width="0dp"
    android:layout_height="match_parent"
    android:layout_weight="1" />

  <LinearLayout
    android:layout_width="0dp"
    android:layout_height="match_parent"
    android:layout_weight="1"
    android:orientation="vertical">

    <FrameLayout
      android:id="@+id/video_frame"
      android:layout_width="match_parent"
      android:layout_height="0dp"
      android:layout_marginBottom="4dp"
      android:layout_weight="1"
      android:padding="4dp">

      <VideoView
        android:id="@+id/player"
        android:layout_width="match_parent"
        android:layout_height="match_parent"
        android:layout_gravity="center" />
    </FrameLayout>

    <FrameLayout
      android:id="@+id/thumbnail_frame"
      android:layout_width="match_parent"
      android:layout_height="0dp"
      android:layout_weight="1"
      android:padding="4dp">

      <ImageView
        android:id="@+id/thumbnail_large"
        android:layout_width="match_parent"
        android:layout_height="match_parent"
        android:scaleType="centerInside" />
    </FrameLayout>
  </LinearLayout>
</LinearLayout>

(from DragDrop/Simple/app/src/main/res/layout-w800dp/main.xml)
The idea is that the user will be able to drag from the RecyclerView
into the other two widgets, which will play the video or show a larger
rendition of the thumbnail, respectively.
The VideoView and the ImageView are each wrapped in a FrameLayout.
Mostly, that is to give us a place to render a border around the widgets,
indicating that they are drop targets. We have a pair of <shape>
drawables for this. One is a red dashed line indicating a potential drop
target:

<?xml version="1.0" encoding="utf-8"?>
<shape xmlns:android="http://schemas.android.com/apk/res/android"
  android:shape="rectangle">
  <stroke
    android:width="2dp"
    android:dashGap="8dp"
    android:dashWidth="8dp"
    android:color="#ff0000" >
  </stroke>
</shape>

(from DragDrop/Simple/app/src/main/res/drawable-nodpi/droppable.xml)
The other is a solid green line indicating a “live” drop target, used
to indicate that dropping the content here should work:

<?xml version="1.0" encoding="utf-8"?>
<shape xmlns:android="http://schemas.android.com/apk/res/android"
  android:shape="rectangle">
  <stroke
    android:width="4dp"
    android:color="#2e7d32" >
  </stroke>
</shape>

(from DragDrop/Simple/app/src/main/res/drawable-nodpi/drop.xml)
Registering as Drop Targets
This version of the sample app avoids the RecyclerViewActivity used
in the RecyclerView/VideoList sample app. Instead, MainActivity manages
all of its widgets directly, including the RecyclerView.
In onCreate(), after inflating the layout, we attempt to retrieve the
VideoView and ImageView. If we find them, we call setOnDragListener(),
supplying our MainActivity instance itself as the OnDragListener
implementation:

    player=findViewById(R.id.player);

    if (player!=null) {
      player.setOnDragListener(this);
    }

    thumbnailLarge=findViewById(R.id.thumbnail_large);

    if (thumbnailLarge!=null) {
      thumbnailLarge.setOnDragListener(this);
    }


(from DragDrop/Simple/app/src/main/java/com/commonsware/android/dragdrop/MainActivity.java)
We will examine the onDrag() method that OnDragListener requires shortly.
Starting to Drag
This app supports a long-click on a row in our RecyclerView to enter
drag-and-drop mode, as we call setOnLongClickListener() on the row
itself, in RowController (our RecyclerView.ViewHolder for our list rows):

  RowController(View row) {
    super(row);

    title=(TextView)row.findViewById(android.R.id.text1);
    thumbnail=(ImageView)row.findViewById(R.id.thumbnail);

    row.setOnClickListener(this);
    row.setOnLongClickListener(this);
  }


(from DragDrop/Simple/app/src/main/java/com/commonsware/android/dragdrop/RowController.java)
In onLongClick(), we:

	Create a ClipData based on the Uri obtained from MediaStore
for the video, plus its caption (pulled from the title TextView)

	Create a drag shadow, using View.DragShadowBuilder, with the
thumbnail ImageView as the basis

	Call startDrag() on the row itself, accessed via the itemView
field on the ViewHolder base class



  @Override
  public boolean onLongClick(View v) {
    ClipData clip=ClipData.newRawUri(title.getText(), videoUri);
    View.DragShadowBuilder shadow=new View.DragShadowBuilder(thumbnail);

    itemView.startDrag(clip, shadow, Boolean.TRUE, 0);

    return(true);
  }


(from DragDrop/Simple/app/src/main/java/com/commonsware/android/dragdrop/RowController.java)
Besides the ClipData and View.DragShadowBuilder, startDrag()
takes two other parameters:

	An arbitrary Object referred to as the “local state”, which can
provide additional information between the drag source and the drop
target, but only when both are in the same window (usually meaning the same
activity)

	A set of flags (here unused, so set to 0)


For the local state, we are using Boolean.TRUE. That is a fairly
arbitrary choice, but it is a good idea to pass a non-null value here,
for reasons that we will get into
later in this chapter.
Reacting to Drag Events
Our onDrag() method in MainActivity will handle all of the events
related to our registered drop targets:

  @Override
  public boolean onDrag(View v, DragEvent event) {
    boolean result=true;

    switch (event.getAction()) {
      case DragEvent.ACTION_DRAG_STARTED:
        if (event.getLocalState()==null) {
          result=false;
        }
        else {
          applyDropHint(v, R.drawable.droppable);
        }
        break;

      case DragEvent.ACTION_DRAG_ENTERED:
        applyDropHint(v, R.drawable.drop);
        break;

      case DragEvent.ACTION_DRAG_EXITED:
        applyDropHint(v, R.drawable.droppable);
        break;

      case DragEvent.ACTION_DRAG_ENDED:
        applyDropHint(v, -1);
        break;

      case DragEvent.ACTION_DROP:
        ClipData.Item clip=event.getClipData().getItemAt(0);
        Uri videoUri=clip.getUri();

        if (v==player) {
          player.setVideoURI(videoUri);
          player.start();
        }
        else {
          Picasso.with(thumbnailLarge.getContext())
            .load(videoUri.toString())
            .fit().centerCrop()
            .placeholder(R.drawable.ic_media_video_poster)
            .into(thumbnailLarge);
        }

        break;
    }

    return(result);
  }


(from DragDrop/Simple/app/src/main/java/com/commonsware/android/dragdrop/MainActivity.java)
For most of the actions, we apply (or remove) a drawable from the
FrameLayout containers wrapping our VideoView and ImageView widgets,
via an applyDropHint() utility method:

  private void applyDropHint(View v, int drawableId) {
    View parent=(View)v.getParent();

    if (drawableId>-1) {
      parent.setBackgroundResource(drawableId);
    }
    else {
      parent.setBackground(null);
    }
  }


(from DragDrop/Simple/app/src/main/java/com/commonsware/android/dragdrop/MainActivity.java)
Here, we use -1 as the “ID” of a resource meaning to remove any previous
background.
In onDrag(), we ignore ACTION_DRAG_LOCATION events, as we are not
using getX() and getY() and so do not care if those values change.
However, we do handle two actions a bit differently:

	
ACTION_DRAG_STARTED examines the local state and rejects any DragEvent
where that state is null, for reasons that we will get into
later in this chapter


	
ACTION_DROP retrieves the
ClipData.Item for the ClipData we set as the drag content, retrieves
the Uri of the video from the ClipData.Item, then either plays the
video or shows the thumbnail, depending on which widget the user
dropped the content into


The Result
If you run the sample app on a large-enough device with a roster of videos,
you will get the list of videos on one side, and the empty VideoView
and ImageView on the other side:

[image: Simple Drag-and-Drop Demo, As Initially Launched]

Figure 672: Simple Drag-and-Drop Demo, As Initially Launched
Once the user long-taps on a list row, a shadow based on the thumbnail
appears under the user’s finger, and the two drop targets show their
red dashed outlines:

[image: Simple Drag-and-Drop Demo, After Drag Started]

Figure 673: Simple Drag-and-Drop Demo, After Drag Started
If the user drags the drop shadow over one of the drop targets, it
gets the ACTION_DRAG_ENTERED event and changes its outline to
the green solid line:

[image: Simple Drag-and-Drop Demo, After Drag Enters Drop Target]

Figure 674: Simple Drag-and-Drop Demo, After Drag Enters Drop Target
Finally, if the user drops the item in one of the drop targets, it
receives the ACTION_DROP event and can actually use the content:

[image: Simple Drag-and-Drop Demo, After Drop]

Figure 675: Simple Drag-and-Drop Demo, After Drop
Note that both widgets no longer show an outline, as they each received
ACTION_DROP_ENDED, where they removed their outlines.
The Android 9.0 Bug
Simply put, the local state does not work on Android 9.0.
getLocalState() always returns null. Reportedly, this is fixed for a future
version of Android, but it is unlikely that this fix will ever make it to
Android 9.0 devices.
As a result, you will need an alternative to the local state, at least for
Android 9.0 devices.
Drag-and-Drop, Between Apps
Android 7.0’s multi-window capability ushers in a new era for drag-and-drop,
where users drag-and-drop between apps. In theory, very little has to
change to support drag-and-drop between apps.
However, there are challenges, the biggest one being permissions.
The app with the drop target needs permission to work with whatever
content is represented in the drag-and-drop operation. If that
content is simply some plain text or something else that can be
stuffed into a ClipData, permissions are part of drag-and-drop
processing, as only the drop target selected by the user gets the
ACTION_DROP event and can access that ClipData.
However, if the ClipData contains one or more Uri values, the app
with the drop target needs access to that underlying content, just as it
needs it for the clipboard or any other situation where a Uri is passed
between apps.
The
DragDrop/Permissions
sample project demonstrates dragging and dropping between apps. This
project has two app modules: drag and drop. As you might imagine, drag
contains an activity that allows the user to drag something (in this case,
an image), while drop contains an activity that accepts an image Uri
and displays it.
Because cross-app drag-and-drop requires Android 7.0, both modules are set
up with 7.0-compatible build settings in build.gradle — we will see
the drag/build.gradle file shortly.
The Drag App
The drag app has a very simple UI: a single ImageView, set to
fill the available space:

<?xml version="1.0" encoding="utf-8"?>
<ImageView android:id="@+id/asset"
  xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:scaleType="fitCenter" />

(from DragDrop/Permissions/drag/src/main/res/layout/main.xml)
The idea is that the user will long-click the ImageView to start the
drag-and-drop operation. Hence, this is reminiscent of the DragDrop/Simple
app, just with a single image, rather than one per row in a list.
The Custom Shadow
One problem with using the ImageView as the way to start the drag-and-drop
operation comes with the drag shadow. In DragDrop/Simple, we used the
image as the drag shadow. This worked well, because the image was a
thumbnail, which usually is a good size for a drag shadow. In the drag
app in DragDrop/Permissions, though, the ImageView is huge, far too
large to use as the drag shadow. As a result, we cannot use the ImageView
directly as before, but instead need to create a custom View.DragShadowBuilder
subclass, named ThumbDragShadow:

  private class ThumbDragShadow extends View.DragShadowBuilder {
    @Override
    public void onProvideShadowMetrics(Point shadowSize,
                                       Point shadowTouchPoint) {
      shadowSize.set(iv.getWidth()/8, iv.getHeight()/8);
      shadowTouchPoint.set(shadowSize.x/2, shadowSize.y/2);
    }

    @Override
    public void onDrawShadow(Canvas canvas) {
      iv.draw(canvas);
    }
  }


(from DragDrop/Permissions/drag/src/main/java/com/commonsware/android/dragdrop/MainActivity.java)
This is a nested class inside MainActivity, and so it has access to the
fields of MainActivity, such as our ImageView, named iv.
In onProvideShadowMetrics(), we set the size of the shadow to be 1/8th
of the size of the ImageView. This is a sloppy approach and may wind
up with too small of an image on smaller-screen devices. However, it does
keep the aspect ratio of the ImageView. In addition, we set the
touch point to be in the middle of the image — based on
some Google sample code,
it appears that this is a reasonable algorithm.
In onDrawShadow(), we need to draw something on the supplied Canvas
that represents the drag shadow. In this case, we ask the ImageView
to draw itself into that Canvas. This results in a cropped image,
as the ImageView is much larger than our Canvas, which is sized
based on the Point values we populated in onProvideShadowMetrics().
A better implementation would work with a Bitmap and scale it so the
entire image would be seen in the drag shadow; this approach is used here
for simplicity.
The StreamProvider
The image itself is stored in assets/. The photo is of
One World Trade Center
(a.k.a., “Freedom Tower”) in New York City.
The reason for storing it in assets/ is that not only do we need
the image, but we need to provide other apps with access to the image.
In this app, we will handle that using StreamProvider, from the author’s
CWAC-Provider library, as described in
one of the chapters on the ContentProvider component.
To that end, we include the cwac-provider artifact in our drag/build.gradle
file:

apply plugin: 'com.android.application'

dependencies {
    compile 'com.android.support:recyclerview-v7:25.3.1'
    compile 'com.squareup.picasso:picasso:2.5.2'
}

android {
    compileSdkVersion 24
    buildToolsVersion '26.0.2'

    defaultConfig {
        applicationId "com.commonsware.android.dragdrop.drag"
        minSdkVersion 24
        targetSdkVersion 24
    }

    aaptOptions {
        noCompress 'jpg'
    }
}

repositories {
    maven {
        url "https://s3.amazonaws.com/repo.commonsware.com"
    }
}

dependencies {
    compile 'com.commonsware.cwac:provider:0.4.0'
}



(from DragDrop/Permissions/drag/build.gradle)
Also note that we take steps to ensure that the build tools do not try to compress
the JPEG further, by excluding jpg files from aapt compression
via noCompress in aaptOptions
The manifest contains a <provider> element for our StreamProvider:

    <provider
      android:name="com.commonsware.cwac.provider.StreamProvider"
      android:authorities="${applicationId}.provider"
      android:exported="false"
      android:grantUriPermissions="true">
      <meta-data
        android:name="com.commonsware.cwac.provider.STREAM_PROVIDER_PATHS"
        android:resource="@xml/provider"/>
      <meta-data
        android:name="com.commonsware.cwac.provider.USE_LEGACY_CURSOR_WRAPPER"
        android:value="true"/>
    </provider>


(from DragDrop/Permissions/drag/src/main/AndroidManifest.xml)
That sets up the authority string to be the application ID with
.provider appended. It also points StreamProvider to some
XML metadata in res/xml/provider.xml:

<?xml version="1.0" encoding="utf-8"?>
<paths>

  <asset name="assets" />

</paths>

(from DragDrop/Permissions/drag/src/main/res/xml/provider.xml)
Here, we say that we are willing to serve anything from assets/.
The Drag Request
In onCreate(), we use Picasso to load the image out of assets/ and
display it. However, we also register a Callback to find out when
that has been completed:

  @Override
  public void onCreate(Bundle state) {
    super.onCreate(state);
    setContentView(R.layout.main);

    iv=(ImageView)findViewById(R.id.asset);

    Picasso.with(this)
      .load("file:///android_asset/FreedomTower-Morning.jpg")
      .fit().centerCrop()
      .into(iv, new Callback() {
        @Override
        public void onSuccess() {
          iv.setOnLongClickListener(MainActivity.this);
        }

        @Override
        public void onError() {
          // TODO
        }
      });
  }


(from DragDrop/Permissions/drag/src/main/java/com/commonsware/android/dragdrop/MainActivity.java)
We only call setOnLongClickListener() once the image has been loaded
successfully, as until then, the user would not know what she is dragging
and dropping.
Then, in onLongClick(), we start the drag-and-drop operation:

  @Override
  public boolean onLongClick(View view) {
    Uri uri=PROVIDER
      .buildUpon()
      .appendEncodedPath(StreamProvider.getUriPrefix(AUTHORITY))
      .appendEncodedPath("assets/FreedomTower-Morning.jpg")
      .build();

    ClipData clip=ClipData.newRawUri(getString(R.string.msg_photo), uri);
    View.DragShadowBuilder shadow=new ThumbDragShadow();

    iv.startDragAndDrop(clip, shadow, Boolean.TRUE,
      View.DRAG_FLAG_GLOBAL|View.DRAG_FLAG_GLOBAL_URI_READ|
        View.DRAG_FLAG_GLOBAL_PERSISTABLE_URI_PERMISSION);

    return(true);
  }


(from DragDrop/Permissions/drag/src/main/java/com/commonsware/android/dragdrop/MainActivity.java)
First, we need a Uri pointing to our asset. We build such a Uri
from:

	A static PROVIDER Uri, which incorporates our authority string:



  private static final String AUTHORITY=
    BuildConfig.APPLICATION_ID+".provider";
  private static final Uri PROVIDER=
    Uri.parse("content://"+AUTHORITY);


(from DragDrop/Permissions/drag/src/main/java/com/commonsware/android/dragdrop/MainActivity.java)

	The unique prefix used for this app by StreamProvider (via getUriPrefix())

	The path to our asset


We then build a ClipData from that Uri, plus a string pulled from
a resource. Note that it is unclear where this string is used, though
accessibility options is one likely candidate.
The drag shadow is an instance of the ThumbDragShadow shown above.
To start the drag-and-drop operation, we call startDragAndDrop().
This is simply a new name for the startDrag() method. startDrag() is
marked as deprecated in Android 7.0, replaced with startDragAndDrop().
However, for older, in-app drag-and-drop, feel free to use startDrag(),
as it is your only option for Android 6.0 and older devices.
This time, we pass in some flags:

	
DRAG_FLAG_GLOBAL indicates that we want the drag-and-drop operation
to work between apps. If we left the flags as 0, the drag-and-drop would
be limited only to this app. In this respect, a drag is local by default,
with cross-app drag-and-drop being something you have to explicitly
opt into.

	
DRAG_FLAG_GLOBAL_URI_READ indicates that we want the other app to be
able to read the content identified by the Uri that we are putting
into the ClipData. Without this, any app receiving the DragEvent
would be unable to display the image. Note that there is an equivalent
DRAG_FLAG_GLOBAL_URI_WRITE if you want to offer write access.

	
DRAG_FLAG_GLOBAL_PERSISTABLE_URI_PERMISSION indicates that we want
to grant the recipient app durable rights to the content identified by
the Uri that we are putting into the ClipData. The term
“persistable”, and the documentation for this flag, suggests that this
access survives reboots. That may be excessive here. We will explore
why we are using this flag when we look at the drop app.


The Drop App
The drop app is a version of the drop logic from
DragDrop/Simple, reduced to just handling the drop in an ImageView.
However, it does have a few wrinkles, both related to drag-and-drop
(permissions) and related to general Android development (configuration
change support).
The Layout
The revised layout is simply the ImageView, wrapped in the FrameLayout
for the drop hint drawables:

<?xml version="1.0" encoding="utf-8"?>
<FrameLayout android:id="@+id/thumbnail_frame"
  xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:layout_margin="4dp"
  android:padding="4dp">

  <ImageView
    android:id="@+id/thumbnail_large"
    android:layout_width="match_parent"
    android:layout_height="match_parent"
    android:scaleType="centerInside" />
</FrameLayout>


(from DragDrop/Permissions/drop/src/main/res/layout/main.xml)
In onCreate() and onSaveInstanceState(), we load that layout, get
the ImageView, and populate it (via the same showThumbnail() as before)
if we have a thumbnailUri from our saved instance state Bundle:

  @Override
  public void onCreate(Bundle state) {
    super.onCreate(state);
    setContentView(R.layout.main);

    image=(ImageView)findViewById(R.id.thumbnail_large);
    image.setOnDragListener(this);

    if (state!=null) {
      imageUri=state.getParcelable(STATE_IMAGE_URI);

      if (imageUri!=null) {
        showThumbnail();
      }
    }
  }

  @Override
  protected void onSaveInstanceState(Bundle outState) {
    super.onSaveInstanceState(outState);

    outState.putParcelable(STATE_IMAGE_URI, imageUri);
  }


(from DragDrop/Permissions/drop/src/main/java/com/commonsware/android/dragdrop/MainActivity.java)
The Drag Event
The onDrag() method is the same as before, except for two events:
ACTION_DRAG_STARTED and ACTION_DROP.
We are expecting to get a Uri pointing to an image from the outside
app via a drag-and-drop operation. Ideally, we would validate that
in ACTION_DRAG_STARTED, returning false if the content is something
else:

  @Override
  public boolean onDrag(View v, DragEvent event) {
    boolean result=true;

    switch (event.getAction()) {
      case DragEvent.ACTION_DRAG_STARTED:
        if (event
          .getClipDescription()
          .hasMimeType(ClipDescription.MIMETYPE_TEXT_URILIST)) {
          applyDropHint(v, R.drawable.droppable);
        }
        else {
          result=false;
        }

        break;

      case DragEvent.ACTION_DRAG_ENTERED:
        applyDropHint(v, R.drawable.drop);
        break;

      case DragEvent.ACTION_DRAG_EXITED:
        applyDropHint(v, R.drawable.droppable);
        break;

      case DragEvent.ACTION_DRAG_ENDED:
        applyDropHint(v, -1);
        break;

      case DragEvent.ACTION_DROP:
        requestDragAndDropPermissions(event);

        ClipData.Item clip=event.getClipData().getItemAt(0);

        imageUri=clip.getUri();
        showThumbnail();
        break;
    }

    return(result);
  }


(from DragDrop/Permissions/drop/src/main/java/com/commonsware/android/dragdrop/MainActivity.java)
Unfortunately, all we can do is determine that we are getting some
Uri. The MIME type in our ClipDescription is not the MIME type of
the content underlying our Uri, but rather will be
ClipDescription.MIMETYPE_TEXT_URILIST. This is because a ClipData
can have several items, each with Uri values. We have no way, given
just the ClipDescription to determine if we actually have an image
Uri. So, as long as we are getting a Uri value, we assume that the
drop might be meaningful and return true.
For ACTION_DROP, we first call requestDragAndDropPermissions(), to
grant our app the rights offered to us by whatever app initiated the
drag-and-drop operation:

      case DragEvent.ACTION_DROP:
        requestDragAndDropPermissions(event);

        ClipData.Item clip=event.getClipData().getItemAt(0);

        imageUri=clip.getUri();
        showThumbnail();
        break;


(from DragDrop/Permissions/drop/src/main/java/com/commonsware/android/dragdrop/MainActivity.java)
The requestDragAndDropPermissions() method returns a DragAndDropPermissions
object. The JavaDocs for this class point out the lifetime of our
permissions:

The life cycle of the permissions is bound to the activity used to call requestDragAndDropPermissions(). The permissions are revoked when this activity is destroyed, or when release() is called, whichever occurs first. 


However, the user could destroy your activity at any point in time,
via a configuration change. As a result, you have three main options here:

	Make a local copy of the content as soon as you get the Uri, hopefully
before your activity gets destroyed via a configuration change

	Opt out of the automatic destroy-and-recreate cycle for configuration
changes for any activity that has drop targets, via android:configChanges
in the manifest, and deal with all the problems that technique raises

	Ignore the issue and hope that the app that started the drag-and-drop
operation included DRAG_FLAG_GLOBAL_PERSISTABLE_URI_PERMISSION in
its startDragAndDrop() call


But, after the requestDragAndDropPermissions() call, we grab the
first Uri out of the ClipData, store that in the imageUri field,
and have showThumbnail() display that image via Picasso. A better
approach would examine each possible Uri in the ClipItem for one
that represents an image (showing that one), and returning false
from onDrag() if no such Uri is found, so the drag-and-drop operation
remains active.
The Results
If you run both apps, and have them both visible in a multi-window
environment (e.g., split-screen mode on a phone or tablet), you will
be able to drag and drop between them:

[image: Cross-App Drag-And-Drop, Showing Both Activities As Initially Launched]

Figure 676: Cross-App Drag-And-Drop, Showing Both Activities As Initially Launched

[image: Cross-App Drag-And-Drop, Showing Drag Shadow]

Figure 677: Cross-App Drag-And-Drop, Showing Drag Shadow

[image: Cross-App Drag-And-Drop, Showing Result of Drag-and-Drop]

Figure 678: Cross-App Drag-And-Drop, Showing Result of Drag-and-Drop
Detecting Cross-App Drag Events
In the DragDrop/Permissions sample,
there is nothing in our onDrag() method, or anywhere else, that indicates
that we want to allow drag events from third-party apps. That happens
by default, and there is no way to stop it. Hence, any app
implementing official drag-and-drop support has to support arbitrary
apps passing in content. With luck,
this too will get changed.
We were given this recipe
for detecting cross-app drag-and-drop:

	Fill in a non-null value for the local state in the call to startDragAndDrop()


	Check in ACTION_DRAG_STARTED to see if the local state is null, in which
case, the drag-and-drop must have started from some other app


However, this does not work well.
The local state is local to a window, not an app or process. As a result,
if your app is visible in more than one window — for example, you
used FLAG_ACTIVITY_LAUNCH_ADJACENT to start up another activity in another
window — then you will lose the local state even for in-app drag-and-drop
across these windows.
In the Simple drag-and-drop sample from earlier,
we check to see if the local state is null and reject the drag event
if it is. There, we are not expecting to have activities in multiple
windows, so all drag-and-drop work should be local.
Conversely, we do not check the local state in the Permissions
sample, where we specifically want cross-app drag-and-drop.
Intra-App Cross-Window Drag-and-Drop
Drag-and-drop not only works between apps with Android 7.0’s multi-window
feature — it also works for two windows within the same app.
The
DragDrop/SplitScreen
sample project is a clone of the DragDrop/Permissions project. However,
both the drag activity (MainActivity) and the drop activity
(DropActivity) are in the same app module (app/).
Also, MainActivity now has an action bar with a “launch” item that,
when tapped, will bring up the DropActivity in an adjacent window:

  @Override
  public boolean onOptionsItemSelected(MenuItem item) {
    if (item.getItemId()==R.id.launch) {
      startActivity(new Intent(this, DropActivity.class)
        .setFlags(Intent.FLAG_ACTIVITY_LAUNCH_ADJACENT |
                  Intent.FLAG_ACTIVITY_NEW_TASK |
                  Intent.FLAG_ACTIVITY_MULTIPLE_TASK));

      return(true);
    }

    return(super.onOptionsItemSelected(item));
  }


(from DragDrop/SplitScreen/app/src/main/java/com/commonsware/android/dragdrop/MainActivity.java)
Launching MainActivity, entering multi-window mode, and launching
DropActivity gives you those two activities in separate windows,
such as in split-screen mode:

[image: Split-Screen Drag Demo, With Both Activities Showing]

Figure 679: Split-Screen Drag Demo, With Both Activities Showing
And, as in the cross-app scenario, you can drag from one window into
the other:

[image: Split-Screen Drag Demo, Part-Way Through a Drag]

Figure 680: Split-Screen Drag Demo, Part-Way Through a Drag

[image: Split-Screen Drag Demo, After Drag-and-Drop]

Figure 681: Split-Screen Drag Demo, After Drag-and-Drop
However, as was noted above, the local state data is lost in these
cross-window drag-and-drop operations, making them indistinguishable from
cross-app drag-and-drop operations.
Pondering Legacy Multi-Window
In principle, cross-app drag-and-drop could work with Samsung’s
legacy multi-window support. However, calling
startDrag() (the pre-Android 7.0 equivalent of startDragAndDrop())
will not grant permissions to the other app to use the content
associated with any Uri. The only way to make this work would be
if the content identified by the Uri was readable by all apps, which
is not great from a security standpoint.
LG’s legacy multi-window support does not seem to support cross-app
drag-and-drop.
Also, Chrome OS does not support cross-app drag-and-drop as of
the August 2016 round of developer previews.
Dragging and Dropping Simple Stuff
This chapter focuses on drag-and-drop of content, represented by a Uri.
That is not your only option, just as that is not your only option for
putting stuff onto, or removing stuff from, the clipboard.
A ClipData object contains one or more ClipData.Item objects.
These can be of three main forms:

	Text, in the form of a CharSequence, including support for any standard
Android spans


	An Intent, usually designed for creating some sort of shortcut to
be able to launch an activity identified by the Intent


	A Uri



Outside of specialized cases (e.g., home screens), if you are not using
Uri, probably you are using text.
If you are implementing a drop target, and all you know how to do is
handle text, you can call coerceToText() on a ClipData.Item object
to get the best text representation of whatever it is. For Uri values
pointing to text content, coerceToText() will read in the content
and return it. For anything else, you get back toString() on the content,
more or less.
Multi-Action Drag-and-Drop
The previous section brings up home screens as an example of drag-and-drop.
On many Android home screen implementations, if you long-click on an icon
in the launcher, you can drag-and-drop that icon into the home screen itself,
thereby creating a shortcut. However, in addition to that, many home screens
also offer special drop targets tied to specific actions, such as “Uninstall”.
If the user drops the icon over the home screen area, a shortcut gets created;
if the user drops the icon over a special drop target, the action
for that target is performed.
You can do this too.
Mostly, it is a matter of arranging to show those special drop targets
only during a drag-and-drop operation, then handling those drops specifically.
However, due to the nature of Android’s view hierarchy and the drag-and-drop
framework, you need to ensure that you show the special drop target’s view
before you start the drag-and-drop operation. Otherwise, the special
drop target’s view will never receive ACTION_DRAG_ENTERED or ACTION_DROP
events.
We can see how this works in practice in the
DragDrop/Action
sample project. This is a clone of the DragDrop/Simple app from earlier
in this chapter, except that we have added a special “Video Info” drop
target.
The Layout
The -w800dp layout is mostly as it was in the original app, except
that we have added an info TextView above the RecyclerView:

<?xml version="1.0" encoding="utf-8"?>
<LinearLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:orientation="horizontal">

  <LinearLayout
    android:layout_width="0dp"
    android:layout_height="match_parent"
    android:layout_weight="1"
    android:orientation="vertical">

    <TextView
      android:id="@+id/info"
      android:layout_width="wrap_content"
      android:layout_height="wrap_content"
      android:layout_gravity="center_horizontal"
      android:layout_margin="8dp"
      android:padding="8dp"
      android:text="@string/label_video_info"
      android:textAppearance="?android:textAppearanceLarge"
      android:visibility="gone" />

    <android.support.v7.widget.RecyclerView
      android:id="@+id/video_list"
      android:layout_width="match_parent"
      android:layout_height="match_parent" />
  </LinearLayout>

  <LinearLayout
    android:layout_width="0dp"
    android:layout_height="match_parent"
    android:layout_weight="1"
    android:orientation="vertical">

    <FrameLayout
      android:id="@+id/video_frame"
      android:layout_width="match_parent"
      android:layout_height="0dp"
      android:layout_marginBottom="4dp"
      android:layout_weight="1"
      android:padding="4dp">

      <VideoView
        android:id="@+id/player"
        android:layout_width="match_parent"
        android:layout_height="match_parent"
        android:layout_gravity="center" />
    </FrameLayout>

    <FrameLayout
      android:id="@+id/thumbnail_frame"
      android:layout_width="match_parent"
      android:layout_height="0dp"
      android:layout_weight="1"
      android:padding="4dp">

      <ImageView
        android:id="@+id/thumbnail_large"
        android:layout_width="match_parent"
        android:layout_height="match_parent"
        android:scaleType="centerInside" />
    </FrameLayout>
  </LinearLayout>
</LinearLayout>

(from DragDrop/Action/app/src/main/res/layout-w800dp/main.xml)
However, this TextView has a visibility of gone at the outset, so
it will not show up for users.
Showing and Hiding the Action
onCreate() initializes an info field with the TextView, much as
it initializes the fields for the VideoView and ImageView:

    player=findViewById(R.id.player);

    if (player!=null) {
      player.setOnDragListener(this);
    }

    thumbnailLarge=findViewById(R.id.thumbnail_large);

    if (thumbnailLarge!=null) {
      thumbnailLarge.setOnDragListener(this);
    }

    info=findViewById(R.id.info);

    if (info!=null) {
      info.setOnDragListener(this);
    }


(from DragDrop/Action/app/src/main/java/com/commonsware/android/dragdrop/MainActivity.java)
However, since info is gone, the user cannot drag anything over it.
We need to arrange to make it visible.
You might try making it visible in onDrag(), when we get the ACTION_DRAG_STARTED
event. After all, this would seem to describe what we want: when the
drag begins, show the special drop target as an option for the user.
Unfortunately, this does not work: while the user can see the info
TextView, that TextView does not get any further onDrag() events.
Instead, we are forced to arrange to make the info view visible before
starting the drag-and-drop operation. As a side effect, that requirement means
that we cannot use this technique for cross-app drag-and-drop, since we
have no idea when some other app starts the drag-and-drop operation.
In fact, it is even a bit awkward to handle in this app, as it is the
RowController that initiates the drag-and-drop operation. The RowController
knows nothing about the info view, nor should it. Instead, we need
to have the RowController let the MainActivity know that a drag-and-drop
operation is about to start, so the activity can show the view.
To that end, RowController defines an OnStartDragListener interface. It
expects to get such a listener as a constructor parameter, storing it in
a field for later use:

class RowController extends RecyclerView.ViewHolder
    implements View.OnClickListener, View.OnLongClickListener {
  interface OnStartDragListener {
    void onStartDrag();
  }

  final private TextView title;
  final private ImageView thumbnail;
  private Uri videoUri=null;
  private String videoMimeType=null;
  final private OnStartDragListener listener;

  RowController(View row, OnStartDragListener listener) {
    super(row);

    this.listener=listener;
    title=(TextView)row.findViewById(android.R.id.text1);
    thumbnail=(ImageView)row.findViewById(R.id.thumbnail);

    row.setOnClickListener(this);
    row.setOnLongClickListener(this);
  }


(from DragDrop/Action/app/src/main/java/com/commonsware/android/dragdrop/RowController.java)
Then, in onLongClick(), if we have a listener, we call onStartDrag()
on it, to indicate that we are about to start a drag-and-drop operation:

  @Override
  public boolean onLongClick(View v) {
    if (listener!=null) {
      listener.onStartDrag();
    }

    ClipData clip=ClipData.newRawUri(title.getText(), videoUri);
    View.DragShadowBuilder shadow=new View.DragShadowBuilder(thumbnail);

    itemView.startDrag(clip, shadow, Boolean.TRUE, 0);

    return(true);
  }


(from DragDrop/Action/app/src/main/java/com/commonsware/android/dragdrop/RowController.java)
The RowController instances are created by the VideoAdapter. Fortunately,
VideoAdapter is a nested class inside of MainActivity. So, we implement
OnStartDragListener on MainActivity and pass the activity instance
to the RowController constructor:

    @Override
    public RowController onCreateViewHolder(ViewGroup parent,
                                            int viewType) {
      return(new RowController(getLayoutInflater()
        .inflate(R.layout.row, parent, false), MainActivity.this));
    }


(from DragDrop/Action/app/src/main/java/com/commonsware/android/dragdrop/MainActivity.java)
All the onStartDrag() method does is make the info view visible:

  public void onStartDrag() {
    info.setVisibility(View.VISIBLE);
  }


(from DragDrop/Action/app/src/main/java/com/commonsware/android/dragdrop/MainActivity.java)
If we make it visible, clearly we need to hide it again at some
future point. That would be when the drag-and-drop operation has completed,
and it is safe for us to mark info as GONE in our handling of
ACTION_DRAG_ENDED in onDrag():

      case DragEvent.ACTION_DRAG_ENDED:
        applyDropHint(v, -1);
        info.setVisibility(View.GONE);
        break;


(from DragDrop/Action/app/src/main/java/com/commonsware/android/dragdrop/MainActivity.java)
Handling Drag Events
We still want to show the drop hint backgrounds, but in this case, we
apply them directly to the TextView, rather than going with a wrapping
FrameLayout. So, we adjust applyDropHint() to only work with the
parent of the view if this is not the info view:

  private void applyDropHint(View v, int drawableId) {
    if (v!=info) {
      v=(View)v.getParent();
    }

    if (drawableId>-1) {
      v.setBackgroundResource(drawableId);
    }
    else {
      v.setBackground(null);
    }
  }


(from DragDrop/Action/app/src/main/java/com/commonsware/android/dragdrop/MainActivity.java)
And, in ACTION_DROP processing, if the user dropped the content over
the info view, we simply show a Toast with the text of the Uri:

      case DragEvent.ACTION_DROP:
        ClipData.Item clip=event.getClipData().getItemAt(0);
        Uri videoUri=clip.getUri();

        if (v==player) {
          player.setVideoURI(videoUri);
          player.start();
        }
        else if (v==info) {
          Toast
            .makeText(this, videoUri.toString(), Toast.LENGTH_SHORT)
            .show();
        }
        else {
          Picasso.with(thumbnailLarge.getContext())
            .load(videoUri.toString())
            .fit().centerCrop()
            .placeholder(R.drawable.ic_media_video_poster)
            .into(thumbnailLarge);
        }


(from DragDrop/Action/app/src/main/java/com/commonsware/android/dragdrop/MainActivity.java)
The Result
Now, when you run the app on a sufficiently-wide screen, and you start
a drag-and-drop operation, the “Video Info” TextView appears and
serves as a drop target:

[image: Drag-And-Drop, Showing Special Drop Target]

Figure 682: Drag-And-Drop, Showing Special Drop Target
Nested Drop Targets
You may have a need for nested drop targets,
where you are listening for drag
events both on some container and on some view inside of that container.
For example, if you are using the drag-and-drop APIs to support reordering
items in a LinearLayout or RecyclerView, there is a good chance that
you will need to have listeners both on that container and on existing
items in the container (e.g., to animate them out of the way to allow
the user to drop in the newly-vacant spot).
Alas, this is an area that has some undocumented behavior changes
in Android 7.0, as Dan Lew uncovered in August 2016.
The
DragDrop/Nougat
sample project illustrates the old and new behavior, plus some code
to get Android 7.0 to behave more like the older versions of Android.
The behavior change is triggered by nested drop targets, which means
we need a nested layout, such as this one:

<?xml version="1.0" encoding="utf-8"?>
<FrameLayout android:id="@+id/outer_container"
  xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:background="@color/outer_normal"
  android:padding="48dp">

  <FrameLayout
    android:id="@+id/inner_container"
    android:layout_width="match_parent"
    android:layout_height="match_parent"
    android:background="@color/inner_normal"
    android:padding="48dp">

    <ImageView
      android:id="@+id/thumbnail_large"
      android:layout_width="match_parent"
      android:layout_height="match_parent"
      android:background="@color/image_normal"
      android:contentDescription="@string/icon"
      android:scaleType="centerInside" />
  </FrameLayout>

</FrameLayout>

(from DragDrop/Nougat/app/src/main/res/layout/bug.xml)
Here, we have a FrameLayout holding onto another FrameLayout, which
holds onto an ImageView, each with a different background color:

[image: Garish Background Colors]

Figure 683: Garish Background Colors
Further, suppose that we are interested in drag events for all three of these,
so we call setOnDragListener() for each of them. In the code, we set
the background of a drop target to green when we get an ACTION_DRAG_ENTERED
event for the target, and we revert to the original background in
ACTION_DRAG_EXITED, ACTION_DRAG_ENDED, and ACTION_DROP.
The Behavior Prior to Android 7.0
On Android 6.0 and earlier, drag events are inclusive. In other words,
if the user has dragged an item into the inner FrameLayout, this
is also considered to be inside the outer FrameLayout. From an event
standpoint, the outer FrameLayout only gets an ACTION_DRAG_EXITED
event when the dragged item leaves its outer boundaries.
So, as the user drags an item into our nested drop targets, outer
targets remain green, even as the item enters inner targets:

[image: Dragging Over Outer Drop Target on Android 6.0]

Figure 684: Dragging Over Outer Drop Target on Android 6.0

[image: Dragging Over Inner Drop Target on Android 6.0]

Figure 685: Dragging Over Inner Drop Target on Android 6.0

[image: Dragging Over ImageView Drop Target on Android 6.0]

Figure 686: Dragging Over ImageView Drop Target on Android 6.0
Android 7.0 Behavior
However, on Android 7.0, drag events are exclusive. If the user drags
an item into the inner FrameLayout, the item will exit the outer
FrameLayout from a drag-and-drop perspective. So, as the user drags
the item towards the inner-most drop target, the user exits the outer
drop targets, and we restore the backgrounds along the way:

[image: Dragging Over Outer Drop Target on Android 7.0]

Figure 687: Dragging Over Outer Drop Target on Android 7.0

[image: Dragging Over Inner Drop Target on Android 7.0]

Figure 688: Dragging Over Inner Drop Target on Android 7.0

[image: Dragging Over ImageView Drop Target on Android 7.0]

Figure 689: Dragging Over ImageView Drop Target on Android 7.0
Getting Inclusive on Android 7.0
Which approach is “correct” is somewhat immaterial, as we need consistency
across Android OS versions.
The sample app offers one workaround for the discrepancy: a DropTarget
class that provides inclusive behavior on Android 7.0. Basically, it
serves as a composite OnDragListener, forwarding onDrag() calls
to widgets as appropriate. This includes forwarding events to parents
of widgets, if those parents are part of the DropTarget coverage:

package com.commonsware.android.dragdrop;

import android.os.Build;
import android.view.DragEvent;
import android.view.View;
import android.view.ViewParent;
import java.util.ArrayList;

public class DropTarget implements View.OnDragListener {
  private ArrayList<View> views=new ArrayList<>();
  private View.OnDragListener listener;

  public DropTarget on(View... views) {
    for (View v : views) {
      this.views.add(v);
      v.setOnDragListener(this);
    }

    return(this);
  }

  public void to(View.OnDragListener listener) {
    this.listener=listener;
  }

  @Override
  public boolean onDrag(View view, DragEvent dragEvent) {
    if (Build.VERSION.SDK_INT<Build.VERSION_CODES.N) {
      return(listener.onDrag(view, dragEvent));
    }

    boolean result=listener.onDrag(view, dragEvent);
    ViewParent parent=view.getParent();

    while (parent!=null && parent instanceof View) {
      View parentView=(View)parent;

      if (views.contains(parentView)) {
        listener.onDrag(parentView, dragEvent);
      }

      parent=parentView.getParent();
    }

    return(result);
  }
}


(from DragDrop/Nougat/app/src/main/java/com/commonsware/android/dragdrop/DropTarget.java)
For each of the views that DropTarget is set to monitor, the
DropTarget sets itself up as the OnDragListener. In onDrag(),
if we are on a pre-7.0 version of Android, DropTarget just
forwards the event along normally. If, however, we are on Android 7.0
or higher, onDrag():

	Calls onDrag() for the listener attached to the DropTarget,
using the View originally passed into onDrag(), and holding
onto the result boolean


	Walks the chain of parents, calling onDrag() on the listener
for each of those that are part of our monitored set of views


	Returns the value from the original (inner-most) onDrag() call
on the listener


Then, instead of registering the activity as the OnDragListener
like this:

  @Override
  public void onCreate(Bundle state) {
    super.onCreate(state);

    image=(ImageView)findViewById(R.id.thumbnail_large);
    image.setOnDragListener(this);
    findViewById(R.id.outer_container).setOnDragListener(this);
    findViewById(R.id.inner_container).setOnDragListener(this);
  }


(from DragDrop/Nougat/app/src/main/java/com/commonsware/android/dragdrop/BugActivity.java)
we can use DropTarget:

  @Override
  public void onCreate(Bundle state) {
    super.onCreate(state);

    image=(ImageView)findViewById(R.id.thumbnail_large);

    new DropTarget()
      .on(image,
        findViewById(R.id.outer_container),
        findViewById(R.id.inner_container))
      .to(this);
  }


(from DragDrop/Nougat/app/src/main/java/com/commonsware/android/dragdrop/InclusiveActivity.java)
The result is more inclusive behavior. In the case of this sample app,
it happens to be sufficient to allow Android 7.0 to behave as does
Android 6.0 and earlier. More sophisticated drag-and-drop implementations
may need a more sophisticated approach than DropTarget to achieve
a similar workaround.
The State of the Bugs
Both bugs filed by Dan Lew have been marked as “FutureRelease”, with a comment
on one indicating that the new exclusive behavior would be restricted
to apps with a targetSdkVersion of 24 or higher. It is unclear exactly
when this change will be released. And, since many apps will have a
targetSdkVersion of 24 or higher to avoid warning messages in Android 7.0+
multi-window, the proposed fixes may not help much.
Pondering Standards
Framework-supplied drag-and-drop has not been all that popular to date.
As a result, there are no common conventions for how to designate
drop targets for the user. Similarly, as of mid-2016, there appears
to be no recommendations for this in the Material Design guidelines from
Google.
Eventually, the Android development community will start to coalesce around
certain patterns, with or without Google’s assistance. Experiment now,
but watch for conventions to emerge, then adopt those conventions, where
they make sense for your app.
Pondering Accessibility
Drag-and-drop is not particularly accessible. Visually-impaired users
may have difficulty discerning where one can drag from and where one can
drag to. Motor-impaired users may have difficulty doing the gesture
to initiate drag-and-drop or in dragging the shadow to the desired
location.
As a result, while drag-and-drop is a worthy feature, ensure that it
is not the only option for performing some action. There should be
some other way to do that action, and perhaps more than one other way
to do that action, such as:

	Keyboard shortcuts

	Copy-and-paste, perhaps using action modes

	Direct manipulation (e.g., use drag-and-drop on overview screens with
lists, plus offer an action bar item or other affordances on detail
screens to perform the same action)


Providing Documents
The Storage Access Framework gives developers access to
ACTION_OPEN_DOCUMENT and related Intent actions
to perform operations on a document provider.
However, what if you want to be a document provider?
To do that, you will need to create a subclass of DocumentsProvider,
override some abstract methods, and perhaps put up with some really obtuse
error messages.
This chapter will help you in setting up your DocumentsProvider. With
luck, you will escape without encountering errors.
Prerequisites
This chapter assumes that you have read
the preceding chapter on consuming documents, along
with its prerequisites.
Have Your Content, and Provide it Too
Most apps will not need to implement a document provider. They might not
even consume documents, let alone provide them to other apps.
However, if your app has document-style content, and that content is of
a MIME type that could reasonably be manipulated by other apps, you should
consider implementing a document provider to allow the user to manipulate
that content using those other apps.
Historically, developers had two main approaches for content:

	Store it on internal storage

	Store it on external storage


The internal storage route would be for content that would not normally
be user-accessible, while external storage would be for user-accessible
content.
In either of those cases, you will want to consider creating a document
provider. In the case of internal storage, the user has no way to get to
that content except through your app, and so if your app does not offer
some capabilities that other apps do for that content, you limit your user
by not having a document provider. In the case of external storage, while
users in theory could use a file manager or something to try to get other
apps to recognize the content, it will be easier for users if you provide
a document provider to proactively publish this content to consuming apps.
However, bear in mind that your app does not have to store its content
in either of these places. It could store the content in somebody else’s
document provider, using the mechanisms discussed in
the preceding chapter on consuming documents. In this
case, you would not need to publish a document provider yourself, as the
content is available through the same provider that your code is using.
It may also be the case that while your app is the one directly storing
the content on internal or external storage, that content would not
reasonably be used by other apps. Perhaps it is in some non-standard
format that other apps are unlikely to support. Perhaps the files are
not to be used by other apps for security reasons. In these cases, skipping
the document provider is reasonable, though not exactly ideal from
the user’s standpoint. In particular, it restricts them from using those
files with apps that can work with any file, such as attaching them to
email messages.
So, for example:

	If you are implementing a camera app, and you are not storing the
photos in the standard DIRECTORY_DCIM location for photos, but you
are storing the photos yourself in files consider
implementing a document provider so users can get at the photos you are
taking. But, if you are implementing a camera app, you might elect to
allow the user to indicate some place in somebody else’s document provider
where you could save the photo on their behalf.

	If you are implementing some sort of network-synced file service
(e.g., DropBox, Bittorrent Sync), or some sort of on-device version
control system, consider implementing a document provider
so users can manipulate the documents that you are managing on their
behalf.


Key Provider Concepts
Creating a document provider is significantly more complex than is
creating a document consumer. To help make sense of what is required,
here are some key terms that you will need to understand.
Roots
A document provider can publish one or more “roots”. Basically, a
“root” points to a tree of documents. Many providers will have just one
root, but it is entirely possible for your provider to have more
than one.
Documents
Documents, in turn, represent what in filesystem terms would be
considered files and directories. A document can either have
children (e.g., a directory) or it can have content (e.g., a file),
but not both.
A root also is a document — here, “root” refers to the root
of a tree of documents.
Root and Document IDs
Each root has an ID unique to your app to identify that root as being
distinct from any other root. This is a string.
Each document — files and directories alike — will have a string
document ID to uniquely identify that document within its root.
If you have some natural identifier (e.g., a primary key in some
table), feel free to use it. Otherwise, you might consider your
document ID to be some path to get to the document.
And, since a root is also a document, a root will have both a root
ID and a document ID.
These document IDs need to be durable. Clients, or the Storage Access
Framework itself, may wind up caching these IDs. Hence, pick something
that not only uniquely identifies this document, but will continue
to uniquely identify the document even after the document has been
modified.
Pieces of a Provider
The Documents/Provider
sample application implements a document provider, one that serves
documents baked into the app itself in assets/. Of course, this is
a rather artificial scenario — usually, a document provider will be
working with a read/write data store, like internal storage.
The Activity
A document provider app probably needs a real UI. Perhaps that UI
is for broader functionality that the app provides on top of serving
documents. Perhaps that UI is merely to configure the document
store, such as providing account credentials for the online
storage service that the document provider exposes on Android.
If nothing else, you will need a do-nothing activity for the user
to run, to ensure that your app is moved out of the stopped state.
In the sample app, this is handled by MainActivity, which uses
Theme.Translucent.NoDisplay to avoid a UI and just shows a Toast to indicate
that the provider is now activated:

package com.commonsware.android.documents.provider;

import android.app.Activity;
import android.content.res.AssetManager;
import android.os.Bundle;
import android.util.Log;
import android.widget.Toast;
import java.io.File;
import java.io.FileOutputStream;
import java.io.IOException;
import java.io.InputStream;

public class MainActivity extends Activity {
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    Toast.makeText(this, R.string.activated, Toast.LENGTH_LONG).show();
    finish();
  }
}


(from Documents/Provider/app/src/main/java/com/commonsware/android/documents/provider/MainActivity.java)
The API Level Resources
The document provider itself comes courtesy of a subclass of
DocumentsProvider. However, the DocumentsProvider class only exists
on API Level 19 and higher — our subclass is useless on older
devices. To ensure that our provider is only used on API Level 19 and
higher, we should only enable it on API Level 19+ devices.
To that end, in res/values/bools.xml, we have a boolean resource
named min19, set to false:

<?xml version="1.0" encoding="utf-8"?>
<resources>
    <bool name="min19">false</bool>
</resources>

(from Documents/Provider/app/src/main/res/values/bools.xml)
In res/values-v19/bools.xml, we redefine that boolean resource to
be true:

<?xml version="1.0" encoding="utf-8"?>
<resources>
    <bool name="min19">true</bool>
</resources>

(from Documents/Provider/app/src/main/res/values-v19/bools.xml)
Hence, when we refer to the min19 boolean resource, we will get
true or false depending upon whether we are on API Level 19 or
not.
The Manifest
Since DocumentsProvider is a subclass of ContentProvider, we will need
a <provider> element in the manifest pointing to our subclass of
DocumentsProvider:

    <provider
      android:name=".DemoDocumentsProvider"
      android:authorities="com.commonsware.android.documents.provider"
      android:enabled="@bool/min19"
      android:exported="true"
      android:grantUriPermissions="true"
      android:permission="android.permission.MANAGE_DOCUMENTS">
      <intent-filter>
        <action android:name="android.content.action.DOCUMENTS_PROVIDER" />
      </intent-filter>
    </provider>


(from Documents/Provider/app/src/main/AndroidManifest.xml)
That element:

	Uses our @bool/min19 resource from above to indicate that
this component should only be enabled on API Level 19 and higher

	Is exported, but requires that applications looking to talk to
our provider hold the MANAGE_DOCUMENTS permission, which can only
be held by the firmware (or apps signed with the firmware’s signing
key)

	Sets the android:grantUriPermissions attribute to true, as that
will be used by DocumentsProvider to allow third-party apps
limited, conditional access to our documents

	Has your standard android:name and android:authorities attributes,
as with any other <provider>



In addition, the <provider> has a nested <intent-filter]
element. This may seem odd, as this used to be impossible, and it
is not intuitively obvious what it would mean for a ContentProvider
to have an IntentFilter. It also is
not documented as being allowed on <provider>,
so we have no official explanation of what this means. Most likely,
the magic android.content.action.DOCUMENTS_PROVIDER filter is being
used simply as a marker, to indicate to Android that this particular
<provider> is part of the Storage Access Framework and implements
a DocumentsProvider.
The DocumentsProvider
The real business logic of publishing documents comes from your
subclass of DocumentsProvider. As this class is new to API Level 19,
your build target (e.g., compileSdkVersion in build.gradle)
needs to be 19 or higher.
A minimal DocumentsProvider implementation will typically need
five methods, outlined below.
onCreate()
As with any ContentProvider, your DocumentsProvider can override
onCreate() to perform initialization work. Technically, this is
not required, but the odds are very good that you will have something
that you need to initialize.
In the case of our sample DocumentsProvider — named
DemoDocumentsProvider — onCreate() simply obtains access
to an AssetManager instance that can be used for serving documents:

  private AssetManager assets;

  @Override
  public boolean onCreate() {
    assets=getContext().getAssets();

    return(true);
  }


(from Documents/Provider/app/src/main/java/com/commonsware/android/documents/provider/DemoDocumentsProvider.java)
queryRoots()
Your queryRoots() method needs to return information about the
root(s) that your provider will provide.
However, rather than returning this in the form of some clean object
model (e.g., a List of Document.Root objects or some such),
the return value is a Cursor. While in principle this Cursor
could come from a database, in many cases it will be a MatrixCursor,
which is a Cursor interface over a two-dimensional array representing
the rows and columns.
From here, you should return all presently valid roots. The
“presently valid” part is because a root might exist but not
be usable at the present time. For example, suppose that you are
writing a DocumentsProvider that provides a document interface
to an Internet-hosted storage service. In this case, you may need
the user to authenticate in order to allow access to those files,
such as to pass that authentication data along to the Web service to
be able to retrieve directory and file data. If the user is not
presently logged in, though, not only can you not talk to the Web
service right now, but you do not have the ability to force the user
to authenticate right now. Instead, you will have to cull the root(s)
governed by those authentication credentials. This may mean that
the Cursor you return has no rows, as you simply do not have anything
that can be published right now.
The Cursor that you return will have one row per presently valid
root. The columns will be ones defined on the DocumentsContract.Root
class. Your queryRoots() method is passed a String array
representing the columns requested by the Storage Access Framework.
As your app may not support all of those columns, you will need to
determine the intersection between the requested columns and the
ones you support.
The sample app defines a SUPPORTED_ROOT_PROJECTION static data
member to list the DocumentsContract.Root columns that are supported
in general:

  private static final String[] SUPPORTED_ROOT_PROJECTION=new String[] {
      Root.COLUMN_ROOT_ID, Root.COLUMN_FLAGS, Root.COLUMN_TITLE,
      Root.COLUMN_DOCUMENT_ID, Root.COLUMN_ICON };


(from Documents/Provider/app/src/main/java/com/commonsware/android/documents/provider/DemoDocumentsProvider.java)
And the demo provider has a private netProjection() utility method that
computes the intersection between the requested columns and the
supported ones:

  private static String[] netProjection(String[] requested, String[] supported) {
    if (requested==null) {
      return(supported);
    }

    ArrayList<String> result=new ArrayList<String>();

    for (String request : requested) {
      for (String support : supported) {
        if (request.equals(support)) {
          result.add(request);
          break;
        }
      }
    }

    return(result.toArray(new String[0]));
  }


(from Documents/Provider/app/src/main/java/com/commonsware/android/documents/provider/DemoDocumentsProvider.java)
That net projection is used in the MatrixCursor constructor,
to teach it the available columns, as part of the queryRoots()
implementation:

  @Override
  public Cursor queryRoots(String[] projection)
      throws FileNotFoundException {
    String[] netProjection=
        netProjection(projection, SUPPORTED_ROOT_PROJECTION);
    MatrixCursor result=new MatrixCursor(netProjection);
    MatrixCursor.RowBuilder row=result.newRow();

    row.add(Root.COLUMN_ROOT_ID, ROOT_ID);
    row.add(Root.COLUMN_ICON, R.drawable.ic_launcher);
    row.add(Root.COLUMN_FLAGS, Root.FLAG_LOCAL_ONLY);
    row.add(Root.COLUMN_TITLE, getContext().getString(R.string.root));
    row.add(Root.COLUMN_DOCUMENT_ID, ROOT_DOCUMENT_ID);

    return(result);
  }


(from Documents/Provider/app/src/main/java/com/commonsware/android/documents/provider/DemoDocumentsProvider.java)
queryRoots() then adds a row to the MatrixCursor, through
a MatrixCursor.RowBuilder, containing five columns:

	
DocumentsContract.Root.COLUMN_ROOT_ID is the root ID for this
root, as described earlier in this chapter.

	
DocumentsContract.Root.COLUMN_ICON, which is a reference to a
drawable resource that may be used in Storage Access Framework UI
to help visually represent this root. In principle, this could
be anything; in practice, you will probably choose your launcher icon,
as it is the icon that the user will recognize.

	
DocumentsContract.Root.COLUMN_FLAGS, indicating which optional
capabilities this root supports. In this case, the only flag we are
setting is FLAG_LOCAL_ONLY, indicating that network I/O is not
required to browse the contents of the provider. Our sample app
indicates that it is local-only, as its documents are all packaged
in assets/. A provider backed by a Web service, though, would not
include this flag, so the Storage Access Framework knows that calls
to some of the other methods (e.g., queryChildDocuments()) may
take a significant amount of time.

	
DocumentsContract.Root.COLUMN_TITLE, which is a string
identifying this root. The title and icon will tend to be included
in Storage Access Framework-supplied UIs. In this case, with only a
single root, the title is hard-coded to be a string resource. In
other cases, this might be some other human-grokkable display name
(e.g., the name of some storage service account).

	
DocumentsContract.Root.COLUMN_DOCUMENT_ID, which returns
the document ID representing the document tree for this root.


In this case, the document IDs for this DocumentsProvider
are the relative paths within assets/ of the files, starting
from a root docs/ directory. So, while the root ID could be
anything, the root document ID should be consistent with the
other document ID values. In this case, the sample app uses:

  private static final String ROOT_ID="thisIsMyBoomstick";
  private static final String ROOT_DOCUMENT_ID="docs";


(from Documents/Provider/app/src/main/java/com/commonsware/android/documents/provider/DemoDocumentsProvider.java)
queryChildDocuments()
As noted previously, some documents will represent a directory,
while others will represent files. For those that represent a
directory, queryChildDocuments() will need to return the document
information for the contents of the directory.
queryChildDocuments() is passed:

	the document ID of the directory

	the columns, defined on the DocumentsContract.Document class,
that the Storage Access Framework wants

	the sort order, expressed as a SQL-style ORDER BY clause
(minus the actual ORDER BY part), that you might use to help
control the order in which to return the child documents (or ignore
if you wish)


As with queryRoots(), we need to come up with the intersection
of the columns that the requester asks for and the columns that we
support. There is a static string array named
SUPPORTED_DOCUMENT_PROJECTION that represents the columns that
we support:

  private static final String[] SUPPORTED_DOCUMENT_PROJECTION=
      new String[] { Document.COLUMN_DOCUMENT_ID, Document.COLUMN_SIZE,
          Document.COLUMN_MIME_TYPE, Document.COLUMN_DISPLAY_NAME,
          Document.COLUMN_FLAGS};


(from Documents/Provider/app/src/main/java/com/commonsware/android/documents/provider/DemoDocumentsProvider.java)
The queryChildDocuments() method then uses the same netProjection()
helper method that queryRoots() did to determine the intersection:

  @Override
  public Cursor queryChildDocuments(String parentDocId,
                                    String[] projection,
                                    String sortOrder)
      throws FileNotFoundException {
    String[] netProjection=
        netProjection(projection, SUPPORTED_DOCUMENT_PROJECTION);
    MatrixCursor result=new MatrixCursor(netProjection);

    try {
      String[] children=assets.list(parentDocId);

      for (String child : children) {
        addDocumentRow(result, child,
                        parentDocId + File.separator + child);
      }
    }
    catch (IOException e) {
      Log.e(getClass().getSimpleName(),
            "Exception reading asset dir", e);
    }

    return(result);
  }


(from Documents/Provider/app/src/main/java/com/commonsware/android/documents/provider/DemoDocumentsProvider.java)
As with queryRoots(), the return value of queryChildDocuments()
is a Cursor representing the documents contained in this
directory. Once again, we use a MatrixCursor to build up an
in-memory Cursor, this time for all files within the assets/ directory
denoted by parentDocId, using the list() method on AssetManager
to find out what those files are.
The logic to populate the MatrixCursor is delegated to an
addDocumentRow() private method, as we will be using it elsewhere
in this DocumentsProvider implementation. addDocumentRow()
creates a MatrixCursor.RowBuilder and fills in the supported
columns:

  private void addDocumentRow(MatrixCursor result, String child,
                              String assetPath) throws IOException {
    MatrixCursor.RowBuilder row=result.newRow();

    row.add(Document.COLUMN_DOCUMENT_ID, assetPath);

    if (isDirectory(assetPath)) {
      row.add(Document.COLUMN_MIME_TYPE, Document.MIME_TYPE_DIR);
    }
    else {
      String ext=MimeTypeMap.getFileExtensionFromUrl(assetPath);

      row.add(Document.COLUMN_MIME_TYPE,
          MimeTypeMap.getSingleton().getMimeTypeFromExtension(ext));
      row.add(Document.COLUMN_SIZE, getAssetLength(assetPath));
    }

    row.add(Document.COLUMN_DISPLAY_NAME, child);
    row.add(Document.COLUMN_FLAGS, 0);
  }


(from Documents/Provider/app/src/main/java/com/commonsware/android/documents/provider/DemoDocumentsProvider.java)
Of note:

	the document ID of the child is simply its relative path within
assets/


	the MIME type is a special one if the child document represents
a directory, or else is looked up using MimeTypeMap if the child
document represents a file

	the “display name” could be something special (e.g., the <title>
of a Web page), but in this case is just the filename


To determine if an asset path represents a directory, the
isDirectory() utility method just sees if list() returns a
non-empty list:

  private boolean isDirectory(String assetPath) throws IOException {
    return(assets.list(assetPath).length>=1);
  }


(from Documents/Provider/app/src/main/java/com/commonsware/android/documents/provider/DemoDocumentsProvider.java)
To find the size of a document — to fill in the COLUMN_SIZE
column in the output — we can ask the AssetManager for a
FileDescriptor on the asset, then obtain the length from that
descriptor, as seen in the getAssetLength() utility method:

  private long getAssetLength(String assetPath) throws IOException {
    return(assets.openFd(assetPath).getLength());
  }


(from Documents/Provider/app/src/main/java/com/commonsware/android/documents/provider/DemoDocumentsProvider.java)
The net result is that, given the name of a directory in assets/,
we return a Cursor with one row per child of that directory,
with columns indicating details of that child.
queryDocument()
queryDocument() is similar to queryChildDocuments(). Both
return a Cursor with the same sorts of columns as output. The
difference: queryDocument() provides you with the document ID
of a file, and you return details of that file. By contrast,
queryChildDocuments() gives you the document ID of a directory,
and you return the details of all documents within that directory.
This is why addDocumentRow() was implemented as a separate
method, as we need the same business logic (populate a MatrixCursor
row based on an asset path) from queryDocument():

  @Override
  public Cursor queryDocument(String documentId, String[] projection)
      throws FileNotFoundException {
    String[] netProjection=
        netProjection(projection, SUPPORTED_DOCUMENT_PROJECTION);
    MatrixCursor result=new MatrixCursor(netProjection);

    try {
      addDocumentRow(result, Uri.parse(documentId).getLastPathSegment(),
          documentId);
    }
    catch (IOException e) {
      Log.e(getClass().getSimpleName(), "Exception reading asset dir", e);
    }

    return(result);
  }


(from Documents/Provider/app/src/main/java/com/commonsware/android/documents/provider/DemoDocumentsProvider.java)
In this case, the only thing different is that we need to get
the bare filename, for use in the DISPLAY_NAME field. Here, we
cheat a bit and use getLastPathSegment() on Uri to obtain the
filename.
openDocument()
The openDocument() method behaves much like the openFile()
method of a classic streaming ContentProvider: given a path,
you return a ParcelFileDescriptor representing the file
contents. For documents that are true files on the filesystem,
you can use the static open() method on ParcelFileDescriptor.
For documents that are not files on the filesystem — such as
documents that are assets in the APK — you will need to set up
a ParcelFileDescriptor pipe and stream the content that way.
That is what DemoDocumentsProvider does, using logic copied
from the book’s streaming ContentProvider samples:

  @Override
  public ParcelFileDescriptor openDocument(String documentId,
                                           String mode,
                                           CancellationSignal signal)
      throws FileNotFoundException {
    ParcelFileDescriptor[] pipe=null;

    try {
      pipe=ParcelFileDescriptor.createPipe();
      AssetManager assets=getContext().getAssets();

      new TransferThread(assets.open(documentId),
          new ParcelFileDescriptor.AutoCloseOutputStream(pipe[1])).start();
    }
    catch (IOException e) {
      Log.e(getClass().getSimpleName(), "Exception opening pipe", e);
      throw new FileNotFoundException("Could not open pipe for: "
          + documentId);
    }

    return(pipe[0]);
  }


(from Documents/Provider/app/src/main/java/com/commonsware/android/documents/provider/DemoDocumentsProvider.java)
openDocument() is passed three parameters:

	The document ID of the document to stream back

	A file mode (r, w, or wt) indicating what sort of operations
the client wants to perform on the stream

	A CancellationSignal that we can use to find out that our
streaming is being interrupted


In this case:

	
openDocument() ignores the mode, because it did not return
FLAG_SUPPORTS_WRITE in either queryChildDocuments() or
queryDocument() to indicate that writing is an option, so the
mode should always be r


	
openDocument() ignores the CancellationSignal, though in
reality it should pay attention to it when streaming back the
content and stop streaming when requested


The TransferThread that does the actual streaming is, once again,
the same as the one used earlier in this book for a streaming
ContentProvider:

  static class TransferThread extends Thread {
    InputStream in;
    OutputStream out;

    TransferThread(InputStream in, OutputStream out) {
      this.in=in;
      this.out=out;
    }

    @Override
    public void run() {
      byte[] buf=new byte[8192];
      int len;

      try {
        while ((len=in.read(buf)) >= 0) {
          out.write(buf, 0, len);
        }

        in.close();
        out.flush();
        out.close();
      }
      catch (IOException e) {
        Log.e(getClass().getSimpleName(),
            "Exception transferring file", e);
      }
    }
  }


(from Documents/Provider/app/src/main/java/com/commonsware/android/documents/provider/DemoDocumentsProvider.java)
The Results
If you have both this sample app and the one from
the previous chapter, then run the one from
the previous chapter to bring up the Storage Access Framework
UI, you will see our provider among the list of available providers:

[image: Storage Access Framework Picker, Showing Custom Provider]

Figure 766: Storage Access Framework Picker, Showing Custom Provider
The provider’s assets/docs/ directory contains three files,
one just off the root and two in a bar/ subdirectory:

[image: DocumentsProvider Sample Documents]

Figure 767: DocumentsProvider Sample Documents
Hence, tapping on our provider in the Storage Access Framework
picker brings up the contents of the root document:

[image: Storage Access Framework Picker, Showing Documents in Root]

Figure 768: Storage Access Framework Picker, Showing Documents in Root
Tapping on the bar/ directory brings up its contents in turn:

[image: Storage Access Framework Picker, Showing Yet More Documents]

Figure 769: Storage Access Framework Picker, Showing Yet More Documents
Tapping on one of the files brings up the details for that file:

[image: Document Consumer, Showing Details of Picked Document]

Figure 770: Document Consumer, Showing Details of Picked Document
Optional Provider Capabilities
A DocumentsProvider can do a fair bit more than what the above
sample app demonstrates. While the sample will suffice for the
basics, it is reasonably likely that a production-grade
DocumentsProvider will need to implement and provide some other
optional capabilities, such as those described in this section.
Other CRUD Operations
CRUD — Create, Read, Update, and Delete — is a standard shorthand
for the basic operations one can perform on data. The sample app
handles the “Read” portion of CRUD, but a DocumentsProvider can
support all of them if desired.
Create
It may be that your DocumentsProvider is only going to serve up
documents that were created in your app, or were created outside
of the Android device (e.g., on a Web app). If, however, you want
consumers of your provider to be able to use ACTION_CREATE_DOCUMENT
to create new documents in your provider, you will need to do a
few things.
First, in the COLUMN_FLAGS for the relevant root(s) returned
by queryRoots(), you will need to include FLAG_SUPPORTS_CREATE,
defined on DocumentsContract.Root. This indicates that at least
one directory within that root supports creating new documents.
Without this flag, your root(s) will be shown for
ACTION_OPEN_DOCUMENT requests but not ACTION_CREATE_DOCUMENT
requests.
Next, in one or more directories returned as part of
queryDocument() and queryChildDocuments() calls, in the
COLUMN_FLAGS column, you will need to include
FLAG_DIR_SUPPORTS_CREATE, defined on DocumentsContract.Documents.
This indicates that this document is a directory that supports
creating new documents inside of it. Otherwise, a directory will
be assumed to not support creating new documents. Note that this
flag is only used for documents representing directories, not
documents representing files.
Finally, you will need to implement createDocument() in your
DocumentsProvider. This will be called if a consumer app
used ACTION_CREATE_DOCUMENT and the user chose your provider
and one of your directories for the new document. You are passed in:

	the document ID of the directory

	the MIME type of the new file

	a suggested display name to use for the new file, though you
can modify this if needed


Your job, in createDocument(), is to create the document and return
the document ID for the newly-created document. For example, if
your documents are held in internal storage, you might create a new
file for the document itself plus a database row in some documents
table to hold the MIME type and display name.
Update
For something like files, an “update” is replacing the current
contents with something new. In the case of a streaming protocol
like DocumentsProvider, this implies that your provider can
support output as well as input.
This too requires a few changes to your provider.
First, for the file(s) that can be updated, in the results for
queryDocument() and queryChildDocuments(), you will need to
include FLAG_SUPPORTS_WRITE in COLUMN_FLAGS, to indicate that
writing to this file should work.
Then, you will need to pay attention to the mode passed into
openDocument(). If the mode is w or wt, you would need to
arrange to support writing the file, where your background thread
reads from an InputStream on the pipe and writes the data to
wherever your data is being stored.
Delete
For any documents that the consumer can delete, include
FLAG_SUPPORTS_DELETE in COLUMN_FLAGS in the results for
queryDocument() and queryChildDocuments().
You will also need to implement deleteDocument() in your
DocumentsProvider. You are supplied the document ID to delete,
and your job is to delete it.
If the document represents a directory, you may also need to delete
all of its children. That really depends on how you are leveraging
the “directory” construct in DocumentsProvider:

	If the “directory” is like a filesystem directory, where
children have only one parent, you will want to delete the children
when you delete the parent

	If the “directory” is more like a category, such as a tag,
where children could have multiple parents, you will need to decide
how to handle the children that would be orphaned by your deleting
the last parent (delete the children? move them to some other
default parent? something else?)


Change Notification
If the data served by your provider changes, it is incumbent upon
you to let possible consumers know about the change. For example,
if you elect to delete children when you delete their parent,
you should let consumers know that those children were deleted.
This is not necessary for direct operations performed by consumers
(e.g., writing to a document), but is necessary for anything else.
To do that, you call notifyChange() on a ContentResolver, just
as you would for changes to the data in a ContentProvider. However,
notifyChange() takes a Uri as a parameter, to indicate the
scope of the change. There are static utility methods on
DocumentsContract that will return a Uri that you can use.
Notably:

	
buildDocumentUri(), given your authority and a document ID,
provides a Uri that points to that document

	
buildChildDocumentsUri(), given your authority and a document ID,
provides a Uri that represents the collection of children
of that document


So, for example, if by deleting a parent you also delete the children,
you would use buildChildDocumentsUri() with notifyChange()
to ensure that consumers know that those children were modified.
The Storage Access Framework will use methods like queryChildDocuments()
to determine that the children were deleted in this case.
Thumbnails
By default, the Storage Access Framework will use stock icons for
directories and files. You can supply your own thumbnails instead,
though, if you want. To do this:

	Include FLAG_SUPPORTS_THUMBNAIL in the COLUMN_FLAGS for the
affected document(s) in queryDocument() and queryChildDocuments()


	Implement openDocumentThumbnail() in your DocumentsProvider



openDocumentThumbnail() is provided the document ID of the
document whose thumbnail is required, along with a Point object
providing a requested size. While your thumbnail does not have
to exactly match that size — for example, the aspect ratio that
is requested may not match the thumbnail — it should be close.
However, the return value for openDocumentThumbnail() is an
AssetFileDescriptor, which is a wrapper around a
ParcelFileDescriptor. If your image exists as a file that
happens to be the right size, return it by using the static open()
method on ParcelFileDescriptor is fairly straightforward. If,
however, you need to scale your source image to fit the desired
size, implementing this via a pipe will be moderately tedious.
Recent Documents
If your app has its own concept of recent documents, you can expose
that roster to the Storage Access Framework, which can incorporate
it as part of its UI. To do this:

	Have your queryRoots() method include FLAG_SUPPORTS_RECENTS
in the COLUMN_FLAGS value for the root(s) that support recent
documents

	Implement queryRecentDocuments() on your DocumentsProvider,
where you are given the root ID (not a document ID!) of one of
your roots, and you need to return the same sort of Cursor
as you would from queryChildDocuments(), but representing the
recent documents for that root


The two constraints upon the returned Cursor are:

	It should be sorted descending based on last-modified date
(e.g., the COLUMN_LAST_MODIFIED column in your rows)

	It should be capped at 64 rows, though it can be less if desired


Note that you can, if you wish, have the Cursor return rows
reflecting both files and directories — you are not limited to
one or the other.
Search
If your provider has its own search capability, you can expose that
to the Storage Access Framework, which in turn can make it available
to users looking for a certain document. To support this:

	Have your queryRoots() method include FLAG_SUPPORTS_SEARCH
in the COLUMN_FLAGS value for the root(s) that support searching

	Implement querySearchDocuments() on your DocumentsProvider,
where you are given the root ID (not a document ID!) of one of
your roots, and you need to return the same sort of Cursor
as you would from queryChildDocuments(), but representing the
results of a search


querySearchDocuments() is passed a String representing the
search expression entered by the user. It is up to you to decide
what that expression means. It is also up to you to determine
where you are searching for that expression (filenames? file
contents?).
Note that the Cursor you return should only contain documents
that reflect files, not documents that point to directories.
Other Flags
There are a few other flags that are available to you on
DocumentsContract.Document that you can use in COLUMN_FLAGS
for Cursor results representing a document or collection of
documents, such as the results of queryDocument() and
queryChildDocuments():

	If the document represents a directory, and you are supporting
thumbnails, and you would like the contents of this directory
to be represented in a thumbnail grid as opposed to a list, include
FLAG_DIR_PREFERS_GRID


	If the document represents a directory, and you feel that users
will be better served showing the documents in descending order
based upon COLUMN_LAST_MODIFIED, rather than alphabetical by
display name, include FLAG_DIR_PREFERS_LAST_MODIFIED



Appendix D: Community Theater and the Appinars
In addition to the book chapters themselves and
the related source code for the sample apps,
you also have access to “appinars”. Appinars are
app-based training, blending video, slides with voiceovers,
source code samples, and more.
The APK edition of the book has an embedded appinar
player, called Community Theater, along with an embedded
roster of available appinars. You can browse through those
appinars, download the ones of interest, and play them
through Community Theater.
Note that this feature is only available if you are using
the APK edition on Android 4.4 or higher.
Viewing the Appinar Roster
In the main book reader, the action bar overflow has a “Community Theater”
option:

[image: Book Reader, Showing Overflow]

Figure 1097: Book Reader, Showing Overflow
Tapping that will bring up a roster of available appinars, broken
down into categories:

[image: Appinar Roster, Showing Categories and Appinars]

Figure 1098: Appinar Roster, Showing Categories and Appinars
Tapping an appinar brings up details for that appinar:

[image: Appinar Roster, Showing Appinar Details]

Figure 1099: Appinar Roster, Showing Appinar Details
New appinars will be added with each book update. Existing appinars
might be updated to reflect new content or to fix egregious bugs.
Managing Appinars
Tapping the “download” action bar item will download the appinar to your machine.
The approximate amount of data to be downloaded, in the form of a ZIP
file, is shown above the button.
While the download is going on, a progress bar will
be visible in the appinar detail screen, as well as in a notification:

[image: Appinar Roster, While Appinar is Downloading]

Figure 1100: Appinar Roster, While Appinar is Downloading
Once the appinar is downloaded, the action bar will have options to
play or delete the appinar:

[image: Appinar Roster, Showing Downloaded Appinar]

Figure 1101: Appinar Roster, Showing Downloaded Appinar
Tapping the delete action bar item will bring up a confirmation panel:

[image: Appinar Roster, Showing Delete Confirmation]

Figure 1102: Appinar Roster, Showing Delete Confirmation
If you confirm the request, the appinar will be deleted.
Viewing an Appinar
Viewing an appinar is merely a matter of downloading it, then tapping
the play button in the action bar. Playback should begin immediately,
usually with a title slide followed by a brief opening video:

[image: Player Screen, Showing a Balding Guy]

Figure 1103: Player Screen, Showing a Balding Guy
Eventually, when the appinar ends, you will be taken back to the roster
of available appinars, where you were when you tapped the play button
originally.
Note that while you can view the roster in portrait or landscape mode,
playback is locked to landscape, due to the aspect ratio of the
videos.
Pausing Playback
If you double-tap the screen while an appinar is playing, playback
will be paused. The action bar will appear at the top of the screen,
allowing you to navigate through the appinar and
so on.
To resume playback, press the BACK button, or double-tap the screen
again.
Navigating the Appinar
When playback is paused via a double-tap, and the action bar is visible,
you can open a navigation drawer, via the “hamburger” icon in the action
bar:

[image: Player Screen, Paused, Showing the Navigation Drawer]

Figure 1104: Player Screen, Paused, Showing the Navigation Drawer
This contains a list of the different “scenes” of the appinar.
Tapping on a scene will resume playback, jumping to that particular
scene.
The action bar also has “fast-forward” and “rewind” buttons. The
fast-forward button jumps to the next scene. The rewind button
will start the current scene over from the beginning, if you are well
into playback of the scene. If you are close to the start of the scene,
the rewind button will take you to the previous scene.
Manipulating the Content
Parts of the appinar may show full source code listings. You can
use pinch-zoom gestures to change the font size, if the size is too
small for your current display. Pinch-zoom gestures also work on
some full-screen images, if the image is significantly larger than
your display.
Most of the source code scenes, and a few others noted in the voiceovers,
will have “share” action bar items.

[image: Player Screen, Paused, Showing Action Bar with Share Item]

Figure 1105: Player Screen, Paused, Showing Action Bar with Share Item
When playback is paused and the
action bar is visible, you can tap that share icon to view the source
code (or Web page or other resource) in a separate app, or send the
URL to the resource through some other app to another person or
Web service (e.g., forward a URL via email or SMS).
Testing with Espresso
Basic JUnit4 instrumentation tests are fine for
testing non-UI logic. They even work
acceptably for some basic UI testing. The more complex your UI testing
gets, though, the more likely it is that you will find plain JUnit4
instrumentation tests to be limiting and tedious.
In particular, running tests across activities can be tricky with
ordinary JUnit4. ActivityTestRule is designed for testing a single
activity in isolation, and crafting your own rule that transcends
a single activity may be difficult.
Espresso is designed to simplify otherwise-complex UI testing scenarios,
such as:

	Testing across activities, such as confirming that tapping a ListView
row in one activity correctly launches a detail activity associated
with the model object for that row

	Testing over time, such as waiting for a list to be populated from
a database before actually testing it


In this chapter, we will explore how to set up basic Espresso tests
and how to employ them as part of your overall testing implementation.
Prerequisites
This chapter assumes that you have read
the chapter on JUnit4.
Adding a Shot of Espresso
The
Testing/Espresso
sample project is the home of several test cases that employ Espresso,
so we can see how it works in practice.
The app/ module’s build.gradle file is fairly conventional, reminiscent
of our JUnit4 equivalent, except that we have several
dependencies:

apply plugin: 'com.android.application'

dependencies {
    implementation "com.android.support:support-fragment:27.1.1"
    implementation 'com.android.support:recyclerview-v7:27.1.1'
    androidTestImplementation 'com.android.support.test.espresso:espresso-core:3.0.1'
    androidTestImplementation 'com.android.support.test.espresso:espresso-contrib:3.0.1'
}

android {
    compileSdkVersion 27
    buildToolsVersion '27.0.3'

    defaultConfig {
        minSdkVersion 15
        targetSdkVersion 27
        applicationId "com.commonsware.android.espresso"
        testApplicationId "com.commonsware.android.espresso.test"
        testInstrumentationRunner "android.support.test.runner.AndroidJUnitRunner"
        testInstrumentationRunnerArguments disableAnalytics: 'true'
    }

    packagingOptions {
        exclude 'LICENSE.txt'
    }
}


(from Testing/Espresso/app/build.gradle)
The sample app has activities for a ListView and a RecyclerView, and
so we implementation in the recyclerview-v7 dependency for that reason.
However, beyond that, there are two androidTest dependencies, to
pull in things needed for instrumentation testing.
The big one is espresso-core, which contains the bulk of the Espresso
test engine. Through Gradle’s transitive dependencies, pulling in espresso-core
also pulls in other key testing artifacts, such as:

	com.android.support.test:runner

	com.android.support.test:rules

	com.android.support:support-annotations

	
junit:junit (indirectly, via com.android.support.test:runner)


Hence, just by asking for espresso-core, we pull in everything
that we need not only for basic Espresso testing but also for
general JUnit4-style instrumentation testing.
The espresso-contrib androidTest dependency is
for testing RecyclerView. That artifact will be discussed
later in this chapter.
The test cases themselves still reside in the androidTest/ source set
and still use @RunWith(AndroidJUnit4.class). Those aspects of
instrumentation testing have not changed, just because we are using
Espresso. And we are able to write classic Espresso-free instrumentation
tests as well — we are not forced to use Espresso for everything,
just because Espresso is part of our environment. So, for example,
SillyTest in this sample project is the same as before:

package com.commonsware.android.abf.test;

import android.support.test.runner.AndroidJUnit4;
import junit.framework.Assert;
import org.junit.After;
import org.junit.AfterClass;
import org.junit.Before;
import org.junit.BeforeClass;
import org.junit.Test;
import org.junit.runner.RunWith;

@RunWith(AndroidJUnit4.class)
public class SillyTest {
  @BeforeClass
  static public void doThisFirstOnlyOnce() {
    // do initialization here, run once for all SillyTest tests
  }

  @Before
  public void doThisFirst() {
    // do initialization here, run on every test method
  }

  @After
  public void doThisLast() {
    // do termination here, run on every test method
  }

  @AfterClass
  static public void doThisLastOnlyOnce() {
    // do termination here, run once for all SillyTest tests
  }

  @Test
  public void thisIsReallySilly() {
    Assert.assertEquals("bit got flipped by cosmic rays", 1, 1);
  }
}

(from Testing/Espresso/app/src/androidTest/java/com/commonsware/android/abf/test/SillyTest.java)
Writing Tests in Espresso
Writing Espresso tests is often described as having three main steps:

	Find the widgets you want to examine or manipulate

	Perform actions on those widgets where needed (and where possible)

	Check to see if widgets have a certain state


Finding Widgets via Hamcrest Matchers
Technically speaking, with Espresso, we do not “find widgets”, though
it is often simplest to phrase it that way. A more accurate description
would be “obtain a ViewInteraction object that pertains to a particular
widget”. The ViewInteraction object in turn allows us to perform
actions on the underlying widget and check the widget to see if it
has a certain state.
For simple widgets — basically, ones that do not involve any sort of
collection adapter, like a ListView — you can try to get the
ViewInteraction object via the static onView() method on the
Espresso class. However, the convention is to use a static import
for onView():

import static android.support.test.espresso.Espresso.onView;


(from Testing/Espresso/app/src/androidTest/java/com/commonsware/android/abf/test/DemoActivityRuleTest.java)
This allows you to simply call onView() as if it were some global
function, rather than having to put Espresso. on the front of
each occurrence.
The parameter to onView() is a Matcher. Matcher does not come
from the Android SDK. Rather, it comes from
the Hamcrest project. Another
transitive dependency that we get automatically when we pull in
Espresso is Hamcrest’s matcher library.
There are three main sources of matchers that you can use:

	
ViewMatcher contains a number of static methods that return
matchers that find a View with some specific characteristic, such
as withId() to find a View with a particular ID

	Hamcrest’s Matchers class has a series of static methods
that return matchers that help
you combine other matchers (e.g., allOf() to find a View that
matches more than one criteria) or work with plain Java collections
(e.g., empty() to match a collection that is empty)

	Your own custom matchers


For ViewMatcher and Matchers, the pattern is to use static imports
for their methods as well, such as this import of withId():

import static android.support.test.espresso.matcher.ViewMatchers.withId;


(from Testing/Espresso/app/src/androidTest/java/com/commonsware/android/abf/test/DemoActivityRuleTest.java)
Here is an Espresso version of the listCount() test from the JUnit4
chapter, where we want to validate that a ListView contains 25
entries:

  @Test
  public void listCount() {
    onView(withId(android.R.id.list))
      .check(new AdapterCountAssertion(25));
  }


(from Testing/Espresso/app/src/androidTest/java/com/commonsware/android/abf/test/DemoActivityRuleTest.java)
Ignoring the check() part for now, the onView(withId(android.R.id.list))
part returns a ViewInteraction that is for a View whose ID
is android.R.id.list.
Performing Actions
Given a ViewInteraction, one thing that you can do is ask it to perform()
one or more actions, represented by ViewAction objects. The ViewActions
(note the plural) class contains a series of static methods that create
ViewAction objects. And, once again, the pattern is to use static imports
for those methods.
Here is an Espresso version of the keyEvents() test from the JUnit4
chapter, where we want to validate that pressing the down arrow key
four times selects the proper row:

  @Test
  public void keyEvents() {
    onView(withId(android.R.id.list))
      .perform(pressKey(KeyEvent.KEYCODE_DPAD_DOWN),
        pressKey(KeyEvent.KEYCODE_DPAD_DOWN),
        pressKey(KeyEvent.KEYCODE_DPAD_DOWN),
        pressKey(KeyEvent.KEYCODE_DPAD_DOWN))
      .check(new ListSelectionAssertion(3));
  }


(from Testing/Espresso/app/src/androidTest/java/com/commonsware/android/abf/test/DemoActivityRuleTest.java)
Ignoring the check() part for now, we retrieve the ListView
using the same onView() code as before. Then, we perform()
four actions generated by the pressKey() method on ViewActions:

import static android.support.test.espresso.action.ViewActions.pressKey;


(from Testing/Espresso/app/src/androidTest/java/com/commonsware/android/abf/test/DemoActivityRuleTest.java)
pressKey(), as you might expect, simulates a keypress, given the
KeyEvent. Other popular actions include:

	
click() to simulate a click event

	
typeText() to simulate text entry into an EditText


	
scrollTo() to scroll a ScrollView to the point where some view is visible

	
pressImeActionButton(), to press the action button on the soft
keyboard, to trigger whatever action is tied to that button


perform() will take care of all synchronization with the main application
thread and will ensure that the activity is idle before and after
these actions. perform() returns the ViewInteraction, so you can
chain on other operations, such as check() calls.
Validating via Assertions… And Possibly More Matchers
Of course, the point behind writing tests is to see if something works
or not. That is handled by calling check() on a ViewInteraction,
passing in a ViewAssertion that… well… asserts something. A
ViewAssertion basically wraps the assertion calls that you might
make directly in JUnit4, working with the ViewInteraction to
confirm that the underlying View has some particular state.
Stock Assertions
Compared with the other two phases of writing an Espresso test,
there is very little in the way of useful stock assertions.
The ViewAssertions class contains a few static methods that
create ViewAssertion objects. The one that you will see most
commonly is matches(), which asserts that there is now a View
that matches some supplied matcher, using the same matchers that you
might use for onView(). This is useful for trivial cases (“is there
now a widget whose text is ‘Foo Bar’?”).
To work with matches(), Espresso comes with a number of other
matcher implementations that do not match views, but rather
match something else, such as:

	
CursorMatchers returns matchers that match rows in a Cursor


	
PreferenceMatchers returns matchers that match Preference
objects from a PreferenceScreen


	
BoundedMatcher, from which you can create
your own custom matchers


In addition to ViewAssertions, Espresso has a few additional
classes offering assertions, such as:

	
LayoutAssertions, for asserting things about how widgets
lay out (e.g., confirm these widgets do not overlap)

	
PositionAssertions… also for asserting things about how
widgets lay out (e.g., confirm this widget is to the left of this
other widget)


Custom Assertions
Since Espresso itself does not provide much in the way of assertions,
and since there are few Espresso libraries to help, often you will
have to write your own assertions to complete your tests.
This is a matter of writing a class that implements ViewAssertion and
implements the check() method. check() receives two parameters:

	the View for which you are asserting some state

	a NoMatchingViewException, explaining why the first parameter is
null, if the view could not be found to use with this assertion


Your job in check() is to perform ordinary JUnit4-style assertion
checks on the View, without modifying the View. This latter
part could be tricky, in that you do not necessarily know what does
and does not modify the View. In general, the “do not modify the
View” rule is a best-efforts attempt.
With that in mind, let’s look at some ViewAssertion implementations.
The listCount() test method shown above references an AdapterCountAssertion:

  @Test
  public void listCount() {
    onView(withId(android.R.id.list))
      .check(new AdapterCountAssertion(25));
  }


(from Testing/Espresso/app/src/androidTest/java/com/commonsware/android/abf/test/DemoActivityRuleTest.java)
AdapterCountAssertion assumes that it will be given an AdapterView and
should assert that the underlying count matches a particular value:

  static class AdapterCountAssertion implements ViewAssertion {
    private final int count;

    AdapterCountAssertion(int count) {
      this.count=count;
    }

    @Override
    public void check(View view,
                      NoMatchingViewException noViewFoundException) {
      Assert.assertTrue(view instanceof AdapterView);
      Assert.assertEquals(count,
        ((AdapterView)view).getAdapter().getCount());
    }
  }


(from Testing/Espresso/app/src/androidTest/java/com/commonsware/android/abf/test/DemoActivityRuleTest.java)
The first thing that check() should do is assert whether the passed-in
View is of the appropriate type. Then, it can safely down-cast the
View as needed and perform the “real” assertion. In this case,
AdapterCountAssertion holds onto a count from its constructor and
compares that to getCount() of the adapter in the AdapterView.
The keyEvents() test method referenced a ListSelectionAssertion:

  @Test
  public void keyEvents() {
    onView(withId(android.R.id.list))
      .perform(pressKey(KeyEvent.KEYCODE_DPAD_DOWN),
        pressKey(KeyEvent.KEYCODE_DPAD_DOWN),
        pressKey(KeyEvent.KEYCODE_DPAD_DOWN),
        pressKey(KeyEvent.KEYCODE_DPAD_DOWN))
      .check(new ListSelectionAssertion(3));
  }


(from Testing/Espresso/app/src/androidTest/java/com/commonsware/android/abf/test/DemoActivityRuleTest.java)
ListSelectionAssertion does the same basic thing as does AdapterCountAssertion,
except it that it validates that the View is a ListView and
compares a known value to getSelectedItemPosition():

  static class ListSelectionAssertion implements ViewAssertion {
    private final int position;

    ListSelectionAssertion(int position) {
      this.position=position;
    }

    @Override
    public void check(View view,
                      NoMatchingViewException noViewFoundException) {
      Assert.assertTrue(view instanceof ListView);
      Assert.assertEquals(position,
        ((ListView)view).getSelectedItemPosition());
    }
  }


(from Testing/Espresso/app/src/androidTest/java/com/commonsware/android/abf/test/DemoActivityRuleTest.java)
The combination of the test methods themselves and these custom assertions
is significantly more verbose than the equivalent code using ordinary
JUnit4 instrumentation testing:

  @Test
  public void listCount() {
    Assert.assertEquals(25, list.getAdapter().getCount());
  }

  @Test
  public void keyEvents() {
    sendKeys("4*DPAD_DOWN");
    Assert.assertEquals(4, list.getSelectedItemPosition());
  }


(from Testing/JUnit4/app/src/androidTest/java/com/commonsware/android/abf/test/DemoActivityTest.java)
However, custom assertions can be reused, so while Espresso adds
a fair bit of overhead to small projects, the savings may add up over
larger ones.
The Espresso Test Recorder
The Espresso Test Recorder in Android Studio lets you interact with your app
on a device or emulator, while the Recorder makes notes of what you click on
and writes skeleton Espresso tests for you. The level of GUI testing that you
get is very shallow, but it is exceptionally easy to use.
Starting and Recording
The Run > Record Espresso Test option from the Android Studio main menu will
kick off the Recorder, after asking you to choose a device or emulator on which
to run the app. Your app is run inside the debugger, and an initially-empty
“Record Your Test” window appears:

[image: Espresso Test Recorder Events Window, As Initially Launched]

Figure 341: Espresso Test Recorder Events Window, As Initially Launched
As you tap on widgets in your UI, in addition to those taps doing whatever they
normally do, events are recorded in that window:

[image: Espresso Test Recorder Events Window, With Some Events]

Figure 342: Espresso Test Recorder Events Window, With Some Events
Once you have the app in a state that you want to validate, click the “Add Assertion”
button. This captures a screenshot, albeit
one that is rotated, if your device or emulator is in landscape mode:

[image: Espresso Test Recorder Events Window, After Add Assertion Clicked]

Figure 343: Espresso Test Recorder Events Window, After “Add Assertion” Clicked
A rotated screenshot is unusable; at the present time, the Recorder only really works
if your device is in portrait mode.
To add an assertion, you must first click on a widget in the screenshot that
you want to validate. Alternatively, you can choose the widget from the
“Select an element from screenshot” drop-down list.
Then, the second drop-down will allow you to choose what specific assertion you
want to apply:

	“text is”, to match the text of some TextView (or subclass) with its current value

	“exists”

	“does not exist” (which seems odd, considering that it must exist for you to
be able to use this dialog)


Clicking “Save and Add Another” adds the assertion and lets you define another
one right away:

[image: Espresso Test Recorder Events Window, With One Assertion]

Figure 344: Espresso Test Recorder Events Window, With One Assertion
Clicking “Save Assertion” adds the assertion and returns you to the original
screenshot-less rendition of the dialog.
Click OK in the “Record Your Test” dialog to save and apply the recording.
You will be prompted for a name to give the JUnit4 test class. Also, if your
project is not already set up for Espresso, you will be prompted as to whether
or not the Recorder should add Espresso to your Gradle build files.
What You Get
The resulting class will contain:

	An ActivityTestRule for the activity that you tested

	A test method, named after the activity (e.g., mainActivityTest()) that
contains the Espresso code to validate the activity

	Utility methods as needed by the test method


Is This Worthwhile?
Probably not, at least with the edition of the Recorder in Android Studio 2.3.
The Recorder:

	Does not handle ListView well

	Supports few types of assertions, as noted above

	Does not support landscape mode while recording, as noted above

	Does not do a very good job of uniquely identifying widgets, resulting in
lots of AmbiguousViewMatcherException crashes when you run the tests

	And so on


However, this tool may be fine for trivial user interfaces, and the tool may
improve in future versions of Android Studio.
Stronger Espresso
You can craft some basic tests using the above techniques, even some
not-so-basic tests. However, Espresso offers a fair bit more depth, to
tackle more complex testing scenarios.
This chapter does not offer complete coverage of Espresso, skipping
many topics like testing WebView using the WebDriver Atom system.
That being said, here are some more advanced uses of Espresso that you
may need in your testing.
Testing AdapterView
AdapterView gets complicated because the views that you want to test
may or may not exist in the state that you are expecting. Your targeted
ListView row, for example, may require scrolling and some row recycling
before it exists.
Espresso has a slightly different syntax for testing AdapterView, to
take this into account. Instead of onView(), you use onData().
Whereas onView() takes a Matcher that identifies the view to be
tested, onData() takes a Matcher that identifies the specific view
state in some item of an AdapterView to be tested. However, there are
other approaches that one can take to use onData().
In the sample app, scrollToBottom() in DemoActivityRuleTest tries
to confirm that the last position has the proper last word:

  @Test
  public void scrollToBottom() {
    onData(anything())
      .inAdapterView(withId(android.R.id.list))
      .atPosition(24)
      .check(matches(withText("purus")));
  }


(from Testing/Espresso/app/src/androidTest/java/com/commonsware/android/abf/test/DemoActivityRuleTest.java)
The Matcher that we provide into onData() is anything(), which,
as the name suggests, matches anything. However, we constrain which
item to test via atPosition(24), specifying a particular row in the
list based on its position.
onData() will work on the first AdapterView that it finds, since many
activities only have one at most. inAdapterView() allows you to identify
the specific AdapterView that onData() should work with.
The DataInteraction that onData() creates — and is modified by
inAdapterView() and atPosition() — supports the same sort
of check() semantics as does the ViewInteraction returned by onView().
Here, we use matches() to create our assertion, to confirm that the
view identified by the DataInteraction has the word that should appear
at the end of our list.
Testing RecyclerView
RecyclerView is similar enough to AdapterView that you might think
that you would use onData() to work with its contents.
In a word, no.
Instead, you use the same onView() that you use for regular widgets.
In fact, at the time of this writing, the only thing that Espresso offers
specific to RecyclerView is RecyclerViewActions, which knows how
to scroll to a particular item or position, perform actions on items or
positions, and so forth.
The RecyclerViewTest class tests a RecyclerView, from the MainActivity
in the rv sub-package of the sample app. That MainActivity, in turn,
is cloned from the ManualDividerList sample covered in the chapter
on RecyclerView. It is similar to the ListView that we tested
earlier in this chapter, showing a vertical-scrolling list of 25 Latin
words.
One wrinkle with MainActivity, and its RecyclerViewActivity
base class, is that the RecyclerView has no ID. Espresso is much
easier to use when you have widgets with IDs. There are a couple of
ways to get a view with no ID, illustrated in RecyclerViewTest.
The RecyclerView variant of the listCount() test, to confirm that
the list has 25 entries, uses one approach to find the RecyclerView:
the instanceOf() method from the standard Hamcrest matchers:

  @Test
  public void listCount() {
    onView(Matchers.<View>instanceOf(RecyclerView.class))
      .check(new AdapterCountAssertion(25));
  }


(from Testing/Espresso/app/src/androidTest/java/com/commonsware/android/abf/test/RecyclerViewTest.java)
instanceOf() takes the Java class you are seeking as a parameter,
and it tries to find an Object that matches that class. However,
instanceOf() returns a Matcher for Object, and we need a Matcher
for View to satisfy onView(). That is what triggers our need for
the complex type-specific call to instanceOf(), where we tell
Matchers that we want the View-typed version of instanceOf().
onView() with instanceOf() gives us a ViewInteraction on
the RecyclerView. Our revised AdapterCountAssertion checks
the RecyclerView.Adapter in the RecyclerView to validate the
number of items:

  static class AdapterCountAssertion implements ViewAssertion {
    private final int count;

    AdapterCountAssertion(int count) {
      this.count=count;
    }

    @Override
    public void check(View view,
                      NoMatchingViewException noViewFoundException) {
      Assert.assertTrue(view instanceof RecyclerView);
      Assert.assertEquals(count,
        ((RecyclerView)view).getAdapter().getItemCount());
    }
  }


(from Testing/Espresso/app/src/androidTest/java/com/commonsware/android/abf/test/RecyclerViewTest.java)
The RecyclerView variant of scrollToBottom() is going to simply confirm
that we can successfully scroll to position 24 — if the list is shorter
than this, we will fail to scroll to that position and have an exception:

  @Test
  public void scrollToBottom() {
    onView(withClassName(is(RecyclerView.class.getCanonicalName())))
      .perform(scrollToPosition(24))
      .check(matches(anything()));
  }


(from Testing/Espresso/app/src/androidTest/java/com/commonsware/android/abf/test/RecyclerViewTest.java)
This time, to find the RecyclerView, we use withClassName(). This
is a method on ViewMatchers, and so it gives us the appropriately-typed
Matcher for use with onView(). However, instead of taking a Java
class, it takes a Matcher of String as a parameter.
The is() method from the standard Hamcrest matchers returns a Matcher
that uses equals() to compare a supplied value (in this case, the fully-qualified
class name for RecyclerView). So, withClassName(is(...)) will find
the view of the designated class given the supplied class name.
Once again, onView() is returning a ViewInteraction on the RecyclerView.
In perform(), we use scrollToPosition(), from RecyclerViewActions, to scroll
the RecyclerView to position 24. RecyclerViewActions itself is not
part of the core Espresso dependency, though. We need to add a dependency
on espresso-contrib instead, as is shown in the module’s build.gradle
file:

apply plugin: 'com.android.application'

dependencies {
    implementation "com.android.support:support-fragment:27.1.1"
    implementation 'com.android.support:recyclerview-v7:27.1.1'
    androidTestImplementation 'com.android.support.test.espresso:espresso-core:3.0.1'
    androidTestImplementation 'com.android.support.test.espresso:espresso-contrib:3.0.1'
}

android {
    compileSdkVersion 27
    buildToolsVersion '27.0.3'

    defaultConfig {
        minSdkVersion 15
        targetSdkVersion 27
        applicationId "com.commonsware.android.espresso"
        testApplicationId "com.commonsware.android.espresso.test"
        testInstrumentationRunner "android.support.test.runner.AndroidJUnitRunner"
        testInstrumentationRunnerArguments disableAnalytics: 'true'
    }

    packagingOptions {
        exclude 'LICENSE.txt'
    }
}


(from Testing/Espresso/app/build.gradle)
Back in scrollToBottom(), the ViewInteraction created with onView()
and modified via perform() is for the RecyclerView itself, not
the 25th item. Hence, with this structure, we cannot readily check to
see if the 25th item has the proper text. Instead, we settle for ensuring
that it matches anything(), relying on an exception if for some reason
we cannot get to position 24.
Intent Testing
Another optional dependency, espresso-intents, allows you to create what
amount to mocks and stubs for activities to be started from your code
under test. Rather than actually starting those activities, you can
intercept the Intent that would have been used for startActivity()
or startActivityForResult(), to see if it contains what it should.
And, you can provide mock responses to be delivered to onActivityResult()
for testing startActivityForResult() behaviors.
The
Testing/EspressoIntents
sample project is a clone of the ConfigChange/Bundle sample app
from earlier in the book. It has two buttons, Pick and View. Tapping
the Pick button will allow the user to pick a contact out of the
list of contacts. Picking a contact then enables the View button,
which allows the user to view the selected contact. In instrumentation
testing, we want to confirm that the Pick button works as expected.
NOTE: Some of these tests will work on devices and some on emulators –
it depends a bit on what all is installed on that device or emulator.
This app’s build.gradle file pulls in espresso-intents as well
as espresso-core:

apply plugin: 'com.android.application'

dependencies {
    androidTestImplementation 'com.android.support:support-annotations:27.1.1'
    androidTestImplementation 'com.android.support.test.espresso:espresso-core:3.0.1'
    androidTestImplementation 'com.android.support.test.espresso:espresso-intents:3.0.1'
}

android {
    compileSdkVersion 27
    buildToolsVersion '27.0.3'

    defaultConfig {
        minSdkVersion 14
        targetSdkVersion 27
        testApplicationId "com.commonsware.android.rotation.bundle.test"
        testInstrumentationRunner "android.support.test.runner.AndroidJUnitRunner"
        testInstrumentationRunnerArguments disableAnalytics: 'true'
    }

    packagingOptions {
        exclude 'LICENSE.txt'
    }
}


(from Testing/EspressoIntents/app/build.gradle)
The IntentTests class in the androidTest source set contains four
test methods, two of which are focused on the pick button and its
results. This requires the IntentTests class to use a different
@Rule: IntentsTestRule:

  @Rule
  public final IntentsTestRule<RotationBundleDemo> main
    =new IntentsTestRule(RotationBundleDemo.class, true);


(from Testing/EspressoIntents/app/src/androidTest/java/com/commonsware/android/rotation/bundle/IntentTests.java)
IntentsTestRule extends ActivityTestRule, so on the whole it
behaves the same. However, it has additional hooks for testing
startActivity() and startActivityForResult() with mocks and stubs.
One of the test methods is canceledPick(), designed to test
what happens if the user presses BACK and exits the contact-picker
activity:

  @Test
  public void canceledPick() {
    Instrumentation.ActivityResult result=
      new Instrumentation.ActivityResult(Activity.RESULT_CANCELED,
        null);

    intending(hasAction(Intent.ACTION_PICK)).respondWith(result);

    onView(withId(R.id.pick)).perform(click());

    intended(allOf(
      hasAction(Intent.ACTION_PICK),
      hasData(ContactsContract.Contacts.CONTENT_URI)));

    onView(withId(R.id.view)).check(matches(not(isEnabled())));
  }


(from Testing/EspressoIntents/app/src/androidTest/java/com/commonsware/android/rotation/bundle/IntentTests.java)
intending() is a method that we get from Espresso’s Intents class.
It works with the IntentsTestRule to set up a stub with a mock response for
our ACTION_PICK request that the Pick button will invoke via
startActivityForResult(). intending() takes a Matcher of Intent
objects, identifying which request you are interesting in stubbing.
Espresso’s IntentMatchers class has a series of methods to help you
construct an appropriate Matcher. In this case, we use hasAction()
to find our ACTION_PICK request. intending() returns an oddly-named
OngoingStubbing class, which represents the stub. On there, we call
respondWith() to provide the result to feed to onActivityResult().
In this case, our response has RESULT_CANCELED, simulating the user
pressing BACK to exit the contact picker.
We then click the Pick button, by finding it via onView(withId(R.id.pick)),
then calling perform() to click() the button. This triggers our
“production” code to call startActivityForResult(), where our stub
delivers the mock response to onActivityResult().
Then, we validate two things:

	First, did we actually send that Intent? intended() allows us
to inspect what startActivity() and startActivityForResult()
calls were made, to validate that it has the appropriate information.

	Second, is the View button still disabled? It starts off disabled,
but if the user picks a contact, we enable it. In our case, we did
not pick a contact, and so we want to ensure that the button stays
disabled, using matches(not(isEnabled())).


The stubPick() test method tests the opposite scenario, where
the user picks a contact. This time, our result has to have RESULT_OK
and a sufficiently-valid result Intent. In theory, we could have
code here that looks up some random contact in ContactsContract and
uses the Uri for it. In this case, all we need is for the result
Intent to have a Uri, so we just use the ContactsContract.Contacts.CONTENT_URI:

  @Test
  public void stubPick() {
    Instrumentation.ActivityResult result=
      new Instrumentation.ActivityResult(Activity.RESULT_OK,
        new Intent(null, ContactsContract.Contacts.CONTENT_URI));

    intending(hasAction(Intent.ACTION_PICK)).respondWith(result);

    onView(withId(R.id.pick)).perform(click());

    intended(allOf(
      hasAction(Intent.ACTION_PICK),
      hasData(ContactsContract.Contacts.CONTENT_URI)));

    onView(withId(R.id.view)).check(matches(isEnabled()));
  }


(from Testing/EspressoIntents/app/src/androidTest/java/com/commonsware/android/rotation/bundle/IntentTests.java)
This time, though, the View button should be enabled, so we confirm
that as part of our test result validation.
If you are looking to stub a startActivity() call, use respondWith()
and any result. The result will wind up being ignored, but failing
to use respondWith() does not result in the stub being created, and
trying a null result crashes Espresso.
Testing Activity Re-Creation and Configuration Changes
Activities get destroyed and re-created by default as a result of a
configuration change. You may want to test that process, to ensure
that you are retaining the right state information, such as via the
onSavedInstanceState() Bundle. You might even want to test
specific configuration changes, such as to confirm that your layouts are
set up properly after the user rotates the screen.
While the techniques outlined here can work with plain JUnit4 testing,
Espresso simplifies the process a bit. A key challenge with testing
this sort of scenario is knowing when the work for the configuration
change is done, so you know it is time to go ahead and test the result.
Espresso automatically monitors the work queue of the main application
thread and only proceeds when the queue indicates that the device is idle,
so you know that the configuration change is completed.
Testing the activity destroy-and-create cycle is mostly a matter of
calling recreate() on the Activity. Strictly speaking, recreate()
is not tied to testing — it is a regular method on Activity that you
could call whenever. It has limited uses outside of testing, though, which
is why you will not run across it very much.
The recreate() test method tests recreate() to confirm that our
View button remains enabled after a destroy-and-recreate cycle:

  public void recreate() {
    stubPick();

    InstrumentationRegistry.getInstrumentation().runOnMainSync(new Runnable() {
      @Override
      public void run() {
        main.getActivity().recreate();
      }
    });

    onView(withId(R.id.view)).check(matches(isEnabled()));
  }

  @Test
  public void orientation() {


(from Testing/EspressoIntents/app/src/androidTest/java/com/commonsware/android/rotation/bundle/IntentTests.java)
We first call stubPick(), to run through all the code that we tested
separately for picking a contact. Then, on the main application thread
(via runOnMainSync()), we call recreate() on the activity, which we
get by calling getActivity() on our IntentsTestRule. Then, we can
re-validate the enabled state of the R.id.view widget, to confirm that
it is still enabled.
Testing a simulated screen rotation is decidedly more complex.
Thanks to Chiu-ki Chan,
we have a recipe to start with.
First, we need to know what our current orientation is:

      .getResources()
      .getConfiguration()
      .orientation);
  }

  private void rotate() {
    int target=


(from Testing/EspressoIntents/app/src/androidTest/java/com/commonsware/android/rotation/bundle/IntentTests.java)
This gets the orientation field from the Configuration associated
with our app under test (InstrumentationRegistry.getTargetContext()).
That will be one of the Configuration values for orientation, such
as Configuration.ORIENTATION_LANDSCAPE.
To simulate a screen rotation, we can call setRequestedOrientation()
on the activity. This tells the activity to ignore the actual orientation
based on sensors and to use this other orientation instead. Our
rotate() utility method will flip the orientation from whatever it
actually is (via getOrientation()) to the opposite:

        ActivityInfo.SCREEN_ORIENTATION_PORTRAIT :
        ActivityInfo.SCREEN_ORIENTATION_LANDSCAPE);

    main.getActivity().setRequestedOrientation(target);
  }

  static class OrientationAssertion implements ViewAssertion {
    private final int orientation;


(from Testing/EspressoIntents/app/src/androidTest/java/com/commonsware/android/rotation/bundle/IntentTests.java)
We also have a testOrientation() helper method:

    if (orientation==Configuration.ORIENTATION_LANDSCAPE) {
      onView(withId(R.id.content))
        .check(new OrientationAssertion(LinearLayout.HORIZONTAL));
    }
    else {
      onView(withId(R.id.content))
        .check(new OrientationAssertion(LinearLayout.VERTICAL));
    }

    return(orientation);
  }

  // following methods inspired by
  // http://blog.sqisland.com/2015/10/espresso-save-and-restore-state.html


(from Testing/EspressoIntents/app/src/androidTest/java/com/commonsware/android/rotation/bundle/IntentTests.java)
This finds our current orientation (via getOrientation()). Based upon
that, it validates whether our LinearLayout has the correct orientation.
To aid with this, the layouts now have an ID for the LinearLayout
(R.id.content), so we do not have to go through messy code to try to
find the right object. There is no built-in assertion for testing
the orientation of a LinearLayout, but it is easy enough for us to
write our own OrientationAssertion:

    OrientationAssertion(int orientation) {
      this.orientation=orientation;
    }

    @Override
    public void check(View view,
                      NoMatchingViewException noViewFoundException) {
      Assert.assertTrue(view instanceof LinearLayout);
      Assert.assertEquals(orientation,
        ((LinearLayout)view).getOrientation());
    }
  }
}


(from Testing/EspressoIntents/app/src/androidTest/java/com/commonsware/android/rotation/bundle/IntentTests.java)
All that gets used by the orientation() @Test method:


    rotate();

    int postRotate=testOrientation();

    Assert.assertFalse("orientation changed", original==postRotate);
  }

  private int testOrientation() {
    int orientation=getOrientation();


(from Testing/EspressoIntents/app/src/androidTest/java/com/commonsware/android/rotation/bundle/IntentTests.java)
Here we:

	Test our current orientation, noting what orientation that is

	Simulate rotating the screen

	Test our new orientation, noting what orientation that is

	Validate that the orientation did actually change, using an ordinary
JUnit4 assertion


Opting Out of Analytics
All of the build.gradle files shown in this chapter have the following
line in defaultConfig:


testInstrumentationRunnerArguments disableAnalytics: 'true'


By default, your Espresso tests
send data about your tests to Google.
This line passes arguments to the test runner that disable these
analytics.
Waiting for the World to Change
Our activities often trigger asynchronous work: loading data from a database,
loading content from a ContentProvider, executing a Web service call,
etc. Sometimes, that work is triggered by the start of the activity.
Sometimes, that work is triggered by UI events.
Usually, our tests need to wait for that work to complete before we
can proceed with confirming the results. For example, if tapping an
action bar item refreshes the RecyclerView contents via some asynchronous
work, we cannot determine whether or not the refresh worked until that
asynchronous operation ends.
Even simpler things would seem to need more synchronization than we are
writing in our tests. Let’s go back to the keyEvents() test from earlier
in this chapter:

  @Test
  public void keyEvents() {
    onView(withId(android.R.id.list))
      .perform(pressKey(KeyEvent.KEYCODE_DPAD_DOWN),
        pressKey(KeyEvent.KEYCODE_DPAD_DOWN),
        pressKey(KeyEvent.KEYCODE_DPAD_DOWN),
        pressKey(KeyEvent.KEYCODE_DPAD_DOWN))
      .check(new ListSelectionAssertion(3));
  }


(from Testing/Espresso/app/src/androidTest/java/com/commonsware/android/abf/test/DemoActivityRuleTest.java)
We simulate four down-arrow presses, then check to see if the proper
list row is selected.
However, keyEvents() runs on a background thread, not the main
application thread. In theory, there is a race condition here: will the
work associated with those four down-arrow events be completed by the
time we go to check the selection state of the ListView?
It turns out that Espresso handles this automatically. It waits until
the work queue for the main application thread shows that there is no
more work ready to process. Then, and only then, will the check()
logic be applied.
Espresso also waits on select other things, notably AsyncTasks. And,
through an IdlingResource, we can teach it to wait for other
asynchronous work: arbitrary threads, an IntentService, and so on.
What’s an IdlingResource?
An IdlingResource is an interface. Implementations of it know how
to monitor some background work for completion. You can register an
IdlingResource with Espresso via IdlingRegistry.getInstance().register(),
later removing it via IdlingRegistry.getInstance().unregister().
An IdlingResource needs to do two main things:

	Return whether the resource being monitored is idle at the moment, via an
isIdleNow() method

	Track a ResourceCallback instance and call an onTransitionToIdle()
method on it when the resource becomes idle


Using an IdlingResource
In some cases, you will be able to use a pre-built IdlingResource. 
Espresso itself comes with a CountingIdlingResource that you can use
a bit like a CountDownLatch, calling increment() when work is
added and decrement() when work is completed. When the counter falls
to zero from a non-zero value, the CountingIdlingResource will call
onTransitionToIdle() on its ResourceCallback. And, isIdleNow()
is simply based on the counter.
Sometimes, you will find existing implementations from third parties.
For example, Jake Wharton has written
an OkHttp3IdlingResource for use with OkHttp3.
The
Testing/EspressoIdle
sample project demonstrates its use.
The activity under test is a variation on the OkHttp3 “show the latest
Stack Overflow questions” sample from
the chapter on Internet access. That activity (MainActivity)
holds an OkHttpClient instance to be used by its fragment, returned via
a getOkHttpClient() method:

package com.commonsware.android.okhttp;

import android.support.v4.app.FragmentActivity;
import android.content.Intent;
import android.net.Uri;
import android.os.Bundle;
import okhttp3.OkHttpClient;

public class MainActivity extends FragmentActivity
  implements QuestionsFragment.Contract {
  private final OkHttpClient client=
    new OkHttpClient.Builder().build();

  @Override
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    if (getSupportFragmentManager().findFragmentById(android.R.id.content) == null) {
      getSupportFragmentManager().beginTransaction()
                          .add(android.R.id.content,
                               new QuestionsFragment()).commit();
    }
  }

  @Override
  public void onQuestion(Item question) {
    startActivity(new Intent(Intent.ACTION_VIEW,
                             Uri.parse(question.link)));
  }

  OkHttpClient getOkHttpClient() {
    return(client);
  }
}


(from Testing/EspressoIdle/app/src/main/java/com/commonsware/android/okhttp/MainActivity.java)
QuestionsFragment then uses OkHttp3 to request the latest 100
Stack Overflow questions, parsing the JSON response with Gson, and
loading them into the fragment’s ListView. This is handled in the
onViewCreated() method:

  @Override
  public void onViewCreated(final View view, Bundle savedInstanceState) {
    super.onViewCreated(view, savedInstanceState);

    OkHttpClient client=((MainActivity)getActivity()).getOkHttpClient();
    Request request=new Request.Builder().url(SO_URL).build();

    client.newCall(request).enqueue(new Callback() {
      @Override
      public void onFailure(Call call, IOException e) {
        Log.e(getClass().getSimpleName(), "Exception loading JSON", e);
      }

      @Override
      public void onResponse(Call call, Response response)
        throws IOException {
        if (response.isSuccessful()) {
          Reader in=response.body().charStream();
          BufferedReader reader=new BufferedReader(in);
          final SOQuestions questions=
            new Gson().fromJson(reader, SOQuestions.class);

          reader.close();

          view.post(new Runnable() {
            @Override
            public void run() {
              setListAdapter(new ItemsAdapter(questions.items));
            }
          });
        }
        else {
          Log.e(getClass().getSimpleName(), response.toString());
        }
      }
    });
  }


(from Testing/EspressoIdle/app/src/main/java/com/commonsware/android/okhttp/QuestionsFragment.java)
Note that onViewCreated() uses enqueue(), rather than execute(),
so the HTTP request is performed on an OkHttp3-supplied background thread.
We do not know if this is an AsyncTask or some other type of thread,
and so we do not know for certain if Espresso will know to wait until
this request is complete. Hence, in our tests, we really should use an
IdlingResource to confirm that the asynchronous work is completed
before seeing if the results match our expectations.
The OkHttpTests instrumentation test class uses an ActivityRule,
named main, to set up our activity under test. The moreReliableAsyncTest()
method then uses OkHttp3IdlingResource to help out our test code:

  @Test
  public void moreReliableAsyncTest() {
    IdlingResource idleWild=
      OkHttp3IdlingResource.create("okhttp3",
        main.getActivity().getOkHttpClient());

    IdlingRegistry.getInstance().register(idleWild);

    try {
      onView(withId(android.R.id.list))
        .check(new AdapterCountAssertion(100));
    }
    finally {
      IdlingRegistry.getInstance().unregister(idleWild);
    }
  }


(from Testing/EspressoIdle/app/src/androidTest/java/com/commonsware/android/okhttp/OkHttpTests.java)
An IdlingResource has a name, which needs to be unique among registered
IdlingResource instances. So, we use okhttp3. OkHttp3IdlingResource
also needs our OkHttpClient, which we can get by retrieving it from
the MainActivity, which is available to us courtesy of the main
ActivityRule.
We then:

	Call register() to register our OkHttp3IdlingResource


	Perform our tests, to confirm that we got 100 items in the list

	Call unregister(), as we can no longer use our
OkHttp3IdlingResource once the activity is destroyed; any new activity
instances will have their own OkHttpClient in our implementation


Implementing a Custom IdlingResource
A custom IdlingResource can be simple or complex, depending on how
difficult it is to determine whether a resource is idling and when it
starts idling.
In the case of OkHttp3IdlingResource,
OkHttp3 itself exposes a API, in
the form of a Dispatcher object, that provides an API ideal for an
IdlingResource:

	A Dispatcher has runningCallsCount() for use by isIdleNow()


	A Dispatcher has setIdleCallback(), to be called when the
running calls count drops to zero


In this case, the reason for the clean integration may be tied to the
fact that Jake Wharton works on OkHttp3.
Sometimes, you have to use a less elegant approach, because the resource
you wish to monitor does not offer an appropriate monitoring API.
Chiu-ki Chan wrote
an IntentServiceIdlingResource
that uses ActivityManager to watch for when a specific IntentService
implementation is no longer listed as a running service. There is no
way to register a callback with Android to find out when an arbitrary
service is destroyed, so she only invokes the ResourceCallback
onTransitionToIdle() method as part of isIdleNow() processing.
Advanced Preferences
We saw SharedPreferences and PreferenceFragment
earlier in the book. However, we can have
more elaborate preference collection options if we wish,
such as a full master-detail implementation like the
Settings app sports. There are also many other common
attributes on the preference XML elements that we might
consider taking advantage of, such as allowing us to automatically
enable and disable preferences based upon whether some
other preference is checked or unchecked.
In this chapter, we will explore some of these additional
capabilities in the world of Android preferences.
Prerequisites
Understanding this chapter requires that you have read the core chapters,
particularly the one on SharedPreferences.
Introducing PreferenceActivity
If you have a fairly simple set of preferences to collect from the user,
using a single PreferenceFragment should be sufficient.
On the far other end of the spectrum, Android’s Settings app collects
a massive amount of preference values from the user. These are spread
across a series of groups of preferences, known as preference headers.
While your app may not need to collect as many preferences as does
the Settings app, you may need more than what could be collected
easily in a single PreferenceFragment. In that case, you can consider
adopting the same structure of headers-and-fragments that the Settings
app uses, by means of a PreferenceActivity.
To see this in action, take a look at the
Prefs/FragmentsBC
sample project. It is very similar to the original SharedPreferences
demo app from before. However, this one arranges to collect
a fifth preference value, in a separate PreferenceFragment, and uses
PreferenceActivity to allow access to both PreferenceFragment UI
structures.
Defining Your Preference Headers
In the master-detail approach offered by PreferenceActivity, the
“master” list is a collection of preference headers. Typically, you
would define these in another XML resource.
In the sample project, that is found in
res/xml/preference_headers.xml:

<preference-headers xmlns:android="http://schemas.android.com/apk/res/android">

  <header
    android:fragment="com.commonsware.android.preffragsbc.EditPreferences$First"
    android:summary="@string/header1summary"
    android:title="@string/header1title">
  </header>
  <header
    android:fragment="com.commonsware.android.preffragsbc.EditPreferences$Second"
    android:summary="@string/header2summary"
    android:title="@string/header2title">
  </header>

</preference-headers>

(from Prefs/FragmentsBC/app/src/main/res/xml/preference_headers.xml)
Here, your root element is <preference-headers>, containing a series of
<header> elements. Each <header> contains at least three attributes:

	
android:fragment, which identifies the Java class implementing the
PreferenceFragment to use for this header, as is described in the next
section

	
android:title, which is a few words identifying this header to
the user


Once again, you may wish to also include android:summary,
which is a short sentence explaining what the user will find inside of this header.
You can, if you wish, include one or more <extra> child elements inside
the <header> element. These values will be put into the “arguments” Bundle that
the associated PreferenceFragment can retrieve via getArguments().
Creating Your PreferenceActivity
EditPreferences — which in the original sample app was a regular
Activity — is now a PreferenceActivity. It contains little
more than
the two fragments referenced in the above preference header XML:

package com.commonsware.android.preffragsbc;

import android.os.Bundle;
import android.preference.PreferenceActivity;
import android.preference.PreferenceFragment;
import java.util.List;

public class EditPreferences extends PreferenceActivity {
  @Override
  public void onBuildHeaders(List<Header> target) {
    loadHeadersFromResource(R.xml.preference_headers, target);
  }

  @Override
  protected boolean isValidFragment(String fragmentName) {
    if (First.class.getName().equals(fragmentName)
        || Second.class.getName().equals(fragmentName)) {
      return(true);
    }

    return(false);
  }

  public static class First extends PreferenceFragment {
    @Override
    public void onCreate(Bundle savedInstanceState) {
      super.onCreate(savedInstanceState);

      addPreferencesFromResource(R.xml.preferences);
    }
  }

  public static class Second extends PreferenceFragment {
    @Override
    public void onCreate(Bundle savedInstanceState) {
      super.onCreate(savedInstanceState);

      addPreferencesFromResource(R.xml.preferences2);
    }
  }
}


(from Prefs/FragmentsBC/app/src/main/java/com/commonsware/android/preffragsbc/EditPreferences.java)
onBuildHeaders() is where we supply the preference headers, via a call
to loadHeadersFromResource().
We also need to have an isValidFragment() method, that will return true
if the supplied fragment name is one we should be showing in this
PreferenceActivity, false otherwise. This will only be called on
Android 4.4+. However, we need to set up the project build target
(e.g., compileSdkVersion in Android Studio) to API Level 19
or higher. Failing to have this method will cause your app to crash
on Android 4.4+ devices, when the user tries to bring up one
of your PreferenceFragments.
Each PreferenceFragment is then responsible for calling
addPreferencesFromResource() to populate its contents. In this
case, we now have two such resources: res/xml/preferences.xml
(the original, used by First) and res/xml/preferences2.xml
(used by Second).
The Results
On a wide enough screen — like that of a Nexus 9 in landscape — we
get a master-detail presentation:

[image: PreferenceActivity UI, on a Landscape Nexus 9]

Figure 588: PreferenceActivity UI, on a Landscape Nexus 9
Here, we see the first preference fragment already pre-selected,
showing its settings. Tapping on the second header will show the
other preferences.
On a smaller screen, the master-detail approach means that we
see a list of headers first:

[image: PreferenceActivity UI, on a Portrait Nexus 5]

Figure 589: PreferenceActivity UI, on a Portrait Nexus 5
Tapping the headers give us access to the individual fragments.
Intents for Headers or Preferences
If you have the need to collect some preferences that are beyond what the
standard preferences can handle, you have some choices.
One is to create a custom Preference. Extending DialogPreference to create
your own Preference implementation is not especially hard. However, it does
constrain you to something that can fit in a dialog.
Another option is to specify an <intent> element as a child of a <header>
element. When the user taps on this header, your specified Intent is used
with startActivity(), giving you a gateway to your own activity for
collecting things that are beyond what the preference UI can handle. For
example, you could have the following <header>:


<header android:icon="@drawable/something"
        android:title="Fancy Stuff"
        android:summary="Click here to transcend your 
plane of existence">
  <intent android:action="com.commonsware.android.MY_CUSTOM_ACTION" />
</header>


Then, so long as you have an activity with an <intent-filter> specifying your
desired action (com.commonsware.android.MY_CUSTOM_ACTION), that activity will
get control when the user taps on the associated header.
Conditional Headers
The two-tier, headers-and-preferences approach is fine and helps to
organize large rosters of preferences.
However, it does tend to steer developers in the direction of displaying
headers all of the time. For many apps, that is rather pointless,
because there are too few preferences to collect to warrant having more
than one header.
One alternative approach is to use the headers on larger devices,
but skip them on smaller devices. That way, the user does not have to
tap past a single-item ListFragment just to get to the actual
preferences to adjust.
This is a wee bit tricky to implement. However, you have two options for
how to accomplish it.
(The author would like to thank Richard Le Mesurier, whose question on this
topic spurred the development of this section and its samples)
Option #1: Do Not Define the Headers
The basic plan in the first approach is to have smarts in onBuildHeaders() to handle this.
onBuildHeaders() is the callback that Android invokes on our
PreferenceActivity to let us define the headers to use in the
master-detail pattern. If we want to have headers, we would supply
them here; if we want to skip the headers, we would instead fall
back to the classic (and, admittedly, deprecated)
addPreferencesFromResource() method to load up some preference
XML.
There is an isMultiPane() method on PreferenceActivity, starting
with API Level 11, that will tell you if the activity will render
with two fragments (master+detail) or not. In principle, this would
be ideal to use. Unfortunately, it does not seem to be designed to
be called from onBuildHeaders(). Similarly, addPreferencesFromResource()
does not seem to be callable from onBuildHeaders(). Both are due
to timing: onBuildHeaders() is called in the middle of the
PreferenceActivity onCreate() processing.
So, we have to do some fancy footwork.
By examining the source code to PreferenceActivity,
you will see that the logic that drives the single-pane vs. dual-pane
UI decision boils down to:


onIsHidingHeaders() || !onIsMultiPane()


If that expression returns true, we are in single-pane mode; otherwise,
we are in dual-pane mode. onIsHidingHeaders() will normally return
false, while onIsMultiPane() will return either true or false
based upon screen size.
So, we can leverage this information in a PreferenceActivity to
conditionally load our headers, as seen in the EditPreferences
class in the
Prefs/SingleHeader
sample project:

package com.commonsware.android.pref1header;

import android.os.Bundle;
import android.preference.PreferenceActivity;
import java.util.List;

public class EditPreferences extends PreferenceActivity {
  private boolean needResource=false;

  @SuppressWarnings("deprecation")
  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    if (needResource) {
      addPreferencesFromResource(R.xml.preferences);
    }
  }

  @Override
  public void onBuildHeaders(List<Header> target) {
    if (onIsHidingHeaders() || !onIsMultiPane()) {
      needResource=true;
    }
    else {
      loadHeadersFromResource(R.xml.preference_headers, target);
    }
  }

  @Override
  protected boolean isValidFragment(String fragmentName) {
    return(StockPreferenceFragment.class.getName().equals(fragmentName));
  }
}


(from Prefs/SingleHeader/app/src/main/java/com/commonsware/android/pref1header/EditPreferences.java)
Here, if we are in dual-pane mode, onBuildHeaders() populates the
headers as normal. If, though, we are in single-pane mode, we skip
that step and make note that we need to do some more work in onCreate().
Then, in onCreate(), if we did not load our headers we use the classic addPreferencesFromResource()
method.
The net result is that on Android 3.0+ tablets, we get the dual-pane,
master-detail look with our one header, but on smaller devices
(regardless of version), we roll straight to the preferences themselves.
Note that this sample application uses a single PreferenceFragment
implementation, named StockPreferenceFragment:

package com.commonsware.android.pref1header;

import android.os.Bundle;
import android.preference.PreferenceFragment;

public class StockPreferenceFragment extends PreferenceFragment {
  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    int res=
        getActivity().getResources()
                     .getIdentifier(getArguments().getString("resource"),
                                    "xml",
                                    getActivity().getPackageName());

    addPreferencesFromResource(res);
  }
}


(from Prefs/SingleHeader/app/src/main/java/com/commonsware/android/pref1header/StockPreferenceFragment.java)
StockPreferenceFragment does what it is supposed to: call
addPreferencesFromResource() in onCreate() with the resource ID of the
preferences to load. However, rather than hard-coding a resource ID, as we
normally would, we look it up at runtime.
The <extra> elements in our preference header XML supply the name of the
preference XML to be loaded:

<preference-headers xmlns:android="http://schemas.android.com/apk/res/android">

  <header
    android:fragment="com.commonsware.android.pref1header.StockPreferenceFragment"
    android:summary="@string/header1summary"
    android:title="@string/header1title">
    <extra
      android:name="resource"
      android:value="preferences"/>
  </header>

</preference-headers>

(from Prefs/SingleHeader/app/src/main/res/xml/preference_headers.xml)
We get that name via the arguments Bundle
(getArguments().getString("resource")).
To look up a resource ID at runtime, we can use the Resources object, available
from our activity via a call to getResources(). Resources has a method,
getIdentifier(), that will return a resource ID given three pieces of information:

	The base name of the resource (in our case, the value retrieved from the <extra>
element)

	The type of the resource (e.g., "xml")

	The package holding the resource (in our case, our own package, retrieved
from our activity via getPackageName())


Note that getIdentifier() uses reflection to find this value, and so there
is some overhead in the process. Do not use getIdentifier() in a long loop
– cache the value instead.
The net is that StockPreferenceFragment loads the preference XML described
in the <extra> element, so we do not need to create separate
PreferenceFragment implementations per preference header.
Option #2: Go Directly to the Fragment
The advantage of the above approach is that it works with Android’s own logic
of whether to display the master-detail fragments or just one at a time.
However, that logic — the fact that onIsHidingHeaders() || !onIsMultiPane()
determines the look of the activity — is not documented, and therefore may
change in future Android releases.
Another option is to launch your PreferenceActivity in such a way that
tells Android to skip showing the headers. This approach
is better documented and therefore perhaps more stable. This can also be
used in cases where you do want headers sometimes, but at other times you
want to route the user to a specific PreferenceFragment. The downside
is that this technique only works on API Level 11+.
To see how this works, take a look at the
Prefs/SingleHeader2
sample project.
Our EditPreferences class is the same implementation as in the original sample
for this chapter, except that we only load up the single XML resource’s worth
of preferences:

package com.commonsware.android.pref1header;

import android.preference.PreferenceActivity;
import java.util.List;

public class EditPreferences extends PreferenceActivity {
  @Override
  public void onBuildHeaders(List<Header> target) {
    loadHeadersFromResource(R.xml.preference_headers, target);
  }

  @Override
  protected boolean isValidFragment(String fragmentName) {
    return(StockPreferenceFragment.class.getName().equals(fragmentName));
  }
}


(from Prefs/SingleHeader2/app/src/main/java/com/commonsware/android/pref1header/EditPreferences.java)
However, there is a change in our main activity (FragmentsDemo). Before, when
the user chose the “Settings” action bar overflow item, we would just call
startActivity() to bring up EditPreferences. Now, we delegate that work
to an editPrefs() method on FragmentsDemo, which will have the smarts to
control how we bring up the EditPreferences activity:

  private void editPrefs() {
    Intent i=new Intent(this, EditPreferences.class);

    i.putExtra(PreferenceActivity.EXTRA_SHOW_FRAGMENT,
               StockPreferenceFragment.class.getName());

    Bundle b=new Bundle();

    b.putString("resource", "preferences");

    i.putExtra(PreferenceActivity.EXTRA_SHOW_FRAGMENT_ARGUMENTS, b);

    startActivity(i);
  }


(from Prefs/SingleHeader2/app/src/main/java/com/commonsware/android/pref1header/FragmentsDemo.java)
Here, we will add two extras to our Intent:

	
EXTRA_SHOW_FRAGMENT, set to the fully-qualified class name of the PreferenceFragment
to be displayed, here obtained by calling getName() on the Class object
for StockPreferenceFragment


	
EXTRA_SHOW_FRAGMENT_ARGUMENTS, set to a Bundle containing the same values that
would ordinarily be loaded from the <extra> elements in the preference header
XML resource (in our case, the name of the preference XML resource to load)


Those extras will be automatically handled by PreferenceActivity (on API Level 11+)
and will have the effect of directly taking the user to our one-and-only fragment, bypassing
the headers.
Dependent Preferences
In the Settings app, or in other apps that appear to be using
PreferenceFragment-based UIs, you may have noticed that there are
times when preferences are disabled. They become enabled when you
check a CheckBoxPreference or toggle on a SwitchPreference.
That is handled via the android:dependency attribute on the to-be-disabled
preferences. The value of android:dependency is the key of
a TwoStatePreference subclass, such as a
CheckBoxPreference or a SwitchPreference. The enabled/disabled
state of the preference with the android:dependency attribute
depends on the checked state of the named dependency.
For example, the
Prefs/Dependency
sample project is a clone of
the original SharedPreferences demo app with one slight
change: all the preferences other than checkbox are now dependent
upon checkbox:

<PreferenceScreen xmlns:android="http://schemas.android.com/apk/res/android">

  <CheckBoxPreference
    android:key="checkbox"
    android:summary="@string/pref1summary"
    android:title="@string/pref1title"/>

  <RingtonePreference
    android:dependency="checkbox"
    android:key="ringtone"
    android:showDefault="true"
    android:showSilent="true"
    android:summary="@string/pref2summary"
    android:title="@string/pref2title"/>

  <EditTextPreference
    android:dependency="checkbox"
    android:dialogTitle="@string/dialogtitle"
    android:key="text"
    android:summary="@string/pref3summary"
    android:title="@string/pref3title"/>

  <ListPreference
    android:dependency="checkbox"
    android:dialogTitle="@string/listdialogtitle"
    android:entries="@array/cities"
    android:entryValues="@array/airport_codes"
    android:key="list"
    android:summary="@string/pref4summary"
    android:title="@string/pref4title"/>

</PreferenceScreen>

(from Prefs/Dependency/app/src/main/res/xml/preferences.xml)
When you run the project, the dependent preferences are disabled
while the checkbox is unchecked:

[image: Dependent Preferences, Disabled]

Figure 590: Dependent Preferences, Disabled
…but become enabled once the user checks the checkbox:

[image: Dependent Preferences, Enabled]

Figure 591: Dependent Preferences, Enabled
Nested Screens
Perhaps you have more preferences than you want to collect on a single
screen, but you do not feel that a master-detail presentation is
the right structure. Or, perhaps you have lots of preferences to
collect, and even collecting preferences into groups by header is
insufficient.
Another possibility is to nest preference screens. One screen
holds another. On the outer preference screen, the user has a
“preference” entry that simply displays the nested screen, as opposed
to directly collecting any preferences.
A <PreferenceScreen> element in your preference XML can hold
another <PreferenceScreen> element. That inner <PreferenceScreen>
can come in one of two forms:

	Inside the inner <PreferenceScreen> you have more preference
XML elements. This means there is only one PreferenceFragment for
the whole structure (outer <PreferenceScreen>, including the
inner <PreferenceScreen>). However, visually, the user will
“drill down” from the outer screen into the inner one by tapping on
an entry.

	The inner <PreferenceScreen> has an android:fragment
attribute, just like a preference header might. This points to
a Fragment — typically a PreferenceFragment — that will be
responsible for the “inner” content. This is a bit more complex
to set up, as it requires a couple of fragments. However, it gives
you greater flexibility. Plus, it is fairly easy to then switch
from using preference headers and the master-detail approach to
using nested preference screens, or back again, as you are simply
reusing the same PreferenceFragment implementations in either
case.


The
Prefs/NestedScreens
sample project takes the master-detail approach shown earlier
in this chapter and switches it to having a top-level screen
and a nested screen. This is accomplished by adding a <PreferenceScreen>
element to res/xml/preferences.xml, pointing to our
Second PreferenceFragment:

  <PreferenceScreen
    android:fragment="com.commonsware.android.preffragsbc.EditPreferences$Second"
    android:key="unused"
    android:title="@string/nested_title"/>


(from Prefs/NestedScreens/app/src/main/res/xml/preferences.xml)
Here, the android:title (and optional android:summary) will be shown
on the outer screen, as an entry that the user can tap on to get to
this inner screen. While in this sample, we are not using android:key,
in principle you could use this to get at the PreferenceScreen itself
to manipulate it at runtime (e.g., disable it).
For this style of <PreferenceScreen> to work, the preference XML must
be used by a PreferenceFragment in a PreferenceActivity — you cannot
use it with a regular Activity. However, just because you use
PreferenceActivity does not mean that you have to opt into the
master-detail structure. We can use the same onCreate(),
show-the-PreferenceFragment approach that we use with a regular
Activity.
However, there is one big catch: when the user taps on the entry
that will launch the inner screen, the Android framework will start
another instance of our PreferenceActivity. It will give us the
same EXTRA_SHOW_FRAGMENT value as we saw earlier in this chapter.
However, PreferenceActivity will automatically show that fragment; we
do not need to show it ourselves.
But, this means that our onCreate() needs to distinguish between
the “show the outer screen ourselves” case and the “show the inner
screen automatically” case, which we can do by seeing if
EXTRA_SHOW_FRAGMENT exists:

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    if (getIntent().getStringExtra(PreferenceActivity.EXTRA_SHOW_FRAGMENT)==null) {
      if (getFragmentManager().findFragmentById(android.R.id.content)==null) {
        getFragmentManager().beginTransaction()
            .add(android.R.id.content,
                new First()).commit();
      }
    }
  }


(from Prefs/NestedScreens/app/src/main/java/com/commonsware/android/preffragsbc/EditPreferences.java)
The result is that we see the outer screen first, containing our
entry for the inner screen:

[image: Nested Preferences, Outer Screen]

Figure 592: Nested Preferences, Outer Screen
Tapping on that entry brings up the inner, nested, screen:

[image: Nested Preferences, Inner Screen]

Figure 593: Nested Preferences, Inner Screen
Listening to Preference Changes
Sometimes, you may need to take steps when the user interacts with
a preference in your PreferenceFragment-based UI.
A common scenario for this comes with the summary. In some cases,
is it handy to have the summary reflect the current value of the
preference. While some preferences naturally show their value inline
(e.g., a CheckBoxPreference), those that extend from DialogPreference
only show their value when the user taps on the preference to display
the dialog. Putting something in the summary that reflects the
value can save the user a click.
However, by default, the summary is static, populated by the
android:summary attribute in your preference XML. If you want it
to reflect the current preference value, you not only need to be able
to set the summary in Java, but to be able to respond when the user
changes the value, so you can update the summary again.
The
Prefs/CustomSubtitle
sample project demonstrates how this works. This is yet another
clone of the original SharedPreferences demo app.
This time, the preference XML is unchanged from the original. However,
we have a slightly more elaborate PreferenceFragment implementation:

  public static class Prefs extends PreferenceFragment
      implements Preference.OnPreferenceChangeListener {
    @Override
    public void onCreate(Bundle savedInstanceState) {
      super.onCreate(savedInstanceState);

      addPreferencesFromResource(R.xml.preferences);

      Preference pref=findPreference("text");

      updateSummary(pref,
          pref.getSharedPreferences().getString(pref.getKey(), null));
      pref.setOnPreferenceChangeListener(this);
    }

    @Override
    public boolean onPreferenceChange(Preference pref, Object newValue) {
      updateSummary(pref, newValue.toString());

      return(true);
    }

    private void updateSummary(Preference pref, String value) {
      if (value==null || value.length()==0) {
        pref.setSummary(R.string.msg_missing_text);
      }
      else {
        pref.setSummary(value);
      }
    }
  }


(from Prefs/CustomSubtitle/app/src/main/java/com/commonsware/android/preffrag/EditPreferences.java)
In onCreate(), after addPreferencesFromResource(), we call
findPreference() to retrieve the Preference object that manages
the snippet of UI for a particular preference. The flow here
mimics that of setContentView() and findViewById(): first you
inflate the resource, then you find the Java object corresponding
to some XML element out of that resource. findPreference()
takes the key of the preference that you are looking for; in this
case, we are looking for the EditTextPreference, whose key is
text.
We then call a private updateSummary() method, which takes the
Preference and the current value of that preference and updates
the summary. To get the current value, onCreate() can ask the
Preference for its backing SharedPreferences (via getSharedPreferences()),
then retrieve the value using standard getters (e.g., getString()).
updateSummary() then shows the string representation of the
current value, or a canned message if there does not appear to be
a current value.
We also register the fragment itself as being the OnPreferenceChangeListener,
and register the fragment with the preference via
setOnPreferenceChangeListener(). This means that when the user
manipulates this preference, we will be called with onPreferenceChange().
This is done before the SharedPreferences are updated. Our options
are either to return true and have the normal persistence process
continue, or return false and manage persistence ourselves (e.g.,
perform some conversion on the raw value before storing it). In our
case, we are just using this to call updateSummary() again.
If you install the app and run it, you will not have an existing
value for the preference, and so the summary shows a stock
message:

[image: Custom Subtitle Demo, Before Editing Text]

Figure 594: Custom Subtitle Demo, Before Editing Text
After you tap on the EditTextPreference and fill in some value
in the dialog, the summary updates to show what you typed in:

[image: Custom Subtitle Demo, After Editing Text]

Figure 595: Custom Subtitle Demo, After Editing Text
Defaults, and Defaults
When you use SharedPreferences to retrieve a value, you can usually
provide a default value along with the key for the value that you want.
If there is no preference value for that key, you get the default
that you supplied.
A preference in preference XML also has an android:defaultValue
attribute. This is, roughly speaking, the preference UI counterpart
to that second parameter to the SharedPreferences getters. If the
user interacts with the preference, the android:defaultValue value
will be presented to the user if there was no preference value stored
for that key in the underlying SharedPreferences.
To synchronize these, you can call setDefaultValues() on
the PreferenceManager class. Given the resource ID of some preference
XML, PreferenceManager will find all android:defaultValue attributes
and then persist those default values to the SharedPreferences under
their respective keys.
Listening to Preference Value Changes
Sometimes, you will have components that need to know when preference
values are changed elsewhere in your app. For example, you may have
a Service that is using information from SharedPreferences, and
the Service may need to know when those values change.
One approach, used in all the sample apps, is simply to re-read the
preference values as needed, rather than caching them in data members
or something. After the first time SharedPreferences are accessed,
the SharedPreferences themselves are held in heap space, and so
accessing them can be fairly cheap. So, the sample apps’ launcher
activities just re-read the preference values in onResume() and update
the UI that way.
If, however, that is inappropriate, inconvenient, or otherwise not
what you want to do, you can call registerOnSharedPreferenceChangeListener()
on a SharedPreferences object, supplying an instance of an implementation
of the OnSharedPreferenceChangeListener interface. That object will
be called with onSharedPreferenceChanged() every time a preference value
changes. You are given the key to the changed value, so you can implement
a filter to only pay attention to keys that matter to you. When one of
those keys is reported to have changed, you can ask the SharedPreferences
for the new value.
Dynamic ListPreference Contents
Many times, the items that the user can choose from in your
ListPreference or MultiSelectListPreference are fixed, allowing you
to populate them from <string-array> resources. However, sometimes,
the items (display names and corresponding values) are dynamic, based
upon information held elsewhere: database, server, or something at a
system level. For those, we need to be able to define the preference
in XML, but configure its contents in Java code.
For example, the
Introspection/SAWMonitor
sample project is a monitor for new and upgraded apps that ask for
the SYSTEM_ALERT_WINDOW permission. Such apps have the right to draw
over top of other apps, for anything from Facebook “chatheads” to
tapjacking attacks.
However, some apps may request this permission that you are perfectly
fine with having it. By default, SAWMonitor will point out this
permission on each subsequent update, which can get tiresome after a while.
Hence, SAWMonitor allows you to add apps to a “whitelist”; those apps
will be ignored, even if they request SYSTEM_ALERT_WINDOW.
To that end, we have a settings.xml resource describing some preferences
to collect from the user:

<?xml version="1.0" encoding="utf-8"?>
<PreferenceScreen xmlns:android="http://schemas.android.com/apk/res/android">
  <SwitchPreference
    android:key="enabled"
    android:title="@string/msg_enable"
    android:defaultValue="true"/>
  <MultiSelectListPreference
    android:key="whitelist"
    android:title="@string/msg_whitelist" />
</PreferenceScreen>

(from Introspection/SAWMonitor/app/src/main/res/xml/settings.xml)
Here we have two preferences: a SwitchPreference for whether we
should be monitoring for SYSTEM_ALERT_WINDOW at all, and a MultiSelectListPreference
to allow the user to control the whitelist.
In onCreate() of our SettingsFragment, we load up those preferences
into the UI via addPreferencesFromResource(), use findPreference()
to retrieve both of the Preference objects, and use setOnPreferenceChangeListener()
to be notified about changes to the enabled preference:

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    addPreferencesFromResource(R.xml.settings);
    pm=getActivity().getPackageManager();

    enabled=(SwitchPreference)findPreference(MonitorApp.PREF_ENABLED);

    populateWhitelist((MultiSelectListPreference)findPreference("whitelist"));
  }


(from Introspection/SAWMonitor/app/src/main/java/com/commonsware/android/sawmonitor/SettingsFragment.java)
The populateWhitelist() call is where we fill in the details for the
MultiSelectListPreference. In our case, the possible values are the
apps presently installed that have requested the SYSTEM_ALERT_WINDOW
permission. So, we use PackageManager to find those, then use that
information to populate the whitelist preference:

  void populateWhitelist(MultiSelectListPreference whitelist) {
    List<ApplicationInfo> apps=pm.getInstalledApplications(0);

    Collections.sort(apps,
      new ApplicationInfo.DisplayNameComparator(pm));

    ArrayList<CharSequence> displayNames=
      new ArrayList<CharSequence>();
    ArrayList<String> packageNames=new ArrayList<String>();

    for (ApplicationInfo app : apps) {
      try {
        PackageInfo pkgInfo=
          pm.getPackageInfo(app.packageName,
            PackageManager.GET_PERMISSIONS);

        if (pkgInfo.requestedPermissions!=null) {
          for (String perm : pkgInfo.requestedPermissions) {
            if (SYSTEM_ALERT_WINDOW.equals(perm)) {
              displayNames.add(app.loadLabel(pm));
              packageNames.add(app.packageName);
              break;
            }
          }
        }
      }
      catch (PackageManager.NameNotFoundException e) {
        // should not happen, quietly ignore
      }
    }

    whitelist
      .setEntries(displayNames
        .toArray(new CharSequence[displayNames.size()]));
    whitelist
      .setEntryValues(packageNames
        .toArray(new String[packageNames.size()]));
  }


(from Introspection/SAWMonitor/app/src/main/java/com/commonsware/android/sawmonitor/SettingsFragment.java)
Most of the code is determining which applications have that permission.
However, MultiSelectListPreference complicates matters, by having
two separate setter methods for its contents:

	
setEntries() sets the display names, what the user will see in the
multi-select dialog

	
setEntryValues() sets the corresponding values, what will be stored
in the SharedPreferences based upon the user’s input


These each take arrays of CharSequence implementations, like String.
Hence, we need two parallel arrays of values, rather than a single
ArrayList of Pair objects or something.
With that in mind, populateWhitelist():

	Gets the list of installed applications from the PackageManager
(pm is a field initialized in onCreate())

	Sorts those by display name, so our results will wind up in alphabetical
order

	Creates an ArrayList for the display names and a separate one for the
package names, which will serve as our entry values

	Iterates over the applications, gets the permissions requested by each
app, and if any of those is SYSTEM_ALERT_WINDOW, add the display name
(loadLabel()) and the package name to their respective lists

	Converts each of those ArrayList objects into a corresponding
Java array, and passes them to their appropriate setters


The resulting SettingsFragment has the two preferences:

[image: SAWMonitor SettingsFragment]

Figure 596: SAWMonitor SettingsFragment
Tapping on the “Whitelist” entry brings up the MultiSelectListPreference:

[image: SAWMonitor Whitelist MultiSelectListPreference]

Figure 597: SAWMonitor Whitelist MultiSelectListPreference
If you run the app on your device or emulator, you will wind up with
different possible entries in the MultiSelectListPreference, as the
mix of apps requesting SYSTEM_ALERT_WINDOW will be different for
different devices and users.
Dealing with External Changes to Preferences
What happens if you have a PreferenceFragment in the foreground,
and the preference changes “behind the scenes” by some other component
of your app?
For preferences with dialogs — ListPreference, EditTextPreference,
etc. — the pattern seems to be “transaction by dialog”. Whatever the
preference value is at the time the dialog appears is what the user
sees, and that does not change (and cannot readily be changed)
if the preference changes while that dialog is on the screen.
However, for inline preferences — CheckBoxPreference, SwitchPreference,
etc. — while the UI will not automatically update based on the external
change, you can handle that yourself.
For example, SAWMonitor offers
an optional notification shade tile using a TileService on Android 7.0+ devices.
The tile allows the user to enable and disable the monitoring, just as
the user can from the SwitchPreference. So… what happens if the
SettingsFragment is on the screen, the user slides open the notification
shade, and taps the tile? By default, the SettingsFragment would
be oblivious to this, with the result of the SwitchPreference being
out of sync.
But, we can fix this.
In SettingsFragment, in onStart(),
we register for preference changes, plus call a syncEnabledStates()
method. We unregister from preference changes in onStop():

  @Override
  public void onStart() {
    super.onStart();

    prefs=PreferenceManager.getDefaultSharedPreferences(getActivity());
    prefs.registerOnSharedPreferenceChangeListener(this);
    syncEnabledStates();
  }

  @Override
  public void onStop() {
    super.onStop();

    prefs.unregisterOnSharedPreferenceChangeListener(this);
  }


(from Introspection/SAWMonitor/app/src/main/java/com/commonsware/android/sawmonitor/SettingsFragment.java)
The onSharedPreferenceChanged() method on our SettingsFragment
will be called when any of our preferences changes. If the enabled
preference changes, we call syncEnabledStates():

  @Override
  public void onSharedPreferenceChanged(SharedPreferences prefs,
                                        String s) {
    if (MonitorApp.PREF_ENABLED.equals(s)) {
      syncEnabledStates();
    }
  }


(from Introspection/SAWMonitor/app/src/main/java/com/commonsware/android/sawmonitor/SettingsFragment.java)
syncEnabledStates() simply updates the checked state of enabled based
upon the now-current value in SharedPreferences:

  void syncEnabledStates() {
    enabled.setChecked(prefs.getBoolean(MonitorApp.PREF_ENABLED, false));
  }


(from Introspection/SAWMonitor/app/src/main/java/com/commonsware/android/sawmonitor/SettingsFragment.java)
Hence, this also handles the case where our SettingsFragment
was displayed, the user navigated elsewhere, one of our preferences changes,
and then the user returns to our running SettingsFragment. Normally,
the SettingsFragment might miss that preference change, but with this
implementation, the SettingsFragment will be kept in sync with the
actual preference value.
Preferences in Device Settings App
On Android 7.0+, you can have the Settings app show a “gear” icon on your activity
that collects preferences.
When the user taps that gear, the Settings app will launch your
designated activity:

[image: Settings Activity Gear Icon]

Figure 598: Settings Activity Gear Icon
To offer this, you need to add an <intent-filter> for your desired
activity, with an <action> of android.intent.action.APPLICATION_PREFERENCES:


<activity
  android:name="EditPreferences"
  android:label="@string/app_name">
  <intent-filter>
    <action android:name="android.intent.action.APPLICATION_PREFERENCES" />
    <category android:name="android.intent.category.DEFAULT" />
  </intent-filter>
</activity>


However, by default, there is a cost to this: any app can start your
settings activity, whenever another app wants to. Your settings activity
is exported once you add the <intent-filter>, and it needs to be exported
for the Settings app to be able to start the activity.
However, it is fairly likely that this activity was not exported before you
added this <intent-filter>.
And while you may not mind it if the Settings app starts this activity,
or if your own application code starts this activity, you may not want
arbitrary other apps to start this activity. A general rule of thumb
in modern development is to keep your “attack surface” low. Having an
activity be exported for little value is an unnecessary increase in your
app’s attack surface.
There is no officially-documented solution for this, though
perhaps they will add one someday.
There are two candidate approaches. An unexpected
one works:
you can mark the activity as being not exported, via android:exported="false".
For some reason, the Settings app can still start up that activity,
perhaps due to some system-level privilege.
However, other apps will
be unable to start the activity. This would result in an <activity>
element like this:


<activity
  android:name="EditPreferences"
  android:label="@string/app_name"
  android:exported="false">
  <intent-filter>
    <action android:name="android.intent.action.APPLICATION_PREFERENCES" />
    <category android:name="android.intent.category.DEFAULT" />
  </intent-filter>
</activity>


Another approach that should work is to use android:permission to limit what other
apps can start your activity, choosing a permission that the Settings app
is sure to have but that most other apps will lack. WRITE_SECURE_SETTINGS
is one candidate:


<activity
  android:name="EditPreferences"
  android:label="@string/app_name"
  android:permission="android.permission.WRITE_SECURE_SETTINGS">
  <intent-filter>
    <action android:name="android.intent.action.APPLICATION_PREFERENCES" />
    <category android:name="android.intent.category.DEFAULT" />
  </intent-filter>
</activity>


Now, the only other apps that can start your activity must hold
the WRITE_SECURE_SETTINGS permission, which ordinary Android SDK apps
cannot hold.
Custom Preference Storage
SharedPreferences are stored in an app’s portion of internal storage as an
XML file. This is fine in many cases. However, it is a problem for apps that
need to ensure that persisted data is encrypted. While you can create a wrapper
around SharedPreferences that encrypts the keys and values, that will not
work well with things like the preference screen UI system. Basically, anything
that does not know about the wrapper would try working with the actual
SharedPreference data and be broken by the encryption.
This has always been disappointing, considering that SharedPreferences is
an interface, and so setting up some sort of decorator approach should have been
fairly easy to add.
In Android 8.0+, Google does not do that.
However, they do add in another mechanism: PreferenceDataStore.
You can create a PreferenceDataStore and associate it with a PreferenceManager
via setPreferenceDataStore().
Then, all SharedPreferences loaded from that PreferenceManager will not use
the normal XML-based persistence. Instead, the PreferenceDataStore will be used
instead. That interface has getter and setter methods for all of the types supported
by SharedPreferences, and it is the responsibility of some instance of
PreferenceDataStore to handle the persistence as you see fit.
This solution is goofy, but it works, after a fashion, as is illustrated in the
Prefs/DataStore
sample project.
In that project, we have a SillyDataStore implementation of the PreferenceDataStore
interface. It just stuffs all the data into a HashMap:

package com.commonsware.android.preffrag;

import android.preference.PreferenceDataStore;
import java.util.HashMap;
import java.util.Map;
import java.util.Set;

class SillyDataStore implements PreferenceDataStore {
  static private final SillyDataStore INSTANCE=new SillyDataStore();
  private Map<String, Object> cache=new HashMap<>();

  static SillyDataStore get() {
    return(INSTANCE);
  }

  private SillyDataStore() {
    // just here to prevent accidental creation from outside
  }

  @Override
  public void putString(String key, String value) {
    cache.put(key, value);
  }

  @Override
  public void putStringSet(String key, Set<String> values) {
    cache.put(key, values);
  }

  @Override
  public void putInt(String key, int value) {
    cache.put(key, value);
  }

  @Override
  public void putLong(String key, long value) {
    cache.put(key, value);
  }

  @Override
  public void putFloat(String key, float value) {
    cache.put(key, value);
  }

  @Override
  public void putBoolean(String key, boolean value) {
    cache.put(key, value);
  }

  @SuppressWarnings("Since15")
  @Override
  public String getString(String key, String defValue) {
    return((String)cache.getOrDefault(key, defValue));
  }

  @SuppressWarnings("Since15")
  @Override
  public Set<String> getStringSet(String key, Set<String> defValues) {
    return((Set<String>)cache.getOrDefault(key, defValues));
  }

  @SuppressWarnings("Since15")
  @Override
  public int getInt(String key, int defValue) {
    return((Integer)cache.getOrDefault(key, defValue));
  }

  @SuppressWarnings("Since15")
  @Override
  public long getLong(String key, long defValue) {
    return((Long)cache.getOrDefault(key, defValue));
  }

  @SuppressWarnings("Since15")
  @Override
  public float getFloat(String key, float defValue) {
    return((Float)cache.getOrDefault(key, defValue));
  }

  @SuppressWarnings("Since15")
  @Override
  public boolean getBoolean(String key, boolean defValue) {
    return((Boolean)cache.getOrDefault(key, defValue));
  }
}


(from Prefs/DataStore/app/src/main/java/com/commonsware/android/preffrag/SillyDataStore.java)
This implementation is truly silly, as it does no type checking and no persistence.
It should be considered the bare minimum implementation of a PreferenceDataStore,
though one that might be useful, instead of rolling a mock, in unit testing.
(note: the @SuppressWarnings("Since15") annotations are because this code
uses the getOrDefault() method on HashMap, which was added in Java 8 and
is new to Android 8.0)
There is a singleton instance of SillyDataStore. That way we can ensure that
the same instance is used wherever we want it.
We apply that singleton in the PreferenceFragment subclass:

  public static class Prefs extends PreferenceFragment {
    @Override
    public void onCreate(Bundle savedInstanceState) {
      super.onCreate(savedInstanceState);

      if (getPreferenceManager().getPreferenceDataStore()==null) {
        getPreferenceManager().setPreferenceDataStore(SillyDataStore.get());
      }

      addPreferencesFromResource(R.xml.preferences);
    }
  }


(from Prefs/DataStore/app/src/main/java/com/commonsware/android/preffrag/EditPreferences.java)
Here, we check to see if there is a PreferenceDataStore associated with the
PreferenceManager and, if not, we attach the SillyDataStore singleton.
This causes the SharedPreferences used by this PreferenceFragment to use
the SillyDataStore for storage, instead of the default XML-based persistence.
This works… somewhat. There are some problems.
First, a PreferenceManager is not a system service. Of note, each instance
of our PreferenceFragment gets its own fresh PreferenceManager. This is why
we need to check for, and set, the PreferenceDataStore on the PreferenceManager
for the PreferenceFragment each time.
Second, we have no way of associating a PreferenceDataStore with the default
SharedPreferences obtained from PreferenceManager.getDefaultSharedPreferences().
That will always use the standard XML backing store. The initial activity contents
are in the form of a PreferenceContentsFragment that reads from the default
SharedPreferences in onResume(). Normally, that would cause changes that we
make via our PreferenceFragment to show up when the PreferenceContentsFragment
is resumed. In this specific sample, that does not happen, as the
PreferenceContentsFragment is using the default XML data store, and our data
is really in the SillyDataStore. 
This illustrates the fatal flaw of this system: you can never really use
the SharedPreferences. You cannot create PreferenceManager instances yourself,
as it has no public constructors. All of the code that gives you
SharedPreferences objects back other than through a PreferenceManager
has no way of associating a PreferenceDataStore with the SharedPreferences.
Instead of using SharedPreferences… you have to read and write from your
PreferenceDataStore itself. This, in turn, loses everything that you normally
associate with SharedPreferences, such as atomicity of updates and preference-change
listeners.
Worse, since PreferenceDataStore has no API telling you when to persist changes,
you would have to do that yourself… somehow.
These can be overcome, with a sufficiently-robust PreferenceDataStore implementation
and lots of documentation. However, for casual use, other than perhaps for test
mocks, PreferenceDataStore is not a well-engineered solution and probably should
be avoided.
The “Ten-Foot UI”
Increasingly, Android devices are being used to drive screens that are
somewhat larger than those found on your average phone or tablet:

	Many Android phones and tablets
can directly deliver content to TVs, monitors, and projectors
via HDMI, MHL, SlimPort, Miracast, and similar
technologies

	Android devices can control the behavior of non-Android presentation
engines, like Chromecast


	Some Android devices themselves use a TV or other display as their
primary screen, from big names (Google and Amazon),
mid-range firms (OUYA), and firms you have never heard of (various Android
“HDMI sticks” available on eBay, Alibaba, etc.)


Technically, writing for these displays is a bit different than you
would do for a phone or tablet. In some cases, such as with Google Cast,
writing for these displays is more substantially different.
However, in all cases, the design of the UI needs to be different, owing
to different physical and usage characteristics of large screens. This
chapter will focus on this so-called “ten-foot UI” and help you understand
what sorts of changes will need to be considered.
Prerequisites
Understanding this chapter requires that you have read the chapter
on focus management.
The sample of the “leanback” UI is a revised version of a sample
app profiled in
the chapter on the MediaStore ContentProvider.
What is the “Ten-Foot UI”?
The “ten-foot UI” is not referring to a UI that is 3.048 meters high or
9.87789527 by 10^-17 parsecs wide.
Rather, the distance referred to by the “ten-foot UI” indicates the
approximate distance between the viewer and the screen. People usually
sit farther from TVs, monitors, and projectors than they do phones or tablets
when using them. Partly, that is because the screens are a lot bigger, so
they do not need to sit as closely. Partly, that is because often times
the screens are being “used” by more than one person (e.g., an audience
watching a presentation on a projector), and everybody needs to be able
to see the screen.
The expression “ten-foot UI” refers to the design constraints inherent
in developing user interfaces to be used across such a distance. Even
though the screen may be bigger, the apparent screen size (or
“visual angle” may be no
bigger than phones or tablets, or sometimes even less. That, plus user
input differences, technical differences between TVs and other displays,
and so on all go into the “ten-foot UI” design guidance that UI experts
give us.
Overscan
Television standards have been with us for several decades.
Television sets from the dawn of television had significantly lower
and more variable quality than today’s devices. The delivery of the
signal at the outset had significantly lower and more variable
quality than today’s over-the-air HDTV or cable connections. As a
result of these two characteristics, the engineers devising
television standards made some decisions that, while necessary at the
time, add some complexity to delivering apps to televisions, in the
form of overscan.
Simply put, not all televisions show exactly the same picture.
Depending on device and signal, a television may show up to 12% less
of the picture, as measured horizontally and vertically. Hence, the
theoretical ideal screen size (e.g., 720p = 1280 x 720 pixels) may be
achieved in some cases, but you may get less (e.g., 1128 x 634
pixels) in other cases.
Android TV and Fire TV ignore overscan,
relying upon developers to take it into account. As a result, the reported screen
resolution is not necessarily available to you. Instead, you need to avoid putting
anything important in the outer ~10% of the screen, centering the important stuff within
the available space.
So, for example, you might have a background for your game (e.g., a starfield). Make
sure that there is nothing essential on the background image that the user must see that
is along the outside edge. Then, if part of the background is lost due to overscan, there
is no particular problem.
The bigger issue, of course, is standard foreground widgets and containers. Android developers
are used to being able to have layouts that work edge-to-edge, with just a minor amount
of margin so text, icons, and the like do not run right into the edge of the screen.
Now, you need more than a “minor amount” of margin.
Google and Amazon recommend a 27dp margin on the top and
bottom sides of your activities, and a 48dp margin on the left and right sides
of your activities.
For activity and fragment layouts that are dedicated for TV presentation, you could elect to
put those margins in those layouts, or add them via a theme. However,
for activity and fragment layouts that may be used both for a touchscreen
device (phone or tablet) and a television, adding the margin on the touchscreen
device may be unsuitable.
For that, you could use dimension resources in different resource sets.
Define overscan_horizontal and overscan_vertical to be both 0dp (or whatever) in
res/values/dimens.xml. Define them to be 48dp and 27dp, respectively,
in res/values-television/dimens.xml, where -television is a resource
set qualifier that will be used in Android TV and other TV-based Android
devices. Then, you can refer to @dimen/overscan_horizontal and
@dimen/overscan_vertical in activity/fragment layouts, to take
overscan into account conditionally.
Navigation
Most televisions, monitors, and projectors are not touchscreens. Users will
be changing what is shown either by using some sort of remote control
(e.g., Fire TV, Android TV) or by using an app that runs on a touchscreen
device (e.g., direct monitor connection, Chromecast).
In the remote control scenarios, in-screen navigation becomes important.
Those remote controls usually focus on some sort of D-pad or arrow keys
for moving focus and clicking on widgets. This forces users into a
sequential-access model (e.g., click “left” three times then “enter” once) rather
than the random-access model that touchscreens offer.
The chapter on focus management covers these sorts of
concerns. Bear in mind that getting focus management implemented properly in
your app not only helps with the “ten-foot UI”, but also can help other
sorts of users, such as the visually impaired or motion impaired who cannot
readily use touchscreens.
Also note that text input is a significant chore when you try to do it using
a remote control. Hence, even to the extent it is possible, try to limit
the number of places that users have to type into EditText widgets and
the like in your UI. If possible, offer a way for users to do that sort
of thing via a separate app on their phone or tablet, or perhaps through
a Web browser that pushes the information to the TV set-top box.
Stylistic Considerations
In addition to structural issues like overscan and focus management,
there are some stylistic issues that you will need to take into account
when designing your ten-foot UI.
Fonts
With phones and tablets, if the user has some difficulty reading a bit
of text, they can usually fix the problem just by moving their hand a bit, to
bring the screen closer.
That becomes less likely of a solution as you get into larger screens. People
get annoyed if they have to get up off of their sofa to squint and try to read
text on a television. In a presentation setting, people may be unable to move
into a better viewing position.
To combat this:

	Err on the side of larger fonts, with a medium weight (i.e., not too light
or too heavy of strokes that make up the letters)

	Aim to use simpler fonts, particularly sans-serif fonts, as those tend
to be more readable at a distance

	Where practical, give the user control over font size within your application,
or allow some other sort of “zoom” mechanism, to help see details that they
might otherwise be unable to see

	Light text on a dark background tends to be easier to read on televisions,
so consider using a theme that supports this (e.g., Theme.Holo as opposed
to Theme.Holo.Light)

	Use fewer words

	Use more line spacing (e.g., via android:lineSpacingMultiplier on a
TextView), so descenders from one line are clearly distinguished from
the tops of characters on the next line


Padding and Margins
In addition to adding more line spacing, consider adding more padding and
margins to your ten-foot UIs.
Bear in mind that screen density calculations start to go astray as the
user moves further away from the screen. We are used to making those calculations
based on actual pixels on phones and tablets (a.k.a., “two-foot UI”).
The apparent size of a television may be no bigger than that of a tablet,
once the user’s distance from the screen is taken into account. However,
screen density has no good way to take that distance into account, other than
by effectively hard-coding the density (e.g., Fire TV considering everything
to be -xhdpi). Hence, particularly for padding and margins, you may need
to “finesse” your values a bit on televisions and the like.
In cases where Android is directly talking to the television (e.g., HDMI/MHL
from a phone or tablet, Fire TV, Android TV, Android HDMI sticks), you can
use -notouch qualifiers on resource sets to provide different values for
dimension resources.
Colors
Usually, with the ten-foot UI, we treat televisions, monitors, and projectors
equally. They do differ in one key area: color management.
Televisions, for historical reasons, tend to have different color responses
than do monitors or projectors. As Google puts it:

TV screens have higher contrast and saturation levels than computer monitors


Even to the extent that those settings could be adjusted, if the television
will be used as a television, the factory settings may be the proper
ones. Beyond that, few television owners think about changing such things.
As a result, you need to be careful with your color choices:

	Pure white (#FFFFFF) can cause problems, such as “ghosting”, so use a
very light gray (e.g., #F1F1F1, #EBEBEB) instead. Pure black (#000000)
is not a problem.

	Aim for more muted colors, particularly in the blue/green/violet end
of the color spectrum, as opposed to bright red or orange. Warm colors tend
to bleed more than cool colors.


Aspect Ratio
Bear in mind that different TVs (or other displays) may have different
aspect ratios. While many will be 16:9, also consider 4:3 and 21:9 (also known
as 2.35:1).
The Leanback UI
In 2014, Google added the leanback-v17 library to the Android Support
package. This contains code to help you create TV-focused user interfaces.
While the intention is for this library to help you create UIs for
Android TV, there is nothing strictly tied to the Android TV platform
in leanback-v17. Your user interfaces can work just fine on other
TV environments (e.g., Amazon Fire TV). And they still support touchscreen
events, and so they can be used on phones and tablets as well, though perhaps
not optimally.
Where to Get Leanback
Android Studio users can add a dependency on the leanback-v17 artifact
from the Android Support Repository:

apply plugin: 'com.android.application'

dependencies {
    implementation 'com.squareup.picasso:picasso:2.5.2'
    implementation 'com.android.support:leanback-v17:27.1.1'
}

android {
    compileSdkVersion 27
    buildToolsVersion '27.0.3'

    defaultConfig {
        minSdkVersion 17
        targetSdkVersion 27
        applicationId "com.commonsware.android.video.browse"
    }
}


(from Leanback/VideoBrowse/app/build.gradle)
This particular bit of Gradle configuration comes from
the
Leanback/VideoBrowse
sample application, which will be the focus of this “leanback” UI section.
This project depends not only upon leanback-v17, but also upon
the Picasso image loading library, profiled in
the chapter on Internet access.
If you read through the chapter on MediaStore,
this sample app will seem familiar. In the MediaStore chapter,
we created a sample app that would present a list of videos available
on the device in a ListView, using Picasso for handling the video
thumbnails. The VideoBrowse “leanback” sample app is the same app,
adjusted to use a “leanback” UI instead of a ListView.
BrowseSupportFragment
The primary UI element that we get from leanback-v17 is BrowseSupportFragment.
BrowseSupportFragment is a fragment designed to allow browsing of a roster
of content through a two-dimensional scrolling interface. There is a list
of “headers” (e.g., categories of videos), and within each header is a
horizontal scrolling list of items within that header.
This sort of UI pattern is fairly commonplace in TV-centric apps, as it
works well with TV-style remotes:

[image: VideoBrowse Sample App, As Initially Launched]

Figure 811: VideoBrowse Sample App, As Initially Launched
The VideoBrowse sample application consists of one activity, hosting
a BrowseSupportFragment, that will display the roster of available videos on
the device. Clicking on an individual video will bring up the device’s
default video player app, just as the VideoList sample did in the
chapter on the MediaStore.
Theme and Activity
There is very little specifically required of an activity that hosts
a BrowseSupportFragment, particularly on the Java side. So long as the
activity gets the BrowseSupportFragment onto the screen, the key work is
done.
In the case of our MainActivity, it uses a res/layout/main.xml file,
pointing to our VideosFragment, which is a subclass of BrowseSupportFragment:

<?xml version="1.0" encoding="utf-8"?>
<fragment xmlns:android="http://schemas.android.com/apk/res/android"
  android:id="@+id/videos"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:name="com.commonsware.android.video.browse.VideosFragment"
/>


(from Leanback/VideoBrowse/app/src/main/res/layout/main.xml)
The Java code simply loads up the layout containing that static
fragment, plus has an onVideoSelected() method that will be called
if the user clicks on a video:

package com.commonsware.android.video.browse;

import android.content.Intent;
import android.net.Uri;
import android.widget.Toast;
import java.io.File;
import static android.Manifest.permission.READ_EXTERNAL_STORAGE;

public class MainActivity extends AbstractPermissionActivity {
  private static final String[] PERMS={READ_EXTERNAL_STORAGE};

  @Override
  protected String[] getDesiredPermissions() {
    return PERMS;
  }

  @Override
  protected void onPermissionDenied() {
    Toast
      .makeText(this, R.string.msg_no_perm, Toast.LENGTH_LONG)
      .show();
    finish();
  }

  @Override
  public void onReady() {
    setContentView(R.layout.main);
  }

  public void onVideoSelected(String uri, String mimeType) {
    Uri video=Uri.fromFile(new File(uri));
    Intent i=new Intent(Intent.ACTION_VIEW);

    i.setDataAndType(video, mimeType);
    startActivity(i);
  }
}


(from Leanback/VideoBrowse/app/src/main/java/com/commonsware/android/video/browse/MainActivity.java)
However, there are two other requirements of the activity.
For this particular sample app, we want to show the videos that are available
locally on the device. That requires us to have the READ_EXTERNAL_STORAGE
permission, which in turn requires us to use runtime permissions. So, this
sample app uses the same sort of AbstractPermissionActivity seen elsewhere
in the book to handle the up-front permission request. Assuming that the user
grants the permission, onReady() loads the aforementioned layout, which
loads our fragment.
In terms of what goes in the manifest:

	The activity needs to use a theme that is, or inherits from, Theme.Leanback


	To show up as the “launcher activity” for an Android TV device,
the activity needs to have an <action> of MAIN and
a <category> of LEANBACK_LAUNCHER:



  <application
    android:allowBackup="false"
    android:hardwareAccelerated="true"
    android:icon="@drawable/ic_launcher"
    android:banner="@drawable/banner"
    android:label="@string/app_name">
    <activity
      android:name="MainActivity"
      android:configChanges="keyboard|keyboardHidden|orientation|screenSize|smallestScreenSize"
      android:label="@string/app_name"
      android:screenOrientation="sensorLandscape"
      android:theme="@style/Theme.Leanback">
      <intent-filter>
        <action android:name="android.intent.action.MAIN" />

        <category android:name="android.intent.category.LAUNCHER" />
        <category android:name="android.intent.category.LEANBACK_LAUNCHER" />
      </intent-filter>
    </activity>
  </application>


(from Leanback/VideoBrowse/app/src/main/AndroidManifest.xml)
In our case, we match on either the LAUNCHER or the LEANBACK_LAUNCHER
category, as this particular activity can work on either form factor family
(touchscreens or TVs). However, other apps might have separate “launcher activity”
implementations for phones/tablets versus televisions, and so having a
separate LEANBACK_LAUNCHER category allows us to indicate which activities
serve which role.
This activity also sets its screenOrientation to sensorLandscape,
indicating that it will always present itself in landscape mode, no matter
how the device is held. It also uses a configChanges attribute to opt
out of configuration changes due to orientation changes, as the UI is
not changing in those cases.
Android TV wants a “banner” graphic as well, identified in the android:banner
attribute of either the <application> element or the LEANBACK_LAUNCHER
<activity> element. This graphic should be 320px by 180px, saved as an xhdpi
drawable. This will be used for the entry in the Android TV launcher, in lieu
of our regular launcher icon:

[image: Android TV Launcher, Showing VideoBrowse App Banner, Selected]

Figure 812: Android TV Launcher, Showing VideoBrowse App Banner, Selected
We also have two <uses-feature> elements:

	
android.software.leanback, saying that we would love to run on a leanback-style
device (e.g., Android TV), but it is not required

	
android.hardware.touchscreen, saying that we would love to run on a device
with a touchscreen, but it is not required


The latter element is particularly important for Android TV and similar devices.
By default, Android apps expect a touchscreen; this element opts out of that
requirement, so the app can be installed on a device that lacks a touchscreen.
Loading the Videos
VideosFragment is responsible for showing the roster of available
videos on the device, using a BrowseSupportFragment two-dimensional structure.
This means, though, that VideosFragment needs to be able to find out
what videos are available. As with the VideoList sample in
the MediaStore chapter, VideosFragment will
query the MediaStore ContentProvider to find out about the videos,
by means of a CursorLoader.
In onViewCreated(), VideosFragment calls initLoader() to start
loading the videos, in addition to indicating that the fragment itself
will serve as the controller handling clicks on individual videos,
via the setOnItemViewClickedListener() interface:

  @Override
  public void onViewCreated(View view, Bundle savedInstanceState) {
    super.onViewCreated(view, savedInstanceState);

    getLoaderManager().initLoader(0, null, this);
    setOnItemViewClickedListener(this);
  }


(from Leanback/VideoBrowse/app/src/main/java/com/commonsware/android/video/browse/VideosFragment.java)
For those calls to work, VideosFragment needs to implement the LoaderManager.LoaderCallbacks<Cursor>
interface (for initLoader()) and the OnItemViewClickedListener
(for setOnItemViewClickedListener()).
The initLoader() call triggers a call to our onCreateLoader() method,
which queries the MediaStore roster of videos for all videos, ordered
by title:

  @Override
  public Loader<Cursor> onCreateLoader(int arg0, Bundle arg1) {
    return(new CursorLoader(
                            getActivity(),
                            MediaStore.Video.Media.EXTERNAL_CONTENT_URI,
                            null, null, null,
                            MediaStore.Video.Media.TITLE));
  }


(from Leanback/VideoBrowse/app/src/main/java/com/commonsware/android/video/browse/VideosFragment.java)
That, in turn, will eventually trigger a call to onLoadFinished():

  @Override
  public void onLoadFinished(Loader<Cursor> loader, Cursor c) {
    mapCursorToModels(c);

    setHeadersState(BrowseSupportFragment.HEADERS_ENABLED);
    setTitle(getString(R.string.app_name));

    ArrayObjectAdapter rows=new ArrayObjectAdapter(new ListRowPresenter());
    ArrayObjectAdapter listRowAdapter=
        new ArrayObjectAdapter(new VideoPresenter(getActivity()));

    for (Video v : videos) {
      listRowAdapter.add(v);
    }

    HeaderItem header=new HeaderItem(0, "Videos");

    rows.add(new ListRow(header, listRowAdapter));
    setAdapter(rows);
  }


(from Leanback/VideoBrowse/app/src/main/java/com/commonsware/android/video/browse/VideosFragment.java)
We will get to much of the code in onLoadFinished() a bit later in this chapter.
However, the first thing that onLoadFinished() does is call a mapCursorToModels()
method. This method will be responsible for taking the data from the
Cursor we get back from MediaStore and using it to populate some
model objects that will drive what the BrowseSupportFragment displays to the user.
BrowseSupportFragment’s API is not especially well-suited for working with
a Cursor directly; it is simpler to have a separate collection of model
objects representing the results of the database query.
In our case, the model object will be a Video:

package com.commonsware.android.video.browse;

class Video {
  int id;
  String uri;
  String mimeType;
  String title;

  Video(int id, String uri, String mimeType, String title) {
    this.id=id;
    this.uri=uri;
    this.mimeType=mimeType;
    this.title=title;
  }

  @Override
  public String toString() {
    return(title);
  }
}


(from Leanback/VideoBrowse/app/src/main/java/com/commonsware/android/video/browse/Video.java)
There are four pieces of data we need to track for the video:

	Its unique id, so we can get a thumbnail of the video later on

	Its Uri (here, held in a string representation), to be used to
play back the video

	Its MIME type, also to be used to play back the video

	Its title, which will be used along with its thumbnail when rendering
the video as part of the BrowseSupportFragment roster of content


VideosFragment holds onto a collection of these Video objects in a
data member named videos:

  private ArrayList<Video> videos=new ArrayList<Video>();


(from Leanback/VideoBrowse/app/src/main/java/com/commonsware/android/video/browse/VideosFragment.java)
mapCursorToModels() iterates over the Cursor rows and creates a
Video object for each row, adding the Video to the videos, and
closing the Cursor when done:

  private void mapCursorToModels(Cursor c) {
    videos.clear();

    int idColumn=c.getColumnIndex(MediaStore.Video.Media._ID);
    int uriColumn=c.getColumnIndex(MediaStore.Video.Media.DATA);
    int mimeTypeColumn=
        c.getColumnIndex(MediaStore.Video.Media.MIME_TYPE);
    int titleColumn=
        c.getColumnIndex(MediaStore.Video.Media.TITLE);

    for (c.moveToFirst(); !c.isAfterLast(); c.moveToNext()) {
      videos.add(new Video(c.getInt(idColumn),
                            c.getString(uriColumn),
                            c.getString(mimeTypeColumn),
                            c.getString(titleColumn)));
    }

    c.close();
  }


(from Leanback/VideoBrowse/app/src/main/java/com/commonsware/android/video/browse/VideosFragment.java)
Headers and Contents
So, let’s look at the full onLoadFinished() method, called when we
have our Cursor of videos:

  @Override
  public void onLoadFinished(Loader<Cursor> loader, Cursor c) {
    mapCursorToModels(c);

    setHeadersState(BrowseSupportFragment.HEADERS_ENABLED);
    setTitle(getString(R.string.app_name));

    ArrayObjectAdapter rows=new ArrayObjectAdapter(new ListRowPresenter());
    ArrayObjectAdapter listRowAdapter=
        new ArrayObjectAdapter(new VideoPresenter(getActivity()));

    for (Video v : videos) {
      listRowAdapter.add(v);
    }

    HeaderItem header=new HeaderItem(0, "Videos");

    rows.add(new ListRow(header, listRowAdapter));
    setAdapter(rows);
  }


(from Leanback/VideoBrowse/app/src/main/java/com/commonsware/android/video/browse/VideosFragment.java)
As mentioned, the first thing that we do is map the Cursor contents
to Video objects.
We then make two general changes to the look of the BrowseSupportFragment:

	We enable the headers. In truth, that would not make sense for this
particular application, as we only have one header. However, we are
enabling the headers to show what that looks like, as many uses of
BrowseSupportFragment will need the full two-dimensional browsing experience.

	We set the title to be the app_name string resource. This title
goes in the upper-right corner and is used to remind the user of what
app they are in, much like the title in an action bar would on a phone
or tablet.


We then build up the two-dimensional data model and rendering rules for
the browsing experience. This involves creating instances of an
ObjectAdapter base class, supplied by leanback-v17. ObjectAdapter
fills a role reminiscent of Adapter with AdapterView, insofar as
it organizes model data and helps with the rendering. However, whereas
Adapter does that all itself, ObjectAdapter splits the roles out:
it handles the model data and delegates to Presenter implementations
for rendering individual items from the model data.
In the two-dimensional browsing model, we need an ObjectAdapter
that represents our rows, where each row has a header and a nested
ObjectAdapter for the items to appear in that row.
Just as ArrayAdapter is the easiest Adapter class to use,
ArrayObjectAdapter is the easiest ObjectAdapter to use.
ArrayObjectAdapter adapts arrays of objects, where in this case,
“array” really means ArrayList.
Unlike ArrayAdapter, where we primarily build up our array and
hand it to the adapter, ArrayObjectAdapter has us populate the
“array” via methods like add() on the ArrayObjectAdapter.
So, after calling setHeadersState() and setTitle() as described
above, we:

	Create an ArrayObjectAdapter, named rows, that uses the
ListRowPresenter supplied by leanback-v17 to render the row

	Create another ArrayObjectAdapter, named listRowAdapter, that
uses a custom VideoPresenter that we will examine later in this
chapter

	Iterate over the Video roster and add each to the listRowAdapter


	Create an instance of a HeaderItem, supplied by leanback-v17,
that represents the header entry itself, with a title for that
header

	Create an instance of a ListRow, supplied by leanback-v17,
that wraps around the HeaderItem and the listRowAdapter for the
items to show in that row

	Put the ListRow in the rows ArrayObjectAdapter, and pass
rows to setAdapter() to tell the BrowseSupportFragment what to
display


A more complex app might have several ListRow objects in rows,
one per header. For example, you might group videos by some sort
of categorization scheme, where each HeaderItem names the category
and the ListRow also contains the videos specific to that category.
Of the classes cited here, all are stock implementations from
leanback-v17, with the exception of VideoPresenter, which is
responsible for rendering a Video as an item in the horizontal
list of videos.
Presenting the Presenters
A Presenter, in the leanback-v17 system, is an object responsible
for converting some model object (e.g., a Video) into a visual
representation that will be used for an ObjectAdapter.
The Presenter abstract class enforces a “view holder” approach.
A view holder is simply a data structure holding onto a basket
of widgets. The idea is that the view holder represents all the widgets
for a particular instance of the Presenter. So, we now have two
levels of indirection over the Adapter approach used by ListView
and kin: not only does ObjectAdapter not do the rendering, but
Presenter alone does not do the rendering, but instead involves
a view holder.
As a result, a Presenter implementation will tend to be artificially
complex.
First, let’s look at the view holder, implemented as a static class
inside VideoPresenter, named Holder, that extends the stock
Presenter.ViewHolder class:

  static class Holder extends Presenter.ViewHolder {
    private final ImageCardView cardView;
    private int targetWidth, targetHeight;

    public Holder(View view) {
      super(view);

      cardView=(ImageCardView)view;

      Resources res=view.getContext().getResources();

      targetWidth=(int)res.getDimension(R.dimen.card_width);
      targetHeight=(int)res.getDimension(R.dimen.card_height);
    }

    protected void updateCardViewImage(Uri uri) {
      Picasso.with(cardView.getContext())
        .load(uri)
        .resize(targetWidth, targetHeight)
        .centerCrop()
        .onlyScaleDown()
        .placeholder(R.drawable.ic_media_video_poster)
        .into(new Target() {
          @Override
          public void onBitmapLoaded(Bitmap bitmap,
                                     Picasso.LoadedFrom from) {
            Drawable bmpDrawable=
              new BitmapDrawable(
                cardView.getContext().getResources(),
                bitmap);

            cardView.setMainImage(bmpDrawable);
          }

          @Override
          public void onBitmapFailed(Drawable errorDrawable) {
            cardView.setMainImage(errorDrawable);
          }

          @Override
          public void onPrepareLoad(Drawable placeHolderDrawable) {
            cardView.setMainImage(placeHolderDrawable);
          }
        });
    }
  }


(from Leanback/VideoBrowse/app/src/main/java/com/commonsware/android/video/browse/VideoPresenter.java)
The Presenter will set up the UI, in the form of an ImageCardView –
another stock class provided by leanback-v17 that is an ImageView
with an associated caption. As we will want to pour video thumbnails
into the ImageView, this sample app uses Picasso,
the same way the VideoList sample does.
We also determine how big the
thumbnail should be, based on a pair of dimension resources, card_width and
card_height:

<?xml version="1.0" encoding="utf-8"?>
<resources>
  <dimen name="card_width">400dp</dimen>
  <dimen name="card_height">300dp</dimen>
</resources>

(from Leanback/VideoBrowse/app/src/main/res/values/dimens.xml)
The updateCardViewImage() will be called when we are ready to use
this ViewHolder to present the contents of some particular
Video. We receive the Uri to the video and set up Picasso to:

	Load the image from that Uri (load())

	Resize it to the target dimensions (resize()), but only if the
image is larger (onlyScaleDown()), and then crop to get the image
centered in the desired size (centerCrop())

	Use the supplied ic_media_video_poster as a placeholder


Then, since Picasso has no knowledge of how to work with an ImageCardView
from leanback-v17, we have to use a different version of into(),
one that takes a Target as parameter. Here, we use an anonymous inner
class implementation of a Target. The key method is onBitmapLoaded(),
where we wrap the Bitmap in a BitmapDrawable and call setMainImage
on the ImageCardView to populate it. Similarly, there are onBitmapFailed()
and onPrepareLoad() methods for handling errors and the placeholder,
respectively.
Now, given the Holder, we can set up the rest of VideoPresenter,
starting with its constructor:

  VideoPresenter(Context ctxt) {
    super();

    this.ctxt=ctxt;
  }


(from Leanback/VideoBrowse/app/src/main/java/com/commonsware/android/video/browse/VideoPresenter.java)
Here, mostly, we are holding onto a supplied Context for eventually
creating our ImageCardView.
At the point in time that the VideoPresenter needs to create a view
holder to use for rendering an item, onCreateViewHolder() will
be called:

  @Override
  public ViewHolder onCreateViewHolder(ViewGroup parent) {
    ImageCardView cardView=new ImageCardView(ctxt);

    cardView.setFocusable(true);
    cardView.setFocusableInTouchMode(true);

    return(new Holder(cardView));
  }


(from Leanback/VideoBrowse/app/src/main/java/com/commonsware/android/video/browse/VideoPresenter.java)
Here, we set up an ImageCardView, marking it as focusable both for
the D-pad and for touchscreens, and wrap that in our custom Holder.
At the point in time when we are ready to show a Video using the
widgets managed by the Holder, onBindViewHolder() is called:

  @Override
  public void onBindViewHolder(Presenter.ViewHolder viewHolder,
                               Object item) {
    Video video=(Video)item;
    Holder h=(Holder)viewHolder;
    Resources res=ctxt.getResources();

    h.cardView.setTitleText(video.toString());
    h.cardView.setMainImageDimensions((int)res.getDimension(R.dimen.card_width),
                                      (int)res.getDimension(R.dimen.card_height));

    Uri thumbnailUri=
        ContentUris.withAppendedId(MediaStore.Video.Media.EXTERNAL_CONTENT_URI,
            video.id);

    h.updateCardViewImage(thumbnailUri);
  }


(from Leanback/VideoBrowse/app/src/main/java/com/commonsware/android/video/browse/VideoPresenter.java)
We are passed in a generic Object that is the model data from our
ObjectAdapter — in this case, it will be a Video, as we are using
VideoPresenter with an ArrayObjectAdapter that holds the Video
instances. We update the ImageCardView caption based on the title
of the Video, then set the size of the ImageView based upon the
same dimension resources as we used with UIL’s ImageSize. We construct
a Uri pointing to the video as known to MediaStore (given the video’s id),
and pass the String representation of that into the Holder, which
will handle the UIL work.
There is one other abstract method that we need to override to
satisfy Presenter: onUnbindViewHolder():

  @Override
  public void onUnbindViewHolder(Presenter.ViewHolder viewHolder) {
    ((Holder)viewHolder).cardView.setMainImage(null);
  }


(from Leanback/VideoBrowse/app/src/main/java/com/commonsware/android/video/browse/VideoPresenter.java)
onUnbindViewHolder() can often be skipped. However, if you have
memory-intensive stuff in the view holder — like the bitmap in an
ImageView — this is a fine time to take steps to release that memory.
In our case, we null out the image in the ImageCardView. Ideally,
we would somehow work with UIL to arrange to recycle this Bitmap
object, since all of our Bitmap objects should be the same size.
Handling Clicks
BrowseSupportFragment automatically handles a lot of input events, such as:

	arrow key events in the list of headers, to move a selection bar
up and down the list

	click events on a header, to allow navigation into the row of items
for that header

	arrow key events on an item, to navigate to the next or previous item

	BACK button events on an item, to return to the list of headers


It also captures the click event on an item and routes that to the
onItemClicked() method of the BrowseSupportFragment, which we override
in VideosFragment:

  @Override
  public void onItemClicked(Presenter.ViewHolder viewHolder,
                            Object o,
                            RowPresenter.ViewHolder rowViewHolder,
                            Row row) {
    Video video=(Video)o;
    ((MainActivity)getActivity()).onVideoSelected(video.uri,
                                                  video.mimeType);
  }


(from Leanback/VideoBrowse/app/src/main/java/com/commonsware/android/video/browse/VideosFragment.java)
The Object passed as the second parameter to onItemClicked() is
the Object in our ObjectAdapter for the clicked-upon item. In
our case, the ObjectAdapter is our ArrayObjectAdapter wrapped around
our Video objects, and so the Object passed into onItemClicked()
is a Video. Given that, we can call out to the hosting activity and
its onVideoSelected() to go play back the selected video.
The Results
Launching the app shows our list of headers (with just the one header),
thumbnails of videos in that header, and the “Video Browse Demo” title:

[image: VideoBrowse Sample App, As Initially Launched]

Figure 813: VideoBrowse Sample App, As Initially Launched
Selecting a video slides the headers out of the way and shows the full
card for the video, including the video’s title:

[image: VideoBrowse Sample App, With First Video Selected]

Figure 814: VideoBrowse Sample App, With First Video Selected
Clicking on the selected video brings up the default video player for
the device.
Note that this UI is not tied strictly to TV-style displays. For example,
the screenshots shown in this section came from an Android tablet,
as you can tell by the status bar and navigation bar. The BrowseSupportFragment
UI is not completely out of place on a tablet, and it works with touch
events as well as the key events that would be emitted by a TV-style
remote control. On a phone, the BrowseSupportFragment UI gets a bit cramped,
particularly in portrait, though it still works.
Testing Your Theories
Ideally, you test your ten-foot UI in a ten-foot experience, using something
connected to a television.
This does not have to be expensive:

	If you have a phone or tablet that can connect to a TV via HDMI, MHL,
or Miracast, at most you might need a cable or a Miracast adapter

	Android “HDMI sticks” or other Android set-top boxes can be found
on eBay, Alibaba, or elsewhere

	The Fire TV line of devices are available in some markets fairly
inexpensively

	Some Android TV devices are not especially expensive


If you need to develop using more traditional hardware (phone or a tablet)
or an emulator, the big thing will be to make sure that you are estimating
the screen size properly. For example, a 10“ tablet, held fully at arm’s
length, will have the same visual angle as a modest television (~26”)
at a comfortable seating distance. While this will not help with color
saturation, using remote controls, or other aspects of the ten-foot UI,
you can at least get a sense of whether your text and UI controls will
be large enough to be usable.
SSL
The traditional approach to securing HTTP operations is by means of SSL. Android
supports SSL, much as ordinary Java does. Most of the time, you can just allow
Android to do its thing with respect to SSL, and you will be fine. However, there
may be times when you have to play a more direct role in SSL communications, to
handle arbitrary SSL-encrypted endpoints, or to help ensure that your app is not
the victim of a man-in-the-middle attack.
This chapter will explore various SSL scenarios and how to address them.
Prerequisites
Understanding this chapter requires that you have read the core chapters
of this book, particularly the chapter on Internet access.
Basic SSL Operation
Generally speaking, SSL “just works”, for ordinary sites with ordinary certificates.
If you use an https: URL with HttpUrlConnection or WebView,
SSL handshaking will happen automatically, and assuming the certificates check out
OK, you will get your result, just as if you had requested an http: URL.
However, originally, requesting
a download via DownloadManager with an https: scheme would result in
java.lang.IllegalArgumentException: Can only download HTTP URIs. As of Android 4.0,
SSL is supported. Hence, you need to be careful about making SSL requests via
DownloadManager if your minSdkVersion is less than 14.
For example, the Retrofit and Picasso sample apps from
the chapter on Internet access both use
https://api.stackexchange.com for their service endpoint. As a result, those
requests — for the API JSON, at least — will go over SSL. You would need to
log the URLs used for the image avatars to see whether StackExchange gives you https
URLs or not.
Problems in Paradise
Ideally, SSL just works.
In practice, it often does, but depending on your app and your situation,
you may encounter issues, such as:

	You want to test using SSL, but your test server does not have a
domain name, let alone a SSL certificate, and so you need to try using
a self-signed certificate

	Your IT department chose an obscure certificate authority for obtaining
the SSL certificate used by your production server, and older Android
devices do not recognize that certificate authority

	You are worried about MITM (“man-in-the-middle” or “Martian-in-the-middle”)
attacks, and you hear all these scary things about certificate authorities
being hacked, and so you want to try to ensure that only valid certificates
are honored by your app


And so on.
Here are some more details about some common SSL problems.
Self-Signed Certificate
SSL certificates used for public Web sites are usually backed by a “root certificate
authority” that is well-known. That is not always the case.
One case is when the certificate is “self-signed”, meaning that it was generated by
somebody without involving a certificate authority. If you have shipped a production
Android app, you created a self-signed certificate when you created your production key
store. And you have been using a system-generated self-signed certificate throughout
your development, known as the “debug signing key”.
Self-signed certificates are rarely used on public-facing Web sites, as Web browsers
are taught to warn users when such certificates are encountered. However, self-signed
certificates might be used on internal servers, particularly test servers and other
non-production environments.
There are even some benefits for using a self-signed
certificate for production servers, if those servers will be talking only to your
own apps and not arbitrary Web browsers.
Wildcard Certificate
Some certificates are difficult to validate because they use wildcards.
For example, Amazon S3 is a file storage and serving “cloud” solution from Amazon.com. They
allow you to define “buckets” containing “objects”, where each object then has its own
URL. That URL is based on the name of the bucket and the name of the object. One option is
for you to have the domain name of the URL be based on the name of the bucket, leaving the
path to be solely the name of the object. This works, even with SSL, but Amazon needed to
use a “wildcard SSL certificate”, one that matches *.s3.amazonaws.com, not just a single
domain name. By default, this will fail on Android, as Android’s stock TrustManager
will not validate wildcards for multiple domain name segments
(e.g., http://misc.commonsware.com.s3.amazonaws.com/foo.txt). You will get an exception
akin to:


javax.net.ssl.SSLHandshakeException: java.security.cert.CertificateException:
No subject alternative DNS name matching misc.commonsware.com.s3.amazonaws.com found


Custom Certificate Authority
Some larger organizations have set up their own certificate authority. Sometimes, they
aspire to become a recognized root certificate authority, but have not been adopted by
many browsers. Sometimes, they simply want to have more structure than a pure self-signed
certificate but do not necessarily want to have all certificates go through a
root certificate authority, perhaps due to expense.
In these cases, Android will reject the SSL certificate, for the same reason it
rejects self-signed ones: it cannot validate the certificate chain all the way back
to a known root certificate authority. But, with a little work, you can enable Android
to support these as well.
Man in the Middle Attacks
Man-in-the-middle (MITM) attacks are a common way of trying to intercept SSL encrypted
communications. The “man” in the “middle” might be a proxy server, a different
Web site you wind up communicating with via DNS poisoning, etc. The objective
of the “man” is to pretend to be the actual Web site or Web service you are trying
to communicate with. If your app “falls for it”, your app will open an encrypted
channel to the attacker, not your site, and the attacker will have access to the
unencrypted data you send over that channel.
Unfortunately, Android apps have a long history of being victims of man-in-the-middle
attacks.
“Why Eve and Mallory Love Android: An Analysis of Android SSL (In)Security”,
an analysis of possible man-in-the-middle attacks on Android,
is depressing. One in six surveyed apps explicitly ignored SSL certificate validation
issues, mostly by means of do-nothing TrustManager implementations as noted
above. Out of a selected 100 apps, 41 could be successfully attacked using
man-in-the-middle techniques, yielding a treasure trove of credit card
information, account credentials for all the major social networks, and so
forth.
Their paper outlines a few ways in which apps can screw up SSL management — the
following sections outline some of them.
Disabling SSL Certificate Validation
As mentioned above, if you disable SSL certificate validation, by implementing
and using a do-nothing TrustManager, you are wide open for man-in-the-middle
attacks. A simple transparent proxy server can pretend to be the real
endpoint — apps ignoring SSL validation entirely will trust that the transparent
proxy is the real endpoint and, therefore, perform SSL key exchange with the
proxy rather than the real site. The proxy, as a result, gets access to everything
the app sends.
Ignoring Domain Names
A related flaw is when you disable hostname verification. The “common name” (CN) of
the SSL certificate should reflect the domain name being requested. Requesting
https://www.foo.com/something and receiving an SSL certificate for xkcdhatguy.com
would be indicative of a mis-configured Web server at best and a man-in-the-middle
attack at worst.
By default, this is checked, and if there is no match, you will get errors like:


javax.net.ssl.SSLException: hostname in certificate didn't match: <...>


where the ... is replaced by whatever domain name you were requesting.
But some developers disable this check. Perhaps during development they were
accessing the server using a private IP address, and they were getting SSLExceptions
when trying to access that server. It is very important to allow Android to
check the hostname for you, which is the default behavior.
Hacked CAs
The truly scary issue is when the problem stems from the CA itself.
Comodo, TURKTRUST, and other certificate authorities have been hacked, where
nefarious parties gained the ability to create arbitrary certificates backed by
the CA. For example, in
the TURKTRUST case,
Google found that somebody had created a *.google.com certificate that
had TURKTRUST as the root CA. Any browser — or Android app — that implicitly
trusted TURKTRUST-issued certificates would believe that this certificate was
genuine. This is the ultimate in man-in-the-middle attacks, as code that
is ordinarily fairly well-written will believe the CA and therefore happily
communicate with the attacker.
Even well-intentioned certificate authorities sometimes make mistakes.
StartSSL offered a tool called StartEncrypt
to make it easy to request and install certificates
on a Web server. However, they made mistakes in the Web service API
used by that tool to communicate back to StartSSL’s servers.
Attackers could create SSL certificates for a wide range of existing domains,
including google.com, facebook.com, and other widely-used domains.
Those fraudulent certificates could have been used to implement MITM
attacks.
Introducing Network Security Configuration
You can use a “network security configuration” to help address those
issues. This comes in the form of an XML resource, which you teach Android
to use for your network connections. That resource tailors what you do
and do not want to accept for SSL connections, such as “yes, I want to accept
this self-signed certificate, at least for debug builds of the app” and
“yes, I am willing to accept this additional certificate authority”.
This XML resource will have a <network-security-config> root element.
That in turn will contain:

	Zero or one <base-config> elements, defining global rules

	Zero, one, or several <domain-config> elements, defining rules to
apply to a specific domain name or set of domain names

	Zero or one <debug-overrides> elements, defining global rules that
will be applied only for debug builds of your app


The Native Android 7.0 Version
On Android 7.0 and higher, you can direct Android to apply your network
security configuration by having an android:networkSecurityConfig
attribute on the <application> element in your manifest:


<application
    android:allowBackup="false"
    android:icon="@drawable/ic_launcher"
    android:label="@string/app_name"
    android:networkSecurityConfig="@xml/net_security_config">
    // other stuff here
</application>


The name of the XML resource does not matter, so long as your
android:networkSecurityConfig attribute points to it.
On Android 7.0 and higher, your network security configuration will be
applied automatically for all network connections, without any Java
configuration.
The CWAC-NetSecurity Backport
At the time of this writing, Google has not released an official backport
of the network security configuration subsystem.
The author of this book converted that subsystem into a library –
CWAC-NetSecurity — that serves as a backport, working back to API Level 17
(Android 4.2). It does not support every feature of the native
implementation, and it requires a bit of Java code to arrange to use
your network security configuration for HTTP requests. However, you can
use the same XML resource structure. As with many backports, the vision
is that you would use the backport until such time as your
minSdkVersion rises to 24 or higher, at which point you can just use
the native implementation.
The CWAC-NetSecurity library also offers a TrustManagerBuilder and related classes
to make it easier for developers to integrate the network security
configuration backport, particularly for
OkHttp3
and HttpURLConnection.
The artifact for this library is distributed via the CWAC repository,
so you will need to configure that in your module’s build.gradle file,
along with your implementation statement:


repositories {
    maven {
        url "https://s3.amazonaws.com/repo.commonsware.com"
    }
}

dependencies {
    implementation 'com.commonsware.cwac:netsecurity:0.0.1'
    implementation 'com.squareup.okhttp3:okhttp:3.4.0'
}


If you are using this library with OkHttp3, you also need to have
a implementation statement for a compatible OkHttp3 artifact, as shown
above.
If you are using HttpURLConnection, or tying this code into some
other HTTP client stack, you can skip the OkHttp3 dependency.
Next, add in this <meta-data> element to your manifest, as a child
of the <application> element:


<meta-data
  android:name="android.security.net.config"
  android:resource="@xml/net_security_config" />


The value for android:resource should be the same XML resource that
you used in the android:networkSecurityConfig attribute in the
<application> element for the native network security configuration
support on Android 7.0.
Then, in your code where you want to set up your network communications,
create a TrustManagerBuilder and teach it to load the configuration
from the manifest:


TrustManagerBuilder tmb=
  new TrustManagerBuilder().withManifestConfig(ctxt);


(where ctxt is some Context)
If you are using OkHttp3, create your basic OkHttpClient.Builder,
then call:


OkHttp3Integrator.applyTo(tmb, okb);


(where tmb is the TrustManagerBuilder from before, and okb
is your OkHttpClient.Builder)
At this point, you can create your OkHttpClient from the Builder
and start using it.
If you are using HttpURLConnection, you can call applyTo() on
the TrustManagerBuilder itself, passing in the HttpURLConnection.
Afterwards, you can start using the HttpURLConnection to make your
HTTP request:

      URL url=new URL(i.getData().toString());
      HttpURLConnection c=
        (HttpURLConnection)url.openConnection();
      TrustManagerBuilder tmb=
        new TrustManagerBuilder().withManifestConfig(this);

      tmb.applyTo(c);


(from Internet/CA/app/src/main/java/com/commonsware/android/downloader/Downloader.java)
In either case, on Android 7.0+ devices, withManifestConfig() will
not use the backport. Instead, the platform-native implementation
of the network security configuration subsystem will be used. On
Android 4.2-6.0 devices, the backport will be used.
SSL Problems and Network Security Configuration
With all that as prologue, let’s examine how the network security
configuration subsystem — native or backport — can address some
of the SSL issues outlined earlier in this chapter.
The sample code for these scenarios comes from the
Internet/CA
sample application. This application is based on some of the samples
from the chapter on notifications, that use HttpURLConnection
to download a PDF from the CommonsWare site.
Pinning the Certificate Authority
Your app may only communicate with one server, such as an employee-only
server for your organization. To help limit the risk of possible
MITM attacks, you might want to lock down your app,
to only work with certificates coming from your chosen certificate
authority for this server. That way, in addition to the other logistical
problems facing attackers, they would need to get a forged SSL certificate
from your certificate provider, instead of a forged SSL certificate
from any certificate provider.
To make this work, first, you will need a PEM or DER file representing
the root certificate for the certificate authority. Usually, the
certificate authority will publish one of these on its Web site. You
will need to put that file in res/raw/ of your project, under a suitable
resource name. For this scenario, in the sample app, there are two
raw resources of note: addtrustexternalcaroot.pem and verisign_class3.pem,
for Comodo and Verisign, respectively.
Next, you will need to create your network security configuration.
As noted above, this is an XML resource, in res/xml/, that describes
what changes you wish to make to the mix of supported certificate authorities.
In the sample app, one such resource is res/xml/network_comodo.xml:

<?xml version="1.0" encoding="utf-8"?>
<network-security-config>
  <domain-config>
    <domain includeSubdomains="false" usesCleartextTraffic="false">wares.commonsware.com</domain>
    <trust-anchors>
      <certificates src="@raw/addtrustexternalcaroot" />
    </trust-anchors>
  </domain-config>
</network-security-config>

(from Internet/CA/app/src/main/res/xml/network_comodo.xml)
As mentioned previously, the root element is
<network-security-config>. In there, you can
have one or more <domain-config> elements, describing the rules that
you wish to apply to certain domains being used by your app.
A <domain-config> element will have one or more <domain> elements, listing
domains that this particular configuration controls. Here, we have just one,
for wares.commonsware.com. The includeSubdomains attribute indicates whether
this rule applies to subdomains of the base domain, such as foo.wares.commonsware.com.
A <domain-config> element can have a <trust-anchors] element, listing
what certificates to use to validate SSL connections made to this domain.
Those certificates are identified by <certificate> elements, usually pointing
to raw resources that are the PEM or DER files for those certificate
authorities. In this case, we point to the addtrustexternalcaroot resource.
To teach Android that you have this network security configuration that
you wish to apply, you will need add an android:networkSecurityConfig
attribute (for the native Android 7.0 code) and perhaps a <meta-data> element to the
<application> element of your manifest (for the CWAC-NetSecurity backport):

  <application
    android:icon="@drawable/ic_launcher"
    android:label="@string/app_name"
    android:networkSecurityConfig="@xml/${networkSecurityConfig}">
    <activity
      android:name="DownloaderDemo"
      android:label="@string/app_name">
      <intent-filter>
        <action android:name="android.intent.action.MAIN" />

        <category android:name="android.intent.category.LAUNCHER" />
      </intent-filter>
    </activity>

    <service
      android:name="Downloader"
      android:permission="android.permission.BIND_JOB_SERVICE" />

    <provider
      android:name="LegacyCompatFileProvider"
      android:authorities="${applicationId}.provider"
      android:exported="false"
      android:grantUriPermissions="true">
      <meta-data
        android:name="android.support.FILE_PROVIDER_PATHS"
        android:resource="@xml/provider_paths" />
    </provider>

    <meta-data
      android:name="android.security.net.config"
      android:resource="@xml/${networkSecurityConfig}" />
  </application>


(from Internet/CA/app/src/main/AndroidManifest.xml)
In this case, the resource value used in both places
is not a simple XML resource name, like
@xml/network_comodo, though that will be what most apps will use.
This sample application has different product flavors for applying different
network security configurations, configured in build.gradle. Those
product flavors use manifestPlaceholders to indicate which XML
resource to apply for that flavor:

apply plugin: 'com.android.application'

def WARES='"https://wares.commonsware.com/excerpt-7p0.pdf"'
def SELFSIGNED='"https://scrap.commonsware.com:3001/excerpt-7p0.pdf"'

android {
    compileSdkVersion 27
    buildToolsVersion '27.0.3'

    defaultConfig {
        minSdkVersion 17
        targetSdkVersion 27
    }

    flavorDimensions "default"

    productFlavors {
        comodo {
            dimension "default"
            resValue "string", "app_name", "CA Validation Demo"
            applicationId "com.commonsware.android.downloader.ca.comodo"
            manifestPlaceholders=
                    [networkSecurityConfig: 'network_comodo']
            buildConfigField "String", "URL", WARES
        }
        verisign {
            dimension "default"
            resValue "string", "app_name", "Invalid CA Validation Demo"
            applicationId "com.commonsware.android.downloader.ca.verisign"
            manifestPlaceholders=
                    [networkSecurityConfig: 'network_verisign']
            buildConfigField "String", "URL", WARES
        }
        system {
            dimension "default"
            resValue "string", "app_name", "System CA Validation Demo"
            applicationId "com.commonsware.android.downloader.ca.system"
            manifestPlaceholders=
                    [networkSecurityConfig: 'network_verisign_system']
            buildConfigField "String", "URL", WARES
        }
        pin {
            dimension "default"
            resValue "string", "app_name", "Cert Pin Demo"
            applicationId "com.commonsware.android.downloader.ca.pin"
            manifestPlaceholders=
                    [networkSecurityConfig: 'network_pin']
            buildConfigField "String", "URL", WARES
        }
        invalidPin {
            dimension "default"
            resValue "string", "app_name", "Cert Pin Demo"
            applicationId "com.commonsware.android.downloader.ca.invalidpin"
            manifestPlaceholders=
                    [networkSecurityConfig: 'network_invalid_pin']
            buildConfigField "String", "URL", WARES
        }
        selfSigned {
            dimension "default"
            resValue "string", "app_name", "Self-Signed Demo"
            applicationId "com.commonsware.android.downloader.ca.ss"
            manifestPlaceholders=
                    [networkSecurityConfig: 'network_selfsigned']
            buildConfigField "String", "URL", SELFSIGNED
        }
        override {
            dimension "default"
            resValue "string", "app_name", "Debug Override Demo"
            applicationId "com.commonsware.android.downloader.ca.debug"
            manifestPlaceholders=
                    [networkSecurityConfig: 'network_override']
            buildConfigField "String", "URL", SELFSIGNED
        }
    }
}

repositories {
    maven {
        url "https://s3.amazonaws.com/repo.commonsware.com"
    }
}

dependencies {
    implementation 'com.android.support:support-v13:27.0.2'
    implementation 'com.commonsware.cwac:provider:0.5.3'
    implementation 'com.commonsware.cwac:netsecurity:0.4.4'
}

(from Internet/CA/app/build.gradle)
The CommonsWare Warescription Web site, at the time of this writing, uses an SSL
certificate backed by Comodo. Running the comodoDebug build variant
should successfully download the PDF file, as the SSL certificate
will be validated properly. However, running the verisignDebug
build variant will fail the SSL validation and crash:


03-22 12:51:01.662 27356-27418/com.commonsware.android.downloader.ca E/Exception downloading file
javax.net.ssl.SSLHandshakeException: java.security.cert.CertPathValidatorException: Trust anchor for certification path not found.
   at com.android.org.conscrypt.OpenSSLSocketImpl.startHandshake(OpenSSLSocketImpl.java:339)
   at com.android.okhttp.Connection.connectTls(Connection.java:235)
   at com.android.okhttp.Connection.connectSocket(Connection.java:199)
   at com.android.okhttp.Connection.connect(Connection.java:172)
   at com.android.okhttp.Connection.connectAndSetOwner(Connection.java:367)
   at com.android.okhttp.OkHttpClient$1.connectAndSetOwner(OkHttpClient.java:130)
   at com.android.okhttp.internal.http.HttpEngine.connect(HttpEngine.java:329)
   at com.android.okhttp.internal.http.HttpEngine.sendRequest(HttpEngine.java:246)
   at com.android.okhttp.internal.huc.HttpURLConnectionImpl.execute(HttpURLConnectionImpl.java:457)
   at com.android.okhttp.internal.huc.HttpURLConnectionImpl.getResponse(HttpURLConnectionImpl.java:405)
   at com.android.okhttp.internal.huc.HttpURLConnectionImpl.getHeaders(HttpURLConnectionImpl.java:162)
   at com.android.okhttp.internal.huc.HttpURLConnectionImpl.getHeaderField(HttpURLConnectionImpl.java:206)
   at com.android.okhttp.internal.huc.DelegatingHttpsURLConnection.getHeaderField(DelegatingHttpsURLConnection.java:190)
   at com.android.okhttp.internal.huc.HttpsURLConnectionImpl.getHeaderField(HttpsURLConnectionImpl.java)
   at com.commonsware.android.downloader.Downloader.onHandleIntent(Downloader.java:70)


If you have multiple certificate authorities that you wish to support,
you can have multiple <certificate> elements, or a <certificate>
element pointing to a file with multiple PEM or DER entries.
Unusual Certificate Authorities
Perhaps your organization runs its own certificate authority (e.g., for
internal servers). Or perhaps your organization is using a regular
certificate authority, but one that is too new to be recognized
by Android. You could cover the unexpected certificate authority by
using the <certificate> elements shown above.
But, what happens if you want to support something custom and regular
certificate authorities as well?
In that case, there is a special <certificate> element that you can
add:


<certificates src="system"/>


The value system, instead of a reference to a raw resource, indicates
that the default system set of certificate authorities should be considered
to be valid.
The systemDebug build variant uses a different network security configuration:

<?xml version="1.0" encoding="utf-8"?>
<network-security-config>
  <domain-config>
    <domain includeSubdomains="false" usesCleartextTraffic="false">wares.commonsware.com</domain>
    <trust-anchors>
      <certificates src="@raw/verisign_class3" />
      <certificates src="system" />
    </trust-anchors>
  </domain-config>
</network-security-config>

(from Internet/CA/app/src/main/res/xml/network_verisign_system.xml)
Here, first, we pull in Verisign’s root certificate. If that were all
we had (as you can see in the network_verisign.xml resource file),
an attempt to download something from wares.commonsware.com would fail,
as that site uses a Comodo certificate, not a Verisign one. However,
we also have the system set of certificate authorities. Since Comodo
is a major certificate authority, it is included in Android’s default set,
and so our download should succeed.
Pinning the Certificate
Perhaps even supporting any CA’s certificates will be too much of a risk
for you and your users. For example, perhaps your site’s certificate
is from a certificate authority that has issued fraudulent credentials
in the past, and so you fear that your users might still be at risk of
a MITM attack.
You can really narrow things down by pinning your app to your specific
certificate. Then, only that one certificate will be accepted, not others
that might be issued, for your domain, by your certificate authority, either
through social engineering, nation-state duress, or whatever.
To do this, you will use a <pin-set> element, instead of a <certificate>
element, in your network security configuration, as seen in the network_pin
resource:

<?xml version="1.0" encoding="utf-8"?>
<network-security-config>
  <domain-config>
    <domain includeSubdomains="false" usesCleartextTraffic="false">wares.commonsware.com</domain>
    <pin-set expiration="2020-05-01">
      <pin digest="SHA-256">sF1A3ez70l81aUjLwU6KiAMmOyPNFQDueJH+4YDWppo=</pin>
    </pin-set>
  </domain-config>
</network-security-config>

(from Internet/CA/app/src/main/res/xml/network_pin.xml)
The <pin-set> element can include one or more <pin> elements,
each of which has a digest attribute and a value. The digest value
has to be SHA-256 at the present time, though perhaps other hash algorithms
will be supported in the future. The value of the <pin> element is
the base64-encoded SHA-256 hash of the SubjectPublicKeyInfo field
of the X509 certificate of the server.
To generate that value, you will need to use a tool like openssl.
Given a PEM file named server.crt, you can generate the hash for that
server using the following command:


openssl x509 -in server.crt -pubkey -noout | openssl pkey -pubin -outform der | openssl dgst -sha256 -binary | openssl enc -base64


(NOTE: this should appear all on one line but will be word-wrapped
to the size of the book page)
The <pin-set> element can also have an expiration attribute, with a date
in yyyy-MM-dd format. Prior to this date, the SSL certificate of the
server must match one of the pins. On or after this date, the pins are
ignored. For example, you might choose a date that is a bit before the
date when the SSL certificate itself will expire.
This has the benefit of allowing the app to work even if you
fail to update the app and supply a new pin for a new SSL certificate,
or if you do update that app but the user does not install the update
in time. On the other hand, manually altering the device date and time
can bypass your pin.
This behavior — pin expiration allowing formerly-blocked access — is
a bit unusual. Typically, with security, we “fail closed”, meaning that
once something has expired, no access is allowed. Instead, <pin-set>
specifically “fails open”, meaning that once it expires, security is
weakened. In this case, Google elected to focus on utility over security.
Self-Signed Certificates
As Moxie Marlinspike points out,
one way to avoid having your app be the victim of a man-in-the-middle
attack due to a hijacked certificate authority is to simply
not use a certificate authority.
Certificate authorities are designed for use by general-purpose clients (e.g., Web browsers)
hitting general-purpose servers (e.g., Web servers). In the case where you control
both the client and the server, you don’t need a certificate authority. You
merely need to have a self-signed certificate that both ends know about.
This works well if the Web server is solely functioning as a Web service to deliver
data to your Android app, or perhaps other native apps on other platforms for which
you can also support self-signed certificates. Depending upon your server’s
capabilities, you might be able to arrange to have the same server-side application
logic be available both from a self-signed certificate on one domain (for use with
apps) and from a CA-rooted certificate for another domain (for use with Web
browsers).
However, it is very possible that the staff who manage the servers will reject
the notion of using a self-signed certificate, perhaps in an effort to minimize
the complexity of supporting multiple SSL paths (for browsers and apps). Or, you
may not control the server well enough to go with a self-signed certificate, such
as if you are using a cloud computing provider.
However, if self-signed certificates are an option for you, the network
security configuration code makes them simple to integrate.
You can use the PEM or DER file from your self-signed certificate
much as you would one from a certificate authority: put in res/raw/
and set up your network security configuration XML to match:

<?xml version="1.0" encoding="utf-8"?>
<network-security-config>
  <domain-config>
    <domain includeSubdomains="false" usesCleartextTraffic="false">scrap.commonsware.com</domain>
    <trust-anchors>
      <certificates src="@raw/example" />
    </trust-anchors>
  </domain-config>
</network-security-config>

(from Internet/CA/app/src/main/res/xml/network_selfsigned.xml)
This is from the selfSigned product flavor. Note that it will not work
on your development machine, as you do not have a Web
server with a self-signed SSL certificate at scrap.commonsware.com.
However, this shows the basic setup, as being the same as before.
This site
has instructions for setting up a self-signed certificate. The CRT
file that is created (e.g., example.crt) is what you would put in your
app.
Self-Signed Certificates for Debug Builds
If you are only using a self-signed certificate for debuggable builds
(e.g., debug build type), you can use the <debug-overrides> XML
element in your network security configuration. This adds your
self-signed certificates to the roster of trust anchors, but only
for debuggable builds. For non-debuggable builds (e.g., release
build type), your self-signed SSL certificate will be ignored.
You can see this in the network_override.xml resource:

<?xml version="1.0" encoding="utf-8"?>
<network-security-config>
  <debug-overrides>
    <trust-anchors>
      <certificates src="@raw/example"/>
    </trust-anchors>
  </debug-overrides>
</network-security-config>

(from Internet/CA/app/src/main/res/xml/network_override.xml)
This is for the override product flavor which, like selfSigned,
will not work for you, as you will not have a Web server using that
SSL certificate.
Blocking Cleartext Traffic
For a domain, or perhaps for everything in your app, you might want to
ensure that you always are using SSL… even to the point of being
willing to crash your app if you are not using SSL. While this is
an extreme measure, some apps have those sorts of security requirements.
The network security configuration subsystem supports a
cleartextTrafficPermitted attribute on <base-config> and
<domain-config>:


<base-config cleartextTrafficPermitted="false">
    <trust-anchors>
        <certificates src="system" />
    </trust-anchors>
</base-config>


If set to false, this means that you want to block all “cleartext”
(non-SSL) traffic for the scope of that element.
The native implementation of network security configuration supports
this flag for most Internet communications. Notably, WebView does
not support it.
The CWAC-NetSecurity backport, if you are using the OkHttp3 integration,
attempts to honor this, by checking the scheme for requests. If you
make an http request, but you have cleartextTrafficPermitted="false"
for the appropriate scope (e.g., for the domain in the URL), the
request is rejected. However, this is not quite as strong as the
native implementation, and it certainly does not affect anything other
than the OkHttp3 integration.
On Android 6.0, you have
another option of enabling this same sort of check.
You also have a way to have
StrictMode validate cleartext traffic on
Android 6.0+.
Supporting User-Added Certificates
The native Android 7.0+ network security configuration subsystem not
only allows you to use [certificates src="system" /] to say “we also
allow any standard certificate authorities here”, but also
[certificates src="user" /]. This indicates that certificate authorities
added by the user, through Settings, should be honored as well.
By default, for apps with targetSdkVersion set to 24 or higher,
user-added certificates are ignored unless [certificates src="user" /]
is included in a network security configuration.
Such user-added certificate authorities
are a bit controversial in Android app development.
On the one hand, they allow users to add support for unrecognized
authorities, in case Android is slow to adopt them, and without apps
having to do anything. On the other hand, those user-added
certificate authorities are global in scope, rather than being tied
to specific domains.
Note that this feature is not available in the CWAC-NetSecurity
backport. [certificates src="user" /] is ignored. User-added certificate
authorities are lumped in with the system-defined certificate authorities,
so if you have [certificates src="system" /], you will get certificate
authorities from both sources.
Other SSL Strengthening Techniques
Not everything that one can do to improve SSL security is covered by either
the native network security configuration implementation or the
CWAC-NetSecurity backport. Here are some other possibilities to consider.
Certificate Memorizing
If your app needs to connect to arbitrary SSL servers — perhaps ones configured
by the user (e.g., email client) or are intrinsic to the app’s usage (e.g.,
URLs in a Web browser) — detecting man-in-the-middle attacks boils down to
proper SSL certificate validation… and praying for no hacked CA certificates.
However, one way to incrementally improve security is to use certificate memorizing.
With this technique, each time you see a certificate that you have not seen before,
or perhaps a different certificate for a site visited previously, you ask the user
to confirm that it is OK to proceed. 
The idea here is that even if we cannot tell, absolutely, whether a given certificate
is genuine or from an attacker, we can detect differences in certificates over time.
So, if the user has been seeing certificate A, and now all of a sudden receives
certificate B instead, there are two main possibilities:

	The HTTPS server changed certificates for legitimate reasons

	An attacker is providing an alternative certificate


So, what we do is check certificates against a roster that the user has approved
before. If the newly-received certificate is not in that roster, we fail the HTTPS
request, but raise a custom exception so that your code can detect this case and
ask the user for approval to proceed.
Technically savvy users may be able to deduce
whether the certificate is indeed genuine; slightly less-savvy users might simply
contact the site to see if this is expected behavior. The downside is that technically
unsophisticated users might be baffled by the question of whether or not they should
accept the certificate and may take their confusion out on you, the developer of the
app that is asking the question.
There is
a standalone implementation of a MemorizingTrustManager
that you could consider using. It has been around for a few years, with a slow-but-steady
set of updates.
However, that library handles asking the user for acceptance of the certificates for you,
rather than raising some event that your app can handle itself. In order to tailor
the UI, you would need to modify the library itself.
Moreover, the library attempts to handle this UI while your SSL request is in process,
by blocking the background thread upon which you are making the HTTPS request.
A side-effect of this is that MemorizingTrustManager has some fairly unpleasant
code for trying to block this thread while interacting with the user on the main
application thread. And, if the user takes too long, your request to the server may
time out anyway.
Requiring Encryption, Android 6.0 Style
Android 6.0 supports an usesCleartextTraffic attribute on the
<application> element in the manifest. This works like the
cleartextTrafficPermitted option in the network security configuration
subsystem. If this is set to false,
you are saying that your app not only should be using SSL for everything,
but that you expressly want to crash the app in case you wind up
not using SSL.
If you try to perform plain HTTP requests on Android 6.0 with
usesCleartextTraffic set to false,
you will crash when you attempt to download the
file, with a stack trace akin to:


06-19 08:03:46.325    6420-6478/com.commonsware.android.downloader E/com.commonsware.android.downloader.Downloader: Exception in download
    java.net.UnknownServiceException: CLEARTEXT communication not supported: []
            at com.android.okhttp.Connection.connect(Connection.java:149)
            at com.android.okhttp.Connection.connectAndSetOwner(Connection.java:185)
            .
            .
            .


What is really going on “under the covers” is that this attribute
sets a flag that HTTP client APIs can check, electing to fail a request
if the flag says that SSL is required and the request’s URL does not
have the https scheme. Android’s built-in HTTP clients should support
this flag, but third-party HTTP stacks that manage their own socket
connections may not. Also note that WebView does not honor
usesCleartextTraffic.
Watching for Encryption
The downside of usesCleartextTraffic is that it is “all or nothing” and
always terminates your process. The same thing holds true for using
cleartextTrafficPermitted with the network security configuration
in the <base-config> element. That is wonderful in situations where
SSL is crucial. It is less wonderful if your app crashes in production
in situations where SSL would be a really good idea but is unavailable
for whatever reason.
StrictMode on API Level 23+ devices supports a way to be warned if your app performs
unencrypted network operations, via a detectCleartextNetwork()
method on StrictMode.VmPolicy.Builder. You can configure this, and
suitable penalties, alongside the rest of your StrictMode setup. This
can include doing different things for debug versus release builds,
for example. So, in a debug build, you might choose penaltyDeath()
to crash the process, while in a release build, you settle for penaltyLog()
or something else less drastic.
If you are using a build server, you could set it up to watch
for StrictMode Logcat messages coming from your test suite to find out about
these accesses.
Advanced Uses of CWAC-NetSecurity
Adding a couple of lines of Java code, along with the dependency, is all
that you need to use CWAC-NetSecurity to gain the benefits of the
backport of the network security configuration subsystem. However,
CWAC-NetSecurity offers a few more features that may be of use to you.
Using Alternative Network Security Configuration XML
withManifestConfig() on TrustManagerBuilder uses the resource
that you declare in your manifest as the network security configuration
to apply. However, that is fairly inflexible, as you can only define
this in the manifest once. Also, withManifestConfig() performs the
version check to only apply the backport on pre-7.0 devices.
You can also use withConfig(), where you provide a Context and the resource ID
of the XML resource to use for the network security configuration.
This is useful for cases where:

	You want to always use the backport, for consistent behavior across
OS versions

	You want to use different configurations in different settings
for the same APK


For example, the test suites use withConfig(), as otherwise we would
need dozens of separate manifests.
Using the Backport Directly
You do not have to use TrustManagerBuilder to use the network security
configuration backport. If you wish to use it directly:

	Create an instance of ApplicationConfig, passing in a ConfigSource
implementation that indicates where the configuration should be pulled
from. Two likely ConfigSource implementations are ManifestConfigSource
(to use the one defined in the manifest) and XmlConfigSource (to
use one defined in an arbitrary XML resource).

	Call getTrustManager() on the ApplicationConfig to get a TrustManager
that will implement the requested configuration.

	Add that TrustManager to your HTTP client via whatever API that
client offers for such things. In many cases, that will be by configuring
an SSLContext to use the TrustManager, then using the SSLContext
(or an SSLSocketFactory created by the SSLContext) with your
HTTP client.


Integrating with Other HTTP Client Libraries
If you want to integrate TrustManagerBuilder and the network security
configuration backport with some other HTTP client API, start by reviewing
the OkHttp3Integrator class in the netsecurity-okhttp3 library.
This will give you an idea of what is required and how easy it will
be to replicate this class for your particular HTTP client API.
Adding the TrustManager
Calling build() on the TrustManagerBuilder gives you a
CompositeTrustManager, set up to implement your desired network
security configuration. You will need to add that to your HTTP client
by one means or another. If size() on the CompositeTrustManager
returns 0, though, you can skip it, as it means that there are no rules
to be applied (e.g., you used withManifestConfig(), and your app
is running on an Android 7.0+ device).
So, you might have code that looks like this, where tmb is a
configured TrustManagerBuilder:


CompositeTrustManager trustManager=tmb.build();

if (trustManager.size()>0) {
  SSLContext ssl=SSLContext.getInstance("TLS");
  X509Interceptor interceptor=new X509Interceptor(trustManager, tmb);

  ssl.init(null, new TrustManager[]{trustManager}, null);

  // apply the SSLContext or ssl.getSocketFactory() to your HTTP client
}


Handling Cleartext
You can call isCleartextTrafficPermitted() on the CompositeTrustManager
to determine if cleartext traffic should be supported. This takes the
domain name of the Web server you are going to be communicating with
and returns a simple boolean. If isCleartextTrafficPermitted()
returns false, you will need to examine the scheme of the URL and
accept or reject the HTTP operation accordingly.
If you fail to do this, then cleartext traffic will be allowed in all
cases, akin to the stock HttpURLConnection integration.
Handling Redirects
If your HTTP client automatically traverses server-side redirects
(making the HTTP request for the redirected-to URL), you will need
to handle the cleartext check and the setHost() call on every
step of the redirection, not just your initial request. In the
case of OkHttp3, this is accomplished via their interceptor framework.
Debugging Certificate Chains
You can call withCertChainListener() on TrustManagerBuilder,
providing an implementation of CertChainListener. Your listener
will be called with onChain() each time a certificate chain is
encountered. In onChain(), you can inspect the certificates, dump
their contents to Logcat, or whatever you wish to do.
This is designed for use in development. For example, when writing
the demo/ app, the author used a CertChainListener to log what
HTTP requests were being made, what domains those were for, and what
root certificates are being used. This in turn led to creating the
network security configuration that matched.
However, logging certificate chains on a production device may result
in security issues. Please only use CertChainListener in debug
builds.
NetCipher
The Guardian Project has released an Android library
project called NetCipher — formerly
known as OnionKit — designed to help
boost Internet security for Android applications. 
In particular, NetCipher helps your application integrate with Orbot, a
Tor proxy. Tor (“The Onion Router”) is designed to help
with anonymity, having your Internet requests go through a series of Tor routers
before actually connecting to your targeted server through some Tor endpoint. Tor is
used for everything from mitigating Web site tracking to helping dissidents bypass
national firewalls. NetCipher helps your app:

	Detect if Orbot is installed, and help the user install it if it is not

	Detect if Orbot is running, and help you start it if it is not

	Make HTTP requests by means of Orbot instead of directly over the Internet


There is a dedicated chapter on NetCipher, if you
have interest in this technology.
Improving CPU Performance in Java
Knowing that you have CPU-related issues in your app is one thing —
doing something about it is the next challenge. In some respects,
tuning an Android application is a “one-off” job, tied to the
particulars of the application and what it is trying to accomplish.
That being said, this chapter will outline some general-purpose ways
of boosting performance that may counter issues that you are running
into.
Prerequisites
Understanding this chapter requires that you have read the core chapters
and understand how Android apps are set up and operate. Reading
the introductory chapter to this trail is also a good
idea.
Reduce CPU Utilization
One class of CPU-related problems come from purely sluggish code.
These are the sorts of things you will see in Traceview, for example
– methods or branches of code that seem to take an inordinately long
time. These are also some of the most difficult to have general
solutions for, as often times it comes down to what the application
is trying to accomplish. However, the following sections provide
suggestions for consuming fewer CPU instructions while getting the
same work done.
These are presented in no particular order.
Standard Java Optimizations
Most of your algorithm fixes will be standard Java optimizations, no
different than have been used by Java projects over the past decade
and change. This section outlines a few of them. For more, consider
reading Effective Java by Joshua Bloch or Java Performance Tuning
by Jack Shirazi.
Avoid Excessive Synchronization
Few objects in java.* namespaces are intrinsically thread-safe,
outside of java.util.concurrent. Typically, you need to perform
your own synchronization if multiple threads will be accessing
non-thread-safe objects. However, sometimes, Java classes have
synchronization that you neither expect nor need. Synchronization
adds unnecessary overhead.
The classic example here is StringBuffer and StringBuilder.
StringBuffer was part of Java from early on, and, for whatever
reason, was written to be thread-safe — two threads that append
to the buffer will not cause any problems. However, most of the time,
you are only using the StringBuffer from one thread, meaning all
that synchronization overhead is a waste. Later on, Java added
StringBuilder, with the same basic set of methods as has
StringBuffer, but without the synchronization.
Similarly, in your own code, only synchronize where it is really
needed. Do not toss the synchronized keyword around randomly, or
use concurrent collections that will only be used by one thread, etc.
Avoid Floating-Point Math
The first generation of Android devices lacked a floating-point
coprocessor on the ARM CPU package. As a result, floating-point math
speed was atrocious. That is why the Google Maps add-on for Android
uses GeoPoint, with latitude and longitude in integer microdegrees,
rather than the standard Android Location class, which uses Java
double variables holding decimal degrees.
While later Android devices do have floating-point coprocessor
support, that does not mean that floating-point math is now as fast
as integer math. If you find that your code is spending lots of time
on floating-point calculations, consider whether a change in units
would allow you to replace the floating-point calculations with
integer equivalents. For example, microdegrees for latitude and
longitude provide adequate granularity for most maps, yet allow
Google Maps to do all of its calculations in integers.
Similarly, consider whether the full decimal accuracy of
floating-point values is really needed. While it may be physically
possible to perform distance calculations in meters with accuracy to
a few decimal points, for example, in many cases the user will not
need that degree of accuracy. If so, perhaps changing to fixed-point
(integer) math can boost your performance.
Don’t Assume Built-In Algorithms are Best
Years upon years of work has gone into the implementation of various
algorithms that underlie Java methods, like searching for substrings
inside of strings.
Somewhat less work has gone into the implementation of the Apache
Harmony versions of those methods, simply because the project is
younger, and it is a modified version of the Harmony implementation
that you will find in Android. While the core Android team has made
many improvements to the original Harmony implementation, those
improvements may be for optimizations that do not fit your needs
(e.g., optimizing to reduce memory consumption at the expense of CPU
time).
But beyond that, there are
dozens of string-matching algorithms,
some of which may be better for you depending on
the string being searched and the string being searched for. Hence,
you may wish to consider applying your own searching algorithm rather
than relying on the built-in one, to boost performance. And, this
same concept may hold for other algorithms as well (e.g., sorting).
Of course, this will also increase the complexity of your
application, with long-term impacts in terms of maintenance cost.
Hence, do not assume the built-in algorithms are the worst, either —
optimize those algorithms that Traceview or logging suggest are where
you are spending too much time.
Support Hardware-Accelerated Graphics
An easy “win” is to add android:hardwareAccelerated="true" to your
<application> element in the manifest. This toggles on hardware
acceleration for 2D graphics, including much of the stock widget
framework. For maximum backwards compatibility, this hardware
acceleration is off, but adding the aforementioned attribute will
enable it for all activities in your application.
Note that this is only available starting with Android 3.0. It is
safe to have the attribute in the manifest for older Android devices,
as they simply will ignore your request.
You also should test your application thoroughly after enabling
hardware acceleration, to make sure there are no unexpected issues.
For ordinary widget-based applications, you should encounter no
problems. Games or other applications that do their own drawing might
have issues. If you find that some of your code runs into problems,
you can override hardware acceleration on a per-activity basis by
putting the android:hardwareAccelerated attribute on <activity> elements in
the manifest.
Minimize IPC
Calling a method on an object in your own process is fairly
inexpensive. The overhead of the method invocation is fairly
minuscule, and so the time involved is simply however long it takes
for that method to do its work.
Invoking behaviors in another process, via inter-process
communication (IPC), is considerably more expensive. Your request has
to be converted into a byte array (e.g., via
the Parcelable interface),
made available to the other process, converted back into
a regular request, then executed. This adds substantial CPU overhead.
There are three basic flavors of IPC in Android:

	“Directly” invoking a third-party application’s service’s
AIDL-published interface, to which you bound with bindService()


	Performing operations on a content provider that is not part of
your application (i.e., supplied by the OS or a third-party
application)

	Performing other operations that, under the covers, trigger IPC


Remote Bound Service
Using a remote service is fairly obvious when you do it — it is
difficult to mistake copying the AIDL into your project and such. The
proxy object generated from the AIDL converts all your method calls
on the interface into IPC operations, and this is relatively
expensive.
If you are exposing a service via AIDL, design your API to be
coarse-grained. Do not require the client to make 1,000 method
invocations to accomplish something that can be done in 1 via
slightly more complex arguments and return values.
If you are consuming a remote service, try not to get into situations
where you have to make lots of calls in a tight loop, or per row of a
scrolled AdapterView, or anything else where the overhead may
become troublesome.
For example, in the
CPU-Java/AIDLOverhead
sample project, you will find a pair of projects
implementing the same do-nothing method in equivalent services. One
uses AIDL and is bound to remotely from a separate client
application; the other is a local service in the client application
itself. The client then calls the do-nothing method 1 million times
for each of the two services. On average, on a Samsung Galaxy Tab
10.1, 1 million calls takes around 170 seconds for the remote
service, while it takes around 170 milliseconds for the local
service. Hence, the overhead of an individual remote method
invocation is small (~170 microseconds), but doing lots of them in a
loop, or as the user flings a ListView, might become noticeable.
Remote Content Provider
Using a content provider can be somewhat less obvious of a problem.
Using ContentResolver or a CursorLoader looks
the same whether it is your own content provider or someone else’s.
However, you know what content providers you wrote; anything else is
probably running in another process.
As with remote services, try to aggregate operations with remote
content providers, such as:

	Use bulkInsert() rather than lots of individual insert() calls

	Try to avoid calling update() or delete() in a tight loop
– instead, if the content provider supports it, use a more
complex “WHERE clause” to update or delete everything at once

	Try to get all your data back in few queries, rather than lots of
little ones… though this can then cause you issues in terms of
memory consumption


Remote OS Operation
The content provider scenario is really a subset of the broader case
where you request that Android do something for you and winds up
performing IPC as part of that.
Sometimes, this is going to be obvious. If you are sending commands
to a third-party service via startService(), by definition, this
will involve IPC, since the third-party service will run in a
third-party process. Try to avoid calling startService() lots of
times in close succession.
However, there are plenty of cases that are less obvious:

	All requests to startActivity(), startService(), and
sendBroadcast() involve IPC, as it is a separate OS process that
does the real work

	Registering and unregistering a BroadcastReceiver (e.g.,
registerReceiver()) involves IPC

	All of the “system services”, such as LocationManager, are
really rich interfaces to an AIDL-defined remote service, and so most
operations on these system services require IPC


Once again, your objective should be to minimize calls that involve
IPC, particularly where you are making those calls frequently in
close succession, such as in a loop. For example, frequently calling
getLastKnownLocation() will be expensive, as that involves IPC to a
system process.
Android-Specific Java Optimizations
The way that the Dalvik VM was implemented and operates is subtly
different than a traditional Java VM. Therefore, there are some
optimizations that are more important on Android than you might find
in regular desktop or server Java.
The Android developer documentation has
a roster of such optimizations.
Some of the highlights include:

	Getters and setters, while perhaps useful for encapsulation, are
significantly slower than direct field access. For simpler cases,
such as ViewHolder objects for optimizing an Adapter, consider
skipping the accessor methods and just use the fields directly.

	Some popular method calls are replaced by hand-created assembler
instructions rather than code generated via the JIT compiler.
indexOf() on String and arraycopy() on System are two cited
examples. These will run much faster than anything you might create
yourself in Java.


Reduce Time on the Main Application Thread
Another class of CPU-related problem is when your code may be
efficient, but it is occurring on the main application thread,
causing your UI to react sluggishly. You might have tuned your
decryption algorithm as best as is mathematically possible, but it
may be that decrypting data on the main application thread simply
takes too much time. Or, perhaps StrictMode complained about some
disk or network I/O that you are performing on the main application
thread.
The following sections recap some commonly-seen patterns for moving
work off the main application thread, plus a few newer options that
you may have missed.
Generate Less Garbage
Most developers think of having too many allocations as being solely
an issue of heap space. That certainly has an impact, and depending
on the nature of the allocations (e.g., bitmaps), it may be the
dominant issue.
However, garbage has impacts from a CPU standpoint as well. Every
object you create causes its constructor to be executed. Every object
that is garbage-collected requires CPU time both to find the object
in the heap and to actually clean it up (e.g., execute the finalizer,
if any).
Worse still, on older versions of Android (e.g., Android 2.2 and
down), the garbage collector interrupts the entire process to do its
work, so the more garbage you generate, the more times you “stop the
world”. Game developers have had to deal with this since Android’s
inception. To maintain a 60 FPS refresh rate, you cannot afford any
garbage collections on older devices, as a single GC run could easily
take more than the ~16ms you have per drawing pass.
As a result of all of this, game developers have had to carefully
manage their own object pools, pre-allocating a bunch of objects
before game play begins, then using and recycling those objects
themselves, only allowing them to become garbage after game play ends.
Most non-game Android applications may not have to go to quite that
extreme across the board. However, there are cases where excessive
allocation may cause you difficulty. For example, avoiding creating
too much garbage is one aspect of view recycling with AdapterView,
which is covered in greater detail in the next section.
If Traceview indicates that you are spending a lot of time in garbage
collection, pay attention to your loops or things that may be invoked
many times in rapid succession (e.g., accessing data from a custom
Cursor implementation that is tied to a CursorAdapter). These are
the most likely places where your own code might be creating lots of
extra objects that are not needed. Examining the heap to see what is
all being created (and eventually garbage collected) will be covered
in an upcoming chapter of the book.
View Recycling
Perhaps the best-covered Android-specific optimization is view
recycling with AdapterView.
In a nutshell, if you are extending BaseAdapter, or if you are
overriding getView() in another adapter, please make use of the
View parameter supplied to getView() (referred to here as
convertView). If convertView is not null, it is one of your
previous View objects you returned from getView() before, being
offered to you for recycling purposes. Using convertView saves you
from inflating or manually constructing a fresh View every time the
user scrolls, and both of those operations are relatively expensive.
If you have been ignoring convertView because you have more than
one type of View that getView() returns, your Adapter should be
overriding getViewTypeCount() and getItemViewType(). These will
allow Android to maintain separate object pools for each type of row
from your Adapter, so getView() is guaranteed to be passed a
convertView that matches the row type you are trying to create.
A somewhat more advanced optimization — caching all those
findViewById() lookups — is also possible once your row
recycling is in place. Often referred to as “the holder pattern”, you
do the findViewById() calls when you inflate a new row, then attach
the findViewById() results to the row itself via some custom
“holder” object and the setTag() method on View. When you recycle
the row, you can get your “holder” back via getTag() and skip
having to do the findViewById() calls again.
Background Threads
Of course, the backbone of any strategy to move work off the main
application thread is to use background threads, in one form or
fashion. You will want to apply these in places where StrictMode
complains about network or disk I/O, or places where Traceview or
logging indicate that you are taking too much time on the main
application thread during GUI processing (e.g., converting downloaded
bitmap images into Bitmap objects via BitmapFactory).
Sometimes, you will manually dictate where work should be done in the
background, either by forking threads yourself or by using
AsyncTask. AsyncTask is a nice framework, handling all of the
inter-thread communication for you and neatly packaging up the work
to be done in readily understood methods. However, AsyncTask does
not fit every scenario — it is mostly designed for
“transactional” work that is known to take a modest amount of time
(milliseconds to seconds) then end. For cases where you need
unbounded background processing, such as monitoring a socket for
incoming data, forking your own thread will be the better approach.
Sometimes, you will use facilities supplied by Android to move work
to the background. For example, many activities are backed by a
Cursor obtained from a database or content provider. Classically,
you would manage the cursor (via startManagingCursor()) or
otherwise arrange to refresh that Cursor in onResume(), so when
your activity returns to the foreground after having been gone for a
while, you would have fresh data. However, this pattern tends to lead
to database I/O on the main application thread, triggering complaints
from StrictMode. Android 3.0 and the Android Compatibility Library
offer a Loader framework designed to try to solve the core pattern
of refreshing the data, while arranging for the work to be done
asynchronously.
Asynchronous BroadcastReceiver Operations
99.44% of the time (approximately) that Android calls your code in
some sort of event handler, you are being called on the main
application thread. This includes manifest-registered
BroadcastReceiver components — onReceive() is called on the main
application thread. So any work you do in onReceive() ties up that
thread (possibly impacting an activity of yours in the foreground),
and if you take more than 10 seconds, Android will terminate your
BroadcastReceiver with extreme prejudice.
Classically, manifest-registered BroadcastReceiver components only
live as long as the onReceive() call does, meaning you can do very
little work in the BroadcastReceiver itself. The typical pattern is
to have it send a command to a service via startService(), where
the service “does the heavy lifting”.
Android 3.0 added a goAsync() method on BroadcastReceiver that
can help a bit here. While under-documented, it tells Android that
you need more time to complete the broadcast work, but that you can
do that work on a background thread. This does not eliminate the
10-second rule, but it does mean that the BroadcastReceiver can do
some amount of I/O without having to send a command to a service to
do it while still not tying up the main application thread.
The
CPU-Java/GoAsync
sample project demonstrates goAsync() in use, as the project
name might suggest.
Our activity’s layout consists of two Button widgets and an
EditText widget:

<?xml version="1.0" encoding="utf-8"?>
<LinearLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:orientation="vertical" android:layout_width="match_parent"
  android:layout_height="match_parent">
  <EditText android:id="@+id/editText1" android:layout_width="match_parent"
    android:layout_height="wrap_content">
  </EditText>
  <Button android:layout_width="match_parent" android:id="@+id/button1"
    android:layout_height="wrap_content" android:text="@string/nonasync"
    android:onClick="sendNonAsync"></Button>
  <Button android:layout_width="match_parent" android:id="@+id/button2"
    android:layout_height="wrap_content" android:text="@string/async"
    android:onClick="sendAsync"></Button>
</LinearLayout>


(from CPU-Java/GoAsync/app/src/main/res/layout/main.xml)
The activity itself simply has sendAsync() and sendNonAsync()
methods, each invoking sendBroadcast() to a different
BroadcastReceiver implementation:

package com.commonsware.android.tuning.goasync;

import android.app.Activity;
import android.content.Intent;
import android.os.Bundle;
import android.view.View;

public class GoAsyncActivity extends Activity {
  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.main);
  }
  
  public void sendAsync(View v) {
    sendBroadcast(new Intent(this, AsyncReceiver.class));
  }
  
  public void sendNonAsync(View v) {
    sendBroadcast(new Intent(this, NonAsyncReceiver.class));
  }
}

(from CPU-Java/GoAsync/app/src/main/java/com/commonsware/android/tuning/goasync/GoAsyncActivity.java)
The NonAsyncReceiver simulates doing time-consuming work in
onReceive() itself:

package com.commonsware.android.tuning.goasync;

import android.content.BroadcastReceiver;
import android.content.Context;
import android.content.Intent;
import android.os.SystemClock;

public class NonAsyncReceiver extends BroadcastReceiver {
  @Override
  public void onReceive(Context arg0, Intent arg1) {
    SystemClock.sleep(7000);
  }
}


(from CPU-Java/GoAsync/app/src/main/java/com/commonsware/android/tuning/goasync/NonAsyncReceiver.java)
Hence, if you click the “Send Non-Async Broadcast” button, not only
will the button fail to return to its normal state for seven seconds,
but the EditText will not respond to user input either.
The AsyncReceiver, though, uses goAsync():

package com.commonsware.android.tuning.goasync;

import android.content.BroadcastReceiver;
import android.content.Context;
import android.content.Intent;
import android.os.SystemClock;

public class AsyncReceiver extends BroadcastReceiver {
  @Override
  public void onReceive(Context context, Intent intent) {
    final BroadcastReceiver.PendingResult result=goAsync();
    
    (new Thread() {
      public void run() {
        SystemClock.sleep(7000);
        result.finish();
      }
    }).start();
  }
}


(from CPU-Java/GoAsync/app/src/main/java/com/commonsware/android/tuning/goasync/AsyncReceiver.java)
The goAsync() method returns a PendingResult, which supports a
series of methods that you might ordinarily fire on the
BroadcastReceiver itself (e.g., abortBroadcast()) but want to do
on a background thread. You need your background thread to have
access to the PendingResult — in this case, via a final
local variable. When you are done with your work, call finish() on
the PendingResult.
If you click the “Send Async Broadcast” button, even though we are
still sleeping for 7 seconds, we are doing so on a background thread,
and so our user interface is still responsive.
Saving SharedPreferences
The classic way to save SharedPreferences.Editor changes was via a
call to commit(). This writes the preference information to an XML
file on whatever thread you are on — another hidden source of
disk I/O you might be doing on the main application thread.
If you are on API Level 9, and you are willing to blindly try saving
the changes, use the new apply() method on
SharedPreferences.Editor, which works asynchronously.
If you need to support older versions of Android, or you really want
the boolean return value from commit(), consider doing the
commit() call in an AsyncTask or background thread.
And, of course, to support both of these, you will need to employ
tricks like conditional class loading. You can see that used for
saving SharedPreferences in the
CPU-Java/PrefsPersist
sample project. The activity reads in a
preference, puts the current value on the screen, then updates the
preference with the help of an AbstractPrefsPersistStrategy class
and its persist() method:

package com.commonsware.android.tuning.prefs;

import android.app.Activity;
import android.content.SharedPreferences;
import android.os.Bundle;
import android.preference.PreferenceManager;
import android.widget.TextView;

public class PrefsPersistActivity extends Activity {
  private static final String KEY="counter";
  
  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.main);
    
    SharedPreferences prefs=
      PreferenceManager.getDefaultSharedPreferences(this);
    int counter=prefs.getInt(KEY, 0);
    
    ((TextView)findViewById(R.id.value)).setText(String.valueOf(counter));
    
    AbstractPrefsPersistStrategy.persist(prefs.edit().putInt(KEY, counter+1));
  }
}

(from CPU-Java/PrefsPersist/app/src/main/java/com/commonsware/android/tuning/prefs/PrefsPersistActivity.java)
AbstractPrefsPersistStrategy is an abstract base class that will
hold a strategy implementation, depending on Android version. On
pre-Honeycomb builds, it uses an implementation that forks a
background thread to perform the commit():

package com.commonsware.android.tuning.prefs;

import android.content.SharedPreferences;
import android.os.Build;

abstract public class AbstractPrefsPersistStrategy {
  abstract void persistAsync(SharedPreferences.Editor editor);
  
  private static final AbstractPrefsPersistStrategy INSTANCE=initImpl();
  
  public static void persist(SharedPreferences.Editor editor) {
    INSTANCE.persistAsync(editor);
  }
  
  private static AbstractPrefsPersistStrategy initImpl() {
    int sdk=new Integer(Build.VERSION.SDK).intValue();
    
    if (sdk<Build.VERSION_CODES.HONEYCOMB) {
      return(new CommitAsyncStrategy());
    }
    
    return(new ApplyStrategy());
  }

  static class CommitAsyncStrategy extends AbstractPrefsPersistStrategy {
    @Override
    void persistAsync(final SharedPreferences.Editor editor) {
      (new Thread() {
        @Override
        public void run() {
          editor.commit();
        }
      }).start();
    }
  }
}


(from CPU-Java/PrefsPersist/app/src/main/java/com/commonsware/android/tuning/prefs/AbstractPrefsPersistStrategy.java)
On Honeycomb and higher, it uses a separate strategy class that uses
the new apply() method:

package com.commonsware.android.tuning.prefs;

import android.content.SharedPreferences.Editor;

public class ApplyStrategy extends AbstractPrefsPersistStrategy {

  @Override
  void persistAsync(Editor editor) {
    editor.apply();
  }
}


(from CPU-Java/PrefsPersist/app/src/main/java/com/commonsware/android/tuning/prefs/ApplyStrategy.java)
By separating the Honeycomb-specific code out into a separate class,
we can avoid loading it on older devices and encountering the dreaded
VerifyError.
Whether using the built-in apply() method is worth dealing with
multiple strategies, versus simply calling commit() on a background
thread, is up to you.
Improve Throughput and Responsiveness
Being efficient and doing work on the proper thread may still not be
enough. It could be that your work is not consuming excessive CPU
time, but is taking too long in “wall clock time” (e.g., the user
sits waiting too long at a ProgressDialog). Or, it could be that
your work, while efficient and in the background, is causing
difficulty for foreground operations.
The following sections outline some common problems and solutions in
this area.
Minimize Disk Writes
Earlier in this book, we emphasized moving disk writes off to
background threads.
Even better is to get rid of some of the disk writes entirely.
A big culprit here comes in the form of database operations. By
default, each insert(), update(), or delete(), or any
execSQL() invocation that modifies data, will occur in its own
transaction. Each transaction involves a set of disk writes. Many
times, this is not a problem. But, if you are doing a lot of these
– such as importing records from a CSV file — hundreds or
thousands of transactions will mean thousands of individual disk
writes, and that can take some time. You may wish to wrap those
operations in your own transaction, using methods like
beginTransaction(), simply to reduce the number of transactions
and, therefore, disk writes.
If you are doing your own disk I/O beyond databases, you may
encounter similar sorts of issues. Overall, it is better to do a few
larger writes than lots of little ones.
Set Thread Priority
Threads you fork, by default, run at a default priority:
THREAD_PRIORITY_DEFAULT as defined on the Process class. This is
a lower priority than the main application thread
(THREAD_PRIORITY_DISPLAY).
Threads you use via AsyncTask run at a lower priority
(THREAD_PRIORITY_BACKGROUND). If you fork your own threads, then,
you might wish to consider moving them to a lower priority as well,
to affect how much time they get compared to the main application
thread. You can do this via setThreadPriority() on the Process
class.
The lowest possible priority, THREAD_PRIORITY_LOWEST, is described
as “only for those who really, really don’t want to run if anything
else is happening”. You might use this for “idle-time processing”,
but bear in mind that the thread will be paused a lot to allow other
threads to run.
Lower-priority threads will help ensure that your background work
does not affect your foreground UI. Processes themselves are put in a
lower-priority class as they move to the background (e.g., you have
no activities visible), which further reduces the amount of CPU time
you will be using at any given moment.
Also, note that IntentService uses a thread at default (not
background) priority — you may wish to drop the priority of
this thread to something that will be lower than your main
application thread, to minimize how much CPU time the IntentService
steals from your UI.
Do the Work Some Other Time
Just because you could do the work now does not mean you should do
the work now. Perhaps a better answer is to do the work later, or do
part of the work now and part of the work later.
For example, suppose that you have your own database of points of
interest for your custom map application. Periodically, you publish a
new database on your Web site, which your Android app should
download. Odds are decent that the user is not in desperate need for
this new database right away. In fact, the CPU time and disk I/O time
to download and save the database might incrementally interfere with
the foreground application, despite your best efforts.
In this case, not only should you check for and download the database
when the user is unlikely to be using the device (e.g., before dawn),
but you should check whether the screen is on via isScreenOn() on
PowerManager, and delay the work to sometime when the screen is
off. For example, you could have AlarmManager set up to have your
code check for updates every 24 hours at 4am. If, at 4am, the screen
is on, your code could skip the download and wait until tomorrow, or
skip the download and add a one-shot alarm to wake you up in 30
minutes, in hopes that the user will no longer be using the device.
At the same time, you may wish to consider having a “refresh” menu
choice somewhere, for when the user specifically wants you to go get
the update (if available) now, for whatever reason.
Broadcasts and Broadcast Receivers
One channel of the Intent message bus is used to start activities. A second
channel of the Intent message bus is used to send broadcasts. As the name
suggests, a broadcast Intent is one that — by default –
is published to any and all applications
on the device that wish to tune in.
Sending a Simple Broadcast
The simplest way to send a broadcast Intent is to create the Intent you
want, then call sendBroadcast(). 
That’s it.
At that point, Android will scan through everything set up to tune into a
broadcast matching your Intent, typically filtering just on the action string.
Anyone set up to receive this broadcast will, indeed, receive it, using a
BroadcastReceiver.
Receiving a Broadcast: In an Activity
To receive such a broadcast in an activity (or a fragment), you will need to do four things.
First, you will need to create an instance of your own subclass of
BroadcastReceiver. The only method you need to (or should) implement is
onReceive(), which will be passed the Intent that was broadcast, along
with a Context object that, in this case, you will typically ignore.
Second, you will need to create an instance of an IntentFilter object,
describing the sorts of broadcasts you want to receive. Most of these filters
are set up to watch for a single broadcast Intent action, in which case the
simple constructor suffices:


new IntentFilter(Intent.ACTION_CAMERA_BUTTON)


Third, you will need to call registerReceiver(), typically from onStart()
of your activity or fragment, supplying your BroadcastReceiver and your
IntentFilter.
Fourth, you will need to call unregisterReceiver(), typically from onStop()
of your activity or fragment, supplying the same BroadcastReceiver instance
you provided to registerReceiver().
In between the calls to registerReceiver() and unregisterReceiver(), you will
receive any broadcasts matching the IntentFilter.
The biggest downside to this approach is that some activity has to register
the receiver. Sometimes, you want to receive broadcasts even when there is no
activity around. To do that, you will need to use a different technique:
registering the receiver in the manifest. 
Receiving a Broadcast: Via the Manifest
You can also tell Android about broadcasts you wish to receive by adding
a <receiver> element to your manifest, identifying the class that implements
your BroadcastReceiver (via the android:name attribute), plus an <intent-filter>
that describes the broadcast(s) you wish to receive:


<receiver android:name=".OnBootReceiver">
  <intent-filter>
    <action android:name="android.intent.action.BOOT_COMPLETED"/>
  </intent-filter>
</receiver>


The good news is that this BroadcastReceiver will be available for broadcasts
occurring at any time. There is no assumption that you have an activity already
running that called registerReceiver().
The bad news is that the instance of the BroadcastReceiver used by Android to
process a broadcast will live for only so long as it takes to execute the
onReceive() method. At that point, the BroadcastReceiver is discarded.
Hence, it is not safe for a manifest-registered BroadcastReceiver to do
anything that needs to run after onReceive() itself completes, such as forking
a thread. After all, Android may well terminate the process within milliseconds,
if there is no other running component in the process.
More bad news: onReceive() is called on the main application thread — the same
main application thread that handles the UI of all of your activities. And,
you are subject to the same limitations as are your activity lifecycle methods
and anything else called on the main application thread:

	Any time spent in onReceive() will freeze your UI, if you happen to have
a foreground activity

	If you spend too long in onReceive(), Android will terminate your
BroadcastReceiver without waiting for onReceive() to complete


This makes using a manifest-registered BroadcastReceiver a bit tricky. If the
work to be done is very quick, just implement it in onReceive(). Otherwise,
you will probably need to pair this BroadcastReceiver with a component known
as an IntentService, which we will examine in the next chapter.
The Stopped State
On Android 3.1 and higher, when your app is first installed on the device, it
is in a “stopped” state. This has nothing to do with onStop() of any activity.
While in the stopped state, your manifest-registered BroadcastReceivers will
not receive any broadcasts.
Getting Out of the Stopped State
To get out of the stopped state, something on the device, such as
another app (that itself is not
in the stopped state), must use an explicit Intent to invoke one of your
components.
The most common way this happens is for the user to tap on a launcher icon
associated with your launcher activity. Under the covers, the home screen’s
launcher will create an explicit Intent, identifying your activity, and use
that with startActivity(). This moves you out of the stopped state.
Getting Into the Stopped State
As noted above, you start off in the stopped state. Once you are moved out
of the stopped state, via the explicit Intent, you will remain out of the
stopped state until one of two things happens:

	The user uninstalls your app

	The user “force-stops” your app


The latter normally occurs when the user clicks the “Force Stop” button on
your app’s screen in the Settings app (Settings > Apps). There is some
evidence that some device manufacturers have tied their own device’s
task manager to do a “force stop” when the user removes a task — this was
not a particularly wise choice on the part of those manufacturers.
Note that a reboot does not move you back into the stopped state. You
remain in the normal state through a reboot.
Example System Broadcasts
There are many, many broadcasts sent out by Android itself, which you can
tune into if you see fit. Many, but not all, of these are documented on the
Intent class. The values in the “Constants” table that have “Broadcast Action”
leading off their description are action strings used for system broadcasts.
There are other such broadcast actions scattered around the SDK, though, so do
not assume that they are all documented on Intent.
The following sections will examine two of these broadcasts, to see how the
BroadcastReceiver works in action.
At Boot Time
A popular request is to have code get control when the device is
powered on. This is doable but somewhat dangerous, in that too many on-boot
requests slow down the device startup and may make things sluggish for the user.
In order to be notified when the device has completed its system boot
process, you will need to request the RECEIVE_BOOT_COMPLETED permission.
Without this, even if you arrange to receive the boot broadcast Intent, it
will not be dispatched to your receiver.
As the Android documentation describes it:

Though holding this permission does not have any security
implications, it can have a negative impact on the user experience by increasing the amount of time it takes the system
to start and allowing applications to have themselves running without the user being aware of them. As such, you
must explicitly declare your use of this facility to make that
visible to the user.


We also need to register our BroadcastReceiver in the manifest — by the
time an activity would call registerReceiver(), the boot will have long since
occurred.
For example, let us examine the
Intents/OnBoot
sample project.
In our manifest, we request the needed permission and register our
BroadcastReceiver, along with an activity:

<?xml version="1.0" encoding="utf-8"?>
<manifest xmlns:android="http://schemas.android.com/apk/res/android"
  package="com.commonsware.android.sysevents.boot"
  android:versionCode="1"
  android:versionName="1.0">

  <uses-sdk
    android:minSdkVersion="7"
    android:targetSdkVersion="11"/>

  <supports-screens
    android:largeScreens="false"
    android:normalScreens="true"
    android:smallScreens="false"/>

  <uses-permission android:name="android.permission.RECEIVE_BOOT_COMPLETED"/>

  <application
    android:icon="@drawable/ic_launcher"
    android:label="@string/app_name">
    <receiver android:name=".OnBootReceiver">
      <intent-filter>
        <action android:name="android.intent.action.BOOT_COMPLETED"/>
      </intent-filter>
    </receiver>

    <activity
      android:name="BootstrapActivity"
      android:theme="@android:style/Theme.Translucent.NoTitleBar">
      <intent-filter>
        <action android:name="android.intent.action.MAIN"/>

        <category android:name="android.intent.category.LAUNCHER"/>
      </intent-filter>
    </activity>
  </application>

</manifest>

(from Intents/OnBoot/app/src/main/AndroidManifest.xml)
OnBootReceiver simply logs a message to Logcat:

package com.commonsware.android.sysevents.boot;

import android.content.BroadcastReceiver;
import android.content.Context;
import android.content.Intent;
import android.util.Log;

public class OnBootReceiver extends BroadcastReceiver {
  @Override
  public void onReceive(Context context, Intent intent) {
    Log.d(getClass().getSimpleName(), "Hi, Mom!");
  }
}

(from Intents/OnBoot/app/src/main/java/com/commonsware/android/sysevents/boot/OnBootReceiver.java)
To test this on Android 3.0 and earlier, simply install the application and
reboot the device — you will see the message appear in Logcat.
However, on Android 3.1 and higher, the user must first manually launch some
activity before any manifest-registered BroadcastReceiver objects will be
used, as noted above in the section covering the stopped state.
Hence, if you were to just install the application and reboot the
device, nothing would happen. The little BootstrapActivity is merely there
for the user to launch, so that the ACTION_BOOT_COMPLETED BroadcastReceiver
will start working.
On Battery State Changes
One theme with system events is to use them to help make your users
happier by reducing your impacts on the device while the device is not in a
great state. Most applications are impacted by battery life. Dead batteries run
no apps. Hence, knowing the battery level may be important for your app.
There is an ACTION_BATTERY_CHANGED Intent that gets broadcast as the battery
status changes, both in terms of charge (e.g., 80% charged) and charging
(e.g., the device is now plugged into AC power). You simply need to register
to receive this Intent when it is broadcast, then take appropriate steps.
One of the limitations of ACTION_BATTERY_CHANGED is that you have to use
registerReceiver() to set up a BroadcastReceiver to get this Intent when
broadcast. You cannot use a manifest-declared receiver. There are separate
ACTION_BATTERY_LOW and ACTION_BATTERY_OK broadcasts that you can
receive from a manifest-registered receiver, but they are broadcast
far less frequently, only when the battery level falls below or rises above
some undocumented “low” threshold.
To demonstrate ACTION_BATTERY_CHANGED, take a peek at the
Intents/OnBattery
sample project.
In there, you will find a res/layout/batt.xml resource containing a ProgressBar, a
TextView, and an ImageView, to serve as a battery monitor:

<?xml version="1.0" encoding="utf-8"?>
<LinearLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:orientation="vertical">

  <ProgressBar
    android:id="@+id/bar"
    style="?android:attr/progressBarStyleHorizontal"
    android:layout_width="match_parent"
    android:layout_height="wrap_content"/>

  <LinearLayout
    android:layout_width="match_parent"
    android:layout_height="wrap_content"
    android:orientation="horizontal">

    <TextView
      android:id="@+id/level"
      android:layout_width="0px"
      android:layout_height="wrap_content"
      android:layout_weight="1"
      android:textSize="36sp"/>

    <ImageView
      android:id="@+id/status"
      android:layout_width="0px"
      android:layout_height="wrap_content"
      android:layout_weight="1"/>
  </LinearLayout>

</LinearLayout>

(from Intents/OnBattery/app/src/main/res/layout/batt.xml)
This layout is used by a BatteryFragment, which registers to receive
the ACTION_BATTERY_CHANGED Intent in onStart() and unregisters in
onStop():

package com.commonsware.android.battmon;

import android.app.Fragment;
import android.content.BroadcastReceiver;
import android.content.Context;
import android.content.Intent;
import android.content.IntentFilter;
import android.os.BatteryManager;
import android.os.Bundle;
import android.view.LayoutInflater;
import android.view.View;
import android.view.ViewGroup;
import android.widget.ImageView;
import android.widget.ProgressBar;
import android.widget.TextView;

public class BatteryFragment extends Fragment {
  private ProgressBar bar=null;
  private ImageView status=null;
  private TextView level=null;
  
  @Override
  public View onCreateView(LayoutInflater inflater, ViewGroup parent,
                           Bundle savedInstanceState) {
    View result=inflater.inflate(R.layout.batt, parent, false);

    bar=(ProgressBar)result.findViewById(R.id.bar);
    status=(ImageView)result.findViewById(R.id.status);
    level=(TextView)result.findViewById(R.id.level);

    return(result);
  }

  @Override
  public void onStart() {
    super.onStart();

    IntentFilter f=new IntentFilter(Intent.ACTION_BATTERY_CHANGED);

    getActivity().registerReceiver(onBattery, f);
  }

  @Override
  public void onStop() {
    getActivity().unregisterReceiver(onBattery);

    super.onStop();
  }

  BroadcastReceiver onBattery=new BroadcastReceiver() {
    public void onReceive(Context context, Intent intent) {
      int pct=
          100 * intent.getIntExtra(BatteryManager.EXTRA_LEVEL, 1)
              / intent.getIntExtra(BatteryManager.EXTRA_SCALE, 1);

      bar.setProgress(pct);
      level.setText(String.valueOf(pct));

      switch (intent.getIntExtra(BatteryManager.EXTRA_STATUS, -1)) {
        case BatteryManager.BATTERY_STATUS_CHARGING:
          status.setImageResource(R.drawable.charging);
          break;

        case BatteryManager.BATTERY_STATUS_FULL:
          int plugged=
              intent.getIntExtra(BatteryManager.EXTRA_PLUGGED, -1);

          if (plugged == BatteryManager.BATTERY_PLUGGED_AC
              || plugged == BatteryManager.BATTERY_PLUGGED_USB) {
            status.setImageResource(R.drawable.full);
          }
          else {
            status.setImageResource(R.drawable.unplugged);
          }
          break;

        default:
          status.setImageResource(R.drawable.unplugged);
          break;
      }
    }
  };
}

(from Intents/OnBattery/app/src/main/java/com/commonsware/android/battmon/BatteryFragment.java)
The key to ACTION_BATTERY_CHANGED is in the “extras”. Many extras are
packaged in the Intent, to describe the current state of the battery, such as
the following constants defined on the BatteryManager class:

	
EXTRA_HEALTH, which should generally be BATTERY_HEALTH_GOOD


	
EXTRA_LEVEL, which is the proportion of battery life remaining as an
integer, specified on the scale described by the EXTRA_SCALE value

	
EXTRA_PLUGGED, which will indicate if the device is plugged into AC
power (BATTERY_PLUGGED_AC) or USB power (BATTERY_PLUGGED_USB)

	
EXTRA_SCALE, which indicates the maximum possible value of level
(e.g., 100, indicating that level is a percentage of charge remaining)

	
EXTRA_STATUS, which will tell you if the battery is charging
(BATTERY_STATUS_CHARGING), full (BATTERY_STATUS_FULL), or discharging
(BATTERY_STATUS_DISCHARGING)

	
EXTRA_TECHNOLOGY, which indicates what sort of battery is installed
(e.g., "Li-Ion")

	
EXTRA_TEMPERATURE, which tells you how warm the battery is, in
tenths of a degree Celsius (e.g., 213 is 21.3 degrees Celsius)

	
EXTRA_VOLTAGE, indicating the current voltage being delivered by the
battery, in millivolts


In the case of BatteryFragment, when we receive an ACTION_BATTERY_CHANGED
Intent, we do three things:

	We compute the percentage of battery life remaining, by dividing
the level by the scale

	We update the ProgressBar and TextView to display the battery life as
a percentage

	We display an icon, with the icon selection depending on whether
we are charging (status is BATTERY_STATUS_CHARGING), full but on the
charger (status is BATTERY_STATUS_FULL and plugged is
BATTERY_PLUGGED_AC or BATTERY_PLUGGED_USB), or are not plugged in


If you plug this into a device, it will show you the device’s charge level:

[image: The Battery Monitor]

Figure 300: The Battery Monitor
Sticky Broadcasts and the Battery
NOTE: Sticky broadcasts are deprecated in Android 5.0, and the documentation
hints that they may be abandoned entirely in the future.
Android has a notion of “sticky broadcast Intents”. Normally, a broadcast
Intent will be delivered to interested parties and then discarded. A sticky
broadcast Intent is delivered to interested parties and retained until the
next matching Intent is broadcast. Applications can call registerReceiver()
with an IntentFilter that matches the sticky broadcast, but with a null
BroadcastReceiver, and get the sticky Intent back as a result of the
registerReceiver() call.
This may sound confusing. Let’s look at this in the context of the battery.
Earlier in this section, you saw how to register for ACTION_BATTERY_CHANGED to
get information about the battery delivered to you. You can also, though,
get the latest battery information without registering a receiver. Just create
an IntentFilter to match ACTION_BATTERY_CHANGED (as shown above) and call
registerReceiver() with that filter and a null BroadcastReceiver. The Intent
you get back from registerReceiver() is the last ACTION_BATTERY_CHANGED
Intent that was broadcast, with the same extras. Hence, you can use this to
get the current (or near-current) battery status, rather than having to
bother registering an actual BroadcastReceiver.
This is why the sample app shows its results immediately — it was given
the last-broadcast edition of the ACTION_BATTERY_CHANGED broadcast once
we called registerReceiver().
Battery and the Emulator
Your emulator does not really have a battery. If you run this sample
application on an emulator, you will see, by default, that your device has
50% fake charge remaining and that it is being charged. However, it is
charged infinitely slowly, as it will not climb past 50%… at least, not
without help.
NOTE: At the time of this writing, the Linux emulator does not properly
emulate the battery for AVDs created from certain device profiles (e.g., Nexus S),
showing 0% battery charge and not responding
to the telnet commands described below. If you encounter this, go into the config.ini file for your AVD
(found in ~/.android/avd/.../, where ~/ is your home directory
and ... is the name of the AVD) and add hw.battery=yes as a property.
If that property exists but is set to no, change it to yes.
While the emulator will only show fixed battery characteristics, you can
change what those values are, through the highly advanced user interface
known as telnet.
You may have noticed that your emulator title bar consists of the name of
your AVD plus a number, frequently 5554. That number is not merely some
engineer’s favorite number. It is also an open port, on your emulator, to
which you can telnet into, on localhost (127.0.0.1) on your development
machine.
There are many commands you can issue to the emulator by means of
telnet . To change the battery level, use power capacity NN, where NN is the
percentage of battery life remaining that you wish the emulator to return. If
you do that while you have an ACTION_BATTERY_CHANGED BroadcastReceiver
registered, the receiver will receive a broadcast Intent, informing you of the
change.
You can also experiment with some of the other power subcommands (e.g.,
power ac on or power ac off), or other commands (e.g., geo, to send
simulated GPS fixes, just as you can do from DDMS).
Battery Data on Android 5.0+
As noted earlier, Android 5.0 deprecates sticky broadcasts. The existing
broadcasts still work, though. And, even if someday Android gets rid of
sticky broadcasts entirely, broadcasts like ACTION_BATTERY_CHANGED most
likely will still work, albeit just as a regular broadcast.
To get current battery information on Android 5.0 and higher, BatteryManager
offers getIntProperty() and getLongProperty(), where the keys for
the “properties” are BATTERY_PROPERTY_* constants defined on
BatteryManager, such as BATTERY_PROPERTY_CAPACITY to determine
the percentage of remaining battery capacity.
The Order of Things
Another variation on the broadcast Intent is the ordered broadcast.
Normally, if you broadcast an Intent, and there are 10 registered BroadcastReceivers
that match that Intent, all 10 will receive the broadcast, in indeterminate order,
and possibly in parallel (particularly on multi-core devices).
With an ordered broadcast, the behavior shifts a bit:

	Only one BroadcastReceiver at a time will receive the broadcast

	The order in which the BroadcastReceivers receive the broadcast is (somewhat)
controlled by their developers

	A BroadcastReceiver can “abort” the broadcast, preventing other receivers in
the chain from receiving it


Sending an ordered broadcast is merely a matter of calling sendOrderedBroadcast().
Receiving an ordered broadcast, at its core, is identical to receiving a regular
broadcast: you write a BroadcastReceiver and register it via the manifest or
registerReceiver(). However, you have two additional options when registering
that BroadcastReceiver.
First, you can specify a priority, either via setPriority()
on the IntentFilter or android:priority on the <intent-filter> element. The
priority is an integer, with higher numbers indicating higher priority.
Higher-priority receivers will get the broadcast sooner than will lower-priority
receivers. The default priority is 0. In theory, the priority should be a value
between -1000 and 1000, but this does not seem to be checked by the system,
and many apps use a priority higher than 1000.
Second, your BroadcastReceiver can call abortBroadcast() to consume the event,
preventing any lower-priority receivers from even seeing the broadcast.
Keeping It Local
A broadcast Intent, by default and nearly by definition, is
broadcast. Anything on the device could have a receiver “tuned in” to
listen for such broadcasts. While you can use setPackage() on
Intent to restrict the distribution, the broadcast still goes
through the standard broadcast mechanism, which involves transferring
the Intent to an OS process, which then does the actual
broadcasting. Hence, a broadcast Intent has some overhead.
Yet, there are times when using broadcasts within an app is handy,
but it would be nice to avoid the overhead. To help with this the
core Android team added LocalBroadcastManager to the Android
Support package, to provide an in-process way of doing broadcasts
with the standard Intent, IntentFilter, and BroadcastReceiver
classes, yet with less overhead.
LocalBroadcastManager is supplied by both the android-support-v4.jar and
android-support-v13.jar libraries. Generally speaking, if your android:minSdkVersion
is less than 13, you probably should choose android-support-v4.jar.
The only real difference, from a coding standpoint, in using
LocalBroadcastManager is that you call registerReceiver(),
unregisterReceiver(), and sendBroadcast() on an instance of
LocalBroadcastManager, instead of on an instance of Context. You get
the LocalBroadcastManager singleton for your process via a static
getInstance() method on LocalBroadcastManager itself.
We will see LocalBroadcastManager in use in one of the samples
in the services chapter.
Visit the Trails!
We examine LocalBroadcastManager in more detail, along
with other event bus alternatives, later in the book.
Advanced Notifications
Notifications are those icons that appear in the status bar (or
system bar on tablets), typically to alert the user of something that
is going on in the background or has completed in the background.
Many apps use them, to let the user know of new email messages,
calendar reminders, and so on. Foreground services, such as music
players, also use notifications, to tell the OS that they are part of
the foreground user experience and to let the user rapidly return to
the apps to turn the music off.
There are other tricks available with the Notification object
beyond those originally discussed
in an earlier chapter.
Prerequisites
Understanding this chapter requires that you have read
the chapter on basic notifications and
the section on RemoteViews in
the chapter on basic app widgets.
Being a Good Citizen
Users have a love/hate relationship with apps that use
notifications:

	They love apps that raise notifications for events that the
user cares about…

	…but they hate apps that raise notifications for events
that the user does not care about (e.g., Evernote’s “please
confirm your email” notifications)

	They love apps that provide control over when and how
notifications appear…

	…but they hate apps that display notifications solely because
the developer wanted them (e.g., ads in notifications)

	They love apps that use notifications to let the user control
some background operation, like media playback…

	…but they hate apps that have ongoing notifications for
no obvious reason (e.g., developers trying to use a foreground
service to keep their process around, rather than using
AlarmManager, JobScheduler, or other means of doing work
periodically)

	They love apps that set up notifications for use in different
scenarios, such as supporting Android Wear/Wear OS devices…

	…but they hate apps that wind up flooding their wrist (or
eyes, or other wearable locations) with notifications that have
to be individually dismissed


And so on.
Users’ discomfort with how apps handle notifications is why
Android allows users to disable notifications.
Some of the items in this chapter, particularly those surrounding
Wear OS, can help you improve user satisfaction with your
notification strategy and tactics. Yet, at the same time, misuse
of notifications is magnified by Wear, as Wear takes extra steps
to get the user to pay attention to the notifications, with
possibly disastrous results for your Play Store reviews.
In short, your objective with notifications is to be a good citizen:

	Have a reasonable default mode for your notifications

	Allow users to tailor that mode to better suit their needs,
where practical


More About Channels
Android 8.0 moved a lot of notification configuration out of NotificationCompat.Builder
and into a new NotificationChannel class, and moving their effects from being
per-notification to per-channel. When you configure a channel, all notifications
in that channel will exhibit the behavior defined for the channel.
What You Do with Channels
Many configuration options formerly set on a Notification are now set on a
NotificationChannel:








  	You Used to Call This on Notification

  	You Now Call This on NotificationChannel







  	setDefaults()
  	no real analogue



  	setLights()
  	
enableLights() and setLightColor()




  	setPriority()
  	setImportance()



  	setSound()
  	setSound()



  	setVibration()
  	
enableVibration() and setVibrationPattern()




  	setVisibility()
  	setLockscreenVisibility()




The “enable” methods (enableLights(), enableVibration()) opt you into whatever
the device default behaviors are for those features.
As a result of these things moving to NotificationChannel, the user can control
the behavior. You might request to enable vibration, but the user will be able
to override your choice, for example.
In addition to these options, a NotificationChannel also configures:

	Whether this channel’s notifications should bypass do-not-disturb settings
(setBypassDnd())

	Whether a launcher icon badge should be used with this
channel’s notifications (setShowBadge())


Channels can also be associated into channel groups. This is purely for organizational
purposes; groups show up on the screen that the user sees
to help cluster related channels together. Beyond that, channels in groups behave
identically to channels not in groups.
Creating Channel Groups
A NotificationChannelGroup is the Java class embodiment of a channel group.
A NotificationChannelGroup consists purely of a String unique identifier
and a CharSequence (e.g., String) display name to show the user. In most cases,
you will want the display name to come from a string resource, for translation
purposes.
You need to register your channel groups with Android. To do this, you will need
to call one of the following methods on NotificationManager:

	
createNotificationChannelGroup(), to create a single channel group

	
createNotificationChannelGroups(), to create a List of channel groups


The
Notifications/Channels
sample project demonstrates the use of notification channels and channel
groups. The MainActivity has an initGroups() method that defines two channel groups:

  private void initGroups() {
    ArrayList<NotificationChannelGroup> groups=new ArrayList<>();

    groups.add(new NotificationChannelGroup(GROUP_UPDATES,
      getString(R.string.group_name_updates)));
    groups.add(new NotificationChannelGroup(GROUP_PROMO,
      getString(R.string.group_name_promo)));

    mgr.createNotificationChannelGroups(groups);
  }


(from Notifications/Channels/app/src/main/java/com/commonsware/android/notify/channel/MainActivity.java)
Here, the display names come from string resources, and the channel group IDs are
string constants defined on MainActivity itself.
Creating Channels
Creating channels, in turn, involves configuring NotificationChannel objects and
calling createNotificationChannel() on NotificationManager for each channel.
MainActivity has three methods for defining three separate channels, in those
two channel groups:

  private void initContentChannel() {
    NotificationChannel channel=
      new NotificationChannel(CHANNEL_CONTENT,
        getString(R.string.channel_name_content),
        NotificationManager.IMPORTANCE_LOW);

    channel.setGroup(GROUP_UPDATES);
    mgr.createNotificationChannel(channel);
  }

  private void initBattleChannel() {
    NotificationChannel channel=
      new NotificationChannel(CHANNEL_BATTLE,
        getString(R.string.channel_name_battle),
        NotificationManager.IMPORTANCE_HIGH);

    channel.setGroup(GROUP_UPDATES);
    channel.setShowBadge(true);
    mgr.createNotificationChannel(channel);
  }

  private void initCoinsChannel() {
    NotificationChannel channel=
      new NotificationChannel(CHANNEL_COINS,
        getString(R.string.channel_name_coins),
        NotificationManager.IMPORTANCE_DEFAULT);

    channel.setGroup(GROUP_PROMO);
    mgr.createNotificationChannel(channel);
  }


(from Notifications/Channels/app/src/main/java/com/commonsware/android/notify/channel/MainActivity.java)
The constructor takes a unique String identifier for the channel, a user-facing
display name for the channel, and the importance of the notifications in that channel.
Again, typically you will want to use a string resource for the display name, as
the sample code demonstrates.
Between creating the NotificationChannel and registering it with
createNotificationChannel() on NotificationManager, you can call various
setter methods to configure the way that this channel behaves, beyond
the importance. For example,
if you are using channel groups, you will need to call setGroup()
on the NotificationChannel, passing in the channel group ID.
All of these methods are invoked from onCreate() of MainActivity:

  @Override
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    mgr=getSystemService(NotificationManager.class);

    if (mgr.getNotificationChannel(CHANNEL_CONTENT)==null) {
      initGroups();
      initContentChannel();
      initBattleChannel();
      initCoinsChannel();
    }

    setContentView(R.layout.activity_main);
  }


(from Notifications/Channels/app/src/main/java/com/commonsware/android/notify/channel/MainActivity.java)
In particular, we only call those methods if we do not already have
the CHANNEL_CONTENT channel defined, as determined via a call to
getNotificationChannel() on NotificationManager. This if check serves
two purposes:

	We avoid running through a bunch of initialization code for things that we
have already initialized

	We cannot change notification channels or channel groups once we create
them, as we will examine more later in this chapter



What the User Sees
When the user visits the notification settings for this app, all three
channels appear, clustered into the two groups:

[image: Notification Settings, Showing Three Channels in Two Groups]

Figure 375: Notification Settings, Showing Three Channels in Two Groups
The groups appear to be sorted alphabetically, not in the order that they are
defined.
Tapping on the channel itself
brings up a screen for configuring the details of that channel:

[image: Notification Settings, Showing Channel Configuration]

Figure 376: Notification Settings, Showing Channel Configuration
Of note, if the importance calls for a sound, and you did not supply a Uri
to some ringtone via setSound() on the NotificationChannel, the user
will see that the “Default notification sound” is “Unknown”, though this really
means that the default notification sound will be used.
You can bring up the activity for configuring channel settings yourself, via
an ACTION_CHANNEL_NOTIFICATION_SETTINGS Intent and a call to startActivity():

  @Override
  public boolean onOptionsItemSelected(MenuItem item) {
    if (item.getItemId()==R.id.settings) {
      Intent i=new Intent(Settings.ACTION_CHANNEL_NOTIFICATION_SETTINGS);

      i.putExtra(Settings.EXTRA_CHANNEL_ID, CHANNEL_BATTLE);
      i.putExtra(Settings.EXTRA_APP_PACKAGE, getPackageName());
      startActivity(i);
    }

    return super.onOptionsItemSelected(item);
  }


(from Notifications/Channels/app/src/main/java/com/commonsware/android/notify/channel/MainActivity.java)
This requires two extras:

	
EXTRA_APP_PACKAGE is your application ID, returned via getPackageName()
or BuildConfig.APPLICATION_ID


	
EXTRA_CHANNEL_ID is the channel ID of the channel whose settings you wish
to display


Once and Done
Once you create a notification channel, control over the channel settings resides
with the user. You cannot modify the settings of that channel. Consider your
settings to be defaults; the user is welcome to modify the channel from those
defaults as the user sees fit.
To help prevent developers from deleting and re-creating channels, while you can
call deleteNotificationChannel() on NotificationManager, that channel will
still be visible to the user (“Deleted channels remain visible in notification settings, as a spam prevention mechanism.”)
Backwards Compatibility
There is no backport of notification channels.
NotificationCompat.Builder takes a channel ID, but you will need to use the
native NotificationChannel class to define the channel. And since that class
only exists on Android 8.0+, unless your minSdkVersion is 26 or higher,
you will need to make sure that you use NotificationChannel only on
suitable devices, using the recipe that we saw in the original chapter on notifications:


if (Build.VERSION.SDK_INT>=Build.VERSION_CODES.O &&
  mgr.getNotificationChannel(CHANNEL_WHATEVER)==null) {
  mgr.createNotificationChannel(new NotificationChannel(CHANNEL_WHATEVER,
    "Whatever", NotificationManager.IMPORTANCE_DEFAULT));
}


Wear? There!
The humble Notification has been steadily advancing over the past
few years, with “big” styles and the like adding new capabilities
for newer devices.
Wear OS takes notifications to a new level, by having the
notification not only appear on the user’s device, but also
on wearables connected to that device.
The good news is that this works “out of the box”. There is nothing
you absolutely need to do in your app to get your notifications
to appear on a Wear device.
The bad news is that the “out of the box” experience may be poor,
as a Notification approach that is fine for devices that reside
in pockets and backpacks might be inappropriate for wrists and eyes.
With that in mind, let’s see what some notification samples from earlier in the
book behave like when they are run on a phone connected to a Wear
device.
NOTE: For this section, and the rest of this chapter, “primary device”
will refer to the user’s phone or tablet that the “Wear device” will be
connected to.
Simple Notification
The
Notifications/DownloadNotify
sample project allows the user to download a PDF file, raising a Notification
when that download is complete.
With a Wear device paired with the phone, the Notification also appears on the
device, first as a “mini card”:

[image: Simple Notification on Wear, As Originally Displayed, On Samsung Galaxy Gear]

Figure 377: Simple Notification on Wear, As Originally Displayed, On Samsung Galaxy Gear
Swiping up on that will bring up the full card:

[image: Simple Notification on Wear, Full, On Samsung Galaxy Gear]

Figure 378: Simple Notification on Wear, Full, On Samsung Galaxy Gear
Swiping to the right will bring up the action associated with setContentIntent()
on the NotificationCompat.Builder:

[image: Simple Notification on Wear, Default Action, On Samsung Galaxy Gear]

Figure 379: Simple Notification on Wear, Default Action, On Samsung Galaxy Gear
Tapping on that dismisses the Notification on the Wear device and the primary device,
plus it invokes the PendingIntent on the phone itself (in this case, opening up
the PDF file).
This is a fine example of a Notification that perhaps should not appear on
the Wear device. The fact that the download completed is interesting but not all
that important. Furthermore, the user cannot do anything about this download
other than to pull out the primary device to see the PDF. Low-priority
primary-device-centric
notifications generally should be shown on the primary device alone,
not on the Wear device. We will see how to do that
later in this chapter.
“Big” Style and Action Button
The
Notifications/BigNotify
sample application wrapped a regular Notification in a NotificationCompat.InboxStyle
“big” Notification, one with both a regular action and a separate “Play” action button.
As before, with a Wear device paired with the phone,
the Notification also appears on the
device, first as a “mini card”:

[image: Big Notification on Wear, As Originally Displayed, On Samsung Galaxy Gear]

Figure 380: Big Notification on Wear, As Originally Displayed, On Samsung Galaxy Gear
However, this time, when the user swipes up to show the full card, it is the
InboxStyle version that appears, albeit without the summary text:

[image: Big Notification on Wear, Full, On Samsung Galaxy Gear]

Figure 381: Big Notification on Wear, Full, On Samsung Galaxy Gear
Swiping to the right shows our actions, starting with the custom “Play” action:

[image: Big Notification on Wear, Play Action, On Samsung Galaxy Gear]

Figure 382: Big Notification on Wear, Play Action, On Samsung Galaxy Gear
…followed by the default action:

[image: Big Notification on Wear, Default Action, On Samsung Galaxy Gear]

Figure 383: Big Notification on Wear, Default Action, On Samsung Galaxy Gear
Tapping on either action will cause the primary device to invoke its
PendingIntent, but only the default action dismisses the Notification from
both devices. The custom “Play” action does not.
Foreground Service
The
Notifications/Foreground
sample project is another version of the download-the-file sample, but this time
uses a Notification and startForeground() to mark the service as a foreground
service while it is downloading things.
This particular sample does not spend much time in the foreground state, so for
testing purposes, you may want to add a SystemClock.sleep() call to the
service, between the startForeground() and stopForeground() calls, to better
examine the behavior while the foreground service Notification is around.
However, in truth, that modification is probably not necessary… as the foreground
service Notification is not displayed on the Wear device, only on the primary device.
This is by design. The expectation is that you would use a Wear app to control
your service from the Wear device, not some un-dismissable card.
Stacking Notifications
If you are writing an email client, and you want to use a Notification to
let the user know about new email messages, you do not want to raise a
separate Notification for each email. Users will come to your home with
pitchforks and torches… and not to help you with farming.
Instead, the vision is that you update an existing Notification with
new content. For example, you might start with a regular Notification for
the first received email. Then, when the second one comes in, you replace
that Notification with one that has a simple summary (“2 messages are in
your inbox!”), plus perhaps an InboxStyle “big” Notification variant
that could show the subject lines for both of those messages.
Wear OS devices, however, add an interesting wrinkle: you want the
Notification to be informative about the event itself. You want the user
to be able to make an informed decision about whether they should pull out
their primary device to read the new messages, and that decision is only
partly based on how many messages there are. Users will want to know more
about the outstanding messages (sender and/or subject line) to help them
make that decision… at least to a point. If there are 57 unread messages,
users may get frustrated dealing with all of those as individual items
on the wearable itself.
The pattern here, then, takes advantage of some “group” capabilities added
to NotificationCompat:

	Raise one “summary” Notification, that will only be shown on the primary device,
with the same sort of “2 messages are in your inbox!” information that you
would have used without considering Wear

	Raise individual notifications for individual messages that will appear
on the Wear device

	Collect all of those in a “group”, so the primary device shows only the
summary and the Wear device shows only the individual ones


This can be seen in action in the
Notifications/Stacked
sample project.
The setup is reminiscent of the “big” style one from
the original chapter on Notification. However, this time,
there are a total of three Notification objects created: two for individual
events for the Wear device, and one summary one for the primary device.
However, to make this work, we need a new version of the support-v13 library
from the Android Support package: 20.0.0 (or higher), as it is where the
extra compatibility smarts were added to support this whole group-and-summary construct.
Hence, in build.gradle, we have implementation 'com.android.support:support-v13:20.0.0'.
Similarly, while we will still use NotificationCompat for creating the
Notification objects, we will not use NotificationManager for displaying
them. Instead, we need to use NotificationManagerCompat from the Android
Support package. While the NotificationManager API has not changed to support
the group-and-summary pattern, the implementation has, and NotificationManagerCompat
gives us a version of that implementation that can work on compatible devices
and gracefully degrade on older ones. However, since the API did not change, it
is easy to miss this requirement, use NotificationManager, and not quite get
the desired results. Notably, the primary device will wind up showing all three
notifications, not just the summary as we want.
Hence, our MainActivity will hold onto a NotificationManagerCompat as a data
member, initialized in onCreate():

  private NotificationManagerCompat mgrCompat=null;

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    NotificationManager mgr=
      (NotificationManager)getSystemService(NOTIFICATION_SERVICE);

    if (Build.VERSION.SDK_INT>=Build.VERSION_CODES.O &&
      mgr.getNotificationChannel(CHANNEL_WHATEVER)==null) {
      mgr.createNotificationChannel(new NotificationChannel(CHANNEL_WHATEVER,
        "Whatever", NotificationManager.IMPORTANCE_DEFAULT));
    }

    mgrCompat=NotificationManagerCompat.from(this);

    showWearOne();
    showWearTwo();
    showSummary();

    finish();
  }


(from Notifications/Stacked/app/src/main/java/com/commonsware/android/stacked/MainActivity.java)
The three show...() methods are each responsible for raising one Notification:
showWearOne() and showWearTwo() are ones that will wind up on the Wear device,
and showSummary() will show the summary Notification for use on the primary
device.
Beyond using NotificationManagerCompat instead of NotificationManager, the only
substantial difference is the use of setGroup() and setGroupSummary()
methods on the NotificationCompat.Builder.
setGroup() associates the Notification with a group, identified by a String
key. On a Wear device, notifications that are part of a group will be shown stacked
as part of a single card by default. So, the two showWear...() methods call
setGroup() as part of building the Notification:

  private void showWearOne() {
    NotificationCompat.Builder b=
      new NotificationCompat.Builder(this, CHANNEL_WHATEVER);

    b.setAutoCancel(true)
        .setDefaults(Notification.DEFAULT_ALL)
        .setContentTitle(getString(R.string.entry))
        .setContentIntent(buildPendingIntent(Settings.ACTION_SECURITY_SETTINGS))
        .setSmallIcon(android.R.drawable.stat_sys_download_done)
        .setGroup(GROUP_SAMPLE);

    mgrCompat.notify(NOTIFY_ID2, b.build());
  }

  private void showWearTwo() {
    NotificationCompat.Builder b=
      new NotificationCompat.Builder(this, CHANNEL_WHATEVER);

    b.setAutoCancel(true)
        .setDefaults(Notification.DEFAULT_ALL)
        .setContentTitle(getString(R.string.another_entry))
        .setContentIntent(buildPendingIntent(Settings.ACTION_SECURITY_SETTINGS))
        .setSmallIcon(android.R.drawable.stat_sys_download_done)
        .setGroup(GROUP_SAMPLE);

    mgrCompat.notify(NOTIFY_ID3, b.build());
  }


(from Notifications/Stacked/app/src/main/java/com/commonsware/android/stacked/MainActivity.java)
setGroupSummary() indicates a particular Notification that should serve as
the summary for its group. This Notification will not be passed to the Wear
device, and it replaces all other notifications for this group on the primary device.
Hence, showSummary() (or, more accurately, the buildNormal() method that creates
the base Notification for the summary) uses setGroupSummary():

  private void showSummary() {
    NotificationCompat.Builder normal=buildNormal();
    NotificationCompat.InboxStyle big=
        new NotificationCompat.InboxStyle();

    big.setSummaryText(getString(R.string.summary))
        .addLine(getString(R.string.entry))
        .addLine(getString(R.string.another_entry));

    mgrCompat.notify(NOTIFY_ID, normal.setStyle(big).build());
  }

  private NotificationCompat.Builder buildNormal() {
    NotificationCompat.Builder b=
      new NotificationCompat.Builder(this, CHANNEL_WHATEVER);

    b.setAutoCancel(true)
        .setDefaults(Notification.DEFAULT_ALL)
        .setContentTitle(getString(R.string.download_complete))
        .setContentText(getString(R.string.fun))
        .setContentIntent(buildPendingIntent(Settings.ACTION_SECURITY_SETTINGS))
        .setSmallIcon(android.R.drawable.stat_sys_download_done)
        .setGroup(GROUP_SAMPLE)
        .setGroupSummary(true);

    return(b);
  }


(from Notifications/Stacked/app/src/main/java/com/commonsware/android/stacked/MainActivity.java)
Note that you need to use setGroupSummary() on a NotificationCompat.Builder
on which you have also called setGroup(), to identify the group for which this
Notification is a summary.
When you run this, the primary device shows the summary Notification:

[image: Stacked Notifications, Summary on Primary Device]

Figure 384: Stacked Notifications, Summary on Primary Device
On the Wear device, you will see the two original notifications as part of a single
card at the outset:

[image: Stacked Notifications, Stacked on Wear Device]

Figure 385: Stacked Notifications, Stacked on Wear Device
Tapping on the stack brings up separate mini cards for each individual Notification:

[image: Stacked Notifications, Expanded Stack on Wear Device]

Figure 386: Stacked Notifications, Expanded Stack on Wear Device
…And the Passage of Time
Of course, this sample is artificially simple, like most of the samples in this
book.
In the sample, we are raising all three notifications all at once. That is
certainly conceivable, but it is not especially likely. A more likely scenario
is that the mix of notifications needs to change over time, based upon
continuing events, such as a trickle of new unread email messages for an email
client.
This adds a few complexities to what you need to implement all of this properly.
The big thing is that your persistent data model (e.g., database) needs to have
enough information for you to know how to notify the user about the next event,
when that event occurs. Using the email client as an example:

	We start off in the “steady state” of no unread email messages and, therefore,
no notifications from our app.

	A new email message arrives. At this point, we want to show a regular Notification
on both the Wear device and the primary device, with the sender and subject line
of the unread message.

	A second new email message arrives later. At this point, we want to show another
regular Notification (requiring a separate notification ID) for the Wear device,
but also show a summary Notification for the primary device. For all that to work,
we need to know this is a second unread message, and that the user has not read
the first message in between the two incoming messages. And, we need to know enough
details about the unread messages to format the summary properly.


This gets even more complex when events “stack themselves” (e.g., one poll of the
mail server results in two unread messages), in addition to having to deal with
user input (e.g., user clears the notification stack from either device, yet does
not read the messages).
Among other things, you cannot rely upon static data members as being the sole
source of your Notification-related data, as your process may be terminated
in between events. You are welcome to use it as a cache, in case your process
does happen to survive long enough to process more than one event, but you will
need to also save this data to a persistent store, so that you can properly
handle new events requiring Notification changes with your process having been
terminated since the last Notification-related event.
Avoiding Wear
Sometimes, you will want to raise a Notification that does not make
sense to show on a Wear device, only on the primary device. In the
case of the group summary for the stacked notifications, this primary-only
behavior happens automatically. In other cases, though, you will
need to call setLocalOnly() on the NotificationCompat.Builder to
tell the framework that this Notification should only be displayed
on the current device.
The
Notifications/BigLocal
sample project demonstrates this, through a clone of the Notifications/BigNotify
sample that calls setLocalOnly(true) as part of configuring the Notification:

  private NotificationCompat.Builder buildNormal() {
    NotificationCompat.Builder b=
      new NotificationCompat.Builder(this, CHANNEL_WHATEVER);

    b.setAutoCancel(true)
     .setDefaults(Notification.DEFAULT_ALL)
     .setContentTitle(getString(R.string.download_complete))
     .setContentText(getString(R.string.fun))
     .setContentIntent(buildPendingIntent(Settings.ACTION_SECURITY_SETTINGS))
     .setSmallIcon(android.R.drawable.stat_sys_download_done)
     .setTicker(getString(R.string.download_complete))
     .setPriority(NotificationCompat.PRIORITY_DEFAULT)
     .setLocalOnly(true)
     .addAction(android.R.drawable.ic_media_play,
         getString(R.string.play),
         buildPendingIntent(Settings.ACTION_SETTINGS));

    return(b);
  }


(from Notifications/BigLocal/app/src/main/java/com/commonsware/android/biglocal/MainActivity.java)
Note that we do not need to use NotificationManagerCompat for local-only
behavior — simply calling setLocalOnly(true) on an up-to-date
NotificationCompat.Builder will suffice.
Running this sample provides the same behavior as Notifications/BigNotify,
except that the Notification only appears on the primary device, not
the Wear device.
Other Wear-Specific Notification Options
Configuring stacked notifications, and opting into local-only behavior when
needed, should give you Wear behavior that is acceptable. Right now, Android
Wear is fairly nascent, and therefore it may not behoove you to do much
more than this, as you decide how to prioritize your engineering time.
However, there
are other things that you can do to further tailor your notifications on
Wear that can improve user satisfaction, if you wish for Wear to be a key
part of your marketing message. 
Pages
On the primary device, the amount of information you can provide in a
Notification is intentionally capped. This prevents a Notification
from drowning out its peers. The cap is not a big problem, simply because
the whole UI for the app raising the Notification is usually just a
tap away.
With a Wear device, though, the whole UI for the app raising the Notification
involves pulling out the primary device.
Hence, it might be nice to provide some additional information to the
Wear user, so that perhaps they can make a more informed decision as to
whether it is worthwhile to open up their primary device. In Wear terms,
this involves adding more “pages” to a Notification.
To do this, you must:

	Create the second (and additional) pages as their own separate
Notification objects, probably via a NotificationCompat.Builder


	Use a NotificationCompat.WearableExtender to teach the primary
Notification about the additional pages

	Raise the primary Notification using a NotificationManagerCompat
variant of the system service


We can see this in action in the
Notifications/Pages
sample project. This is a clone of Notifications/BigNotify, where we make
the “big” content be on a second page.

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    NotificationManager mgr=
      (NotificationManager)getSystemService(NOTIFICATION_SERVICE);

    if (Build.VERSION.SDK_INT>=Build.VERSION_CODES.O &&
      mgr.getNotificationChannel(CHANNEL_WHATEVER)==null) {
      mgr.createNotificationChannel(new NotificationChannel(CHANNEL_WHATEVER,
        "Whatever", NotificationManager.IMPORTANCE_DEFAULT));
    }

    NotificationManagerCompat mgrCompat=
        NotificationManagerCompat.from(this);
    NotificationCompat.Builder normal=buildNormal();
    NotificationCompat.InboxStyle big=
        new NotificationCompat.InboxStyle();

    big.setSummaryText(getString(R.string.summary))
        .addLine(getString(R.string.entry))
        .addLine(getString(R.string.another_entry))
        .addLine(getString(R.string.third_entry))
        .addLine(getString(R.string.yet_another_entry))
        .addLine(getString(R.string.low));

    NotificationCompat.Builder bigPage=
        new NotificationCompat.Builder(this, CHANNEL_WHATEVER)
            .setStyle(big);
    NotificationCompat.Builder twoPages=
        new NotificationCompat.WearableExtender()
            .addPage(bigPage.build())
            .extend(normal);

    mgrCompat.notify(NOTIFY_ID, twoPages.build());

    finish();
  }


(from Notifications/Pages/app/src/main/java/com/commonsware/android/pages/MainActivity.java)
Here, we:

	Create a NotificationManagerCompat instance

	Create the primary (“normal”) Notification, using the same process
as before

	Create the InboxStyle structure with our expanded content

	Wrap that “big” style in another Notification via a NotificationCompat.Builder,
using the setStyle() method to associate the “big” style with the
Notification


	Create a NotificationCompat.WearableExtender, tell it to add the second
page using addPage(), and tell it to apply that second page to the
primary Notification via the extend() method

	Use notify() as normal to raise the Notification, using the already-created
NotificationManagerCompat instance


On the primary device, we just see the primary Notification content:

[image: Pages Demo, on a Galaxy Nexus]

Figure 387: Pages Demo, on a Galaxy Nexus
On the Wear device, we see the main Notification and the second page
as separate pages on the wearable:

[image: Pages Demo, on a Samsung Galaxy Wear, Showing Initial Notification]

Figure 388: Pages Demo, on a Samsung Galaxy Wear, Showing Initial Notification

[image: Pages Demo, on a Samsung Galaxy Wear, Showing Second Page]

Figure 389: Pages Demo, on a Samsung Galaxy Wear, Showing Second Page
Note that you cannot use addAction() to define a custom action on the
extra pages added to the primary Notification. Instead, use
addAction() and setContentAction() on the WearableExtender to define
actions associated with those extra pages. We will see this in use in
the next section.
Wear-Only Actions
Sometimes, you may want certain actions to only be available on the Wear
device, and not on the primary device. We will see a specific example
of this coming up in the next section, when we cover
voice input actions.
Sometimes, you may want a different mix of actions on the primary device
versus the Wear device — some in common, some only on the primary device,
some only on the Wear device.
To set up Wear-only actions, use addAction() on WearableExtender,
as opposed to (or in addition to) addAction() on NotificationCompat.Builder.
This takes an action as a parameter, which you create using
NotificationCompat.Action.Builder, a custom builder for building Notification
actions.
This is illustrated in the
Notifications/WearActions
sample project, yet another variation on the “launch an activity, show a
Notification” samples that we have been using. This time, though,
we will apply an action to the Wear device:

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    NotificationManager mgr=
      (NotificationManager)getSystemService(NOTIFICATION_SERVICE);

    if (Build.VERSION.SDK_INT>=Build.VERSION_CODES.O &&
      mgr.getNotificationChannel(CHANNEL_WHATEVER)==null) {
      mgr.createNotificationChannel(new NotificationChannel(CHANNEL_WHATEVER,
        "Whatever", NotificationManager.IMPORTANCE_DEFAULT));
    }

    NotificationCompat.Builder normal=buildNormal();
    NotificationCompat.Action.Builder wearActionBuilder=
        new NotificationCompat.Action.Builder(android.R.drawable.ic_media_pause,
                                              getString(R.string.pause),
                                              buildPendingIntent(Settings.ACTION_DATE_SETTINGS));

    NotificationCompat.Builder extended=
        new NotificationCompat.WearableExtender()
            .addAction(wearActionBuilder.build())
            .extend(normal);

    NotificationManagerCompat.from(this).notify(NOTIFY_ID, extended.build());

    finish();
  }


(from Notifications/WearActions/app/src/main/java/com/commonsware/android/wearactions/MainActivity.java)
Here, we:

	Create a NotificationManagerCompat instance

	Create the primary (“normal”) Notification, using the same process
as before

	Create an instance of NotificationCompat.Action.Builder, providing it
the icon, label, and PendingIntent to be invoked for this action

	Create an instance of NotificationCompat.WearableExtender, adding the
newly-defined action to it, and using the WearableExtender to extend()
the primary Notification


	Show that extended Notification using the NotificationManagerCompat instance


However, note that we have also defined an action on the primary Notification:

  private NotificationCompat.Builder buildNormal() {
    NotificationCompat.Builder b=
      new NotificationCompat.Builder(this, CHANNEL_WHATEVER);

    b.setAutoCancel(true)
     .setDefaults(Notification.DEFAULT_ALL)
     .setContentTitle(getString(R.string.download_complete))
     .setContentText(getString(R.string.fun))
     .setContentIntent(buildPendingIntent(Settings.ACTION_SECURITY_SETTINGS))
     .setSmallIcon(android.R.drawable.stat_sys_download_done)
     .addAction(android.R.drawable.ic_media_play,
        getString(R.string.play),
        buildPendingIntent(Settings.ACTION_SETTINGS));

    return(b);
  }


(from Notifications/WearActions/app/src/main/java/com/commonsware/android/wearactions/MainActivity.java)
addAction() on WearableExtender replaces, for the Wear device, any
actions defined on the Notification itself using addAction(), but
not the action defined via setContentIntent().
On the primary device, we do not see the wear-only action:

[image: WearActions Demo, on a Galaxy Nexus]

Figure 390: WearActions Demo, on a Galaxy Nexus
On a Wear device, though, we see both the wear-only and the main content
action, but not the device-only action added via addAction() on
the NotificationCompat.Builder:

[image: WearActions Demo, on a Samsung Galaxy Wear, Showing Notification]

Figure 391: WearActions Demo, on a Samsung Galaxy Wear, Showing Notification

[image: WearActions Demo, on a Samsung Galaxy Wear, Showing Wear-Only Action]

Figure 392: WearActions Demo, on a Samsung Galaxy Wear, Showing Wear-Only Action

[image: WearActions Demo, on a Samsung Galaxy Wear, Showing Main Content Action]

Figure 393: WearActions Demo, on a Samsung Galaxy Wear, Showing Main Content Action
Hence:

	If you want actions only on the primary device, define those before
applying a WearableExtender and its addAction()


	If you want actions only on the Wear device, define those using
a WearableExtender and its addAction()


	If you want the same actions on both devices, define those using both
flavors of addAction() (on NotificationCompat.Builder for the primary
device and on WearableExtender for the Wear device)


Voice Input
In the spirit of Dick Tracy’s
two-way wrist radio, Wear OS allows you to talk to your wrist and
not seem like you are completely insane.
In particular, your Notification, when presented on the Wear, can request
that the user provide you with a response, via voice input or via canned
responses. This can be very handy:

	Responding to a text message without pulling out one’s phone

	Directing your app to file an incoming email message into a particular
folder or label

	Responding to a police alert, requesting your assistance, by indicating
that you will be on your way as soon as you can find your bright yellow
trenchcoat

	And so on


In many cases, with a regular Notification, the result of the user
choosing an action is for us to display an activity. Sometimes, though,
that’s not what we want, such as a music player’s Notification handling
“pause” and similar events via its background service. Similarly,
actions from a Notification seen on a Wear device will sometimes need
to perform operations in the background, as the user may not be in position
to look at your UI. This is especially true with voice input — usually,
if we are bothering to dictate words to our wrist, that should happen
instead of opening up the primary device. As a result, our flow for
responding to the action is a little bit different, as is illustrated
in the
Notifications/VoiceInput
sample project.
The Activity and Notification
Let’s walk through the MainActivity that sets up our Notification:

package com.commonsware.android.wearvoice;

import android.app.Activity;
import android.app.NotificationChannel;
import android.app.NotificationManager;
import android.app.PendingIntent;
import android.content.Intent;
import android.os.Build;
import android.os.Bundle;
import android.support.v4.app.NotificationCompat;
import android.support.v4.app.NotificationManagerCompat;
import android.support.v4.app.RemoteInput;

public class MainActivity extends Activity {
  private static final String CHANNEL_WHATEVER="channel_whatever";
  private static final int NOTIFY_ID=1337;

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    NotificationManager mgr=
      (NotificationManager)getSystemService(NOTIFICATION_SERVICE);

    if (Build.VERSION.SDK_INT>=Build.VERSION_CODES.O &&
      mgr.getNotificationChannel(CHANNEL_WHATEVER)==null) {
      mgr.createNotificationChannel(new NotificationChannel(CHANNEL_WHATEVER,
        "Whatever", NotificationManager.IMPORTANCE_DEFAULT));
    }

    Intent i=new Intent(this, VoiceReceiver.class);
    PendingIntent pi=
        PendingIntent.getBroadcast(this, 0, i,
            PendingIntent.FLAG_UPDATE_CURRENT);

    RemoteInput remoteInput=
        new RemoteInput.Builder(VoiceReceiver.EXTRA_SPEECH)
          .setLabel(getString(R.string.talk))
          .setChoices(getResources().getStringArray(R.array.replies))
          .build();

    NotificationCompat.Action wearAction=
        new NotificationCompat.Action.Builder(
              android.R.drawable.ic_btn_speak_now,
              getString(R.string.talk),
              pi).addRemoteInput(remoteInput).build();

    NotificationCompat.WearableExtender wearExtender=
        new NotificationCompat.WearableExtender()
            .addAction(wearAction);

    NotificationCompat.Builder builder=
        new NotificationCompat.Builder(this, CHANNEL_WHATEVER)
            .setSmallIcon(android.R.drawable.stat_sys_download_done)
            .setContentTitle(getString(R.string.title))
            .setContentText(getString(R.string.talk))
            .extend(wearExtender);

    NotificationManagerCompat
      .from(this)
      .notify(NOTIFY_ID, builder.build());

    finish();
  }
}


(from Notifications/VoiceInput/app/src/main/java/com/commonsware/android/wearvoice/MainActivity.java)
We start by creating a broadcast PendingIntent, pointing to a
VoiceReceiver that will respond to the voice input. We will examine this
VoiceReceiver later in this example.
We then set up a RemoteInput.Builder. This is a builder-style API
for defining a RemoteInput configuration to attach to a Wear-only
action. Here, we configure it with:

	the key for retrieving the response in our VoiceReceiver
(VoiceReceiver.EXTRA_SPEECH)

	the label to prompt the user for what we are looking for them
to provide (an R.string.talk string resource)

	a String array of canned responses that the user can choose from
rather than dictate their own answer and go through speech-to-text
conversion (pulled from an R.array.replies <string-array> resource)


That RemoteInput is then applied to a NotificationCompat.Action, via
its NotificationCompat.Action.Builder and the addRemoteInput()
method. That Action, in turn, is wrapped in a
NotificationCompat.WearableExtender, which is used to extend()
a NotificationCompat.Builder.
Finally, the resulting Notification is raised using a
NotificationManagerCompat instance.
The Receiver
Our VoiceReceiver, registered in the manifest, is set up to respond
to the voice action:

package com.commonsware.android.wearvoice;

import android.content.BroadcastReceiver;
import android.content.Context;
import android.content.Intent;
import android.os.Bundle;
import android.support.v4.app.RemoteInput;
import android.util.Log;
import android.widget.TextView;

public class VoiceReceiver extends BroadcastReceiver {
  static final String EXTRA_SPEECH="speech";

  @Override
  public void onReceive(Context ctxt, Intent i) {
    Bundle input=RemoteInput.getResultsFromIntent(i);

    if (input!=null) {
      CharSequence speech=input.getCharSequence(EXTRA_SPEECH);

      if (speech!=null) {
        Log.d(getClass().getSimpleName(), speech.toString());
      }
      else {
        Log.e(getClass().getSimpleName(), "No voice response speech");
      }
    }
    else {
      Log.e(getClass().getSimpleName(), "No voice response Bundle");
    }
  }
}


(from Notifications/VoiceInput/app/src/main/java/com/commonsware/android/wearvoice/VoiceReceiver.java)
It uses RemoteInput.getResultsFromIntent(i) to pick out the response
we got from the user for this action. There are three major possibilities:

	We did not get any response (should not happen)

	We got a response, but for whatever reason, the decoded Bundle is
missing our VoiceReceiver.EXTRA_SPEECH key (also should not happen)

	The CharSequence from the VoiceReceiver.EXTRA_SPEECH key in the
decoded Bundle is the user’s response, whether from speech recognition
or from choosing one of our canned responses


In this case, we just log the message to Logcat, but in principle you
could do whatever you wanted. Just bear in mind that your UI may not be
in the foreground, and that the device screen may be off entirely. It
is also possible that your process will have been terminated between
the time you raised the Notification and the user got around to responding
to it from the Wear device. Hence, you should be making few assumptions
about the environment at the point when you get the voice response.
The Results
The Wear device starts off with a typical action:

[image: VoiceInput Demo, on a Samsung Galaxy Wear, Showing Voice Action]

Figure 394: VoiceInput Demo, on a Samsung Galaxy Wear, Showing Voice Action
Tapping it brings up a voice input screen, where the user can dictate
some text:

[image: WearActions Demo, on a Samsung Galaxy Wear, Showing Voice Input]

Figure 395: WearActions Demo, on a Samsung Galaxy Wear, Showing Voice Input
If the user delays too long without saying anything recognizable, or if
the user swipes up the screen, they are taken to our list of canned
responses:

[image: WearActions Demo, on a Samsung Galaxy Wear, Showing Canned Responses]

Figure 396: WearActions Demo, on a Samsung Galaxy Wear, Showing Canned Responses
If the user instead does dictate some text, initially they are shown
just the interpreted text:

[image: WearActions Demo, on a Samsung Galaxy Wear, Showing Voice Input Results]

Figure 397: WearActions Demo, on a Samsung Galaxy Wear, Showing Voice Input Results
Then a cancel button with a progress indicator around the edge appears:

[image: WearActions Demo, on a Samsung Galaxy Wear, Showing Voice Input Progress]

Figure 398: WearActions Demo, on a Samsung Galaxy Wear, Showing Voice Input Progress
If the user taps the cancel button before the progress indicator elapses,
they are prompted to confirm or reject the input:

[image: WearActions Demo, on a Samsung Galaxy Wear, Showing Voice Input Confirmation]

Figure 399: WearActions Demo, on a Samsung Galaxy Wear, Showing Voice Input Confirmation
Remote Input, On-Device
As is noted above, Wear OS uses RemoteInput to get input from
the user. However, historically, that capability was limited to
notifications appearing on Wear.
Starting with Android 7.0, RemoteInput is also available for standard device
notifications. Rather than using voice input, you get a small EditText
into which the user can type something and submit it. You get what
the user typed in, and can use that as needed.
The
Notifications/RemoteInput
sample project is a near-clone of the Notifications/VoiceInput
sample project profiled in the advanced Notifications chapter.
Instead of putting the RemoteInput in an action on the WearExtender,
it puts the RemoteInput on the main Notification itself:

package com.commonsware.android.remoteinput;

import android.app.Activity;
import android.app.NotificationChannel;
import android.app.NotificationManager;
import android.app.PendingIntent;
import android.content.Intent;
import android.os.Build;
import android.os.Bundle;
import android.support.v4.app.NotificationCompat;
import android.support.v4.app.NotificationManagerCompat;
import android.support.v4.app.RemoteInput;

public class MainActivity extends Activity {
  static final String CHANNEL_WHATEVER="channel_whatever";

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    NotificationManager mgr=
      (NotificationManager)getSystemService(NOTIFICATION_SERVICE);

    if (Build.VERSION.SDK_INT>=Build.VERSION_CODES.O &&
      mgr.getNotificationChannel(CHANNEL_WHATEVER)==null) {
      mgr.createNotificationChannel(new NotificationChannel(CHANNEL_WHATEVER,
        "Whatever", NotificationManager.IMPORTANCE_DEFAULT));
    }

    Intent i=new Intent(this, RemoteInputReceiver.class);
    PendingIntent pi=
        PendingIntent.getBroadcast(this, 0, i,
          PendingIntent.FLAG_UPDATE_CURRENT);

    RemoteInput remoteInput=
        new RemoteInput.Builder(RemoteInputReceiver.EXTRA_INPUT)
          .setLabel(getString(R.string.talk))
          .build();

    NotificationCompat.Action remoteAction=
        new NotificationCompat.Action.Builder(
              android.R.drawable.ic_btn_speak_now,
              getString(R.string.talk),
              pi).addRemoteInput(remoteInput).build();

    NotificationCompat.Builder builder=
      RemoteInputReceiver.buildNotificationBase(this)
        .addAction(remoteAction);

    NotificationManagerCompat
      .from(this)
      .notify(RemoteInputReceiver.NOTIFY_ID, builder.build());

    finish();
  }
}


(from Notifications/RemoteInput/app/src/main/java/com/commonsware/android/remoteinput/MainActivity.java)
The activity, when launched, will raise the Notification with a
“Talk to Me” action:

[image: Notification with Action]

Figure 400: Notification with Action
Tapping on the action converts it into an EditText, with your action
prompt as the hint, plus an arrow-shaped “send” button:

[image: Notification with Remote Input]

Figure 401: Notification with Remote Input
Typing something in and tapping that button converts the button into
a progress spinner:

[image: Notification with Remote Input and Progress Spinner]

Figure 402: Notification with Remote Input and Progress Spinner
Also, the PendingIntent that you associated with the action is invoked.
In this case, that triggers a broadcast to RemoteInputReceiver:

package com.commonsware.android.remoteinput;

import android.content.BroadcastReceiver;
import android.content.Context;
import android.content.Intent;
import android.os.Bundle;
import android.support.v4.app.NotificationCompat;
import android.support.v4.app.NotificationManagerCompat;
import android.support.v4.app.RemoteInput;
import android.util.Log;

public class RemoteInputReceiver extends BroadcastReceiver {
  static final int NOTIFY_ID=1337;
  static final String EXTRA_INPUT="input";

  static NotificationCompat.Builder buildNotificationBase(Context ctxt) {
    NotificationCompat.Builder builder=
      new NotificationCompat.Builder(ctxt, MainActivity.CHANNEL_WHATEVER)
        .setSmallIcon(
          android.R.drawable.stat_sys_download_done)
        .setContentTitle(ctxt.getString(R.string.title));

    return(builder);
  }

  @Override
  public void onReceive(Context ctxt, Intent i) {
    Bundle input=RemoteInput.getResultsFromIntent(i);

    if (input!=null) {
      CharSequence speech=input.getCharSequence(EXTRA_INPUT);

      if (speech!=null) {
        Log.d(getClass().getSimpleName(), speech.toString());
      }
      else {
        Log.e(getClass().getSimpleName(), "No voice response speech");
      }
    }
    else {
      Log.e(getClass().getSimpleName(), "No voice response Bundle");
    }

    NotificationCompat.Builder builder=
      buildNotificationBase(ctxt);

    NotificationManagerCompat
      .from(ctxt)
      .notify(RemoteInputReceiver.NOTIFY_ID, builder.build());
  }
}


(from Notifications/RemoteInput/app/src/main/java/com/commonsware/android/remoteinput/RemoteInputReceiver.java)
Here, we get what the user typed in via our designated extra
(EXTRA_INPUT, as requested via the RemoteInput.Builder), which we can
use as we see fit, such as logging it to Logcat.
However, we also have to update or cancel the Notification. Otherwise, that
progress spinner will spin indefinitely. If the Notification still
has value to the user after the RemoteInput, just update it, with or
without another RemoteInput (depending on whether one would now be
needed). You might also show the user’s input in the updated Notification.
Or, if the Notification is no longer needed, just cancel()
it. In this case, we raise a fresh Notification for this ID, just without
the RemoteInput that the activity added.
Note that setChoices() on RemoteInput is ignored for regular
device notifications. You can use this for Wear notifications to give
the user a list of strings to choose from, as an alternative to voice
recognition.
You can call setRemoteInputHistory()
on your Builder as well. This takes a CharSequence array, though
many developers will elect to use a simple String array. This represents
the inputs supplied by the user and accepted by your app, in reverse
chronological order (first element in the array is the most recent input).
Some of this history may be added automatically to the Notification
when you raise the updated Notification containing this input history.
Notification Groups
Another concept introduced with Wear in mind was the notification group.
With this, you create a summary Notification, along with detail
Notifications for individual events. The quintessential example is
an email app, with a summary Notification indicating the unread message
count, and with detail Notifications for individual messages.
The idea for Wear was to allow the user to individually respond to
the detail Notifications without having to pull out the associated
phone or tablet. That phone or tablet would show the summary Notification,
since the user could just tap on it and bring up the activity to see
the detail.
For some reason, Google back-pedaled on that last part, as with Android
7.0, phones and tablets will also show the summary-and-detail
Notification hierarchy.
The
Notifications/Stacked
sample project, presented in
the chapter on advanced Notifications, demonstrates
this without any modifications. Initially, the user just sees the summary:

[image: Stacked Notification, Showing Summary]

Figure 403: Stacked Notification, Showing Summary
A two-finger swipe gesture will expose the full hierarchy:

[image: Stacked Notification, Showing Hierarchy]

Figure 404: Stacked Notification, Showing Hierarchy
Lockscreen Notifications
Historically, notification icons would be visible on the user’s
lockscreen, but that was it. This would give the user an indication
of what apps need attention, but no additional context.
Android 5.0 added notifications to the lockscreen, to help
provide that missing context. Now users can have more details about
the notifications, to determine whether it is necessary to unlock
the device right now to deal with them.
Also note that on Android 7.0+, RemoteInput works
on the lockscreen. You can see this in action with the sample app — just
leave the Notification up, then lock the device. When you power on the
screen again,
you will get the lockscreen, and the Notification tile will appear.
It will not visibly show any sign of remote input, but if you swipe
down on the Notification, the remote input field will appear, and you can type in a message.
However, this also raises privacy concerns, as now notification
text can be seen by anyone with access to the phone. As such, Android
5.0 introduced the concept of visibility to notifications, so
developers can help control what is shown on the lockscreen versus what
is shown only past the lockscreen.
However, these visibility options are only useful if:

	The device has a pattern, PIN, or password set, so it is not merely
some swipe-to-unlock approach

	The user has indicated that the system should “hide sensitive
notification content”, either when they set up the pattern/PIN/password:



[image: Choosing Notification Control, When Securing the Lockscreen]

Figure 405: Choosing Notification Control, When Securing the Lockscreen
or in the “Sound & notification” portion of the Settings app:

[image: Sound & notification Settings]

Figure 406: “Sound & notification” Settings

[image: Notification Control Options in Sound & notification in Settings]

Figure 407: Notification Control Options in “Sound & notification” in Settings
Given that the user has enabled “hide sensitive notification content”
mode, you as a developer can choose a visibility to apply to your
notifications. There are three such visibility
options — private, public, and secret — covered in the following
sections.
Private Notifications
The default behavior is a “private” Notification. Basic information
appears on the lockscreen, but not the whole Notification. However,
you as a developer can also provide a separate Notification that
will be shown on the lockscreen, so you can choose what information
appears publicly and what information does not.
The sample app for this section has a “public” edition of the Notification
that shows up on the lockscreen:

[image: Public Edition of Private Lockscreen Notification, on a Nexus 7]

Figure 408: Public Edition of Private Lockscreen Notification, on a Nexus 7
Public Notifications
Instead of creating a separate Notification for public visibility
on the lockscreen, you could flag your main Notification as having
public visibility. This is suitable for notifications where there is
little to no privacy implications for having the information appear
on the lockscreen.
Secret Notifications
A Notification with visibility set to “secret” will not show up on
the lockscreen at all. The ringtone, etc. will occur, as requested
(and based on device settings, like it being muted), but otherwise
there is no visible indication on the lockscreen that your
Notification exists. Only when the user gets past the lockscreen
will your Notification appear, in the status bar.
A Visibility Sample
The
Notifications/Lollipop
sample project demonstrates the use of these visibility values.
It also demonstrates heads-up notifications, covered
later in this chapter.
The user interface consists of a Spinner of possible
Notification variants, a SeekBar to allow the user
to specify a delay period in seconds before showing the
Notification, and a Button to trigger showing the
Notification:

<?xml version="1.0" encoding="utf-8"?>

<TableLayout
    xmlns:android="http://schemas.android.com/apk/res/android"
    android:layout_width="match_parent"
    android:layout_height="match_parent"
    android:padding="8dp"
    android:stretchColumns="1">

    <TableRow>
        <TextView
            android:text="@string/type_label"/>

        <Spinner
            android:id="@+id/type"/>
    </TableRow>

    <TableRow>
        <TextView
            android:text="@string/delay_label"/>

        <SeekBar
            android:id="@+id/delay"
            android:progress="5"
            android:max="30"/>
    </TableRow>

    <Button
        android:text="@string/notify_button"
        android:id="@+id/download"
        android:onClick="notifyMe"/>
</TableLayout>

(from Notifications/Lollipop/app/src/main/res/layout/main.xml)

[image: Lollipop Notifications Demo, on a Nexus 7]

Figure 409: Lollipop Notifications Demo, on a Nexus 7
The onCreate() method of our launcher activity (MainActivity)
initializes the UI:

package com.commonsware.android.lollipopnotify;

import android.app.Activity;
import android.app.AlarmManager;
import android.app.PendingIntent;
import android.content.Intent;
import android.os.Bundle;
import android.os.SystemClock;
import android.view.View;
import android.widget.ArrayAdapter;
import android.widget.SeekBar;
import android.widget.Spinner;

public class MainActivity extends Activity {
  private Spinner type=null;
  private SeekBar delay=null;

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.main);

    type=findViewById(R.id.type);

    ArrayAdapter<String> types=
        new ArrayAdapter<String>(this,
            android.R.layout.simple_spinner_item,
            getResources().getStringArray(R.array.types));

    types.setDropDownViewResource(android.R.layout.simple_spinner_dropdown_item);
    type.setAdapter(types);

    delay=findViewById(R.id.delay);
  }

  public void notifyMe(View v) {
    Intent i=new Intent(this, AlarmReceiver.class)
        .putExtra(AlarmReceiver.EXTRA_TYPE, type.getSelectedItemPosition());
    PendingIntent pi=PendingIntent.getBroadcast(this, 0, i,
                                                PendingIntent.FLAG_UPDATE_CURRENT);
    AlarmManager mgr=(AlarmManager)getSystemService(ALARM_SERVICE);

    mgr.set(AlarmManager.ELAPSED_REALTIME_WAKEUP,
        SystemClock.elapsedRealtime()+(1000*delay.getProgress()),
        pi);
  }
}


(from Notifications/Lollipop/app/src/main/java/com/commonsware/android/lollipopnotify/MainActivity.java)
In particular, onCreate() populates the Spinner based on a
<string-array> resource:

<?xml version="1.0" encoding="utf-8"?>
<resources>
    <string-array name="types">
        <item>Private</item>
        <item>Public</item>
        <item>Secret</item>
        <item>Heads-Up</item>
    </string-array>
</resources>

(from Notifications/Lollipop/app/src/main/res/values/arrays.xml)
When the button is clicked, the notifyMe() method on MainActivity
is called. Here, we:

	Create an Intent pointing at an AlarmReceiver


	Package an extra on the Intent that contains the selected
position of the Spinner


	Wrap the Intent in a getBroadcast() PendingIntent


	Use set() on AlarmManager to invoke the PendingIntent
after the delay period specified via the SeekBar



Since the targetSdkVersion of this project is below 19,
the set() method will behave in an exact fashion, triggering
our AlarmReceiver at the designated time.
AlarmReceiver, in turn, uses a switch statement to call
out to different private methods based upon which Spinner
item was selected:

package com.commonsware.android.lollipopnotify;

import android.app.Notification;
import android.app.NotificationChannel;
import android.app.NotificationManager;
import android.app.PendingIntent;
import android.content.BroadcastReceiver;
import android.content.Context;
import android.content.Intent;
import android.os.Build;
import android.provider.Settings;
import android.support.v4.app.NotificationCompat;
import android.support.v4.app.NotificationManagerCompat;

public class AlarmReceiver extends BroadcastReceiver {
  private static final String CHANNEL_WHATEVER="channel_whatever";
  private static final String CHANNEL_HEADS_UP="channel_heads_up";
  private static final int NOTIFY_ID=1337;
  static final String EXTRA_TYPE="type";

  @Override
  public void onReceive(Context ctxt, Intent i) {
    NotificationManager mgr=
      (NotificationManager)ctxt.getSystemService(Context.NOTIFICATION_SERVICE);

    if (Build.VERSION.SDK_INT>=Build.VERSION_CODES.O &&
      mgr.getNotificationChannel(CHANNEL_WHATEVER)==null) {
      mgr.createNotificationChannel(new NotificationChannel(CHANNEL_WHATEVER,
        "Whatever", NotificationManager.IMPORTANCE_DEFAULT));
      mgr.createNotificationChannel(new NotificationChannel(CHANNEL_HEADS_UP,
        "Heads Up!", NotificationManager.IMPORTANCE_HIGH));
    }

    NotificationManagerCompat mgrCompat=NotificationManagerCompat.from(ctxt);

    switch (i.getIntExtra(EXTRA_TYPE, -1)) {
      case 0:
        notifyPrivate(ctxt, mgrCompat);
        break;

      case 1:
        notifyPublic(ctxt, mgrCompat);
        break;

      case 2:
        notifySecret(ctxt, mgrCompat);
        break;

      case 3:
        notifyHeadsUp(ctxt, mgrCompat);
        break;
    }
  }

  private void notifyPrivate(Context ctxt, NotificationManagerCompat mgr) {
    Notification pub=
      buildBase(ctxt, CHANNEL_WHATEVER, R.string.public_title).build();

    mgr.notify(NOTIFY_ID,
      buildBase(ctxt, CHANNEL_WHATEVER, R.string.private_title).setPublicVersion(pub).build());
  }

  private void notifyPublic(Context ctxt, NotificationManagerCompat mgr) {
    mgr.notify(NOTIFY_ID,
        buildBase(ctxt, CHANNEL_WHATEVER, R.string.public_title)
            .setVisibility(NotificationCompat.VISIBILITY_PUBLIC)
            .build());
  }

  private void notifySecret(Context ctxt, NotificationManagerCompat mgr) {
    mgr.notify(NOTIFY_ID,
        buildBase(ctxt, CHANNEL_WHATEVER, R.string.secret_title)
            .setVisibility(NotificationCompat.VISIBILITY_SECRET)
            .build());
  }

  private void notifyHeadsUp(Context ctxt, NotificationManagerCompat mgr) {
    mgr.notify(NOTIFY_ID,
        buildBase(ctxt, CHANNEL_HEADS_UP, R.string.headsup_title)
            .setPriority(NotificationCompat.PRIORITY_HIGH)
            .build());
  }

  private NotificationCompat.Builder buildBase(Context ctxt, String channel,
                                               int titleId) {
    NotificationCompat.Builder b=
      new NotificationCompat.Builder(ctxt, channel);

    b.setAutoCancel(true)
        .setDefaults(Notification.DEFAULT_ALL)
        .setContentTitle(ctxt.getString(titleId))
        .setContentIntent(buildPendingIntent(ctxt, Settings.ACTION_SECURITY_SETTINGS))
        .setSmallIcon(android.R.drawable.stat_sys_download_done)
        .addAction(android.R.drawable.ic_media_play,
            ctxt.getString(R.string.play),
            buildPendingIntent(ctxt, Settings.ACTION_SETTINGS));

    return(b);
  }

  private PendingIntent buildPendingIntent(Context ctxt, String action) {
    Intent i=new Intent(action);

    return(PendingIntent.getActivity(ctxt, 0, i, 0));
  }
}


(from Notifications/Lollipop/app/src/main/java/com/commonsware/android/lollipopnotify/AlarmReceiver.java)
If the user chooses the “Private” option in the Spinner, we
call notifyPrivate(). That method builds two Notification
objects: the regular one and a separate public edition. We
attach the public edition to the regular Notification
via a call to setPublicVersion() on the NotificationCompat.Builder.
Then, we raise the regular Notification. This will show the
public edition if the lockscreen is locked; otherwise, it will
show the regular edition.
If the user chooses the “Public” option, we call notifyPublic().
That, in turn, calls setVisibility(NotificationCompat.VISIBILITY_PUBLIC)
on the NotificationCompat.Builder, causing our Notification to
appear normally both on the lockscreen and past the lockscreen.
If the user chooses the “Secret” option, we call notifySecret().
That uses setVisibility(NotificationCompat.VISIBILITY_SECRET)
to configure the Notification to only appear once the user has
gotten past the lockscreen.
The “Heads-Up” option — fourth in the Spinner — is covered
in the next section.
Priority, Importance, and Heads-Up Notifications
Notifications can have a priority associated with them. Normally,
notifications with higher priority will appear higher in the list
of notifications in the notification tray than will notifications
with lower priority.
Android 5.0 took this a step further, showing high-priority
notifications in a “heads-up” style, popping up a small dialog-like
window over the main screen, with the same basic content as would
appear for the Notification in its tile in the notification tray:

[image: Lollipop Demo, on a Nexus 7, Showing Heads-Up Notification]

Figure 410: Lollipop Demo, on a Nexus 7, Showing Heads-Up Notification
Users can interact with the heads-up Notification or ignore it;
in the latter case, the Notification will move into the status
bar and the “heads-up” display will disappear from the screen.
Note that the “priority” concept being described here seems to be
independent of the notion of “priority notifications” in the user’s
interruption configuration in Settings. There, “priority notifications”
is tied to the app, not tied to any sort of configuration of the
Notification itself.
Android 8.0’s notification channels introduced a separate concept, called
importance, set on the channel. Roughly speaking, importance on a channel
is the same as priority on a notification. Priorities are marked as
deprecated on API Level 26+, though they still work.
Specifying the Priority
NotificationCompat.Builder has a setPriority() method that allows
you to specify your requested priority. There are
five priority values accepted as a parameter, all defined as
constants out on the NotificationCompat class:

	PRIORITY_MAX

	PRIORITY_HIGH

	PRIORITY_DEFAULT

	PRIORITY_LOW

	PRIORITY_MIN


The actual priority applied to the Notification will depend upon
other factors, and so you should not assume that your requested
value will be accepted and applied as-is.
Results on Android 5.x Devices
The heads-up Notification appears as shown in the above screenshot.
The pop-up itself is centered across the top of the screen, as
shown below:

[image: Lollipop Demo, Showing Heads-Up Notification]

Figure 411: Lollipop Demo, Showing Heads-Up Notification
After a few seconds of inactivity, the pop-up vanishes, and the
Notification goes into the status bar.
Results on Older Devices
The concept of priority was introduced in API Level 16 (Android 4.1).
On Android 4.1 through 4.4, the only effect of priority was to help
influence the sort order of notifications in the notification tray,
with higher-priority items drifting towards the top.
While NotificationCompat.Builder will allow you to specify a priority
even on devices running older versions of Android than 4.1, the
requested priority will be ignored, simply because priority did not
exist back then. Hence, while your code will still work, it will have
no effect on such old devices.
Full-Screen Notifications
Before Android 5.0 added heads-up notifications, while priority would
influence things like sort order, it would have no real impact on
how the user would be informed about whatever event triggered the
Notification. The user would still just get an icon in the status
bar, and perhaps a ringtone and other hardware output.
However, sometimes we need to be somewhat more “in the user’s face”,
such as for a calendar event reminder, or for an incoming phone call
from our VOIP app.
It is tempting to launch an activity in these cases. In fact, that
is what the user tends to perceive as happening, on Android 4.4 and
older devices. And some apps no doubt actually do launch an activity.
A “middle ground” between showing a Notification and launching an
activity is to use a full-screen Notification. Here, we provide a
PendingIntent that should be invoked if the user is actively using
the device at the time of the Notification. Typically, that
PendingIntent will display an activity. However, on Android 5.0+,
the behavior has changed, where a full-screen Notification actually
just triggers a heads-up notification, as would a high-priority
Notification.
Requesting Full-Screen Output
Prior to Android 8.0, all that you need to do to set up a Notification to be full-screen is
to call setFullScreenIntent() on your NotificationCompat.Builder,
supplying two values:

	A PendingIntent to be invoked when the notification is added
to the screen

	A boolean, where true indicates that even if the user has
blocked notifications, you want this one to appear


For example, in the
Notifications/FullScreen
sample project, MainActivity shows a Notification
constructed via the buildNormal() method:

  private NotificationCompat.Builder buildNormal() {
    NotificationCompat.Builder b=
      new NotificationCompat.Builder(this, CHANNEL_WHATEVER);

    b.setAutoCancel(true)
     .setDefaults(Notification.DEFAULT_ALL)
     .setContentTitle(getString(R.string.download_complete))
     .setContentText(getString(R.string.fun))
     .setContentIntent(buildPendingIntent(Settings.ACTION_SECURITY_SETTINGS))
     .setSmallIcon(android.R.drawable.stat_sys_download_done)
      .setNumber(5)
     .setFullScreenIntent(buildPendingIntent(Settings.ACTION_DATE_SETTINGS), true)
     .addAction(android.R.drawable.ic_media_play,
         getString(R.string.play),
         buildPendingIntent(Settings.ACTION_SETTINGS));

    return(b);


(from Notifications/FullScreen/app/src/main/java/com/commonsware/android/fullscreen/MainActivity.java)
Here, the PendingIntent is created using the same
buildPendingIntent() method as before, this time opening up a distinct
screen from the Settings app.
Results on Android 5.0-7.1 Devices
On Android 5.0 through 7.1, the “full screen” Notification appears as a heads-up
Notification:

[image: FullScreen Demo, on a Nexus 7, Showing Full Screen Notification]

Figure 412: FullScreen Demo, on a Nexus 7, Showing “Full Screen” Notification
Note that there is no obvious way to actually invoke the PendingIntent
associated with the setFullScreenIntent() method. Hence, you need to make
sure that the Notification has some other means of getting the user to the
right place in your UI, such as via setContentIntent() or an action.
Results on Android 3.0-4.4 Devices
On API Levels 11 through 19 (Android 3.0 through 4.4), the effect
of a full-screen PendingIntent is to invoke the PendingIntent
when the Notification is added to the screen. This will happen
regardless of whether the user is using the device or not, though
if the device is asleep, the activity triggered by the PendingIntent
will only be visible once
the user gets past their lockscreen.
Note that the Notification is also shown, along with whatever
the PendingIntent does. That Notification is not automatically
cleared when the user exits out of that activity via BACK, HOME, etc.
Hence, it is up to you to clear that Notification if and when it
is no longer relevant. The primary value of the Notification is
to have the icon appear in the status bar on the lockscreen — even
though the user cannot interact with your Notification then, the user
may recognize your icon and therefore elect to unlock their device
to see what all the fuss is about.
Results on Older Devices
Full-screen notifications were not supported prior to Android 3.0.
While NotificationCompat.Builder will allow you to call
setFullScreenIntent(), the value will be ignored prior to API Level
11.
In theory, there is nothing stopping NotificationCompat from
launching an activity itself, in addition to displaying the
Notification. However, at least at this time, it is not doing so,
and it is fairly likely that Google will not add this in at this
point.
Hence, the only way to do a “full-screen notification” is for your
app to launch the desired activity, in addition to (or instead of)
showing the Notification.
Hey, What About Android 8.0+?
On these devices, setFullScreenIntent() has no effect.
Progress Notifications
Often, you will see a Notification with a ProgressBar in it, showing
progress of some long-running background work, such as a large download.
There are two approaches towards building this sort of thing:

	Create a custom Notification, as we will cover
later in this chapter


	Use setProgress() on the NotificationCompat.Builder, periodically
updating the Notification to reflect the now-current amount of progress


Needless to say, the second option is simpler.
The
HTTP/OkHttpProgress
sample project demonstrates how this works in a fairly realistic
situation: tracking progress of a long download. In this case, we will
use OkHttp3, showing how you can integrate its somewhat convoluted
“interceptor” API to find out about download progress, then use that
information to update a Notification.
The UI
This sample app is a variation on other download samples shown elsewhere
in the book. We have a fragment with a large “Do the Download” button.
When the button is clicked, we want to start a Downloader service to
do the actual downloading on a background thread.
The two primary differences in this fragment’s onClick() method are:

	We are downloading a much bigger file than before — Version 1.1 of
this book, from 2008. This is so we can actually see the progress
move; with a short download, the download might complete before we
get a chance to look at the Notification.

	We finish() the activity, to emphasize the fact that our ongoing
UI is being handled by the Notification:



  @Override
  public void onClick(View v) {
    Intent i=new Intent(getActivity(), Downloader.class);

    i.setDataAndType(Uri.parse("http://commonsware.com/Android/Android-1_1-CC.pdf"),
                     "application/pdf");

    getActivity().startService(i);
    getActivity().finish();
  }


(from HTTP/OkHttpProgress/app/src/main/java/com/commonsware/android/okhttp3/progress/DownloadFragment.java)
Also, we are not bothering to offer the user the ability to view the PDF
immediately after downloading, to simplify the example a bit.
The Downloader Service
The significant changes come in the Downloader service. Previous
editions of this sample use HttpURLConnection, but here we switch to
OkHttp3, which offers a cleaner way to find out our download progress.
Plus, our foreground service Notification will employ the ProgressBar
to show how far along we are in downloading the file.
Everything but the Icky Parts
A large chunk of our Downloader IntentService does the same stuff as you
see in the
Notifications/Foreground
sample project.
Of particular note here, we call startForeground(), to elevate our
process priority while the download is happening and show a Notification
along the way:

      String filename=i.getData().getLastPathSegment();
      final NotificationCompat.Builder builder=
        buildForeground(filename);

      startForeground(FOREGROUND_ID, builder.build());


(from HTTP/OkHttpProgress/app/src/main/java/com/commonsware/android/okhttp3/progress/Downloader.java)
The Notification itself comes from buildForeground(), which takes the
name of the file as a parameter and builds a Notification with that
information:

  private NotificationCompat.Builder buildForeground(
    String filename) {
    NotificationCompat.Builder b=
      new NotificationCompat.Builder(this, CHANNEL_WHATEVER);

    b.setContentTitle(getString(R.string.downloading))
     .setContentText(filename)
     .setSmallIcon(android.R.drawable.stat_sys_download)
     .setOnlyAlertOnce(true)
     .setOngoing(true);

    return(b);
  }


(from HTTP/OkHttpProgress/app/src/main/java/com/commonsware/android/okhttp3/progress/Downloader.java)
Note that we use setOnlyAlertOnce(true) here. This tells Android to only do the
“alert” portion of the Notification once. Here, “alert” means things like
ringtones and vibration patterns. We will see why this flag is important shortly.
Eventually, we start using OkHttpClient to download the file:

      OkHttpClient client=new OkHttpClient.Builder()
        .addNetworkInterceptor(nightTrain)
        .build();
      Request request=
        new Request.Builder().url(i.getData().toString()).build();
      Response response=client.newCall(request).execute();
      BufferedSink sink=Okio.buffer(Okio.sink(new File(output.getPath())));

      sink.writeAll(response.body().source());
      sink.close();

      stopForeground(true);
      raiseNotification(null);


(from HTTP/OkHttpProgress/app/src/main/java/com/commonsware/android/okhttp3/progress/Downloader.java)
We start off by building an instance of OkHttpClient using an
OkHttpClient.Builder. We will take a closer look at the
addNetworkInterceptor() call shortly, as that is where we are hooking
in our code to find out about the progress of the HTTP request.
We then:

	Create a Request to GET our file, using the path supplied to use
via getData() on the Intent passed into onHandleIntent()


	Start executing the HTTP operation

	Capture the Content-type header, for use when constructing an ACTION_VIEW
Intent to view the downloaded file

	Use Okio (the generic I/O subsystem underlying OkHttp3) to create a
BufferedSink on our desired output location

	Use Okio to copy all the data from the HTTP response to that output
file

	
close() the output file

	Mark the service as no longer being foreground (via stopForeground())

	Show a download-complete Notification



Other than using OkHttp3, little of that is different from the original
foreground service sample. Where things start to get interesting is
in that addNetworkInterceptor() call.
The Interceptor
Interceptors are a way for you to hook into the flow of OkHttp3
processing, such that your code gets invoked for any request
made of this OkHttpClient. In particular, a network interceptor
allows you to get control during the actual network I/O of processing
the request.
The OkHttp Git repository contains
some sample code
that uses a network interceptor to track download progress, and that
code forms the foundation of what is shown in this sample.
The addNetworkInterceptor() call in Downloader is using a local Interceptor
object, named nightTrain:

      Interceptor nightTrain=new Interceptor() {
        @Override
        public Response intercept(Chain chain)
          throws IOException {
          Response original=chain.proceed(chain.request());
          Response.Builder b=original
            .newBuilder()
            .body(
              new ProgressResponseBody(original.body(),
                  progressListener));

          return(b.build());
        }
      };


(from HTTP/OkHttpProgress/app/src/main/java/com/commonsware/android/okhttp3/progress/Downloader.java)
An Interceptor will be called with a Chain, representing the HTTP
request and response. The job of the Interceptor is three-fold:

	Call chain.proceed() at some point, to kick off the actual
HTTP processing

	Return a Response object that will be used as the “real” response
of this request

	Do whatever work the Interceptor was designed to do, such as
request logging



The chain.proceed() call returns the Response that would be what
OkHttp3 would use in the absence of this Interceptor. The Interceptor
can either return that Response or some other Response. If you want
to monitor the actual network I/O — such as we want to do here, to see
how many bytes we have downloaded — the recipe is to use the wrapper
pattern and wrap something from the original Response in a wrapper that
has your business logic.
That is what this sample does. original.newBuilder() gives us a
Response.Builder that is based on the original Response. The
body() of a Response is a ResponseBody that manages an Okio
Source object, which handles the actual streaming. We wrap
the original ResponseBody in a ProgressResponseBody that will track
our download progress, put that ProgressResponseBody into the Response.Builder,
then return the Response that is built by that Builder. The net
effect is that all calls to the ResponseBody will go to our
ProgressResponseBody.
The ProgressResponseBody
What we really want to wrap is the Source, an Okio object that
is responsible for the real streaming. However, to get there, we have
to wrap that original ResponseBody in a ProgressResponseBody.
ProgressResponseBody itself extends from a ResponseBodyWrapper,
which is a ResponseBody that forwards everything onto a wrapped
ResponseBody… except for a hook to allow us to wrap the Source:

package com.commonsware.android.okhttp3.progress;

import okhttp3.MediaType;
import okhttp3.ResponseBody;
import okio.BufferedSource;
import okio.Okio;
import okio.Source;

// inspired by https://github.com/square/okhttp/blob/master/samples/guide/src/main/java/okhttp3/recipes/Progress.java

abstract class ResponseBodyWrapper extends ResponseBody {
  abstract Source wrapSource(Source original);

  private final ResponseBody wrapped;
  private BufferedSource buffer;

  ResponseBodyWrapper(ResponseBody wrapped) {
    this.wrapped=wrapped;
  }

  @Override
  public MediaType contentType() {
    return(wrapped.contentType());
  }

  @Override
  public long contentLength() {
    return(wrapped.contentLength());
  }

  @Override
  public BufferedSource source() {
    if (buffer==null) {
      buffer=Okio.buffer(wrapSource(wrapped.source()));
    }

    return(buffer);
  }
}


(from HTTP/OkHttpProgress/app/src/main/java/com/commonsware/android/okhttp3/progress/ResponseBodyWrapper.java)
Subclasses of ResponseBodyWrapper need to implement wrapSource()
to wrap the Source of the Response.
ProgressResponseBody does just that, wrapping the Source in a
subclass of ForwardingSource named ProgressSource:

package com.commonsware.android.okhttp3.progress;

import java.io.IOException;
import okhttp3.ResponseBody;
import okio.Buffer;
import okio.ForwardingSource;
import okio.Source;

// inspired by https://github.com/square/okhttp/blob/master/samples/guide/src/main/java/okhttp3/recipes/Progress.java

class ProgressResponseBody extends ResponseBodyWrapper {
  private final Listener listener;

  ProgressResponseBody(ResponseBody wrapped, Listener listener) {
    super(wrapped);

    this.listener=listener;
  }

  @Override
  Source wrapSource(Source original) {
    return(new ProgressSource(original, listener));
  }

  class ProgressSource extends ForwardingSource {
    private final Listener listener;
    private long totalRead=0L;

    public ProgressSource(Source delegate, Listener listener) {
      super(delegate);

      this.listener=listener;
    }

    @Override
    public long read(Buffer sink, long byteCount)
      throws IOException {
      long bytesRead=super.read(sink, byteCount);
      boolean done=(bytesRead==-1);

      if (!done) {
        totalRead+=bytesRead;
      }

      listener.onProgressChange(totalRead,
        ProgressResponseBody.this.contentLength(), done);

      return(bytesRead);
    }
  }

  interface Listener {
    void onProgressChange(long bytesRead, long contentLength,
                          boolean done);
  }
}


(from HTTP/OkHttpProgress/app/src/main/java/com/commonsware/android/okhttp3/progress/ProgressResponseBody.java)
Our ProgressSource does two things:

	It tracks the total number of bytes that have been read so far

	Every time that we read more data, we call a ProgressResponseBody.Listener
with the number of bytes that have been read so far, the known content
length of the stream, and whether we are now done reading from the stream


Updating the Notification
Back in Downloader, the nightTrain passed in a progressListener to
the ProgressResponseBody constructor. That progressListener is an
implementation of ProgressResponseBody.Listener, where we can actually
update our Notification:

      final ProgressResponseBody.Listener progressListener=
        new ProgressResponseBody.Listener() {
          long lastUpdateTime=0L;

          @Override
          public void onProgressChange(long bytesRead,
                                       long contentLength,
                                       boolean done) {
            long now=SystemClock.uptimeMillis();

            if (now-lastUpdateTime>1000) {
              builder.setProgress((int)contentLength,
                (int)bytesRead, false);
              mgr.notify(FOREGROUND_ID, builder.build());
              lastUpdateTime=now;
            }
          }
        };


(from HTTP/OkHttpProgress/app/src/main/java/com/commonsware/android/okhttp3/progress/Downloader.java)
Mostly, what we do is call setProgress() on the NotificationCompat.Builder.
This takes:

	the maximum value of the ProgressBar, for which we use the length of
the content

	the current progress that we have made, for which we use the number of
bytes already downloaded

	whether the ProgressBar should be indeterminate, for which we pass
false to get a ProgressBar that shows actual progress


Then, we build() a fresh Notification from the Builder and
pass that to notify() with the same ID. This will update our existing
Notification, showing the updated progress. This is where setOnlyAlertOnce(true)
comes into play — the additional times we raise this same Notification
with the updated progress will not trigger the alert, so the device ringtone
does not play with each update.
However, our listener is going to be invoked fairly frequently, so much
that we might swamp the system just constantly updating the Notification.
To help with that, we track when we update the Notification and only
update it again if a second has passed.
What If We Had an Activity in the Foreground?
You may want to be presenting the progress of the download in two places:
the Notification and the UI of your application, if a relevant bit
of that UI happens to be in the foreground. For example, you might
have a fragment that contained the button or action bar item that kicked
off the download. So long as that fragment is visible, you might want
to have a ProgressBar on it and update the progress there.
If you use an event bus, you can have your
ProgressResponseBody.Listener post an event with the progress of
the download. However, that event should include some sort of unique
identifier for the download itself, in addition to the progress. That
way, only the fragment related to this specific download will show
the progress, not similar fragments elsewhere.
The APK edition of this book takes this approach in the
Community Theater area, where you can download and watch
presentations on Android app development topics (“appinars”). An appinar
is a ZIP archive up on a CommonsWare server. When you browse the catalog
of appinars and choose one, the screen will either let you download the
appinar or play the appinar (if it is already downloaded). The download
will use code reminiscent of what you see in the sample app, with
the added feature of event bus messages publishing the progress to
the rest of the app. However, we only show the download progress on the
fragment for the particular appinar that is being downloaded. If, while
the download is progressing, you visit other appinar descriptions, we do
not want to show the download progress there, as you will think that you
are downloading those appinars too. The Notification shows the name
of the appinar that you are downloading, so it provides built-in context
for what appinar the progress pertains to.
Custom Views
When you specify a title and a description for a Notification, you
are implicitly telling Android to use a stock layout for the
structure of the Notification object’s entry in the notification
drawer. However, instead, you can provide Android with the layout to
use and its contents, by means of a RemoteViews.
In other words, by using the same techniques that you use to create
app widgets, you can create tailored notification
drawer content. Just create the RemoteViews and supply it to your
NotificationCompat.Builder via setContent().
To update the notification tile content, you update your
RemoteViews in your Notification and re-raise the Notification
via a call to notify(). Android will apply your revised
RemoteViews to the notification drawer content, and the user will
see the changed widgets.
The
Notifications/CustomView
sample project is a clone of the
HTTP/OkHttpProgress shown in the previous section.
The difference is that we will use our own custom layout and a RemoteViews
rather than use the standard Notification UI.
The Notification Layout
This sample app has its minSdkVersion set to 21, so we only need
to worry about providing a layout that looks OK on Android 5.0+ devices.
Google dramatically changed the look of notifications with Android 5.0, so
a layout that looks good on older devices may not blend in well with
newer devices. If you have a need to support a wider range of Android
versions, you will want to consider using versioned layout resources
(e.g., res/layout/ for older devices, res/layout-v21/ for API Level 21+
devices).
But, since this app’s scope is limited, we can directly refer to
Theme.Material-based themes, to get a layout that has elements that
resembles the actual notification tile content:

<?xml version="1.0" encoding="utf-8"?>
<LinearLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:orientation="vertical">

  <TextView
    android:id="@android:id/title"
    style="@android:style/TextAppearance.Material.Notification.Title"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_margin="4dp"
    android:ellipsize="marquee"
    android:singleLine="true" />

  <ProgressBar
    android:id="@android:id/progress"
    style="@android:style/Widget.Material.ProgressBar.Horizontal"
    android:layout_width="match_parent"
    android:layout_height="wrap_content"
    android:layout_margin="4dp"
    android:indeterminate="false" />
</LinearLayout>

(from Notifications/CustomView/app/src/main/res/layout/notif_content.xml)
Here, we are just showing a title and a ProgressBar. The TextView
uses @android:style/TextAppearance.Material.Notification.Title, which
is the same style as is used by the official Notification layout.
The ProgressBar uses @android:style/Widget.Material.ProgressBar.Horizontal,
also mirroring what you will see in real notifications.
Using the Layout
The new sample’s buildForeground() method now creates a RemoteViews
for this layout, fills in the title, and uses that with NotificationCompat.Builder
and setContent():

  private NotificationCompat.Builder buildForeground(
    String filename) {
    NotificationCompat.Builder b=
      new NotificationCompat.Builder(this, CHANNEL_WHATEVER);
    RemoteViews content=new RemoteViews(getPackageName(),
      R.layout.notif_content);

    content.setTextViewText(android.R.id.title, "Downloading: "+filename);

    b.setOngoing(true)
      .setContent(content)
      .setSmallIcon(android.R.drawable.stat_sys_download);

    return(b);
  }


(from Notifications/CustomView/app/src/main/java/com/commonsware/android/okhttp3/progress/Downloader.java)
However, NotificationCompat.Builder has a write-only API. We cannot
get our RemoteViews back from that. But, we need the RemoteViews
to be able to update our progress. So, to that end, we hold onto
the actual Notification built by the Builder in onHandleIntent():

      NotificationCompat.Builder builder=
        buildForeground(filename);
      final Notification notif=builder.build();


(from Notifications/CustomView/app/src/main/java/com/commonsware/android/okhttp3/progress/Downloader.java)
Then, in our ProgressResponseBody.Listener, we get at the RemoteViews
via the contentView public field on the Notification. We can call
a setProgressBar() method on the RemoteViews, much as we called
setProgress() on the NotificationCompat.Builder in the preceding example:

      final ProgressResponseBody.Listener progressListener=
        new ProgressResponseBody.Listener() {
          long lastUpdateTime=0L;

          @Override
          public void onProgressChange(long bytesRead,
                                       long contentLength,
                                       boolean done) {
            long now=SystemClock.uptimeMillis();

            if (now-lastUpdateTime>1000) {
              notif
                .contentView
                .setProgressBar(android.R.id.progress,
                  (int)contentLength, (int)bytesRead, false);
              mgr.notify(FOREGROUND_ID, notif);
              lastUpdateTime=now;
            }
          }
        };


(from Notifications/CustomView/app/src/main/java/com/commonsware/android/okhttp3/progress/Downloader.java)
Then, we can notify() the NotificationManager with the updated
Notification, causing the ProgressBar to advance based on the
actual progress made.
The resulting Notification shows our RemoteViews in action:

[image: Custom Notification]

Figure 413: Custom Notification
Styling Custom Views
A custom view for a Notification takes over the entire tile in the
notification shade. Sometimes, this may be necessary to achieve the
developer’s objective. Other times, though, while the main content
area of the Notification might need to be custom, the rest of the
“frame” around that content area could be left intact. This would
include things like the app’s icon, the time the Notification was
raised, any action buttons below the content, and so forth.
Android 7.0+ offers this via the
Notification.DecoratedCustomViewStyle and
Notification.DecoratedMediaCustomViewStyle styles. On your
Builder, call setCustomContentView() with the RemoteViews
for the content area, plus call setStyle(), passing in an instance
of DecoratedCustomViewStyle or DecoratedMediaCustomViewStyle,
to gain this effect.
Life After Delete
Most of the time, you do not care about your Notification being
dismissed by the user from the notification drawer (e.g., pressing
the Clear button on Android 1.x/2.x devices). If you do care about
the Notification being deleted this way, you can supply a
PendingIntent in the deleteIntent data member of the
Notification — this will be executed when the user gets rid
of your Notification. Usually, this will be a getService() or
getBroadcast() PendingIntent, to have you do something in the
background related to the dismissal. Users are likely to get rather
irritated with you if you pop up an activity because they got rid of
your Notification.
Note that this only works for Notification objects that can be
cleared. If you have FLAG_ONGOING_EVENT set on the Notification,
it will remain on-screen until you get rid of it.
The Mysterious Case of the Missing Number
The Notification class has a number data member. On Android 1.x
and 2.x, setting that data member would cause a number to be
super-imposed on top of your icon in the status bar. That data member
no longer works as of Android 3.0.
However, NotificationCompat.Builder has a setNumber() method which
does work on API Level 11 and higher, though with slightly
different behavior. Instead of putting the number on top of your
status bar icon, the number will appear in your notification drawer
entry. This only works if you do not use setContent() with
NotificationCompat.Builder to define your own notification drawer entry
layout — in that case, you could put your own number in
wherever you would like.
Notifications and MessagingStyle
Android 7.0 offers a new MessagingStyle to the roster of expanded
Notification styles. This one is designed for a chat-style presentation,
where you supply a series of chat messages (person, timestamp, and message),
and they are rendered in the Notification. It is designed to be used
with the RemoteInput option described earlier in this chapter,
for the user to be able to participate in a chat without having to open
up your activity.
As usual, there are two implementations of MessagingStyle:

	
Notification.MessagingStyle is part of Android 7.0’s SDK
and requires you to build for Android 7.0 (e.g., compileSdkVersion 24)

	
NotificationCompat.MessagingStyle, from the Android Support libraries,
for backwards compatibility


The
Notifications/Messaging
sample project demonstrates the use of the latter, along with the RemoteInput
support from earlier.
While the RemoteInput and MessagingStyle from NotificationCompat
will build and run on older devices, they do not work especially well. You
simply get a do-nothing Notification action for the RemoteInput and
no real context around the messages. As such, you only want to use these
options on Android 7.0 devices, gracefully degrading to some other experience
on older devices.
Also note that the NotificationCompat.MessagingStyle is from the v24
generation of the Android Support libraries. In this case, we are using
25.0.0 of support-compat, which contains NotificationCompat
and NotificationManagerCompat.

apply plugin: 'com.android.application'

dependencies {
    implementation 'com.android.support:support-compat:26.1.0'
}

android {
    compileSdkVersion 26
    buildToolsVersion '26.0.2'

    defaultConfig {
        minSdkVersion 15
        targetSdkVersion 26
        versionCode 1
        versionName "1.0"
    }
}


(from Notifications/Messaging/app/build.gradle)
As with the RemoteInput sample, the MainActivity is here just to provide
us with an easy way to get the Notification to appear on the screen. In
this case, though, all we do is use NotificationManagerCompat to show
a Notification built elsewhere:

package com.commonsware.android.messaging;

import android.app.Activity;
import android.os.Bundle;
import android.support.v4.app.NotificationManagerCompat;

public class MainActivity extends Activity {
  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    NotificationManagerCompat
      .from(this)
      .notify(RemoteInputReceiver.NOTIFY_ID,
        RemoteInputReceiver.buildNotification(this).build());

    finish();
  }
}


(from Notifications/Messaging/app/src/main/java/com/commonsware/android/messaging/MainActivity.java)
Our RemoteInputReceiver is more complex as a result:

package com.commonsware.android.messaging;

import android.app.NotificationChannel;
import android.app.NotificationManager;
import android.app.PendingIntent;
import android.content.BroadcastReceiver;
import android.content.Context;
import android.content.Intent;
import android.os.Build;
import android.os.Bundle;
import android.support.v4.app.NotificationCompat;
import android.support.v4.app.NotificationManagerCompat;
import android.support.v4.app.RemoteInput;
import android.util.Log;
import java.util.Stack;

public class RemoteInputReceiver extends BroadcastReceiver {
  private static final String CHANNEL_WHATEVER="channel_whatever";
  static final int NOTIFY_ID=1337;
  static final String EXTRA_INPUT="input";
  static final Stack<Message> MESSAGES=new Stack<>();
  static final long INITIAL_TIMESTAMP=System.currentTimeMillis();

  static NotificationCompat.Builder buildNotification(Context ctxt) {
    NotificationManager mgr=
      (NotificationManager)ctxt.getSystemService(Context.NOTIFICATION_SERVICE);

    if (Build.VERSION.SDK_INT>=Build.VERSION_CODES.O &&
      mgr.getNotificationChannel(CHANNEL_WHATEVER)==null) {
      mgr.createNotificationChannel(new NotificationChannel(CHANNEL_WHATEVER,
        "Whatever", NotificationManager.IMPORTANCE_DEFAULT));
    }

    Intent i=new Intent(ctxt, RemoteInputReceiver.class);
    PendingIntent pi=
      PendingIntent.getBroadcast(ctxt, 0, i, PendingIntent.FLAG_UPDATE_CURRENT);

    RemoteInput remoteInput=
      new RemoteInput.Builder(RemoteInputReceiver.EXTRA_INPUT)
        .setLabel(ctxt.getString(R.string.talk))
        .build();

    NotificationCompat.Action remoteAction=
      new NotificationCompat.Action.Builder(
        android.R.drawable.ic_btn_speak_now,
        ctxt.getString(R.string.talk),
        pi).addRemoteInput(remoteInput).build();

    NotificationCompat.MessagingStyle style=
      new NotificationCompat.MessagingStyle("Me")
        .setConversationTitle("A Fake Chat");

    style.addMessage("Want to chat?", INITIAL_TIMESTAMP, "Somebody");

    for (Message msg : MESSAGES) {
      style.addMessage(msg.text, msg.timestamp,
        style.getUserDisplayName());
    }

    NotificationCompat.Builder builder=
      new NotificationCompat.Builder(ctxt, CHANNEL_WHATEVER)
        .setSmallIcon(
          android.R.drawable.stat_sys_download_done)
        .setContentTitle(ctxt.getString(R.string.title))
        .setStyle(style)
        .addAction(remoteAction);

    return(builder);
  }

  @Override
  public void onReceive(Context ctxt, Intent i) {
    Bundle input=RemoteInput.getResultsFromIntent(i);

    if (input!=null) {
      CharSequence text=input.getCharSequence(EXTRA_INPUT);

      if (text!=null) {
        MESSAGES.push(new Message(text));
      }
      else {
        Log.e(getClass().getSimpleName(), "No voice response speech");
      }
    }
    else {
      Log.e(getClass().getSimpleName(), "No voice response Bundle");
    }

    NotificationManagerCompat
      .from(ctxt)
      .notify(RemoteInputReceiver.NOTIFY_ID,
        buildNotification(ctxt).build());
  }

  private static class Message {
    final CharSequence text;
    final long timestamp;

    Message(CharSequence text) {
      this.text=text;
      timestamp=System.currentTimeMillis();
    }
  }
}


(from Notifications/Messaging/app/src/main/java/com/commonsware/android/messaging/RemoteInputReceiver.java)
For the MessagingStyle, we need messages. In a production app, this
would be part of your app’s data model, probably saved in a file or database
somewhere, with an in-memory cache for speed. In this sample app, we just
have a static MESSAGES Stack, for our messages. Initially, this Stack
is empty, but we will eventually fill in Message objects, each of which
has text and a timestamp. Since this is a sample app, and all Message objects
will come from our app’s user, we do not need Message to track the sender
of the message — a real chat-style app would need this, in all likelihood.
The buildNotification() method starts off with the same basic code
shown in the RemoteInput sample. But then, mid-way through the method,
we build up the MessagingStyle:

    NotificationCompat.MessagingStyle style=
      new NotificationCompat.MessagingStyle("Me")
        .setConversationTitle("A Fake Chat");

    style.addMessage("Want to chat?", INITIAL_TIMESTAMP, "Somebody");

    for (Message msg : MESSAGES) {
      style.addMessage(msg.text, msg.timestamp,
        style.getUserDisplayName());
    }


(from Notifications/Messaging/app/src/main/java/com/commonsware/android/messaging/RemoteInputReceiver.java)
The parameter to the MessagingStyle constructor is the name associated
with the user of this app. That name will appear alongside messages that
come from this user. A MessagingStyle can have a title, set via
setConversationTitle(), to provide some context for the chat transcript.
We then add one fake message, ostensibly from the chat partner,
via the addMessage() method. The version we use here takes the text,
timestamp, and name of the other party to use in the message.
Then, if there are messages in the MESSAGES stack, we add those to the
chat transcript as well. Note that our third parameter is
style.getUserDisplayName(), which returns the value that we passed into
the MessagingStyle constructor. We could
get the same effect by passing null for the third parameter.
That MessagingStyle then is attached to the NotificationCompat.Builder
via setStyle().
At the outset, since MESSAGES is empty, we get a single message from
“Somebody”:

[image: Messaging Demo Notification, As Initially Launched]

Figure 414: Messaging Demo Notification, As Initially Launched
If the user taps “Talk to Me”, types in a message, and clicks the send
button, our RemoteInputReceiver will take that text, put it in a Message,
push that Message into the MESSAGES Stack, then update the Notification
with the new transcript:

[image: Messaging Demo Notification, After Two Replies]

Figure 415: Messaging Demo Notification, After Two Replies
The timestamp does not show up; it is unclear how that is used by Android.
Changes in API Level 23
Historically, while we could supply a “large bitmap” (e.g., photo or
avatar) to a Notification for use in the tile in the notification tray
as a Bitmap, the “small icon” used for the status bar always had to be
a resource in our app. This was aggravating for developers that wanted
to tailor the small icon, such as a weather app showing the current
temperature. Now, we can supply an Icon object, which can wrap a
drawable resource, a Uri to a ContentProvider, a byte array
of encoded bitmap data, a Bitmap, or a path to a local PNG or JPEG
file. Any of those can be used for the small icon, offering greater
flexibility. That being said, please do bear in mind that the small
icon is small (i.e., tiny changes may not be noticeable) and that
ideally it should adhere to the platform aesthetic for notification
icons (i.e., do not use a photo).
The user can now disable our heads-up notifications, if the user finds
them irritating. We can get an idea of what the user’s chosen notification
policies are via getCurrentInterruptionFilter() and getNotificationPolicy(),
so we have some general sense of what the user is and is not expecting to
see in terms of notifications.
And, at long last, we can find out all of our active notifications, via
a getActiveNotifications() method. This will include any notification
that is visible to the user (i.e., the user has not dismissed it and we
have not gotten rid of it via cancel()).
Sounds and Android 7.0
You can put a custom ringtone on a Notification, via methods like
setSound() on NotificationCompat.Builder. This requires a Uri.
And, unfortunately, your options for that Uri are limited:

	
android.resource Uri values are fine, if the sound that you want
to play is a raw resource

	
file Uri values will work prior to Android 7.0 and for apps
whose targetSdkVersion is below 24

	
content Uri values are the preferred solution for sounds that
exist as files (e.g., by using FileProvider), but they do not work
on Android 7.0 without additional work, because Android may not have
read access to your content


The best easy solution at the moment, for content Uri values,
is to grant read access to your content to the com.android.systemui
package, via the grantUriPermissions() method on Context:


grantUriPermission("com.android.systemui", sound,
  Intent.FLAG_GRANT_READ_URI_PERMISSION);


(where sound is the Uri that you want to use with setSound())
However, it is unclear if this is the right package to use for all
versions of Android and all possible device manufacturer modifications
to Android.
Another possibility is for you to create a read-only ContentProvider
that can serve your file, perhaps modeled after
this book sample, then export that provider.
The FileProvider from the Android Support library would work, except that
it cannot be exported.
Eventually, the author’s StreamProvider
will be updated to support this sort of public read-only pattern.
With luck, future versions of Android (and the NotificationCompat backport)
will address this more formally.
Auto-Timeout
In Android 8.0+ can now provide a time when the notification should be automatically deleted,
as if the user had cleared it personally. This is good for notifications whose
value declines a lot after a particular point in time.
To use this, call setTimeoutAfter() on the NotificationCompat.Builder, supplying a
duration in milliseconds:


  public void raiseCoins(View view) {
    Notification n=new NotificationCompat.Builder(MainActivity.this, CHANNEL_COINS)
      .setContentTitle(getString(R.string.notif_coins_title))
      .setContentText(getString(R.string.notif_coins_text))
      .setSmallIcon(android.R.drawable.stat_sys_warning)
      .setTimeoutAfter(5000)
      .build();

    mgr.notify(NOTIF_ID_COINS, n);


(from Notifications/Channels/app/src/main/java/com/commonsware/android/notify/channel/MainActivity.java)
Here, we set the notification to time out after five seconds. Five seconds would
be far too short of an active window for ordinary users, but it allows a developer
to see the results more quickly.
Launcher Icon Badge
Depending on the home screen launcher implementation, your notifications
may display a dot on the home screen launcher icon:

[image: Home Screen Launcher Notification Dot, from Pixel]

Figure 416: Home Screen Launcher Notification Dot, from Pixel
This will happen by default; you do not need to do anything to make it happen.
However, it will only appear on a handful of devices that have a compatible
home screen.
You can disable this by calling setShowBadge(false) on the NotificationChannel
when you create it.
For launchers that support badges, a long-press on the launcher icon may show
details of the notification:

[image: Home Screen Launcher Notification Details, from Pixel]

Figure 417: Home Screen Launcher Notification Details, from Pixel
You can control two elements of this, beyond what you would normally configure
in the notification itself:

	Call setBadgeIconType() on the NotificationCompat.Builder to indicate
whether the icon should be displayed or not, and whether the small or the large
icon will be used

	Call setNumber() on the NotificationCompat.Builder to offer up a number
to show in the details:



[image: Home Screen Launcher Notification Details With Number, from Pixel]

Figure 418: Home Screen Launcher Notification Details With Number, from Pixel
For example, you might use this for an unread message count, if that information
is not otherwise present in the notification.
Advanced ConstraintLayout
The original chapter on ConstraintLayout covered some
basic uses of this container class, particularly how it can be used
in the place of classic containers like LinearLayout and RelativeLayout.
In this chapter, we will explore other features that ConstraintLayout
offers and other use cases for this container.
This chapter examines some more layouts from
the
Containers/Sampler
sample project.
Prerequisites
Understanding this chapter requires that you have read the core chapters
of this book, particularly the original chapter on ConstraintLayout.
Guidelines
Guidelines in graphics editors help in drawing operations. For example,
in an SVG editor like Inkscape, you can
“snap” shapes to align along a guideline. The guideline itself does not
appear in the output; it is merely something used at drawing time to aid
in drawing.
A Guideline serves a similar role with ConstraintLayout. A Guideline
is not rendered as part of our UI. It does, however, allow us to anchor
widgets inside the ConstraintLayout to the Guideline, just as we
can anchor those widgets to other widgets or to the ConstraintLayout
itself. And, as the name suggests, a Guideline is part of our GUI
builder as well, to allow you to visually place the Guideline and
connect widgets to that Guideline.
A Guideline has an orientation, such as horizontal, set via android:orientation.
horizontal means that they
span the width of the ConstraintLayout, and something else has to indicate
where they reside vertically within the ConstraintLayout.
That “something else” is the app:layout_constraintGuide_percent
attribute. For a horizontal Guideline, this indicates how far down from the start of the ConstraintLayout
the Guideline widget belongs, in terms of a fraction of the
overall height of the ConstraintLayout. 
In the original chapter on ConstraintLayout, we saw how to allocate
space on a percentage basis directly using specific constraints (e.g., app:layout_constraintWidth_percent).
Here is another edition of the stacked-percentage layout, this time implemented using
Guideline widgets:

<?xml version="1.0" encoding="utf-8"?>
<android.support.constraint.ConstraintLayout
  xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <android.support.constraint.Guideline
    android:id="@+id/guideline_50"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:orientation="horizontal"
    app:layout_constraintGuide_percent=".50" />

  <android.support.constraint.Guideline
    android:id="@+id/guideline_80"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:orientation="horizontal"
    app:layout_constraintGuide_percent=".80" />

  <Button
    android:layout_width="0dp"
    android:layout_height="0dp"
    android:text="@string/fifty_percent"

    app:layout_constraintBottom_toTopOf="@id/guideline_50"
    app:layout_constraintEnd_toEndOf="parent"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toTopOf="parent" />

  <Button
    android:layout_width="0dp"
    android:layout_height="0dp"
    android:text="@string/thirty_percent"

    app:layout_constraintBottom_toTopOf="@id/guideline_80"
    app:layout_constraintEnd_toEndOf="parent"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toTopOf="@id/guideline_50" />

  <Button
    android:layout_width="0dp"
    android:layout_height="0dp"
    android:text="@string/twenty_percent"

    app:layout_constraintBottom_toBottomOf="parent"
    app:layout_constraintEnd_toEndOf="parent"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toTopOf="@id/guideline_80" />

</android.support.constraint.ConstraintLayout>


(from Containers/Sampler/app/src/main/res/layout/stacked_percent_cl_guideline.xml)
Here, we have two such Guideline widgets, each set to horizontal, and set to
appear 50% (.50) and 80% (.80) from the start.
Our three Button widgets do not specify their own heights — they use
0dp for android:layout_height. They just anchor themselves between the
ConstraintLayout bounds and the two Guideline widgets.
So, our top Button has its top edge aligned with the top edge of the
ConstraintLayout (app:layout_constraintTop_toTopOf="parent"). But
it also has its bottom anchored to the top of the .50 Guideline
(app:layout_constraintBottom_toTopOf="@id/guideline_50"). Combined
with the 0dp height, this stretches the Button between the top and
the middle of the ConstraintLayout.
The middle Button anchors itself between the two Guideline widgets,
using app:layout_constraintBottom_toTopOf="@id/guideline_80" and
app:layout_constraintTop_toTopOf="@id/guideline_50". It too stretches
to fill that gap, and so it will take up 30% of the space (between the
.50 and the .80 Guideline widgets).
Similarly, the bottom Button ties itself to the bottom of the
ConstraintLayout (app:layout_constraintBottom_toBottomOf="parent")
as well as to the .80 Guideline
(app:layout_constraintTop_toTopOf="@id/guideline_80").
The result is the 50%/30%/20% look that we achieved using LinearLayout
and that we achieved using app:layout_constraintHeight_percent with
a ConstraintLayout:

[image: Stacked-Percent Layout, Using ConstraintLayout]

Figure 432: Stacked-Percent Layout, Using ConstraintLayout
To add a guideline through the graphical layout editor, use the toolbar
button that looks like a vertical dotted line between two small solid
horizontal lines. Clicking that opens up a drop-down to choose a vertical
or a horizontal guideline, among other options:

[image: Guideline Toolbar Button, With Drop-Down]

Figure 433: Guideline Toolbar Button, With Drop-Down
Choosing one of the guideline options drops a guideline in the desired
orientation into the blueprint view, which you can then drag to the desired
location.
Barriers to Entry
When ConstraintLayout was released in its original 1.0.0 form, one of the big
gaps in its functionality was with tabular forms, such as the one that we set
up with TableLayout back in the chapter on the classic container classes:

[image: A Form UI, Using TableLayout]

Figure 434: A Form UI, Using TableLayout
We had no means of saying that the column of fields should appear after the
column of labels, as ConstraintLayout did not have anything that mapped to a table’s
“columns”.
And, with ConstraintLayout 1.1.0, we still do not have columns.
But we do have barriers, and for the purposes of this sort of form, they are
close enough:

[image: ConstraintLayout, Using Barriers to Implement Form UI]

Figure 435: ConstraintLayout, Using Barriers to Implement Form UI
Like a Guideline, a Barrier is a virtual element of a ConstraintLayout.
It is used for interpreting constraint rules as part of laying out a ConstraintLayout
and establishing all of its contents’ sizes and positions. A Guideline is
positioned based on a percentage offset from the start or top of the ConstraintLayout.
A Barrier, in contrast, is positioned based on the locations of other widgets
inside that ConstraintLayout.
Here is the ConstraintLayout used to create that form:

<?xml version="1.0" encoding="utf-8"?>
<android.support.constraint.ConstraintLayout android:id="@+id/tableLayout"
  xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:stretchColumns="1">

  <TextView
    android:id="@+id/nameLabel"
    android:layout_width="0dp"
    android:layout_height="wrap_content"
    android:layout_marginLeft="16dp"
    android:layout_marginStart="16dp"
    android:layout_marginTop="31dp"
    android:text="@string/name"
    app:layout_constraintEnd_toStartOf="@+id/name"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toTopOf="parent" />

  <EditText
    android:id="@+id/name"
    android:layout_width="0dp"
    android:layout_height="wrap_content"
    android:inputType="text"
    app:layout_constraintBaseline_toBaselineOf="@+id/nameLabel"
    app:layout_constraintEnd_toEndOf="parent"
    app:layout_constraintStart_toEndOf="@+id/labelBarrier" />

  <TextView
    android:id="@+id/planetLabel"
    android:layout_width="0dp"
    android:layout_height="wrap_content"
    android:layout_marginLeft="16dp"
    android:layout_marginStart="16dp"
    android:text="@string/home_planet"
    app:layout_constraintBaseline_toBaselineOf="@+id/planet"
    app:layout_constraintEnd_toStartOf="@+id/planet"
    app:layout_constraintStart_toStartOf="parent" />

  <EditText
    android:id="@+id/planet"
    android:layout_width="0dp"
    android:layout_height="wrap_content"
    android:inputType="text"
    app:layout_constraintEnd_toEndOf="parent"
    app:layout_constraintStart_toEndOf="@+id/labelBarrier"
    app:layout_constraintTop_toBottomOf="@+id/name" />

  <CheckBox
    android:id="@+id/dev"
    android:layout_width="0dp"
    android:layout_height="wrap_content"
    android:layout_marginTop="11dp"
    android:text="@string/android_programmer"
    app:layout_constraintEnd_toEndOf="@+id/planet"
    app:layout_constraintStart_toEndOf="@+id/labelBarrier"
    app:layout_constraintTop_toBottomOf="@+id/planetLabel" />

  <TextView
    android:id="@+id/foodLabel"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_marginLeft="16dp"
    android:layout_marginStart="16dp"
    android:text="@string/favorite_food"
    app:layout_constraintBaseline_toBaselineOf="@+id/food"
    app:layout_constraintEnd_toStartOf="@+id/food"
    app:layout_constraintStart_toStartOf="parent" />

  <EditText
    android:id="@+id/food"
    android:layout_width="0dp"
    android:layout_height="wrap_content"
    android:inputType="text"
    app:layout_constraintEnd_toEndOf="parent"
    app:layout_constraintStart_toEndOf="@+id/labelBarrier"
    app:layout_constraintTop_toBottomOf="@+id/dev" />

  <Button
    android:id="@+id/something"
    android:layout_width="0dp"
    android:layout_height="wrap_content"
    android:text="@string/do_something"
    app:layout_constraintEnd_toEndOf="parent"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toBottomOf="@+id/food" />

  <android.support.constraint.Barrier
    android:id="@+id/labelBarrier"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    app:barrierDirection="end"
    app:constraint_referenced_ids="nameLabel,planetLabel,foodLabel" />

</android.support.constraint.ConstraintLayout>

(from Containers/Sampler/app/src/main/res/layout/form_cl.xml)
Most of the widgets have conventional constraints, to the edges of the
ConstraintLayout or to other widgets. However, the EditText widgets and
the CheckBox each have app:layout_constraintStart_toEndOf pointing to
labelBarrier. And, as the widget ID suggests, that is a Barrier.
The rules for using a Barrier are:

	Set the width and height each to wrap_content


	Have app:constraint_referenced_ids contain the comma-delimited list of
the base widget ID names of the widgets associated with this barrier

	Have app:barrierDirection indicate what side of those widgets determines
the location of this Barrier



In the sample layout, app:constraint_referenced_ids is set to
nameLabel,planetLabel,foodLabel. Those are the three TextView widgets
serving as our labels. Note that the @id/ or @+id/ prefix is left off
here. If you have widgets that use framework IDs (e.g., @android:id/list),
you can use them with the fully-qualified ID (i.e., with the @android:id/ part),
but they cannot appear at the front of the list.
The sample layout has app:barrierDirection="end". Hence, the Barrier will
be placed at the furthest of the end positions of the three identified
widgets. Anything with a constraint tied to this Barrier will be positioned
relative to that furthest end location.
This allows us to set up what amount to columns in a ConstraintLayout:
associate a Barrier with all of the widgets that belong to the column, setting
the app:barrierDirection value based on whether other widgets need to constrain
themselves to the start or end of the column.
You can add a barrier to your layout via the graphical layout editor, by choosing
“Add Vertical Barrier” or “Add Horizontal Barrier” from the same drop-down that
you used for adding a guideline:

[image: Guideline/Barrier Toolbar Button, With Drop-Down]

Figure 436: Guideline/Barrier Toolbar Button, With Drop-Down
However, it is not obvious how you add widgets to the list referenced in the
app:constraint_referenced_ids via the graphical layout editor.
Disclosing Your Bias
For a given axis, there are roughly three models for how you use constraints
for a given widget:

	Anchor one side of the widget to something based upon that axis
(e.g., app:layout_constraintStart_toStartOf="parent")

	Anchor both sides of the widget to something based upon that axis,
with the size on that axis (e.g., android:layout_width for the horizontal
axis) set to 0dp


	Anchor both sides of the widget to something based upon that axis,
with the size on that axis set to wrap_content or some non-zero dimension


In the first case, the widget is simply attached to the anchor point,
taking any margins into account. In the second case, the widget is stretched
between the two anchor points.
The default for the third case is for the widget to be centered within
the available space between the two anchor points, assuming that its
size on that axis is smaller than the available space. However, we can
use “bias” to slide the widget along that axis away from the center point,
so it appears closer to one end than the other.
Centering a widget within a RelativeLayout is a matter of using
android:layout_centerInParent="true":

<?xml version="1.0" encoding="utf-8"?>
<RelativeLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <Button
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_centerInParent="true"
    android:text="@string/button"/>

</RelativeLayout>


(from Containers/Sampler/app/src/main/res/layout/center_rl.xml)
Centering a widget within a ConstraintLayout is more verbose, requiring
you to anchor all four sides of the widget to the four edges of the
ConstraintLayout:

<?xml version="1.0" encoding="utf-8"?>
<android.support.constraint.ConstraintLayout
  xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <Button
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/button"
    app:layout_constraintBottom_toBottomOf="parent"
    app:layout_constraintEnd_toEndOf="parent"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toTopOf="parent" />

</android.support.constraint.ConstraintLayout>


(from Containers/Sampler/app/src/main/res/layout/center_cl.xml)
However, that verbosity also allows us to apply biases, via
app:layout_constraintHorizontal_bias and
app:layout_constraintVertical_bias:

<?xml version="1.0" encoding="utf-8"?>
<android.support.constraint.ConstraintLayout xmlns:tools="http://schemas.android.com/tools"
  xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <Button
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/button"
    app:layout_constraintBottom_toBottomOf="parent"
    app:layout_constraintEnd_toEndOf="parent"
    app:layout_constraintHorizontal_bias="0.33"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toTopOf="parent"
    app:layout_constraintVertical_bias="0.32999998"
    tools:layout_editor_absoluteX="98dp" />

</android.support.constraint.ConstraintLayout>


(from Containers/Sampler/app/src/main/res/layout/bias_cl.xml)
The default values for the biases are 0.5, meaning that the center point
of the widget is centered evenly between the two anchor points. A bias
of less than 0.5 slides the widget towards the beginning of that axis
(towards the start size of the horizontal axis or the top of the vertical
axis). A bias of higher than 0.5 slides the widget towards the end of that axis.
So, for bias values of 0.33 along each axis, the Button is slid towards
the start and top:

[image: Bias Sample, Using ConstraintLayout]

Figure 437: Bias Sample, Using ConstraintLayout
It is impractical to replicate this using the classic container classes.
LinearLayout comes closest, using something like this:

<?xml version="1.0" encoding="utf-8"?>
<LinearLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:orientation="vertical"
  android:weightSum="100">

  <View
    android:layout_width="match_parent"
    android:layout_height="0dp"
    android:layout_weight="33" />

  <LinearLayout
    android:layout_width="match_parent"
    android:layout_height="0dp"
    android:layout_weight="67"
    android:orientation="horizontal"
    android:weightSum="100">

    <View
      android:layout_width="0dp"
      android:layout_height="match_parent"
      android:layout_weight="33" />

    <Button
      android:layout_width="wrap_content"
      android:layout_height="wrap_content"
      android:text="@string/button" />
  </LinearLayout>

</LinearLayout>


(from Containers/Sampler/app/src/main/res/layout/bias_ll.xml)
Here, we use empty View widgets as spacers, along with weights to get
the proportions the way that we want. However, this puts a corner of
the Button at the appropriate location, not its center. So, compared
to the ConstraintLayout approach, the LinearLayout implementation
is a bit closer to the center:

[image: Bias Sample, Using LinearLayout]

Figure 438: Bias Sample, Using LinearLayout
ConstraintLayout biases are not limited to constraints placed against the
ConstraintLayout edges. You can apply biases based on constraints tied to
guidelines or other widgets as well:

<?xml version="1.0" encoding="utf-8"?>
<android.support.constraint.ConstraintLayout xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <Button
    android:id="@+id/button3"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/button"
    app:layout_constraintBottom_toBottomOf="parent"
    app:layout_constraintEnd_toEndOf="@+id/guideline"
    app:layout_constraintHorizontal_bias="0.1"
    app:layout_constraintLeft_toLeftOf="parent"
    app:layout_constraintRight_toRightOf="@+id/guideline"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toTopOf="parent"
    app:layout_constraintVertical_bias="0.25" />

  <android.support.constraint.Guideline
    android:id="@+id/guideline"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:orientation="vertical"
    app:layout_constraintGuide_percent=".50" />

  <Button
    android:id="@+id/button2"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/btn_other"
    app:layout_constraintHorizontal_bias="0.8"
    app:layout_constraintLeft_toRightOf="@+id/button3"
    app:layout_constraintRight_toRightOf="parent"
    app:layout_constraintTop_toTopOf="@+id/button3" />

</android.support.constraint.ConstraintLayout>


(from Containers/Sampler/app/src/main/res/layout/bias_peers_cl.xml)
Here we have a ConstraintLayout with two buttons. The “Button!” button has
two biases:

	A vertical bias to place it at the 25% mark from the top

	A horizontal bias to place it at the 10% mark between the screen edge and a
center Guideline



The “Other Button!” button has a horizontal bias to place it at the 80% mark
between the edge of the first button and the screen edge.
The buttons are positioned with those biases applied:

[image: Biases with Widgets, Guidelines, and Edges]

Figure 439: Biases with Widgets, Guidelines, and Edges
The configuration tool atop the Attributes pane lets you control the
bias, by adjusting the slider for the bias to apply to that particular axis:

[image: Configuration Thingy, Showing 33% Bias]

Figure 440: Configuration Thingy, Showing 33% Bias
Centering Yourself
Sometimes, we want to have one widget be centered upon another widget.
This could be in either direction: horizontal centering or vertical
centering.
The classic way to approximate this would involve you wrapping those two
widgets in a container, then use android:layout_gravity to ask
each of those widgets to center itself within the container:

<?xml version="1.0" encoding="utf-8"?>
<LinearLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="wrap_content"
  android:layout_height="wrap_content"
  android:orientation="vertical">

  <Button
    android:id="@+id/button"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_gravity="center_horizontal"
    android:layout_marginTop="16dp"
    android:text="@string/button" />

  <Button
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_gravity="center_horizontal"
    android:layout_marginTop="16dp"
    android:text="@string/another_button" />

</LinearLayout>


(from Containers/Sampler/app/src/main/res/layout/center_align_ll.xml)

[image: Center Alignment, Using LinearLayout]

Figure 441: Center Alignment, Using LinearLayout
However, this approach has flaws:

	This actually centers the smaller widget on the larger one. In this
case, the bottom Button has a larger caption, and so the smaller (top)
Button is centered within the larger (bottom) Button.

	It requires that the two widgets be wrapped in a container, which
may make it more difficult for those widgets to be positioned overall
within the layout. They have to be moved in unison, rather than treated
separately (other than for the center alignment aspect). This extra
container also consumes heap size, rendering time, etc.


Using ConstraintLayout, we can just have rules that enforce the
center alignment, along with all the rest of our rules, without the
need for the additional container.
The trick is to simply have the dependent widget constrain its edges
to match the edges of the independent widget. So, if we wanted to say
that the bottom Button should be centered on the top Button, we get
this:

<?xml version="1.0" encoding="utf-8"?>
<android.support.constraint.ConstraintLayout
  xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto"
  android:layout_width="wrap_content"
  android:layout_height="wrap_content">

  <Button
    android:id="@+id/button"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_marginTop="16dp"
    android:text="@string/button"
    app:layout_constraintEnd_toEndOf="parent"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toTopOf="parent" />

  <Button
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_marginTop="16dp"
    android:text="@string/another_button"
    app:layout_constraintEnd_toEndOf="@id/button"
    app:layout_constraintStart_toStartOf="@id/button"
    app:layout_constraintTop_toBottomOf="@id/button" />

</android.support.constraint.ConstraintLayout>


(from Containers/Sampler/app/src/main/res/layout/center_align_cl.xml)
The top Button centers itself within the ConstraintLayout and anchors
itself to the top of the ConstraintLayout.
The bottom Button uses app:layout_constraintStart_toStartOf and
app:layout_constraintEnd_toEndOf to align its edges with
those of the top Button. However, its width is set to wrap_content,
so the size of the Button will not change. Instead, those rules are
treated as meaning that the bottom Button should be centered on the
top Button.
In essence, both Button widgets are doing the same thing: using
app:layout_constraintStart_toStartOf and
app:layout_constraintEnd_toEndOf to center themselves. The difference
is that the top Button is centering itself inside the ConstraintLayout,
while the bottom Button is centering itself on the top Button.

[image: Center Alignment, Using ConstraintLayout]

Figure 442: Center Alignment, Using ConstraintLayout
Assuming that we are putting the ConstraintLayout to other good uses,
managing the position and size of other widgets, we are avoiding having
a dedicated container for these two widgets. This has the potential to
be more efficient and more flexible.
Keeping Things Proportional
Occasionally, we have a widget that we want to have a particular aspect
ratio. That is relatively unusual. Perhaps the most common case is
an ImageView, where you know in advance what the aspect ratio of the
image is and you want to have the ImageView be sized to match.
ConstraintLayout offers an app:layout_constraintDimensionRatio that
can help here.
To use the dimension ratio constraint, you need to pick one axis to
have a known size (e.g., wrap_content). The other axis needs a size
of 0dp. Then, app:layout_constraintDimensionRatio will scale
the widget along the 0dp axis to match the specified aspect ratio:

<?xml version="1.0" encoding="utf-8"?>
<android.support.constraint.ConstraintLayout
  xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <ImageView
    android:layout_width="wrap_content"
    android:layout_height="0dp"
    android:src="@drawable/freedom_tower"
    app:layout_constraintBottom_toBottomOf="parent"
    app:layout_constraintDimensionRatio="4:3"
    app:layout_constraintEnd_toEndOf="parent"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toTopOf="parent" />

</android.support.constraint.ConstraintLayout>


(from Containers/Sampler/app/src/main/res/layout/aspect_cl.xml)
Alternatively, you could have both axes have a size of 0dp, and use
an H, or W, prefix on the ratio to indicate which axis is the one
that should be constrained (e.g., W,4:3).
Constraining Sizes
As an expression of a width or height, wrap_content is nice. It adapts automatically
to whatever the content is. However, sometimes the content is really small or really
large, at which point wrap_content becomes a bit of a problem. Sometimes, we
can address this by abandoning wrap_content and using other sorts of
constraints. Other times, we can address this by setting minimum and maximum
sizes, so that wrap_content stays within those bounds.
How that works varies based upon what you need to limit: widgets inside of the
ConstraintLayout, or the ConstraintLayout itself.
…of Children of the ConstraintLayout
For widgets with android:layout_width of 0dp, you can use
app:layout_constraintWidth_min and app:layout_constraintWidth_max to put
boundaries as to how big or how small the actual size will be. This runs counter
to the default behavior of 0dp, which is to stretch the widget horizontally between
relevant constraints. It appears — based on some poorly-written documentation –
that this also works if you use wrap_content for the width, but you then need
to also have app:layout_constrainedWidth="true" to opt into this behavior.
There is a similar app:layout_constraintHeight_min and app:layout_constraintHeight_max
pair of attributes for constraining the height. And, as with the width, this
works for 0dp heights “out of the box”, and perhaps for wrap_content
heights if you opt in via app:layout_constrainedHeight="true"
For example, this ConstraintLayout contains two TextView children:

<?xml version="1.0" encoding="utf-8"?>
<android.support.constraint.ConstraintLayout xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <TextView
    android:id="@+id/first"
    android:layout_width="0dp"
    android:layout_height="wrap_content"
    android:layout_marginEnd="8dp"
    android:layout_marginLeft="8dp"
    android:layout_marginRight="8dp"
    android:layout_marginStart="8dp"
    android:layout_marginTop="8dp"
    android:ellipsize="end"
    android:text="@string/jabberwocky"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintEnd_toEndOf="parent"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toTopOf="parent" />

  <TextView
    android:id="@+id/second"
    android:layout_width="0dp"
    android:layout_height="0dp"
    android:layout_marginBottom="8dp"
    android:layout_marginEnd="8dp"
    android:layout_marginLeft="8dp"
    android:layout_marginRight="8dp"
    android:layout_marginStart="8dp"
    android:layout_marginTop="8dp"
    android:ellipsize="end"
    android:text="@string/jabberwocky"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintBottom_toBottomOf="parent"
    app:layout_constraintEnd_toEndOf="parent"
    app:layout_constraintHeight_min="80sp"
    app:layout_constraintHeight_max="160sp"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toBottomOf="@id/first"
    app:layout_constraintWidth_max="160sp" />
</android.support.constraint.ConstraintLayout>

(from Containers/Sampler/app/src/main/res/layout/childsize_cl.xml)
Both have their text set to a passage from Lewis Carroll’s “The Jabberwocky”:

’Twas brillig, and the slithy toves, Did gyre and gimble in the wabe; All mimsy were the borogoves, And the mome raths outgrabe.


The top widget has its height set to wrap_content and its width set to 0dp.
It also has constraints to tie it to the top, start, and end of the ConstraintLayout.
As a result, it happily occupies the space needed to show the entire text:

[image: ConstraintLayout, with Constrained Size of Second Child]

Figure 443: ConstraintLayout, with Constrained Size of Second Child
The bottom widget has its height and width both set to 0dp. It has constraints
to tie it to the start, end, and bottom of the ConstraintLayout, plus positioning
it below the top TextView. Given the 0dp width and height, you would expect
it to fill all remaining space and show the entire snippet of prose.
However, this widget also has three size constraints:

	app:layout_constraintHeight_min="80sp"

	app:layout_constraintHeight_max="160sp"

	app:layout_constraintWidth_max="160sp"


As a result, the TextView is kept within those bounds, and as a result
not all of the text can be seen. It is not clear exactly how ConstraintLayout
chooses the actual size between the minimum and maximum values though.
…of the ConstraintLayout Itself
To control the size of the ConstraintLayout itself, we can use the following attributes:








  	If This Is wrap_content…
  	…Then You Can Use






  	android:layout_width
  	
android:minWidth and android:maxWidth




  	android:layout_height
  	
android:minHeight and android:maxHeight





Each takes a dimension and works pretty much as you might expect from
the attribute names.
This layout uses all four of those:

<?xml version="1.0" encoding="utf-8"?>
<FrameLayout xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <android.support.constraint.ConstraintLayout
    android:id="@+id/first"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_gravity="center"
    android:layout_marginEnd="8dp"
    android:layout_marginLeft="8dp"
    android:layout_marginRight="8dp"
    android:layout_marginStart="8dp"
    android:layout_marginTop="8dp"
    android:maxHeight="160dp"
    android:maxWidth="160dp"
    android:minHeight="80dp"
    android:minWidth="80dp">

    <TextView
      android:layout_width="wrap_content"
      android:layout_height="wrap_content"
      android:ellipsize="end"
      android:text="@string/jabberwocky"
      android:textAppearance="?android:attr/textAppearanceLarge"
      app:layout_constraintBottom_toBottomOf="parent"
      app:layout_constraintEnd_toEndOf="parent"
      app:layout_constraintStart_toStartOf="parent"
      app:layout_constraintTop_toTopOf="parent" />
  </android.support.constraint.ConstraintLayout>
</FrameLayout>

(from Containers/Sampler/app/src/main/res/layout/size_cl.xml)
Here, the ConstraintLayout is centered within a FrameLayout. The width and
height officially are wrap_content, but the minimum and maximum for each
is set to 80dp and 160dp, respectively.
The results are somewhat unexpected:

[image: ConstraintLayout, with Constrained Size]

Figure 444: ConstraintLayout, with Constrained Size
Given that there is more text, and that the TextView itself is not limited
by android:maxLines or something, one might expect a 160dp x 160dp allocation
for the ConstraintLayout. Instead, the height is left at 80dp, for unclear reasons.
Chains, Without the Whips
Chains represent a linked series of widgets in a row or column inside of
a ConstraintLayout. You can then set up some rules for how the entire chain
should be rendered, such as how to handle whitespace between those widgets.
How Do We Set up a Chain?
A chain is an implicit structure. There is no app:chainId or similar mechanism
to identify chains.
Rather, a chain is defined any time there are 2 widgets with mutual constraints,
such as the left side of one widget being tied to the right side of the other
widget, and vice-versa.
A chain itself can be as many widgets as needed, so long as pair-wise
they have the mutual constraints. So, for example, here is a chain containing
three Button widgets:

  <Button
    android:id="@+id/button1a"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="1"
    app:layout_constraintBottom_toBottomOf="parent"
    app:layout_constraintHorizontal_chainStyle="spread"
    app:layout_constraintEnd_toStartOf="@+id/button2a"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toTopOf="parent"
    app:layout_constraintVertical_bias="0.1" />

  <Button
    android:id="@+id/button2a"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="2"
    app:layout_constraintBaseline_toBaselineOf="@+id/button1a"
    app:layout_constraintStart_toEndOf="@+id/button1a"
    app:layout_constraintEnd_toStartOf="@+id/button3a" />

  <Button
    android:id="@+id/button3a"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="3"
    app:layout_constraintBaseline_toBaselineOf="@+id/button2a"
    app:layout_constraintStart_toEndOf="@+id/button2a"
    app:layout_constraintEnd_toEndOf="parent" />


(from Containers/Sampler/app/src/main/res/layout/chains_cl.xml)
button1a and button2a have their horizontal constraints connected to each other,
as do button2a and button3a. Hence, the three widgets represent a single chain.
Styles of Chains
Configuring a chain comes in part by adding a “chain style” attribute to the head
of the chain. The head is defined as the left-most widget in a horizontal chain
(e.g., button1a) or the top-most widget in a vertical chain.
Spread
If you do not otherwise specify on a chain, the chain style is “spread”. By
default, this means that whitespace should be allocated between the widgets
in the chain and outside the ends of the chain. And, by default, that allocation
is even, so the space between each widget in the chain is the same, and the same
amount of space appears outside the chain on either side.
That’s what we get from the chain shown above:

[image: Spread Chain]

Figure 445: Spread Chain
The chain head (button1a) has app:layout_constraintHorizontal_chainStyle="spread"
to positively declare that this chain has a spread style, though this is unnecessary,
as this is the default chain behavior.
Spread-Inside
A spread_inside chain style is similar to spread, except that there is no whitespace
added to either end of the chain. All whitespace goes between the pairs of widgets.

[image: Spread-Inside Chain]

Figure 446: Spread-Inside Chain
Packed
Conversely, a packed chain style puts all the whitespace on either end of the
chain, having the widgets directly adjacent to each other:

[image: Packed Chain]

Figure 447: Packed Chain
Chains and Biases
Spread and packed chains — ones where there is whitespace outside the chain –
respond to biases, where a bias slides the entire chain to a given side by
allocating the whitespace non-equally.
For example, here is a biased packed chain:

  <Button
    android:id="@+id/button1e"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="1"
    app:layout_constraintBottom_toBottomOf="parent"
    app:layout_constraintHorizontal_bias="0.8"
    app:layout_constraintHorizontal_chainStyle="packed"
    app:layout_constraintEnd_toStartOf="@+id/button2e"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toTopOf="parent"
    app:layout_constraintVertical_bias="0.9" />

  <Button
    android:id="@+id/button2e"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="2"
    app:layout_constraintBaseline_toBaselineOf="@+id/button1e"
    app:layout_constraintStart_toEndOf="@+id/button1e"
    app:layout_constraintEnd_toStartOf="@+id/button3e" />

  <Button
    android:id="@+id/button3e"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="3"
    app:layout_constraintBaseline_toBaselineOf="@+id/button2e"
    app:layout_constraintStart_toEndOf="@+id/button2e"
    app:layout_constraintEnd_toEndOf="parent" />


(from Containers/Sampler/app/src/main/res/layout/chains_cl.xml)
Here, the chain head has app:layout_constraintHorizontal_bias="0.8", sliding
the entire packed chain to the right:

[image: Packed Chain with Horizontal Bias]

Figure 448: Packed Chain with Horizontal Bias
Chains and Weights
Spread and spread-inside chains — ones where there is whitespace inside the
chain — respond to weights, reminiscent of the weights used with LinearLayout.
Simply marking the widget as having a width (or height, for vertical chains)
of 0dp causes that widget to absorb the whitespace:

  <Button
    android:id="@+id/button1c"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="1"
    app:layout_constraintBottom_toBottomOf="parent"
    app:layout_constraintHorizontal_chainStyle="spread_inside"
    app:layout_constraintEnd_toStartOf="@+id/button2c"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toTopOf="parent"
    app:layout_constraintVertical_bias="0.5" />

  <Button
    android:id="@+id/button2c"
    android:layout_width="0dp"
    android:layout_height="wrap_content"
    android:text="2"
    app:layout_constraintBaseline_toBaselineOf="@+id/button1c"
    app:layout_constraintStart_toEndOf="@+id/button1c"
    app:layout_constraintEnd_toStartOf="@+id/button3c" />

  <Button
    android:id="@+id/button3c"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="3"
    app:layout_constraintBaseline_toBaselineOf="@+id/button2c"
    app:layout_constraintStart_toEndOf="@+id/button2c"
    app:layout_constraintEnd_toEndOf="parent" />


(from Containers/Sampler/app/src/main/res/layout/chains_cl.xml)

[image: Spread-Inside Chain, With Middle Button Filling Space]

Figure 449: Spread-Inside Chain, With Middle Button Filling Space
If two or more widgets use 0dp this way, they will divide the space equally,
by default. Using app:layout_constraintHorizontal_weight or
app:layout_constraintVertical_weight on the affected widgets can be used to
divide the space on a weighted basis (e.g., giving one widget twice the
space of another).
Going in a Circle
Ordinary constraints work on the classic X/Y axes that dominate most of
2D UI design.
ConstraintLayout adds circular constraints, which allow you to position widgets
based on angles and radii. Most apps will have no need for this, though a few will.
For example, maybe you need something akin to a compass rose:

[image: ConstraintLayout, Showing Circular Constraints]

Figure 450: ConstraintLayout, Showing Circular Constraints
Setting up the four cardinal directions (north, south, east, west) using X/Y
axes would be trivial. Setting up the other four directions would be a bit
more complicated. And setting up widgets in other positions — such as the twelve
positions of a classic analog clock dial — would get you into some trigonometry
to work out the X/Y positions to use.
With ConstraintLayout, it is much simpler.
Each child to be constrained using circular constraints need three attributes:

	
app:layout_constraintCircle, providing the ID of the widget that is at the
center of the circle

	
app:layout_constraintCircleRadius, with a dimension indicating how far away
the widget is from that center

	
app:layout_constraintCircleAngle, with a value between 0 and 359, measuring
the angle in degrees, with 0 representing “up” or “north”


This crude compass rose has a single circle, so all of the app:layout_constraintCircle
and app:layout_constraintCircleRadius values can remain the same. The only thing
that varies is the angle:

<?xml version="1.0" encoding="utf-8"?>
<android.support.constraint.ConstraintLayout xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <ImageView
    android:id="@+id/compass"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_marginBottom="8dp"
    android:layout_marginEnd="8dp"
    android:layout_marginLeft="8dp"
    android:layout_marginRight="8dp"
    android:layout_marginStart="8dp"
    android:layout_marginTop="8dp"
    android:src="@drawable/ic_location_searching_black_24dp"
    app:layout_constraintBottom_toBottomOf="parent"
    app:layout_constraintEnd_toEndOf="parent"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toTopOf="parent" />

  <TextView
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/northeast"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintCircle="@id/compass"
    app:layout_constraintCircleAngle="45"
    app:layout_constraintCircleRadius="@dimen/radius" />

  <TextView
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/east"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintCircle="@id/compass"
    app:layout_constraintCircleAngle="90"
    app:layout_constraintCircleRadius="@dimen/radius" />

  <TextView
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/southeast"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintCircle="@id/compass"
    app:layout_constraintCircleAngle="135"
    app:layout_constraintCircleRadius="@dimen/radius" />

  <TextView
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/south"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintCircle="@id/compass"
    app:layout_constraintCircleAngle="180"
    app:layout_constraintCircleRadius="@dimen/radius" />

  <TextView
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/southwest"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintCircle="@id/compass"
    app:layout_constraintCircleAngle="225"
    app:layout_constraintCircleRadius="@dimen/radius" />

  <TextView
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/west"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintCircle="@id/compass"
    app:layout_constraintCircleAngle="270"
    app:layout_constraintCircleRadius="@dimen/radius" />

  <TextView
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/northwest"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintCircle="@id/compass"
    app:layout_constraintCircleAngle="315"
    app:layout_constraintCircleRadius="@dimen/radius" />

  <TextView
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/north"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintCircle="@id/compass"
    app:layout_constraintCircleAngle="0"
    app:layout_constraintCircleRadius="@dimen/radius" />
</android.support.constraint.ConstraintLayout>

(from Containers/Sampler/app/src/main/res/layout/circle_cl.xml)
Groups of Views… But Not ViewGroups
One of the side benefits of having widgets be in a container is that you can
toggle the visibility of the container, thereby affecting the visibility of
all of those widgets. However, this only works if the contents of the container
are exactly what need to be toggled this way, with no extra widgets or widgets
that are outside of the container.
ConstraintLayout offers a Group facility that allows you to logically
group widgets together for visibility control, but does not otherwise affect
their layout rules. To do this, simply have a Group in your layout with
an app:constraint_referenced_ids attribute that lists the widgets that belong
to the group. As we saw in the section on barriers,
app:constraint_referenced_ids contains a comma-delimited list of widget names,
without the @id/ or @+id/ prefixes. If you give the Group its own ID, you
can retrieve it via findViewById() at runtime and toggle the visibility.
For example, this layout is a near-clone of the circular constraints one
from above. The difference is that the center is now an ImageButton and
a Group appears at the bottom:

<?xml version="1.0" encoding="utf-8"?>
<android.support.constraint.ConstraintLayout xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <ImageButton
    android:id="@+id/compassButton"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_marginBottom="8dp"
    android:layout_marginEnd="8dp"
    android:layout_marginLeft="8dp"
    android:layout_marginRight="8dp"
    android:layout_marginStart="8dp"
    android:layout_marginTop="8dp"
    android:src="@drawable/ic_location_searching_black_24dp"
    app:layout_constraintBottom_toBottomOf="parent"
    app:layout_constraintEnd_toEndOf="parent"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toTopOf="parent" />

  <TextView android:id="@+id/northeast"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/northeast"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintCircle="@id/compassButton"
    app:layout_constraintCircleAngle="45"
    app:layout_constraintCircleRadius="@dimen/radius" />

  <TextView android:id="@+id/east"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/east"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintCircle="@id/compassButton"
    app:layout_constraintCircleAngle="90"
    app:layout_constraintCircleRadius="@dimen/radius" />

  <TextView android:id="@+id/southeast"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/southeast"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintCircle="@id/compassButton"
    app:layout_constraintCircleAngle="135"
    app:layout_constraintCircleRadius="@dimen/radius" />

  <TextView android:id="@+id/south"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/south"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintCircle="@id/compassButton"
    app:layout_constraintCircleAngle="180"
    app:layout_constraintCircleRadius="@dimen/radius" />

  <TextView android:id="@+id/southwest"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/southwest"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintCircle="@id/compassButton"
    app:layout_constraintCircleAngle="225"
    app:layout_constraintCircleRadius="@dimen/radius" />

  <TextView android:id="@+id/west"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/west"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintCircle="@id/compassButton"
    app:layout_constraintCircleAngle="270"
    app:layout_constraintCircleRadius="@dimen/radius" />

  <TextView android:id="@+id/northwest"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/northwest"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintCircle="@id/compassButton"
    app:layout_constraintCircleAngle="315"
    app:layout_constraintCircleRadius="@dimen/radius" />

  <TextView android:id="@+id/north"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:text="@string/north"
    android:textAppearance="?android:attr/textAppearanceLarge"
    app:layout_constraintCircle="@id/compassButton"
    app:layout_constraintCircleAngle="0"
    app:layout_constraintCircleRadius="@dimen/radius" />

  <android.support.constraint.Group android:id="@+id/directions"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:visibility="visible"
    app:constraint_referenced_ids="north,northeast,east,southeast,south,southwest,west,northwest"/>
</android.support.constraint.ConstraintLayout>

(from Containers/Sampler/app/src/main/res/layout/group_cl.xml)
This app uses a ViewPager, with fragments for each page, with one page
per layout. As part of setting up that fragment, we check to see if there is
a compassButton widget and, if so, set up an OnClickListener (via a lambda
expression) to toggle the group visibility:

    @Override
    public void onViewCreated(@NonNull View view,
                              @Nullable Bundle savedInstanceState) {
      View compassButton=view.findViewById(R.id.compassButton);

      if (compassButton!=null) {
        compassButton.setOnClickListener(v -> {
          View group=view.findViewById(R.id.directions);

          if (group.getVisibility()==View.VISIBLE) {
            group.setVisibility(View.GONE);
          }
          else {
            group.setVisibility(View.VISIBLE);
          }
        });
      }
    }


(from Containers/Sampler/app/src/main/java/com/commonsware/android/containers/sampler/MainActivity.java)
The result is that when the user clicks the button, the eight direction
labels either disappear or re-appear, as appropriate.
Note that there is a bug that
limits Group to VISIBLE and GONE visibility states. It does not work with
INVISIBLE.
SQLite Databases
Besides SharedPreferences and your own file structures, the third primary
means of persisting data locally on Android is via SQLite. For many applications,
SQLite is the app’s backbone, whether it is used directly or via some
third-party wrapper.
This chapter will focus on how you can directly work with SQLite to store
relational data.
Introducing SQLite
SQLite is a very popular embedded database, as it
combines a clean SQL interface with a very small memory footprint and decent
speed. Moreover, it is public domain, so everyone can use it. Lots of firms
(Adobe, Apple, Google, Symbian) and open source projects (Mozilla, PHP,
Python) all ship products with SQLite.
For Android, SQLite is “baked into” the Android runtime, so every Android
application can create SQLite databases. Since SQLite uses a SQL interface, it
is fairly straightforward to use for people with experience in other SQL-based
databases. However, its native API is not JDBC, and JDBC might be too much
overhead for a memory-limited device like a phone, anyway. Hence, Android
programmers have a different API to learn — the good news being is that it
is not that difficult.
This chapter will cover the basics of SQLite use in the context of working on
Android. It by no means is a thorough coverage of SQLite as a whole. If you
want to learn more about SQLite, the SQLite Web site
may help.
Thinking About Schemas
SQLite is a typical relational database, containing tables (themselves consisting
of rows and columns), indexes, and so on. Your application will need its own
set of tables and so forth for holding whatever data you wish to hold. This
structure is generally referred to as a “schema”.
It is likely that your schema will need to change over time. You might add
new tables or columns in support of new features. Or, you might significantly
reorganize your data structure and wind up dropping some tables while moving
the data into new ones.
As a result, when you ship an update to your application to your users, not
only will your Java code change, but the expectations of that Java code
will change as well, with respect to what your database schema will look like.
Version 1 of your app will use your original schema, but by the time you
ship, say, version 5 of the app, you might need an adjusted schema.
Android has facilities to assist you with handling changing database schemas,
mostly centered around the SQLiteOpenHelper class.
Start with a Helper
SQLiteOpenHelper is designed to consolidate your code related to two
very common problems:

	What happens the very first time when your app is run on a device after
it is installed? At this point, we do not yet have a database, and so you
will need to create your tables, indexes, starter data, and so on.

	What happens the very first time when an upgraded version of your app
is run on a device, where the upgraded version is expecting a newer database
schema? Your database will still be on the old schema from the older edition
of the app. You will need to have a chance to alter the database schema
to match the needs of the rest of your app.


SQLiteOpenHelper wraps up the logic to create and upgrade a
database, per your specifications, as needed by your application. You will need
to create a custom subclass of SQLiteOpenHelper, implementing three methods
at minimum:

	The constructor, chaining upward to the SQLiteOpenHelper constructor. This
takes the Context (e.g., an Activity), the name of the database, an
optional cursor factory (typically, just pass null), and an integer
representing the version of the database schema you are using (typically start
at 1 and increment from there).

	
onCreate(), called when there is no database and your app needs one,
which passes you a SQLiteDatabase object, pointing at a newly-created database,
that you use to populate with tables and initial data, as appropriate.

	
onUpgrade(), called when the schema version you are seeking does not
match the schema version of the database, which passes you a SQLiteDatabase
object and the old and
new version numbers, so you can figure out how best to convert the database
from the old schema to the new one.


To see how all this SQLite stuff works in practice, we will examine the
Database/ConstantsROWID
sample application. This application pulls a bunch of gravitational constants
from the SensorManager class, puts them in a database table, displays them
in a ListFragment, and allows the user to add new ones via the action
bar.
First, we need a SQLiteOpenHelper subclass, here named DatabaseHelper.
The DatabaseHelper constructor chains to the superclass and supplies the
name of the database (held in a DATABASE_NAME static data member) and the
version number of our database schema (held in SCHEMA):

public class DatabaseHelper extends SQLiteOpenHelper {
  private static final String DATABASE_NAME="constants.db";
  private static final int SCHEMA=1;
  static final String TITLE="title";
  static final String VALUE="value";
  static final String TABLE="constants";

  public DatabaseHelper(Context context) {
    super(context, DATABASE_NAME, null, SCHEMA);
  }


(from Database/ConstantsROWID/app/src/main/java/com/commonsware/android/constants/DatabaseHelper.java)
We also need an onCreate() method, which will be called and passed a
SQLiteDatabase object when a database needs to be newly created. Below you
will see the DatabaseHelper implementation of onCreate(), though we will
get into how it is using the SQLiteDatabase object more later in this chapter:

  @Override
  public void onCreate(SQLiteDatabase db) {
    db.execSQL("CREATE TABLE constants (title TEXT, value REAL);");

    ContentValues cv=new ContentValues();

    cv.put(TITLE, "Gravity, Death Star I");
    cv.put(VALUE, SensorManager.GRAVITY_DEATH_STAR_I);
    db.insert(TABLE, TITLE, cv);

    cv.put(TITLE, "Gravity, Earth");
    cv.put(VALUE, SensorManager.GRAVITY_EARTH);
    db.insert(TABLE, TITLE, cv);

    cv.put(TITLE, "Gravity, Jupiter");
    cv.put(VALUE, SensorManager.GRAVITY_JUPITER);
    db.insert(TABLE, TITLE, cv);

    cv.put(TITLE, "Gravity, Mars");
    cv.put(VALUE, SensorManager.GRAVITY_MARS);
    db.insert(TABLE, TITLE, cv);

    cv.put(TITLE, "Gravity, Mercury");
    cv.put(VALUE, SensorManager.GRAVITY_MERCURY);
    db.insert(TABLE, TITLE, cv);

    cv.put(TITLE, "Gravity, Moon");
    cv.put(VALUE, SensorManager.GRAVITY_MOON);
    db.insert(TABLE, TITLE, cv);

    cv.put(TITLE, "Gravity, Neptune");
    cv.put(VALUE, SensorManager.GRAVITY_NEPTUNE);
    db.insert(TABLE, TITLE, cv);

    cv.put(TITLE, "Gravity, Pluto");
    cv.put(VALUE, SensorManager.GRAVITY_PLUTO);
    db.insert(TABLE, TITLE, cv);

    cv.put(TITLE, "Gravity, Saturn");
    cv.put(VALUE, SensorManager.GRAVITY_SATURN);
    db.insert(TABLE, TITLE, cv);

    cv.put(TITLE, "Gravity, Sun");
    cv.put(VALUE, SensorManager.GRAVITY_SUN);
    db.insert(TABLE, TITLE, cv);

    cv.put(TITLE, "Gravity, The Island");
    cv.put(VALUE, SensorManager.GRAVITY_THE_ISLAND);
    db.insert(TABLE, TITLE, cv);

    cv.put(TITLE, "Gravity, Uranus");
    cv.put(VALUE, SensorManager.GRAVITY_URANUS);
    db.insert(TABLE, TITLE, cv);

    cv.put(TITLE, "Gravity, Venus");
    cv.put(VALUE, SensorManager.GRAVITY_VENUS);
    db.insert(TABLE, TITLE, cv);
  }


(from Database/ConstantsROWID/app/src/main/java/com/commonsware/android/constants/DatabaseHelper.java)
Suffice it to say for the moment that it is creating a constants table and
inserting several rows into it, all wrapped in a transaction.
We also need onUpgrade()… even though it should never be called right now:

  @Override
  public void onUpgrade(SQLiteDatabase db, int oldVersion,
                        int newVersion) {
    throw new RuntimeException("How did we get here?");
  }


(from Database/ConstantsROWID/app/src/main/java/com/commonsware/android/constants/DatabaseHelper.java)
After all, right now, we only have one version of our schema (1) and therefore
will have no need to upgrade. If, in the future, we change SCHEMA to a higher
value (e.g., 2), and we upgrade our app on a device that had previously been
run with our earlier schema, then we will be called with onUpgrade(). We are
passed the old and new schema versions, so we know what needs to be upgraded.
Bear in mind that users do not necessarily have to take on each of your application
updates, and so you might find that a user skipped a schema version:

	You release an app on Monday, with schema version 1


	A user installs your app on Tuesday and runs it, creating a database via onCreate()


	You release an upgraded app on Wednesday, with schema version 2


	You release yet another upgrade on Thursday, with schema version 3


	The user installs your upgrade, now needing a schema version 3 database
instead of the version 1 presently on the device, triggering a call to
onUpgrade()



There are two other methods you can elect to override in your
SQLiteOpenHelper, if you feel the need:

	You can override onOpen(), to get control when somebody opens this
database. Usually, this is not required.

	Android 3.0 introduced onDowngrade(), which will be called if the code
requests an older schema than what is in the database presently. This is the
converse of onUpgrade() — if your version numbers differ, one of these
two methods will be invoked. Since normally you are moving forward with
updates, you can usually skip onDowngrade().


Employing Your Helper
To use your SQLiteOpenHelper subclass, create and hold onto an instance of
it. Then, when you need a SQLiteDatabase object to do queries or data
modifications, ask your SQLiteOpenHelper to getReadableDatabase() or
getWritableDatabase(), depending upon whether or not you will be changing
its contents.
For example, the ConstantsFragment from the sample app creates a DatabaseHelper
instance in onViewCreated() and holds onto it in a data member:

      db=new DatabaseHelper(getActivity());


(from Database/ConstantsROWID/app/src/main/java/com/commonsware/android/constants/ConstantsFragment.java)
When you are done with the database (e.g., your activity is being closed),
simply call close() on your SQLiteOpenHelper to release your connection, as
ConstantsFragment does (among other things) in onDestroy():

  @Override
  public void onDestroy() {
    if (task!=null) {
      task.cancel(false);
    }

    ((CursorAdapter)getListAdapter()).getCursor().close();
    db.close();

    super.onDestroy();
  }


(from Database/ConstantsROWID/app/src/main/java/com/commonsware/android/constants/ConstantsFragment.java)
(we will explore those “other things” in a bit)
Where to Hold a Helper
For trivial apps, like the one profiled in this chapter, holding a SQLiteOpenHelper
in a data member of your one-and-only activity is fine.
If, however, you have multiple components — such as multiple activities –
all needing to use the database, you are much better served having a
singleton instance of your SQLiteOpenHelper, compared to having each activity
have its own instance.
The reason is threading.
You really should do your database I/O on background threads. Opening a database
is cheap, but working with it (queries, inserts, etc.) is not. The SQLiteDatabase
object managed by SQLiteOpenHelper is thread-safe… so long as all threads
are using the same instance.
For singleton objects that depend upon a Context, like SQLiteOpenHelper,
rather than create the object using a garden-variety Context like an
Activity, you really should create it with an Application. There is a singleton
instance of a Context, in the form of the Application subclass, created
in your process moments after it is started. You can retrieve this singleton
by calling getApplicationContext() on any other Context. The advantage of
using Application is memory leaks: if you put a SQLiteOpenHelper in a singleton,
and use, say, an Activity to create it, then the Activity might not be
able to be garbage-collected, because the SQLiteOpenHelper keeps a strong
reference to it. Since Application is itself a singleton (and, hence, is
“pre-leaked”, so to speak), the risks of a memory leak diminish significantly.
So, instead of:


db=new DatabaseHelper(getActivity());


in a fragment, with db as a data member, you might have:


db=new DatabaseHelper(getActivity().getApplicationContext());


with db as a static data member, shared by multiple activities or other
components.
Getting Data Out
One popular thing to do with a database is to get data out of it. Android has
a few ways you can execute a query on a SQLiteDatabase (from your
SQLiteOpenHelper), along with some classes, like CursorAdapter, to help
you use the results you get back.
Your Query Options
In most cases, your simplest option for executing a query is to call rawQuery()
on the SQLiteDatabase. This takes two parameters:

	A SQL SELECT statement (or anything else that returns a result set), optionally
with ? characters in the WHERE clause (or ORDER BY or similar clauses)
representing parameters to be bound at runtime

	An optional String array of the parameters to be used to replace the ? characters
in the query


If you do not use the ? position parameter syntax in your query, you are welcome
to pass null as the second parameter to rawQuery().
The nice thing about rawQuery() is that any valid SQL syntax works, so long
as it returns a result set. You are welcome to use joins, sub-selects, and so
on without issue.
There are two other query options — query() and SQLiteQueryBuilder. These
both build up a SQL SELECT statement from its component parts (e.g., name
of the table to query, WHERE clause and positional parameters). These
are more cumbersome to use, particularly with complex SELECT statements.
Mostly, they would be used in cases where, for one reason or another, you do
not know the precise query at compile time and find it easier to use
these facilities to construct the query from parts at runtime. Some developers
will do this to avoid duplicating values, by defining constants for things
like table names and column names.
For example, ConstantsFragment has a private inner class named BaseTask
which has a doQuery() method that uses query():

  abstract private class BaseTask<T> extends AsyncTask<T, Void, Cursor> {
    @Override
    public void onPostExecute(Cursor result) {
      ((CursorAdapter)getListAdapter()).changeCursor(result);
      current=result;
      task=null;
    }

    Cursor doQuery() {
      Cursor result=
          db
              .getReadableDatabase()
              .query(DatabaseHelper.TABLE,
                  new String[] {"ROWID AS _id",
                                DatabaseHelper.TITLE,
                                DatabaseHelper.VALUE},
                  null, null, null, null, DatabaseHelper.TITLE);

      result.getCount();

      return(result);
    }
  }


(from Database/ConstantsROWID/app/src/main/java/com/commonsware/android/constants/ConstantsFragment.java)
Do not concatenate your own WHERE clause, though. Let the ? positional parameters
handle that for you, as the work they do to escape your apostrophes, quotation marks,
and the like also helps to defend against SQL injection attacks. In this particular
case, we do not have a WHERE clause.
If that ROWID AS _id piece looks a bit odd, we will see why that is in the query
a bit later in this chapter.
What Is a Cursor?
All three of these give you a Cursor when you are done. In Android, a Cursor
represents the entire result set of the query — all the rows and all the columns
that the query returned. In this respect, it is reminiscent of a “client-side
cursor” from toolkits like ODBC, JDBC, etc.
(if the Cursor result set is over 1MB, it actually only holds a “window” on the
data, and the story gets really really complicated…)
As such, a Cursor can be quite the memory hog. Please close() the Cursor
when you are done with it, to free up the heap space it consumes and make that
memory available to the rest of your application.
Using the Cursor Manually
With the Cursor, you can:

	Find out how many rows are in the result set via getCount()


	Iterate over the rows via moveToFirst(), moveToNext(), and
isAfterLast()


	Find out the names of the columns via getColumnNames(), convert those into
column numbers via getColumnIndex(), and get values for the current row for a
given column via methods like getString(), getInt(), etc.


For example, here we iterate over a fictitious widgets table’s rows:


Cursor result=
  db.rawQuery("SELECT _id, name, inventory FROM widgets", null);

while (result.moveToNext()) {
  int id=result.getInt(0);
  String name=result.getString(1);
  int inventory=result.getInt(2);

  // do something useful with these
}

result.close();


Introducing CursorAdapter
Another way to use a Cursor is to wrap it in a CursorAdapter. Just as
ArrayAdapter adapts arrays, CursorAdapter adapts Cursor objects, making
their data available to an AdapterView like a ListView.
The easiest way to set one of these up is to use SimpleCursorAdapter, which
extends CursorAdapter and provides some boilerplate logic for taking values
out of columns and putting them into row View objects for a ListView (or
other AdapterView). The sample app does just that:

    SimpleCursorAdapter adapter=
        new SimpleCursorAdapter(getActivity(), R.layout.row,
            current, new String[] {
            DatabaseHelper.TITLE,
            DatabaseHelper.VALUE },
            new int[] { R.id.title, R.id.value },
            0);

    setListAdapter(adapter);



(from Database/ConstantsROWID/app/src/main/java/com/commonsware/android/constants/ConstantsFragment.java)
Here, we are telling SimpleCursorAdapter to take rows out of a Cursor
named current, turning each into an inflated R.layout.row ViewGroup,
in this case, a RelativeLayout holding a pair of TextView widgets:

<?xml version="1.0" encoding="utf-8"?>
<RelativeLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="wrap_content">

  <TextView
    android:id="@+id/title"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_alignParentLeft="true"
    android:textSize="20sp"
    android:textStyle="bold"/>

  <TextView
    android:id="@+id/value"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_alignParentRight="true"
    android:textSize="20sp"
    android:textStyle="bold"/>

</RelativeLayout>


(from Database/ConstantsROWID/app/src/main/res/layout/row.xml)
For each row in the Cursor, the columns named title and value (represented
by TITLE and VALUE constants on DatabaseHelper) are to be poured into
their respective TextView widgets (R.id.title and R.id.value).
Note, though, that if you are going to use CursorAdapter or
its subclasses (like SimpleCursorAdapter), your result set of your query
must contain an integer column named _id that is unique for the result set.
This “id” value is then supplied to methods like onListItemClick(), to
identify what item the user clicked upon in the AdapterView. Note that this
requirement is on the result set in the Cursor, so if you have a suitable
column in a table that is not named _id, you can rename it in your query
(e.g., SELECT key AS _id, ...).
However, if you want, you can use the built-in ROWID
Quoting the SQLite documentation:

In SQLite, every row of every table has a 64-bit signed integer ROWID. The ROWID for each row is unique among all rows in the same table. You can access the ROWID of an SQLite table using one the special column names ROWID, _ROWID_, or OID… If a table contains a column of type INTEGER PRIMARY KEY, then that column becomes an alias for the ROWID. You can then access the ROWID using any of four different names, the original three names described above or the name given to the INTEGER PRIMARY KEY column. All these names are aliases for one another and work equally well in any context.


With that in mind, if you want to query SQLite and use the results in a
CursorAdapter, but you do not have your own INTEGER PRIMARY KEY column,
you can just include ROWID in your query, renaming it to _id to satisfy
CursorAdapter.
That is why we have the ROWID AS _id in the doQuery() method: to
satisfy this _id requirement of CursorAdapter.
Also note that you cannot close() the Cursor used by a CursorAdapter
until you no longer need the CursorAdapter. That is why we do not close
the Cursor until onDestroy() of the fragment:

  @Override
  public void onDestroy() {
    if (task!=null) {
      task.cancel(false);
    }

    ((CursorAdapter)getListAdapter()).getCursor().close();
    db.close();

    super.onDestroy();
  }


(from Database/ConstantsROWID/app/src/main/java/com/commonsware/android/constants/ConstantsFragment.java)
We retrieve the Cursor from the CursorAdapter, which we get by calling
getListAdapter() on the fragment.
Getting Data Out, Asynchronously
Ideally, queries are done on a background thread, as they may take some time.
One approach for doing that is to use an AsyncTask. In the sample application,
ConstantsFragment kicks off a LoadCursorTask in onViewCreated() (shown
above). LoadCursorTask extends the BaseTask class mentioned previously,
where the doQuery() method resides.
LoadCursorTask is responsible for doing the query (via the doQuery()
method shown above) and putting the results in the ListView inside the fragment
(using the SimpleCursorAdapter shown above):

  abstract private class BaseTask<T> extends AsyncTask<T, Void, Cursor> {
    @Override
    public void onPostExecute(Cursor result) {
      ((CursorAdapter)getListAdapter()).changeCursor(result);
      current=result;
      task=null;
    }

    Cursor doQuery() {
      Cursor result=
          db
              .getReadableDatabase()
              .query(DatabaseHelper.TABLE,
                  new String[] {"ROWID AS _id",
                                DatabaseHelper.TITLE,
                                DatabaseHelper.VALUE},
                  null, null, null, null, DatabaseHelper.TITLE);

      result.getCount();

      return(result);
    }
  }

  private class LoadCursorTask extends BaseTask<Void> {
    @Override
    protected Cursor doInBackground(Void... params) {
      return(doQuery());
    }
  }


(from Database/ConstantsROWID/app/src/main/java/com/commonsware/android/constants/ConstantsFragment.java)
We execute the actual query in doInBackground() and call getCount() on the Cursor,
to force it to actually perform the query — query() returns the Cursor,
but the query is not actually executed until we do something that needs
the result set. This also holds true for rawQuery(), which is why we need
to make sure to “touch” the Cursor while we are on the background thread.
onPostExecute() then uses changeCursor() to replace the Cursor in
the SimpleCursorAdapter with the results. Since our SimpleCursorAdapter
was created with a null Cursor, changeCursor() just slides in the new
Cursor, telling the ListView that the data changed. This causes our
ListView to be populated.
This way, the UI will not be frozen while the query is being executed, yet we
only update the UI from the main application thread.
Note that the first time we try using the SQLiteOpenHelper is in our
background thread. SQLiteOpenHelper will not try creating our database
(e.g., for a new app install) until we call getReadableDatabase() or
getWritableDatabase(). Hence, onCreate() (or, later, onUpgrade()) of
our SQLiteOpenHelper will wind up being called on the background thread
as well, meaning that the time spent creating (or upgrading) the database
also does not freeze the UI.
Also note that in onDestroy(), as shown previously, we call cancel()
on the AsyncTask if it is not null. If the task is still running,
calling cancel() will prevent onPostExecute() from being invoked, and we
will not have to worry about updating our UI after the fragment has been
destroyed.
The Rest of the CRUD
To get data out of a database, it is generally useful to put data into it in the
first place. The sample app starts by loading in data when the database is
created (in onCreate() of DatabaseHelper), plus has an action bar item
to allow the user to add other constants as needed.
In this section, we will examine in further detail how we manipulate the
database, for both the write aspects of CRUD (create-read-update-delete) and
for data definition language (DDL) operations (creating tables, creating indexes, etc.).
The Primary Option: execSQL()
For creating your tables and indexes, you will need to call execSQL() on your
SQLiteDatabase, providing the DDL statement you wish
to apply against the
database. Barring a database error, this method returns nothing.
So, for example, you can call execSQL() to create the constants table, as
shown in the DatabaseHelper onCreate() method:

    db.execSQL("CREATE TABLE constants (title TEXT, value REAL);");


(from Database/ConstantsROWID/app/src/main/java/com/commonsware/android/constants/DatabaseHelper.java)
This will create a table, named constants, with two data columns: title (text) and
value (a float, or “real” in SQLite terms).
Most likely, you will create tables and indexes when you first create the
database, or possibly when the database needs upgrading to accommodate a new
release of your application. If you do not change your table schemas, you might
never drop your tables or indexes, but if you do, just use execSQL() to
invoke DROP INDEX and DROP TABLE statements as needed.
Alternative Options
For inserts, updates, and deletes of data, you have two choices.
You can always use execSQL(), just like you did for creating the tables. The
execSQL() method works for any SQL that does not return results, so it can
handle INSERT, UPDATE, DELETE, etc. just fine.
Your alternative is to use the insert(), update(), and delete() methods
on the SQLiteDatabase object, which eliminate much of the SQL syntax required
to do basic operations.
For example, here we insert() a new row into our constants table, again
from onCreate() of DatabaseHelper:

    ContentValues cv=new ContentValues();

    cv.put(TITLE, "Gravity, Death Star I");
    cv.put(VALUE, SensorManager.GRAVITY_DEATH_STAR_I);
    db.insert(TABLE, TITLE, cv);


(from Database/ConstantsROWID/app/src/main/java/com/commonsware/android/constants/DatabaseHelper.java)
These methods make use of ContentValues objects, which implement a
Map-esque interface, albeit one that has additional methods for working with
SQLite types. For example, in addition to get() to retrieve a value by its
key, you have getAsInteger(), getAsString(), and so forth.
The insert() method takes the name of the table, the name of one column as
the “null column hack”, and a ContentValues with the initial values you want
put into this row. The “null column hack” is for the case where the
ContentValues instance is empty — the column named as the “null column
hack” will be explicitly assigned the value NULL in the SQL INSERT
statement generated by insert(). This is required due to a quirk in SQLite’s
support for the SQL INSERT statement.
The update() method takes the name of the table, a ContentValues
representing the columns and replacement values to use, an optional WHERE
clause, and an optional list of parameters to fill into the WHERE clause, to
replace any embedded question marks (?). Since update() only replaces
columns with fixed values, versus ones computed based on other information, you
may need to use execSQL() to accomplish some ends. The WHERE clause and
parameter list works akin to the positional SQL parameters you may be used to
from other SQL APIs.
The delete() method works akin to update(), taking the name of the table,
the optional WHERE clause, and the corresponding parameters to fill into the
WHERE clause.
Asynchronous CRUD and UI Updates
Just as querying a database should be done on a background thread, so should
modifying a database. This is why it is important to make the first time you
request a SQLiteDatabase from a SQLiteOpenHelper be on a background thread,
in case onCreate() or onUpgrade() are needed.
The same thing holds true if you need to update the database during normal
operation of your app. For example, the sample application has an “add” action
bar item in the upper-right corner of the screen:

[image: The ConstantsBrowser Sample]

Figure 289: The ConstantsBrowser Sample
Clicking on that brings up a dialog — a technique we will discuss
later in this book:

[image: The ConstantsBrowser Sample, Add Constant Dialog]

Figure 290: The ConstantsBrowser Sample, Add Constant Dialog
If the user fills in a constant and clicks the “OK” button, we need to
insert a new record in the database. That is handled via an InsertTask:

  private class InsertTask extends BaseTask<ContentValues> {
    @Override
    protected Cursor doInBackground(ContentValues... values) {
      db.getWritableDatabase().insert(DatabaseHelper.TABLE,
                                      DatabaseHelper.TITLE, values[0]);

      return(doQuery());
    }
  }


(from Database/ConstantsROWID/app/src/main/java/com/commonsware/android/constants/ConstantsFragment.java)
The InsertTask is supplied a ContentValues object with our title
and value, just as we used in onCreate() of DatabaseHelper. In
doInBackground(), we get a writable database from DatabaseHelper and
perform the insert() call, so the database I/O does not tie up the main
application thread.
However, in doInBackground(), we also call doQuery() again. This
retrieves a fresh Cursor with the new roster of constants… including the
one we just inserted. As with LoadCursorTask, we execute doQuery() in
doInBackground() to keep the database I/O off the main application thread.
This triggers the same onPostExecute() as before, inherited from
BaseTask, which uses changeCursor() to replace any existing results
with the new results.
Setting Transaction Bounds
By default, each SQL statement executes in its own transaction — this is fairly
typical behavior for a SQL database, and SQLite is no exception.
There are two reasons why you might want to have your own transaction bounds,
larger than a single statement:

	The classic “we have a series of operations that need to succeed or fail as a
whole” rationale, for maintaining data integrity

	Performance, as each database transaction involves disk I/O, and one large transaction
will be much faster than lots of little transactions


The basic recipe for your own transactions is:


try {
  db.beginTransaction();

  // several SQL statements in here

  db.setTransactionSuccessful();
}
finally {
  db.endTransaction();
}


beginTransaction() marks the fact that you want a transaction.
setTransactionSuccessful() indicates that you want the transaction to commit.
However, the actual COMMIT or ROLLBACK does not occur until endTransaction().
In the normal case, setTransactionSuccessful() does get called, and
endTransaction() performs a COMMIT. If, however, one of your SQL statements
fails (e.g., violates a foreign key constraint), the setTransactionSuccessful()
call is skipped, so endTransaction() will do a ROLLBACK.
You might wonder why we did not bother with a transaction in onCreate() method
of DatabaseHelper, given the latter reason. That is because onCreate() is called
within a transaction set up by SQLiteOpenHelper itself, so you do not need your own.
Hey, What About Hibernate?
Those of you with significant Java backgrounds outside of Android are probably
pounding your head against your desk right about now. Outside of a few
conveniences like SQLiteOpenHelper and CursorAdapter, Android’s approach
to database I/O feels a bit like classic JDBC. Java developers, having
experienced the pain of raw JDBC, created various wrappers around it,
the most prominent of which is an ORM (object-relational mapper) called
Hibernate.
Alas, Hibernate is designed for servers, not mobile devices. It is a little
bit heavyweight, and it is designed for use with JDBC, not Android’s SQLite
classes.
Android did not include any sort of ORM in the beginning for two main reasons:

	To keep the firmware size as small as possible, as smaller firmware can
lead to less-expensive devices

	To eliminate the ORM overhead (e.g., reflection), which would have been
too much for early Android versions on early Android devices


The Android ecosystem has come up with alternatives, such as
ORMLite and
greenDAO. So, if you are used
to using an ORM, you may want to investigate these sorts of solutions — they
just are not built into Android itself.
But, What About Room?
In 2017, Google introduced the Architecture Components: a set of libraries
designed to offer higher-level abstractions around core architecture concerns.
One piece of the Architecture Components is Room, which is Google’s take on
object-relational mapping code.
Room is covered in the companion volume,
“Android’s Architecture Components”.
Visit the Trails!
If you are interested in exposing your database contents to a third-party
application, you may wish to read up on ContentProvider.
The trails also have chapters on encrypted databases using SQLCipher
and shipping pre-packaged databases with your app.
Services and the Command Pattern
As noted previously, Android services are for long-running processes that may
need to keep running even when decoupled from any activity. Examples include
playing music even if the “player” activity is destroyed, polling the
Internet for RSS/Atom feed updates, and maintaining an online chat connection
even if the chat client loses focus due to an incoming phone call.
Services are created when manually started (via an API call) or when some
activity tries connecting to the service via inter-process communication (IPC).
Services will live until specifically shut down, until Android is desperate
for RAM and terminates the process, or for a short period of time on Android 8.0+.
Running for a long time has its costs,
though, so services need to be careful not to use too much CPU or keep radios
active too much of the time, lest the service cause the device’s battery to get
used up too quickly.
This chapter outlines the basic theory behind creating and consuming services,
including a look at the “command pattern” for services.
Why Services?
Services are a “Swiss Army knife” for a wide range of functions that do not
require direct access to an activity’s user interface, such as:

	Performing operations that need to continue even if the user leaves the
application’s activities, like a long download (as seen with the Play Store)
or playing music (as seen with Android music apps)

	Performing operations that need to exist regardless of activities coming and
going, such as maintaining a chat connection in support of a chat application

	Providing a local API to remote APIs, such as might be provided by a Web
service

	Performing periodic work without user intervention, akin to cron jobs or
Windows scheduled tasks


Even things like home screen app widgets often involve a service to assist with
long-running work.
The primary role of a service is as a flag to the operating system, letting
it know that your process is still doing work, despite the fact that it is
in the background. This makes it somewhat less likely that Android will
terminate your process due to low memory conditions.
Many applications will not need any services. Very few applications will need
more than one. However, the service is a powerful tool for an Android
developer’s toolbox and is a subject with which any qualified Android developer
should be familiar.
Setting Up a Service
Creating a service implementation shares many characteristics with building an
activity. You inherit from an Android-supplied base class, override some
lifecycle methods, and hook the service into the system via the manifest.
The Service Class
There are many service classes that you might inherit from.
The root of all of them is Service, just as the root of the hierarchy of
activity classes is Activity. You may wish to subclass Service, particularly
if:

	You will be using the binding pattern for communicating
to that service from another app or process, or

	The service will need to run for an indeterminate period of time, such as
a media player that works via user control


Historically, the next-most-common base class was IntentService. This
was good for a “transactional” bit of work, where you need to have a service
do something in the background for a bit, then you no longer need the service.
The classic example here is a service to download a large file: once the file
is downloaded, you no longer need that service to be around. IntentService
supplies you with a background thread to use for the network I/O and disk I/O,
and it will shut down automatically once the work is complete.
However, IntentService has recently been supplanted by JobIntentService.
This has similar characteristics, but it works better on Android 8.0+ devices,
due to limitations on what you can do in the background.
We will examine all three of these solutions in this chapter.
Beyond those, there are many specialized service classes. Elsewhere in the book
you will find examples of:

	
JobService, for doing periodic or scheduled work

	
TileService, for adding a custom tile to the notification shade of the
device

	
ChooserTargetService, for helping provide more specific integration options
with other apps


And there are plenty of others. While they are all services, and they will all
be added to the manifest in the same fashion (more or less), the API that you
implement will be very specific to the service that you are extending. The API
for TileService looks little like the API for JobService, for example. As
such, those services, where we use them, are covered elsewhere in the book.
Lifecycle Methods
Just as activities have onCreate(), onResume(), onPause() and kin,
Service implementations have their own lifecycle methods, such as:

	
onCreate(), which, as with activities, is called when the service
is created, by any means

	
onStartCommand(), which is called each time the service is sent a command
via startService()


	
onBind(), which is called whenever a client binds to the service via
bindService()


	
onDestroy() which is called as the service is being shut down


As with activities, services initialize whatever they need in onCreate() and
clean up those items in onDestroy(). And, as with activities, the
onDestroy() method of a service might not be called, if Android terminates
the entire application process, such as for emergency RAM reclamation.
The onStartCommand() and onBind() lifecycle methods will be implemented
based on your choice of communicating to the client, as will be explained
later in this chapter.
Note that Service is an abstract class and onBind() is an abstract
method, so even if you are not using bindService(), you will need to implement
onBind() in order to successfully compile. A common approach here is to
have onBind() simply return null.
Note that these methods may be optional, depending upon your needs and the base
class that you extend. So, for example, overriding any of these in a JobIntentService
is unusual at best and a bad idea at worst.
Manifest Entry
Finally, you need to add the service to your AndroidManifest.xml file, for it
to be recognized as an available service for use. That is simply a matter of
adding a <service> element as a child of the application element, providing
android:name to reference your service class.
Since the service class is in the same Java namespace as everything else in
this application, we can use the shorthand (e.g., "PlayerService") to reference our class.
For example, here is a manifest showing the <service> element:

<?xml version="1.0" encoding="utf-8"?>
<manifest xmlns:android="http://schemas.android.com/apk/res/android"
  package="com.commonsware.android.fakeplayer"
  android:versionCode="1"
  android:versionName="1.0">

  <supports-screens
    android:anyDensity="true"
    android:largeScreens="true"
    android:normalScreens="true"
    android:smallScreens="true"/>

  <uses-sdk
    android:minSdkVersion="14"
    android:targetSdkVersion="14"/>

  <application
    android:icon="@drawable/ic_launcher"
    android:label="@string/app_name"
    android:theme="@android:style/Theme.Holo.Light.DarkActionBar">
    <activity
      android:name="FakePlayer"
      android:label="@string/app_name">
      <intent-filter>
        <action android:name="android.intent.action.MAIN"/>

        <category android:name="android.intent.category.LAUNCHER"/>
      </intent-filter>
    </activity>

    <service android:name="PlayerService"/>
  </application>

</manifest>

(from Service/FakePlayer/app/src/main/AndroidManifest.xml)
Communicating To Services
Clients of services — frequently activities, though not necessarily —
have two main ways to send requests or information to a service. One approach
is to send a command, which creates no lasting connection to the service. The
other approach is to bind to the service, establishing a
communications channel that lasts as long as the client needs it.
Sending Commands with startService()
The simplest way to work with a service is to call startService(). The
startService() method takes an Intent parameter, much like startActivity()
does. In fact, the Intent supplied to startService() has the same two-part
role as it does with startActivity():

	Identify the service to communicate with

	Supply parameters, in the form of Intent extras, to tell the service what
it is supposed to do


For a local service — the focus of this chapter — the simplest form of
Intent is one that identifies the class that implements the Service (e.g.,
new Intent(this, MyService.class);).
The call to startService() is asynchronous, so the client will not block. The
service will be created if it is not already running, and it will receive the
Intent via a call to the onStartCommand() lifecycle method. The service can
do whatever it needs to in onStartCommand(), but since onStartCommand() is
called on the main application thread, it should do its work very quickly.
Anything that might take more than a handful of milliseconds should be delegated
to a background thread.
The onStartCommand() method can return one of several values, mostly to
indicate to Android what should happen if the service’s process should be
killed while it is running. The most likely return values are:

	
START_STICKY, meaning that the service should be moved back into the
started state (as if onStartCommand() had been called), but do not re-deliver
the Intent to onStartCommand()


	
START_REDELIVER_INTENT, meaning that the service should be restarted via a
call to onStartCommand(), supplying the same Intent as was delivered this
time

	
START_NOT_STICKY, meaning that the service should remain stopped until
explicitly started by application code


By default, calling startService() not only sends the command, but tells
Android to keep the service running until something tells it to stop. One way
to stop a service is to call stopService(), supplying the same Intent used
with startService(), or at least one that is equivalent (e.g., identifies the
same class). At that point, the service will stop and will be destroyed. Note
that stopService() does not employ any sort of reference counting, so three
calls to startService() will result in a single service running, which will
be stopped by a call to stopService().
Another possibility for stopping a service is to have the service call
stopSelf() on itself. You might do this if you use startService() to have a
service begin running and doing some work on a background thread, then having
the service stop itself when that background work is completed.
Note that JobIntentService has an API that feels like the command pattern,
though it uses a different set of methods, as will be explored
later in the chapter.
Binding to Services
Another approach to communicating with a service is to use the binding pattern.
Here, instead of packaging commands to be sent via an Intent, you can
obtain an actual API from the service, with whatever data types, return values,
and so on that you wish. You then invoke that API no different than you would
on some local object.
The benefit is the richer API. The cost is that binding is more complex to
set up and more complex to maintain, particularly across configuration changes.
We will discuss the binding pattern later in this book.
Scenario: The Music Player
Most audio player applications in Android — for music, audiobooks, or
whatever — do not require the user to remain in the player application
itself. Rather, the user can go on and do other things with their device, with
the audio playing in the background.
The sample project reviewed in this section
is Service/FakePlayer.
The Design
We will use startService(), since we want the service to run even
when the activity starting it has been destroyed. However, we will
use a regular Service, rather than an IntentService or JobIntentService. Those are
designed to do work and stop itself, whereas in this case, we want the user to
be able to stop the music playback when the user wants to.
Since music playback is outside the scope of this chapter, the service will simply
stub out those particular operations.
The Service Implementation
Here is the implementation of this Service, named PlayerService:

package com.commonsware.android.fakeplayer;

import android.app.Service;
import android.content.Intent;
import android.os.IBinder;
import android.util.Log;

public class PlayerService extends Service {
  public static final String EXTRA_PLAYLIST="EXTRA_PLAYLIST";
  public static final String EXTRA_SHUFFLE="EXTRA_SHUFFLE";
  private boolean isPlaying=false;
  
  @Override
  public int onStartCommand(Intent intent, int flags, int startId) {
    String playlist=intent.getStringExtra(EXTRA_PLAYLIST);
    boolean useShuffle=intent.getBooleanExtra(EXTRA_SHUFFLE, false);

    play(playlist, useShuffle);     
    
    return(START_NOT_STICKY);
  }
  
  @Override
  public void onDestroy() {
    stop();
  }
  
  @Override
  public IBinder onBind(Intent intent) {
    return(null);
  }
  
  private void play(String playlist, boolean useShuffle) {
    if (!isPlaying) {
      Log.w(getClass().getName(), "Got to play()!");
      isPlaying=true;
    }
  }
  
  private void stop() {
    if (isPlaying) {
      Log.w(getClass().getName(), "Got to stop()!");
      isPlaying=false;
    }
  }
}


(from Service/FakePlayer/app/src/main/java/com/commonsware/android/fakeplayer/PlayerService.java)
In this case, we really do not need anything for onCreate(), so that
lifecycle method is skipped. On the other hand, we have to implement
onBind(), because that is an abstract method on Service.
When the client calls startService(), onStartCommand() is called in
PlayerService. Here, we get the Intent and pick out some extras to tell us
what to play back (EXTRA_PLAYLIST) and other configuration details (e.g.,
EXTRA_SHUFFLE). onStartCommand() calls play(), which simply flags that we
are playing and logs a message to Logcat — a real music player would use
MediaPlayer to start playing the first song in the playlist.
onStartCommand() returns START_NOT_STICKY, indicating that if Android
terminates the process (e.g., low memory), it should not restart it once
conditions improve.
onDestroy() stops the music from playing — theoretically, anyway —
by calling a stop() method. Once again, this just logs a message to Logcat,
plus updates our internal are-we-playing flag.
Using the Service
The PlayerFragment demonstrating the use of PlayerService has a very
elaborate UI, consisting of two large buttons:

<?xml version="1.0" encoding="utf-8"?>
<LinearLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:orientation="vertical">

  <Button
    android:id="@+id/start"
    android:layout_width="match_parent"
    android:layout_height="match_parent"
    android:layout_weight="1"
    android:text="@string/start_the_player"/>

  <Button
    android:id="@+id/stop"
    android:layout_width="match_parent"
    android:layout_height="match_parent"
    android:layout_weight="1"
    android:text="@string/stop_the_player"/>

</LinearLayout>


(from Service/FakePlayer/app/src/main/res/layout/main.xml)
The fragment itself is not much more complex:

package com.commonsware.android.fakeplayer;

import android.content.Intent;
import android.os.Bundle;
import android.support.v4.app.Fragment;
import android.view.LayoutInflater;
import android.view.View;
import android.view.ViewGroup;

public class PlayerFragment extends Fragment implements
    View.OnClickListener {
  @Override
  public View onCreateView(LayoutInflater inflater, ViewGroup parent,
                           Bundle savedInstanceState) {
    View result=inflater.inflate(R.layout.main, parent, false);

    result.findViewById(R.id.start).setOnClickListener(this);
    result.findViewById(R.id.stop).setOnClickListener(this);

    return(result);
  }

  @Override
  public void onClick(View v) {
    Intent i=new Intent(getActivity(), PlayerService.class);

    if (v.getId() == R.id.start) {
      i.putExtra(PlayerService.EXTRA_PLAYLIST, "main");
      i.putExtra(PlayerService.EXTRA_SHUFFLE, true);

      getActivity().startService(i);
    }
    else {
      getActivity().stopService(i);
    }
  }
}


(from Service/FakePlayer/app/src/main/java/com/commonsware/android/fakeplayer/PlayerFragment.java)
The onCreateView() method merely loads the UI. The onClick() method
constructs an Intent with fake values for EXTRA_PLAYLIST and
EXTRA_SHUFFLE, then calls startService(). After you press the “Start” button,
you will see the corresponding message in Logcat. Similarly, stopPlayer()
calls stopService(), triggering the second Logcat message. Notably, you do
not need to keep the activity running in between those button clicks — you
can exit the activity via BACK and come back later to stop the service.
The Power of the PendingIntent
Right now, we are focused on services that work within a single process. However,
later, we will examine services that run in separate processes,
possibly even in separate apps. Communicating with such services becomes more
of a challenge, as we cannot just pass around arbitrary objects. One thing that
we can pass around is anything implementing the Parcelable interface.
One of the key Parcelable objects for inter-process communication is a
PendingIntent. And while PendingIntent is designed for use between processes, it can also
be used within your own app, if desired.
What Is a PendingIntent?
Principally, a PendingIntent is a wrapper around an Intent, identifying a specific
action to be performed on that Intent:

	start an activity

	start a service

	send a broadcast


How Do We Create One?
Mostly, you will use factory methods on the PendingIntent class, based
on the particular action that you want performed on the underlying Intent:

	
PendingIntent.getActivity() to create a PendingIntent that will start an activity

	
PendingIntent.getService() to create a PendingIntent that will start a service

	
PendingIntent.getForegroundService() to create a PendingIntent that will start a service
that, in turn, will use startForeground() to become a foreground service

	
PendingIntent.getBroadcast() to create a PendingIntent that will send a broadcast


These methods each take the same basic list of parameters, including:

	a Context


	the Intent to wrap

	an app-specific unique ID for this particular PendingIntent


	some optional flags


How Do We Execute the PendingIntent?
If you are the recipient of a PendingIntent, you can execute it by calling
send(). This will cause the PendingIntent to perform the requested action
on the requested Intent. Note that you do not have the ability to change the
action, nor do you have read access to the underlying Intent. You can
optionally provide an Intent as input to the send() method, in which case
data in your Intent gets blended into data already in the Intent inside
of the PendingIntent, with the merged result used to start the activity,
start the service, or send the broadcast.
Why Not Just Pass the Intent?
One could argue that a PendingIntent seems unnecessary. Suppose that we instead
passed an Intent, in a situation where the recipient of that Intent knew
intrinsically what to do with it (e.g., start an activity). What would be the
point of wrapping this Intent into a PendingIntent?
For cases where the recipient of the Intent has the rights to perform the
desired action, a PendingIntent would indeed be unnecessary. However, more often
than not, the recipient of a PendingIntent does not have the rights to
perform the desired action on the wrapped Intent directly. Most activities, services,
and receivers in Android apps are not “exported”, meaning that they are private
to the app. However, from a security standpoint, executing a PendingIntent
works as if the action were being performed by whatever app created the PendingIntent originally,
rather than the app that is executing the PendingIntent itself.
For example, suppose App A creates an activity PendingIntent, with an Intent
that points to one of its activities. That particular activity is a private one
for the app — it has no <intent-filter> in the manifest and is not otherwise
marked as being exported. App A then passes that PendingIntent to App B. App B,
on its own, has no ability to start this activity. However, App B can send()
the PendingIntent, and the PendingIntent can start the activity, because
that PendingIntent was created by App A, not App B.
In international diplomacy, the plot of land that an embassy sits upon is considered
to be the sovereign territory of the country of the embassy, not the country in which
the embassy resides. For example, the land around the French Embassy in Washington DC
is part of France, not the United States. Similarly, it is as if a PendingIntent
is part of the app that creates it, even if that PendingIntent is passed to
other apps or to system processes.
Where Will We Use PendingIntents?
You can put a PendingIntent in an Intent extra, since a PendingIntent is
Parcelable. Similarly, as we will see in a later chapter, there
are other ways of getting data to a bound service, and a PendingIntent will work
for those as well. So, one use of PendingIntent objects is to pass them to other
services, where those services can execute the PendingIntent objects as needed.
However, beyond that, there are many places in Android where PendingIntent
objects get used, including:

	AlarmManager

	app widgets

	location tracking, both with Android’s own LocationManager or Play Services’ fused location provider


	notifications

	slices

	sending SMS messages


Communicating From Services
Sending commands to a service, by default, is a one-way street. Frequently,
though, we need to get results from our service back to our activity. There
are a few approaches for how to accomplish this, above and beyond passing your
own custom PendingIntent as described above.
Broadcast Intents
One approach, first mentioned in the chapter on
Intent filters, is to have the service send a broadcast
Intent
that can be picked up by the activity… assuming the activity is still around
and is not paused. The service can call sendBroadcast(), supplying an Intent
that identifies the broadcast, designed to be picked up by a
BroadcastReceiver. This could be a component-specific broadcast (e.g.,
new Intent(this, MyReceiver.class)), if the BroadcastReceiver is registered in
the manifest. Or, it can be based on some action string, perhaps one even
documented and designed for third-party applications to listen for.
The activity, in turn, can register a BroadcastReceiver via
registerReceiver(), though this approach will only work for Intent objects
specifying some action, not ones identifying a particular component. But, when
the activity’s BroadcastReceiver receives the broadcast, it can do what it
wants to inform the user or otherwise update itself.
However, for local services, this is not a good choice. System broadcasts
like this are intrinsically system-wide; for a local service, you should
be using a communications channel that is private to your process.
Pending Results
Your activity can call createPendingResult(). This returns a PendingIntent.
In this case,
the PendingIntent will cause a result to be delivered to your activity’s
implementation of onActivityResult(), just as if another activity had been
called with startActivityForResult() and, in turn, called setResult() to
send back a result.
Event Buses
Event bus implementations — like LocalBroadcastManager or greenrobot’s
EventBus — are a great solution for having a service communicate with objects
elsewhere within your process. You can have the service raise events (e.g.,
NewEmailEvent, UploadCompletedEvent, MartiansHaveLandedEvent), which
activities or fragments can listen for and respond to.
Messenger
Yet another possibility is to use a Messenger object. A Messenger sends
messages to an activity’s Handler. Within a single activity, a Handler can
be used to send messages to itself, as was mentioned briefly in the
chapter on threads. However, between components — such as between an
activity and a service — you will need a Messenger to serve as the
bridge.
As with a PendingIntent, a Messenger is Parcelable, and so can be put
into an Intent extra. The activity calling startService() or
bindService() would attach a Messenger as an extra on the Intent. The
service would obtain that Messenger from the Intent. When it is time to
alert the activity of some event, the service would:

	Call Message.obtain() to get an empty Message object

	Populate that Message object as needed, with whatever data the service
wishes to pass to the activity

	Call send() on the Messenger, supplying the Message as a parameter


The Handler will then receive the message via handleMessage(), on the main
application thread, and so can update the UI or whatever is necessary.
Notifications
Another approach is for the service to let the user know directly about the
work that was completed. To do that, a service can raise a Notification —
putting an icon in the status bar and optionally shaking or beeping or
something. This technique is covered in
an upcoming chapter.
We can also combine these techniques, such as using an event bus event and
detecting when nothing in the UI layer receives the event, so we know that
we need to display a Notification. We will be examining this pattern later
in the book as well.
Scenario: The Downloader
If you elect to download something from the Play Store, you are welcome to
back out of the Play Store application entirely. This does not cancel the download
– the download and installation run to completion, despite no Play Store
activity being on-screen.
You may have similar circumstances in your application, from downloading a
purchased e-book to downloading a map for a game to downloading a file from
some sort of “drop box” file-sharing service. And, perhaps DownloadManager
is not going to be a great choice, for any number of reasons (e.g., you want
to download the file to internal storage).
The sample project reviewed in this section
is Service/Downloader,
which implements such a downloading service.
The Design
This sort of situation is a perfect use for the command pattern and either an
IntentService or a JobIntentService. Either of those have a background thread, so downloads can
take as long as needed. Either of those will automatically shut down when
the work is done, so the service will not linger and you do not need to worry
about shutting it down yourself. Your activity can simply send a command to tell it to go do the work.
In this sample, we will use an IntentService. A clone of this project that
uses a JobIntentService appears later in this chapter.
Admittedly, things get a bit trickier when you want to have the activity find
out when the download is complete. This example will show the use of
LocalBroadcastManager for this.
Things get even trickier when you want to download to a public location
on external storage, such as the Downloads directory. On Android 6.0+
devices, with a targetSdkVersion of 23 or higher, you need to request
runtime permissions before you can write to external storage. However,
requesting runtime permissions needs to be done by the UI layer — a
service cannot request permissions on its own (though it can check to
see if the app has permission). The simplest thing to do is to request
the permissions, if needed, before starting the service. This sample app
demonstrates this.
Using the Service
The DownloadFragment demonstrating the use of Downloader has a trivial UI, consisting
of one large button:

<?xml version="1.0" encoding="utf-8"?>
<Button xmlns:android="http://schemas.android.com/apk/res/android"
  android:id="@+id/button"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:text="@string/do_the_download"
/>



(from Service/Downloader/app/src/main/res/layout/main.xml)
That UI is initialized in onCreateView(), as usual:

  @Override
  public View onCreateView(LayoutInflater inflater, ViewGroup parent,
                           Bundle savedInstanceState) {
    View result=inflater.inflate(R.layout.main, parent, false);

    b=result.findViewById(R.id.button);
    b.setOnClickListener(this);

    return(result);
  }


(from Service/Downloader/app/src/main/java/com/commonsware/android/downloader/DownloadFragment.java)
When the user clicks the button, onClick() is called. What happens now
depends on whether we have permission to write to external storage or not:

  @Override
  public void onClick(View v) {
    if (hasPermission(WRITE_EXTERNAL_STORAGE)) {
      doTheDownload();
    }
    else {
      requestPermissions(
        new String[] { WRITE_EXTERNAL_STORAGE }, REQUEST_STORAGE);
    }
  }


(from Service/Downloader/app/src/main/java/com/commonsware/android/downloader/DownloadFragment.java)
The first time the user runs the app, the app will not have permission
yet. hasPermission(WRITE_EXTERNAL_STORAGE) will return false, where
hasPermission() is a utility method wrapping around
ContextCompat.checkSelfPermission():

  private boolean hasPermission(String perm) {
    return(ContextCompat.checkSelfPermission(getActivity(), perm)==
      PackageManager.PERMISSION_GRANTED);
  }


(from Service/Downloader/app/src/main/java/com/commonsware/android/downloader/DownloadFragment.java)
WRITE_EXTERNAL_STORAGE is a static import, just to cut down on verbosity:

import static android.Manifest.permission.WRITE_EXTERNAL_STORAGE;


(from Service/Downloader/app/src/main/java/com/commonsware/android/downloader/DownloadFragment.java)
If hasPermission() returns false, we call requestPermissions()
on FragmentCompat, as we are in a fragment, not an activity. That
eventually routes to onRequestPermissionsResult():

  @Override
  public void onRequestPermissionsResult(int requestCode, String[] permissions,
                                         int[] grantResults) {
    if (hasPermission(WRITE_EXTERNAL_STORAGE)) {
      doTheDownload();
    }
  }


(from Service/Downloader/app/src/main/java/com/commonsware/android/downloader/DownloadFragment.java)
Hence, if we either have permission when the user clicks the button,
or if we receive permission after asking for it, we call a doTheDownload()
method to kick off the download. Specifically, we disable the
button (to prevent accidental duplicate downloads) and call startService()
to send over a command:

  private void doTheDownload() {
    b.setEnabled(false);

    Intent i=new Intent(getActivity(), Downloader.class);

    i.setData(Uri.parse("https://commonsware.com/Android/Android-1_0-CC.pdf"));

    getActivity().startService(i);
  }


(from Service/Downloader/app/src/main/java/com/commonsware/android/downloader/DownloadFragment.java)
Here, the Intent we pass over has the URL of the file to download (in this
case, a URL pointing to a PDF).
The Service Implementation
Here is the implementation of this IntentService, named Downloader:

package com.commonsware.android.downloader;

import android.app.IntentService;
import android.content.Intent;
import android.os.Environment;
import android.support.v4.content.LocalBroadcastManager;
import android.util.Log;
import java.io.BufferedOutputStream;
import java.io.File;
import java.io.FileOutputStream;
import java.io.IOException;
import java.io.InputStream;
import java.net.HttpURLConnection;
import java.net.URL;

public class Downloader extends IntentService {
  public static final String ACTION_COMPLETE=
      "com.commonsware.android.downloader.action.COMPLETE";

  public Downloader() {
    super("Downloader");
  }

  @Override
  public void onHandleIntent(Intent i) {
    try {
      File root=
          Environment.getExternalStoragePublicDirectory(Environment.DIRECTORY_DOWNLOADS);

      root.mkdirs();

      File output=new File(root, i.getData().getLastPathSegment());

      if (output.exists()) {
        output.delete();
      }

      URL url=new URL(i.getData().toString());
      HttpURLConnection c=(HttpURLConnection)url.openConnection();

      FileOutputStream fos=new FileOutputStream(output.getPath());
      BufferedOutputStream out=new BufferedOutputStream(fos);

      try {
        InputStream in=c.getInputStream();
        byte[] buffer=new byte[8192];
        int len=0;

        while ((len=in.read(buffer)) >= 0) {
          out.write(buffer, 0, len);
        }

        out.flush();
      }
      finally {
        fos.getFD().sync();
        out.close();
        c.disconnect();
      }

      LocalBroadcastManager.getInstance(this)
                           .sendBroadcast(new Intent(ACTION_COMPLETE));
    }
    catch (IOException e2) {
      Log.e(getClass().getName(), "Exception in download", e2);
    }
  }
}


(from Service/Downloader/app/src/main/java/com/commonsware/android/downloader/Downloader.java)
Our business logic is in onHandleIntent(), which is called on an Android-supplied
background thread, so we can take whatever time we need. Also, when onHandleIntent()
ends, the IntentService will stop itself automatically… assuming no other
requests for downloads occurred while onHandleIntent() was running. In that
case, onHandleIntent() is called again for the next download, and so on.
In onHandleIntent(), we first set up a File object pointing to where we want
to download the file. We use getExternalStoragePublicDirectory() to find the public
folder for downloads. Since this directory may not exist, we need to create it
using mkdirs(). We then use the getLastPathSegment() convenience method
on Uri, which returns to us the filename portion of a path-style Uri.
The result is that our output File object points to a file, named the same
as the file we are downloading, in a public folder.
We then go through a typical HttpUrlConnection process to connect to the
URL supplied via the Uri in the Intent, streaming the results from the
connection (8KB at a time) out to our designated file. Then, we follow the
requested recipe to ensure our file is saved:

	
flush() the stream

	
sync() the FileDescriptor (from getFD())

	
close() the stream


This recipe was explained back in the chapter on file I/O.
Finally, it would be nice to let somebody know that the download has completed.
So, we send a local broadcast Intent, with our own custom action (ACTION_COMPLETE),
using LocalBroadcastManager.
Note that, in theory, we could start the service, but the user could revoke
our permission before we get a chance to start the download. In practice,
this is very unlikely to happen, as our download should start within
milliseconds. However, when working with runtime permissions from services,
you need to consider the length of time between confirming that you have
permission and when you perform the actions secured by that permission.
If there may be a significant time gap, double-check the permission before
trying the actions (e.g., writing to external storage). It is cleaner
to recover from checkSelfPermission() indicating that you do not have
permission than from some IOException or SecurityException because
you do not have permission and tried the action anyway.
If your service determines that it does not have permission, you
cannot call requestPermissions(), as a service is neither an activity
nor a fragment. Instead, raise a notification and gracefully
exit the service. The notification can direct the user somewhere in the
app where you can request the permission (again) and re-try the work to
be done by the service.
Receiving the Broadcast
Our DownloadFragment is set up to listen for that local broadcast Intent, by
registering a local BroadcastReceiver in onStart() and unregistering it in
onStop():

  @Override
  public void onStart() {
    super.onStart();

    IntentFilter f=new IntentFilter(Downloader.ACTION_COMPLETE);

    LocalBroadcastManager.getInstance(getActivity())
                         .registerReceiver(onEvent, f);
  }

  @Override
  public void onStop() {
    LocalBroadcastManager.getInstance(getActivity())
                         .unregisterReceiver(onEvent);

    super.onStop();
  }


(from Service/Downloader/app/src/main/java/com/commonsware/android/downloader/DownloadFragment.java)
The BroadcastReceiver itself re-enables our button, plus displays a Toast
indicating that the download is complete:

  private BroadcastReceiver onEvent=new BroadcastReceiver() {
    public void onReceive(Context ctxt, Intent i) {
      b.setEnabled(true);

      Toast.makeText(getActivity(), R.string.download_complete,
                     Toast.LENGTH_LONG).show();
    }
  };


(from Service/Downloader/app/src/main/java/com/commonsware/android/downloader/DownloadFragment.java)
Note that if the user leaves the activity (e.g., BACK, HOME), the broadcast
will not be received by the activity. There are other ways of addressing this,
particularly combining an ordered broadcast with a Notification, which we will
examine later in this book.
Limitation: Time
On Android 7.1 and older, this sample app works fine.
On Android 8.0 and newer, this sample app works fine… because the PDF file that
it is trying to download is not that big.
However, on Android 8.0+, a started service like this can run for only one minute.
After that, Android will stop the service. That will not terminate our background
thread immediately, but it will make it far more likely that Android will terminate
our entire process, taking our thread and download with it.
As a result, nowadays, an IntentService is suitable only for scenarios where
you are quite certain that the work will get done in less than a minute.
One way to work around this is to make the service be a “foreground service”.
In the upcoming chapter on notifications, we will revisit this sample and
discuss the use of startForeground() to make a service be a foreground service.
Another workaround is to use JobIntentService, as we will see in the next section.
Limitation: Staying Awake
Even if our work is certain to take less than a minute, we may run into another
problem: the device might fall asleep. When the screen turns off, by default,
Android will power down the CPU, suspending all running processes. This, in turn,
will prevent us from downloading the file anymore.
JobIntentService works around this by way of a “wakelock”: a request to the OS
to keep the device awake, even though the screen turns off. You can use a wakelock
yourself to keep the device awake, for scenarios where you need that capability but
where JobIntentService is not a great option. We will explore wakelocks in greater
detail in the chapter on AlarmManager.
JobIntentService
IntentService still works on Android 8.0, but unless you make it be a foreground
service, you will be limited to ~1 minute of runtime before your service
is stopped abruptly. JobIntentService is a wrapper around a JobService
that offers IntentService-style semantics. On Android 8.0 and higher,
when you tell a JobIntentService to do some work, it enqueues that work
via JobScheduler. On Android 7.1 and earlier, the JobIntentService behaves
more like a regular IntentService, though one that supplies a WakeLock
for you (akin to the author’s WakefulIntentService).
The
Service/JobIntentService
sample project is a clone of the IntentService sample,
where we use the service to download a PDF file. The revised sample swaps
out the IntentService with a JobIntentService, which is a fairly easy conversion
to make.
First, we need to defend it with the android.permission.BIND_JOB_SERVICE
permission:

    <service
      android:name="Downloader"
      android:permission="android.permission.BIND_JOB_SERVICE" />


(from Service/JobIntentService/app/src/main/AndroidManifest.xml)
This is required because, under the covers, a JobIntentService is really a
JobService, and JobService requires this android:permission attribute. We will
explore this more in the chapter on JobScheduler.
What had been onHandleIntent() in an IntentService turns into onHandleWork()
in a JobIntentService:

package com.commonsware.android.downloader;

import android.content.Context;
import android.content.Intent;
import android.os.Environment;
import android.support.v4.app.JobIntentService;
import android.support.v4.content.LocalBroadcastManager;
import android.util.Log;
import java.io.BufferedOutputStream;
import java.io.File;
import java.io.FileOutputStream;
import java.io.IOException;
import java.io.InputStream;
import java.net.HttpURLConnection;
import java.net.URL;

public class Downloader extends JobIntentService {
  public static final String ACTION_COMPLETE=
      "com.commonsware.android.downloader.action.COMPLETE";
  private static final int UNIQUE_JOB_ID=1337;

  static void enqueueWork(Context ctxt, Intent i) {
    enqueueWork(ctxt, Downloader.class, UNIQUE_JOB_ID, i);
  }

  @Override
  public void onHandleWork(Intent i) {
    try {
      File root=
          Environment.getExternalStoragePublicDirectory(Environment.DIRECTORY_DOWNLOADS);

      root.mkdirs();

      File output=new File(root, i.getData().getLastPathSegment());

      if (output.exists()) {
        output.delete();
      }

      URL url=new URL(i.getData().toString());
      HttpURLConnection c=(HttpURLConnection)url.openConnection();

      FileOutputStream fos=new FileOutputStream(output.getPath());
      BufferedOutputStream out=new BufferedOutputStream(fos);

      try {
        InputStream in=c.getInputStream();
        byte[] buffer=new byte[8192];
        int len=0;

        while ((len=in.read(buffer)) >= 0) {
          out.write(buffer, 0, len);
        }

        out.flush();
      }
      finally {
        fos.getFD().sync();
        out.close();
        c.disconnect();
      }

      LocalBroadcastManager.getInstance(this)
                           .sendBroadcast(new Intent(ACTION_COMPLETE));
    }
    catch (IOException e2) {
      Log.e(getClass().getName(), "Exception in download", e2);
    }
  }
}


(from Service/JobIntentService/app/src/main/java/com/commonsware/android/downloader/Downloader.java)
The semantics of onHandleWork() are the same as doWakefulWork() with a WakefulIntentService:

	The method is called on a background thread

	While there is work to be done, a wakelock is held

	Once there is no more work to be done and the method returns, the service stops
itself


Because our code is using a wakelock — by way of a support library — we need
to have the WAKE_LOCK permission in the manifest, along with other permissions
needed for our business logic:

  <uses-permission android:name="android.permission.WAKE_LOCK" />
  <uses-permission android:name="android.permission.INTERNET" />
  <uses-permission android:name="android.permission.WRITE_EXTERNAL_STORAGE" />


(from Service/JobIntentService/app/src/main/AndroidManifest.xml)
To arrange to have the service perform some work, with IntentService, you
would use startService(), with an Intent identifying the service (and, optionally,
passing along details of the work to be done). With JobIntentService, you instead
call a static enqueueWork() method defined on JobIntentService. This takes
four parameters:

	a Context


	the Java Class object for your JobIntentService subclass (e.g., Downloader.class)

	a job ID, which will be used on Android 8.0 when using JobScheduler to perform
the work, where the job ID needs to be unique within your app compared to anything
else that is using JobScheduler


	an Intent akin to the one you would have used with startService() and IntentService



Since the second and third parameters are constants, you can create your own
enqueueWork() method that calls the JobService implementation, passing along
those constant values:

  private static final int UNIQUE_JOB_ID=1337;

  static void enqueueWork(Context ctxt, Intent i) {
    enqueueWork(ctxt, Downloader.class, UNIQUE_JOB_ID, i);
  }


(from Service/JobIntentService/app/src/main/java/com/commonsware/android/downloader/Downloader.java)
Then, your code that wishes to have the work performed calls your enqueueWork()
method to do so:

  private void doTheDownload() {
    b.setEnabled(false);

    Intent i=new Intent(getActivity(), Downloader.class);

    i.setData(Uri.parse("https://commonsware.com/Android/Android-1_0-CC.pdf"));

    Downloader.enqueueWork(getActivity(), i);
  }


(from Service/JobIntentService/app/src/main/java/com/commonsware/android/downloader/DownloadFragment.java)
The JobIntentService can spend up to ~10 minutes in onHandleWork() on Android 8.0+,
which is a substantial improvement over the ~1 minute a background IntentService has.
If, however, there is a substantial chance that the work would exceed 10 minutes,
use a foreground IntentService.
However, there is one issue with JobIntentService: on Android 8.0+, it may not
do its work right away. On Android 8.0+, JobIntentService schedules its work
via JobScheduler, and JobScheduler may elect to postpone that work for a bit.
In cases where you really need the work to be started immediately, JobIntentService
is not a good choice.
IntentService or JobIntentService?
Use JobIntentService if:

	You can live with the possible slight delay in the work being started, and

	You think that the work might take more than a minute, but surely less than 10 minutes


Use a plain IntentService if you are sure that the work will take less than a minute.
Use a foreground IntentService if either:

	You think that the work might take more than a minute, but you want to avoid
the possible delayed-start of a JobIntentService, or

	You think that the work might take more than 10 minutes


Services and Configuration Changes
Services are not directly affected by configuration changes the way that
activities are. While activities will be destroyed and recreated by default,
services continue running if they were created.
Usually, services do not really care about configuration changes. However,
if you have a service that does care, you can override onConfigurationChanged()
in the service.
This means that you have two choices for dealing with configuration changes:
override onConfigurationChanged() or simply re-read in the configuration
information as needed. For example, suppose that you need to know the user’s
chosen locale, to include as information in a Web service call. If you
are checking the locale on each Web service call, your service does not need
to know about configuration changes. If, on the other hand, you prefer
to cache the locale data, reading it in from the Locale class when
the service is created, you will want to override onConfigurationChanged()
and update that cache, in case the configuration change was a locale change.
When Do Services End?
One common question with services is: when do services end? If we start them,
what causes them to ever stop?
While services are designed to run in the background for a while, they will not
run forever. Exactly how long they will run depends on what stops them, and
there are several scenarios for that.
Scenario #1: You Stop It
If you call stopSelf() from inside a started service, the service is stopped
and destroyed. Or, if you call stopService() from something outside of the
service — but supplying an Intent that identifies your service — the service
is stopped and destroyed. In both cases, the service is stopped and destroyed
asynchronously, so the service will be running for a bit even after the stopSelf()
or stopService() call. However, the service will be stopped and destroyed
fairly quickly, assuming that you are not tying up the main application thread
for some reason.
As we will see in the chapter on binding and remote services,
if you unbind from a bound service, and nothing else has bound to it or has
started it, Android will destroy the service. 
So, you can cause a service to stop by taking some positive action to stop it, much
as we did with the stopService() call in the FakePlayer example earlier in
this chapter.
Scenario #2: Android Terminates Your Process
The real point behind a service is to elevate your process’ importance within
the operating system. Android terminates low-importance processes to free up
system RAM for other processes representing other apps.
However, while process importance is the primary criterion for Android to choose
processes to terminate, it is not the only criterion. Process age and memory consumption
are also taken into account. As a result, your process will not run forever, even
with a service running.
Needless to say, when your process is terminated, your service goes with it.
Scenario #3: The User Nukes You From Orbit
Not only can Android terminate your process, but so can the user, by any number
of ways:

	Using a third-party task manager

	Swiping your app off of the recent-tasks (“overview”) screen

	Clicking “Force Stop” on your page in the Settings app


In the first two scenarios, if you had a running service, and if your
onStartCommand() returns something like START_STICKY or START_REDELIVER_INTENT,
eventually Android will fork a fresh process for you and restart your service.
This also happens if Android terminates your process on its own due to old age.
If the user presses “Force Stop”, nothing of your app will run again, until the
user launches your app from the home screen or something else uses an explicit
Intent to start one of your components.
Scenario #4: Automatically, After a Minute
All of the previous options have been a possibility for a long time, frequently
since Android 1.0.
New to Android 8.0 is a time limit on background services: you can run for a minute,
and then you’re done. We will explore this more in the next section.
Background Service Limitations
For apps that have a targetSdkVersion of 26 or higher and are running on Android 8.0,
background services are limited. After a short period of time — as low as one
minute — any such services will be stopped and you will be unable to start
new ones.
Also, even if your targetSdkVersion is 25 or lower, you might still have
these limitations applied to your app. If your app appears on the Battery
screen in Settings — indicating that it is using above-average power — the user
will have the ability to apply these limitations to your app from there.
What Is a Background Service, Exactly?
Here, “background services” are ones that:

	Have not used something like startForeground() to raise themselves
to foreground importance (with a Notification), 

	Are in a process that is not showing the foreground UI at the
moment, and

	Are not bound to by some other process that happens to have foreground
importance


That latter scenario covers cases where your service exposes an API that is
bound to by other apps or by core OS processes. This includes custom APIs
implemented via AIDL and framework-supplied APIs such as those used by
JobService, TileService, and so on.
Certain events, such as having your code triggered by a Notification PendingIntent,
or by receiving a broadcast,
will also give you a fresh window of time when background services behave
normally.
What Happens?
The documentation indicates that when your process moves from the foreground
to the background, or when one of the other triggers (e.g., receiving a broadcast)
occurs, you have “several minutes” of normal operation. Testing suggests that
by “several minutes”, Google actually means “a minute or so”.
At that point:

	Any outstanding services are stopped and destroyed, via stopService()-style
functionality, and

	Any calls to startService() will fail


Your process is still running at this point. However, its importance is the
same as if you had no service running, meaning that your process is at risk of
being terminated at any point to free up system RAM.
Note that while the documentation suggests that startService() will
throw an IllegalStateException when your app is ineligible to start a background
service, this behavior varies. If a service calls startService(), usually no
exception is thrown and the call seems to fail quietly (or perhaps with only a debug
LogCat message about the issue). If another Context
is used — such as the one handed to onReceive() of a BroadcastReceiver — you will get the exception:


Process: com.commonsware.android.service.ouroboros, PID: 27276
java.lang.RuntimeException: Unable to start receiver com.commonsware.android.service.ouroboros.HackReceiver: java.lang.IllegalStateException: Not allowed to start service Intent { cmp=com.commonsware.android.service.ouroboros/.SecondSillyService (has extras) }: app is in background
   at android.app.ActivityThread.handleReceiver(ActivityThread.java:3159)
   at android.app.ActivityThread.-wrap18(Unknown Source:0)
   at android.app.ActivityThread$H.handleMessage(ActivityThread.java:1621)
   at android.os.Handler.dispatchMessage(Handler.java:102)
   at android.os.Looper.loop(Looper.java:154)
   at android.app.ActivityThread.main(ActivityThread.java:6408)
   at java.lang.reflect.Method.invoke(Native Method)
   at com.android.internal.os.Zygote$MethodAndArgsCaller.run(Zygote.java:232)
   at com.android.internal.os.ZygoteInit.main(ZygoteInit.java:751)
Caused by: java.lang.IllegalStateException: Not allowed to start service Intent { cmp=com.commonsware.android.service.ouroboros/.SecondSillyService (has extras) }: app is in background
   at android.app.ContextImpl.startServiceCommon(ContextImpl.java:1451)
   at android.app.ContextImpl.startService(ContextImpl.java:1405)
   at android.content.ContextWrapper.startService(ContextWrapper.java:630)
   at android.content.ContextWrapper.startService(ContextWrapper.java:630)
   at com.commonsware.android.service.ouroboros.HackReceiver.onReceive(HackReceiver.java:12)
   at android.app.ActivityThread.handleReceiver(ActivityThread.java:3152)
   at android.app.ActivityThread.-wrap18(Unknown Source:0) 
   at android.app.ActivityThread$H.handleMessage(ActivityThread.java:1621) 
   at android.os.Handler.dispatchMessage(Handler.java:102) 
   at android.os.Looper.loop(Looper.java:154) 
   at android.app.ActivityThread.main(ActivityThread.java:6408) 
   at java.lang.reflect.Method.invoke(Native Method) 
   at com.android.internal.os.Zygote$MethodAndArgsCaller.run(Zygote.java:232) 
   at com.android.internal.os.ZygoteInit.main(ZygoteInit.java:751)


What Are the Alternatives?
An obvious solution is to use a foreground service. You have three options for
doing this:

	The classic solution, which is to start the service via startService(),
then have the service call startForeground()


	The new getForegroundService() method on PendingIntent


	The new startForegroundService() method on Context



The latter two approaches work even when your process no longer has the ability to
call startService(). However, those methods are new to Android 8.0. Also,
despite their method names, they do not actually start your service as a foreground
service. Rather, they give you a short reprieve from the normal service-starting
limits — your service needs to call startForeground() shortly after being
created, or else your service will be destroyed.
A JobService can spend ~10 minutes processing a job, before Android will
consider the service to be broken and reduce the process’ priority to lower
levels. Hence, using JobScheduler may be an option for you, particularly
if the work you are trying to do is periodic in nature, where your JobService
does the work.
As this change only affects apps with a targetSdkVersion higher than 25,
keeping your targetSdkVersion at 25 or lower will avoid this behavior
change.
Finding and Eliminating Jank
A user interface is considered “janky” if it stutters or otherwise fails to
operate smoothly, particularly during animated effects like scrolling.
Finding and eliminating the causes of janky behavior (“jank”)
is part science, part art, and part throwing darts at a dartboard.
This chapter will outline some techniques for identifying and removing jank
from a user interface. The steps shown here originated in
a blog post by Google’s Romain Guy,
with a few additional twists and turns due to the different nature of the particular
case being studied. Mr. Guy’s blog post is essential reading for all advanced
Android developers, and the author is deeply indebted to Mr. Guy for his work
in this area.
Prerequisites
The only hard prerequisite for this chapter is having read the core chapters
and the chapter on finding CPU bottlenecks.
That being said, having read the chapter on animators
would help understand portions of this chapter a bit better.
The Case: ThreePaneDemoBC
In the chapter on animators, we examined an implementation
of the Gmail-style three-pane layout with animated transitions
(a.k.a., “The Three-Fragment Problem”). The implementation
shown there originated with
a Stack Overflow question
with the solution presented in this book offered as
an answer.
A commenter on that answer
pointed out that he detected some stutter, even on decent hardware.
This chapter reviews the steps that were taken to determine if we really are
doing things incorrectly, what specifically we are doing wrong, and what can be done
to fix it.
Are We Janky?
In the
eyes of this book’s author, the three-pane implementation presented in the
chapter on animators was perfectly reasonable on good hardware.
There are two lessons to take from this:

	It is better to come up with an objective definition for “jank” and test to
see if your code meets that definition at various points

	The author of this book is very tolerant of janky user interfaces


The results shown in the chapter on CPU measurement
for the gfxinfo and
systrace tools come from the three-pane demo code.
The gfxinfo and the systrace results both point to the three-pane demo spending
too much time doing work and therefore dropping some number of frames. This
lines up with the visual report, and indicates that we have some work to do to try
to improve matters.
Finding the Source of the Jank
Just because we know that we are janky does not mean that we have any idea what
to do about it. We need to conduct some further analysis to determine where,
exactly, our jank is coming from.
Traceview
One thing that we can do to help further refine the source of our trouble is to
use Traceview. As outlined in the section on Traceview,
Traceview reports how many calls were made of various methods in our code (and
in the framework code) and how much time was spent there.
Here are some of the results from a Traceview run on the three-pane demo on a
Nexus 7:

[image: Traceview of Three-Pane Demo]

Figure 965: Traceview of Three-Pane Demo
We see that 88.9% of our CPU time is spent in doFrame() on Choreographer and
the calls triggered from it. doFrame() is a private method which, as the name
suggests, performs the drawing, processing, and executing of a single frame’s worth
of rendering. More importantly, we see that doFrame() was called 68 times during
our test run, meaning that our UI changed 68 times during the ~3 seconds of activity
during our trace.
Further down the table, we see that layout() on ViewGroup was called 26 times
directly (and 248 more times via recursion), contributing about 25% of the time
consumed by doFrame(). Since layout() is called on less than half of the
doFrame() calls, the time consumed by layout() makes up a fairly significant
portion of the doFrame() time during those 26 frames.
More importantly, layout() is something that we trigger. It implies that we have
made some change to our UI content that requires a layout pass of some ViewGroup.
Having a layout pass on occasion is perfectly normal, particularly in response to
user input. A layout() might be triggered by the user tapping on a row in one of
our ListViews, for example. But we are not doing 26 user input events in our
test — all we are doing is tapping one time each on a pair of ListView rows, then
pressing the BACK button. This implies that something else in our code is causing
layout() to be needed.
Unfortunately, at this point, Traceview does not help much, because the calls to
layout() are asynchronous with respect to our own code, so it will not be all that
obvious where the extra calls are coming from. This is where we need some expert
help, as we will see later in this chapter.
Overdraw
Another common source of jank is overdraw. Overdraw refers to the act of painting
the same pixel several times, due to overlapping components. For example:

	The activity window itself has a background

	You have a container that fills the activity’s content, such as a ListView,
which has a background

	You have children in that container with backgrounds (row), who have their
own children with backgrounds and, eventually, content (widgets like ImageView
and TextView)


Places where there is overlap, the OS might set the color of a pixel several times
per frame, wasting time.
The easiest way to track down overdraw is to use the “Show GPU overdraw” option in
the Developer Options portion of the Settings app:

[image: Nexus 7 Developer Options, with Show GPU overdraw]

Figure 966: Nexus 7 Developer Options, with “Show GPU overdraw”
This option is only available on Android 4.2 and higher.
When you enable this option, then restart your app’s process (if it was already
running), Android will shade pixels that are overdrawn:

	Blue for pixels that are drawn twice

	Green for pixels that are drawn three times

	Pink for pixels that are drawn four times

	Red for pixels that are drawn five or more times


In short: pink and red are bad. Green and blue are OK, though if you have large
patches of either shade, you might consider trying to see if there’s a way to
get rid of the overdraw.
Of course, the fact that these are shades applied to existing pixel colors may
make it a bit difficult to tell exactly where the overdraw is occurring. For
example, a red portion of your UI might be red from overdraw… or it might be
red because you made it red. Temporarily changing your color scheme to something
else (e.g., yellow) will help distinguish what is overdraw and what is just the
natural UI coloration.
If you enable this option on a Nexus 7 and run the three-pane demo, you will see
very little blue or green (beyond the normal blue of the activated state
of our ListView rows), and virtually no red:

[image: Three-Pane Demo, As Initially Launched, Showing Overdraw]

Figure 967: Three-Pane Demo, As Initially Launched, Showing Overdraw

[image: Three-Pane Demo, Left and Middle Panes, Showing Overdraw]

Figure 968: Three-Pane Demo, Left and Middle Panes, Showing Overdraw

[image: Three-Pane Demo, Middle and Right Panes, Showing Overdraw]

Figure 969: Three-Pane Demo, Middle and Right Panes, Showing Overdraw

[image: Three-Pane Demo, Left and Middle Panes Via BACK, Showing Overdraw]

Figure 970: Three-Pane Demo, Left and Middle Panes Via BACK, Showing Overdraw
On the other hand, bringing up the Contacts app on the same Nexus 7 shows
significantly more overdraw:

[image: Contacts App, Showing Overdraw]

Figure 971: Contacts App, Showing Overdraw
The good news is that our app is not suffering performance problems due to overdraw.
The bad news is that the Contacts app is.
The good news is that if you are reading this, you are probably not responsible
for maintaining the Contacts app.
The Contacts app’s major problems come from the contact photos, or placeholders
as seen here. Either the ImageView has a background, or the ImageView fills
some container with a background. For example, the ImageView might be in some
container with a background to provide a bevel effect around the image. Making
the portion of the background that is behind the ImageView be transparent will
eliminate the overdraw.
Note: some GPU architectures can automatically fix overdraw in select places,
while others cannot. Notably, the Tegra 3 cannot. Hence, the Tegra 3 is a good
test platform for using this overdraw-detection feature of Android.
Extraneous Views
Another related source of jank is having too many extraneous views. Each widget
and container contributes to the cost of drawing the overall UI, so having
extraneous views adds overhead.
Perhaps the most common scenario for extraneous views is the single-child container.
If a container will only ever hold one child, perhaps you can get rid of that
container. Not only will this speed up execution at runtime, but it can
help avoid running out of stack space.
One way to find these extraneous views is to bring up your user interface
in the Android Studio Layout Inspector, or in the older Hierarchy View tool.

[image: Three-Pane Demo, As Initially Launched, in Layout Inspector]

Figure 972: Three-Pane Demo, As Initially Launched, in Layout Inspector
The root DecorView has only one child. This is a framework-supplied
container, and so we have no control over it.

[image: Three-Pane Demo in Layout Inspector, Showing More Hierarchy]

Figure 973: Three-Pane Demo in Layout Inspector, Showing More Hierarchy
Here, we have a FrameLayout holding onto just one child, our ThreePaneLayout
custom view. We set up ThreePaneLayout as being our activity’s content view.
The “content view” of an activity is poured into a FrameLayout, supplied by
the Android framework — that is the FrameLayout seen in Hierarchy View. We have
no good way to get rid of this FrameLayout. Fortunately, FrameLayout is
a very cheap container, in terms of runtime execution speed.

[image: More Single-Child Containers in Three-Pane Demo, from Layout Inspector]

Figure 974: More Single-Child Containers in Three-Pane Demo, from Layout Inspector
Here, we see that our left and middle FrameLayout containers, for our left
and middle panes, each contain one child, a FrameLayout. These come
from using ListFragment, as does the LinearLayout (having visibility
GONE) and another FrameLayout, before getting to the ListView.
Short of writing our own fragment for holding a ListView,
there is nothing we can do about these extraneous views.
Conclusion: Too Many layout() Calls?
Given that overdraw does not seem to be a problem and that we have few extraneous
views under our control, it would seem that perhaps we should return our attention
to the extra layout() calls. While trying to get rid of the ListFragment extraneous
views would make those layout() calls incrementally cheaper, we will get more
value by getting rid of the unnecessary calls in the first place, if indeed they
are unnecessary.
Where Things Went Wrong
Of course, it doesn’t hurt to call in an expert, to try to confirm exactly what
is going on.
Chet Haase — Google engineer on Android,
celebrated book author,
and part-time comedian –
chimed in with an answer to a
Stack Overflow question about this three-pane animation, asked by the person who
commented about the dropped frames on the original Stack Overflow question.
The key statement from his answer was:

Sliding things around is fine (translationX/Y), fading things in/out is good (alpha), but actually laying things out on every frame? Just say no.


Specifically, he is referring to our use of ObjectAnimator to change the width
of the middle pane as we show and hide the right pane. Each time we change the
width of the middle pane, we trigger a layout() call, to reposition the child
widgets within that pane as needed. Our animations are adding ~20 layout() calls,
introducing overhead that is pushing us over the per-frame limit on the Nexus 7.
Removing the Jank
To remove the jank, we need to remove the ObjectAnimator changing the width
of the middle pane on the fly. You can see the results of this in the
Jank/ThreePaneBC
sample app.
Now, our showLeft() and hideLeft() methods immediately change the width of
the middle pane, rather than arranging its animation:

  public void hideLeft() {
    if (leftWidth == -1) {
      leftWidth=left.getWidth();
      middleWidthNormal=middle.getWidth();
      resetWidget(left, leftWidth);
      resetWidget(middle, middleWidthNormal);
      resetWidget(right, middleWidthNormal);
      requestLayout();
    }

    translateWidgets(-1 * leftWidth, left, middle, right);
    setMiddleWidth(leftWidth);
  }

  public void showLeft() {
    translateWidgets(leftWidth, left, middle, right);
    setMiddleWidth(middleWidthNormal);
  }

  private void setMiddleWidth(int value) {
    middle.getLayoutParams().width=value;
    requestLayout();
  }


(from Jank/ThreePaneBC/app/src/main/java/com/commonsware/android/anim/threepane/ThreePaneLayout.java)
This does not provide nearly as good of a UI as the original.
However, the revised solution does reduce the jank, as seen in this
gfxinfo output:

[image: gfxinfo Output of Revised ThreePaneDemoBC]

Figure 975: gfxinfo Output of Revised ThreePaneDemoBC
There are probably
ways to improve upon the revised jank-free implementation. Lacking that, it is up
to you to decide if the amount of jank found in the original implementation is
worth the improved animation or not.
Frame Metrics API
Above, we looked at gfxtrace,
which gives you a dump of information related to the rendering of your
UI, including how much time is spent in different aspects of that
work. However, gfxtrace is a device-wide data collection, and so there
may be a bit of noise in the results due to other things being updated
(Notification icons, other status bar icons, status bar clock, third-party
app overlay views, etc.). Plus, gfxtrace itself represents a chunk of
overhead, slowing down the device.
Android 7.0+ gives us a frame metrics API. We can register a listener to find
out the same sorts of information that gfxtrace reports, but only to
our app, and in Java code. We can log that to Logcat, or do our
own diagnostic overlay, or cache it and later send it
to a server for analysis. We can also elect to collect this data in our
instrumentation tests, to help detect a significant shift
in our UI rendering performance.
What Data You Get
Unfortunately, there is virtually no documentation on the data
that we get.
We will receive FrameMetrics objects, on which we can call getMetric()
and provide the identifier of one of the specific metrics that we can retrieve.
Note that FrameMetrics objects get recycled, so when your listener is
handed one, you should copy the data you want out of it and save it somewhere
else, rather than attempt to hold onto the FrameMetrics object itself.
This pattern is used elsewhere in Android, such as with sensors.
Most of the metrics represent amounts of time, measured in nanoseconds,
returned as long values:








  	Metric ID
  	Role






  	ANIMATION_DURATION
  	Time spent in animation callbacks



  	COMMAND_ISSUE_DURATION
  	Time spent issuing draw commands to the GPU



  	DRAW_DURATION
  	Time spent building display lists of commands



  	INPUT_HANDLING_DURATION
  	Time spent in input-handling callbacks



  	LAYOUT_MEASURE_DURATION
  	Time spent in measure() and layout() work for your view hierarchy



  	SWAP_BUFFERS_DURATION
  	Time spent sending the frame buffer for this frame to the display



  	SYNC_DURATION
  	Time spent synchronizing the display lists with the render thread



  	UNKNOWN_DELAY_DURATION
  	Time spent waiting for the UI thread to process the frame




There is also TOTAL_DURATION, which should match the sum of the above
values. And, there is FIRST_DRAW_FRAME, which returns a boolean value
encoded as a long (0 for false, 1 for true), indicating whether
this frame was the first to draw in a new Window layout.
Developers with deep understanding of the graphics rendering pipeline
in Android may recognize these values. For everybody else, the objective
is for them to be as low as possible, and for the sum to be well under
the 16ms (16,000,000ns) we have for a frame.
How You Get That Data
The
Jank/FrameMetrics
sample project is another variation on the “show a list of videos
in a RecyclerView” sample that was profiled in the chapter on RecyclerView
and elsewhere.
This time, though, we have a menu resource:

<?xml version="1.0" encoding="utf-8"?>
<menu xmlns:android="http://schemas.android.com/apk/res/android">
  <item
    android:id="@+id/record"
    android:icon="@drawable/ic_record_white_24dp"
    android:showAsAction="always"
    android:title="@string/menu_record" />
  <item
    android:id="@+id/stop"
    android:icon="@drawable/ic_stop_white_24dp"
    android:showAsAction="always"
    android:title="@string/menu_stop"
    android:visible="false" />
</menu>

(from Jank/FrameMetrics/app/src/main/res/menu/actions.xml)
It defines two action bar items: one to record frame metrics, and one
to stop the recording, whether the latter is initially invisible.
In MainActivity, we inflate that menu resource, find those two action
items, and hold onto them in fields, via onCreateOptionsMenu():

  @Override
  public boolean onCreateOptionsMenu(Menu menu) {
    getMenuInflater().inflate(R.menu.actions, menu);
    record=menu.findItem(R.id.record);
    stop=menu.findItem(R.id.stop);

    return(super.onCreateOptionsMenu(menu));


(from Jank/FrameMetrics/app/src/main/java/com/commonsware/android/jank/framemetrics/MainActivity.java)
In onOptionsItemSelected(), when one of those two is tapped, we invert
their visibilities, so when the user taps record, the stop item
appears, and vice versa:

  @Override
  public boolean onOptionsItemSelected(MenuItem item) {
    if (item.getItemId()==R.id.record) {
      record.setVisible(false);
      stop.setVisible(true);
      afm=new AggregateFrameMetrics();
      getWindow()
        .addOnFrameMetricsAvailableListener(this,
          new Handler(handlerThread.getLooper()));

      return(true);
    }
    else if (item.getItemId()==R.id.stop) {
      record.setVisible(true);
      stop.setVisible(false);
      getWindow().removeOnFrameMetricsAvailableListener(this);
      afm.log(getClass().getSimpleName());
      afm=null;

      return(true);
    }

    return(super.onOptionsItemSelected(item));
  }


(from Jank/FrameMetrics/app/src/main/java/com/commonsware/android/jank/framemetrics/MainActivity.java)
However, in addition, when the user taps record, we:

	Create an instance of an AggregateFrameMetrics class and hold onto
it in a field (afm)

	Call addOnFrameMetricsAvailableListener() on the activity’s Window,
passing in a Window.OnFrameMetricsAvailableListener implementation
(here, our MainActivity itself) and a Handler on which we want
to have that listener’s callback method be invoked (here, a Handler
tied to a HandlerThread created when the activity is created)


The result is that when the user taps record, our activity’s
onFrameMetricsAvailable() method will be called on that HandlerThread,
providing us with metrics on the just-completed frame:

  @Override
  public void onFrameMetricsAvailable(Window window,
                                      FrameMetrics frameMetrics,
                                      int droppedEvents) {
    afm.add(frameMetrics, droppedEvents);
  }


(from Jank/FrameMetrics/app/src/main/java/com/commonsware/android/jank/framemetrics/MainActivity.java)
onFrameMetricsAvailable() is passed three parameters:

	the Window which we registered for metrics on

	the FrameMetrics for that frame

	an int indicating how many onFrameMetricsAvailable() calls were
missed because we took too long in the last onFrameMetricsAvailable()
call processing the previous results (ideally, this is always 0)


Here, we pass the metrics and dropped-events values to the
AggregateFrameMetrics object.
Back up in onOptionsItemSelected(), if the user taps on stop, we
remove our activity as a listener via removeOnFrameMetricsAvailableListener()
and call log() on the AggregateFrameMetrics object.
AggregateFrameMetrics, in turn, is responsible for maintaining a running
total of the various individual metrics and dumping them to Logcat when
log() is called:

package com.commonsware.android.jank.framemetrics;

import android.util.Log;
import android.view.FrameMetrics;

public class AggregateFrameMetrics {
  int droppedReports;
  long animationDuration;
  long commandIssueDuration;
  long drawDuration;
  long inputHandlingDuration;
  long layoutMeasureDuration;
  long swapBuffersDuration;
  long syncDuration;
  long unknownDelayDuration;
  long totalDuration;

  void add(FrameMetrics metrics, int droppedReports) {
    this.droppedReports+=droppedReports;

    animationDuration+=
      metrics.getMetric(FrameMetrics.ANIMATION_DURATION);
    commandIssueDuration+=
      metrics.getMetric(FrameMetrics.COMMAND_ISSUE_DURATION);
    drawDuration+=metrics.getMetric(FrameMetrics.DRAW_DURATION);
    inputHandlingDuration+=
      metrics.getMetric(FrameMetrics.INPUT_HANDLING_DURATION);
    layoutMeasureDuration+=
      metrics.getMetric(FrameMetrics.LAYOUT_MEASURE_DURATION);
    swapBuffersDuration+=
      metrics.getMetric(FrameMetrics.SWAP_BUFFERS_DURATION);
    syncDuration+=metrics.getMetric(FrameMetrics.SYNC_DURATION);
    unknownDelayDuration+=
      metrics.getMetric(FrameMetrics.UNKNOWN_DELAY_DURATION);
    totalDuration+=metrics.getMetric(FrameMetrics.TOTAL_DURATION);
  }

  void log(String tag) {
    Log.d(tag, String.format("animation: %dns", animationDuration));
    Log.d(tag, String.format("command issue: %dns", commandIssueDuration));
    Log.d(tag, String.format("draw: %dns", drawDuration));
    Log.d(tag, String.format("input handling: %dns", inputHandlingDuration));
    Log.d(tag, String.format("layout measure: %dns", layoutMeasureDuration));
    Log.d(tag, String.format("swap buffers: %dns", swapBuffersDuration));
    Log.d(tag, String.format("sync: %dns", syncDuration));
    Log.d(tag, String.format("unknown: %dns", unknownDelayDuration));
    Log.d(tag, String.format("total: %dns", totalDuration));
    Log.d(tag, String.format("%d dropped reports", droppedReports));
  }
}


(from Jank/FrameMetrics/app/src/main/java/com/commonsware/android/jank/framemetrics/AggregateFrameMetrics.java)
The net effect is that between taps on record and stop, we collect
information about the UI rendering performance. If you try this on
a device that has a bunch of videos on it, scroll through the list while
the collection is ongoing. Once you click stop to end the collection,
the aggregated results are printed to Logcat.
Unit Testing
Instrumentation testing — basically, all the approaches
on testing covered so far in this book — is wonderful, but
it has one key problem: it is slow.
The problem stems largely from the fact that we are running
our Android tests in Android. Android emulators are not speedy,
and neither are devices, compared with developer machines,
continuous integration servers, and the like.
Unit testing, in Android terms, is taking a subset of our tests
out of Android and onto our development machine OS itself, running
them just as we would plain Java tests in non-Android Java
development. On the plus side, we now have much more machine
power to run our tests, including the possibility of running
tests in parallel across multiple CPU cores. However, whatever
we are running for our development OS probably is not Android,
and so attempts to use Android from our tests are doomed to
failure… unless we mock Android.
In this chapter, we will explore more of why we might want
to set up unit tests, the basics of setting up unit testing
for plain old Java objects (POJOs), and how to use Mockito and
Robolectric to mock certain things, notably Android itself.
Prerequisites
This chapter assumes that you have read the preceding chapters
on testing, particularly the one covering JUnit4.
Also, the examples in this chapter are based on the Retrofit
example from the chapter on Internet access,
so if you skipped the Retrofit material, you may wish to go back
and review that section.
I Thought We Were Already Unit Testing?
If you used the testing techniques outlined previously in this
chapter, you used JUnit, probably JUnit4. Given that JUnit has
“unit” in the name, you might have thought that you were doing
unit testing.
From the standpoint of standard testing terminology, you may
very well have been doing unit testing.
However, in Android development, the phrase “unit testing”
is reserved for outside-of-Android tests, running on a JVM on
your development machine. Tests using JUnit that are run on Android
itself are either “instrumentation tests” (if you are working
with activities and related components directly) or
“integration tests” (if you are using UIAutomator to exercise
your app and other apps to see if they interoperate correctly).
Scenario: Clean Architecture
Robert Martin (a.k.a., “Uncle Bob”), in 2012, wrote
a seminal blog post
outlining what he refers to as “Clean Architecture”. Others
have posted their own variations on his original theme.
Usually, Clean Architecture is depicted as a set of concentric
circles:
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Figure 353: Clean Architecture
The basic rules are:

	The further in from the outside edge you go, the higher level
the software becomes

	Nothing from an inner circle can depend upon something in an
outer circle


The net of this, from an Android-and-testing standpoint, is
that Clean Architecture results in a core set of Java objects
that know nothing about Android. Typically, these are model
objects and business rules (implemented as some mix of model
object methods and separate rule objects). These core objects
should know nothing about:

	Activity lifecycles

	Fragments or other UI implementation patterns

	Views or other forms of UI (e.g., Web content in a WebView)

	SQLite or any other particular storage engine

	Threads, including idiosyncrasies around the main application thread

	and so on


Even developers who do not adhere religiously to Clean
Architecture often strive to have some core objects be
“clean enough” and independent from anything specific to
Android.
Since these objects have nothing specifically to do with Android,
they should be testable outside of Android, even if in production
you only intend to use them in Android apps. After all, if they
do not need Android, why do you need the testing overhead of
Android?
This is where unit testing comes into play, allowing you to set
up a set of tests that do not require Android, because the objects
being tested to not require Android.
Of course, this is not the only scenario where unit testing
can be used. Many apps have some amount of utility code that
is not tied too closely to Android. And, as we will see, even
some code that has light ties to Android might be able to be
tested through unit testing, courtesy of mocking frameworks.
Setting Up Unit Testing
There are three main steps for setting up unit testing: adding JUnit,
toggling Android Studio to unit test mode, and creating the test/
source set for holding your unit tests themselves.
The files shown in this section come from the
UnitTest/POJO
sample application. This is a clone of the HTTP/Retrofit example
from the chapter on Internet access, where we retrieve
the latest android-tagged Stack Overflow questions and display them
in a ListView.
Adding the Test JUnit Dependency
Gradle, along with the Android Gradle Plugin, are set up to handle
unit tests “out of the box”. However, they still require you to provide
a dependency on JUnit. Partially, that is because you may care about
the specific version of JUnit that you use. Partially, that opens the
door for possibly using other test engines beyond JUnit.
In previous chapters, we saw that instrumentation tests were handled
using an androidTest/ source set and androidTestImplementation
dependency statements. Similarly, unit testing is handled via a
test/ source set and testImplementation dependency statements. So, to set
up JUnit for unit testing, you need the testImplementation statement
in dependencies to pul in junit:junit:4.12:

apply plugin: 'com.android.application'

android {
    compileSdkVersion 27
    buildToolsVersion '27.0.3'

    defaultConfig {
        minSdkVersion 15
        targetSdkVersion 27
        testApplicationId "com.commonsware.android.unittest.tests"
        testInstrumentationRunner "android.support.test.runner.AndroidJUnitRunner"
    }
}

dependencies {
    implementation "com.android.support:support-fragment:27.1.1"
    implementation 'com.squareup.retrofit:retrofit:1.9.0'
    testImplementation 'junit:junit:4.12'
    androidTestImplementation 'com.android.support.test:rules:1.0.1'
}


(from UnitTest/POJO/app/build.gradle)
The version of JUnit will change over time, so the latest-and-greatest
one may be newer than what you see above. Also, you may wind up with
other testImplementation dependencies — we will see examples of this
coming up later in this chapter.
Also note that new Android Studio projects, created through the new-project
wizard, may already have this dependency.
You will also notice that this build.gradle file is set up to use
instrumentation testing as well, with androidTestImplementation,
testApplicationId, and so forth. That is not required for unit testing,
but this project uses both testing approaches, to help compare and
contrast the results.
Creating the Test Sourceset
New Android Studio projects, created through the new-project wizard,
automatically get a test/ source set added alongside main/ and
androidTest/. That test/ source set will already have an
ExampleUnitTest class added to the Java package associated with the
app.
If you have an existing Android Studio project, though, you will
need to set up the test/ directory, the test/java/ directory,
and add a Java package to that test/java/ directory yourself.
Either way, in the end, you should have a test/ source set as a peer
of your main/ and androidTest/ source sets:

[image: Project View, Showing main/, androidTest/, and test/ Sourcesets]

Figure 354: Project View, Showing main/, androidTest/, and test/ Sourcesets
Writing POJO Unit Tests
That setup is all that you need in order to start writing unit tests
for your plain old Java objects (POJOs), utility code, or other things
that do not depend on Android.
Adding the Test Package
If you had to create the test/ source set, you will also need to create
the test/java/ directory, and in there create a Java package for your
test code.
As with other JUnit testing, your choice of package dictates what
you can and cannot access of classes and objects being tested:










  	Test Package
  	Public
  	Package-Private
  	Private






  	same as class being tested
  	yes
  	yes
  	no



  	different than class being tested
  	yes
  	no
  	no




In the sample project, the test code is in the same Java package as
is the main application code, so tests can access public and
package-private fields, methods, and the like.
Writing a Test Case
We can have a SillyTest test case, just as in
the chapter on JUnit4. However, we do not need the
@RunWith annotation on the class:

package com.commonsware.android.unittest;

import junit.framework.Assert;
import org.junit.After;
import org.junit.AfterClass;
import org.junit.Before;
import org.junit.BeforeClass;
import org.junit.Test;

public class SillyTest {
  @BeforeClass
  static public void doThisFirstOnlyOnce() {
    // do initialization here, run once for all SillyTest tests
  }

  @Before
  public void doThisFirst() {
    // do initialization here, run on every test method
  }

  @After
  public void doThisLast() {
    // do termination here, run on every test method
  }

  @AfterClass
  static public void doThisLastOnlyOnce() {
    // do termination here, run once for all SillyTest tests
  }

  @Test
  public void thisIsReallySilly() {
    Assert.assertEquals("bit got flipped by cosmic rays", 1, 1);
  }
}

(from UnitTest/POJO/app/src/test/java/com/commonsware/android/unittest/SillyTest.java)
If you created your project through the Android Studio new-project
wizard, and it already had a test/ source set for you, it would have
created a similarly-silly ExampleUnitTest test case for you:


public class ExampleUnitTest {
  @Test
  public void addition_isCorrect() throws Exception {
    assertEquals(4, 2+2);
  }
}


Of course, you can start writing your own test cases that are somewhat
less silly. Here, we have a test case that confirms the toString()
behavior of the Item class:

package com.commonsware.android.unittest;

import junit.framework.Assert;
import org.junit.Test;

public class ItemTests {
  private static final String TITLE="this is a title";
  private static final String URL="https://commonsware.com";

  @Test
  public void iCanHazString() {
    Item item=new Item();

    item.title=TITLE;
    item.link=URL;

    Assert.assertEquals(TITLE, item.toString());
  }
}

(from UnitTest/POJO/app/src/test/java/com/commonsware/android/unittest/ItemTests.java)
Testing loading the questions gets a bit tricky, as our
StackOverflowInterface is set up for asynchronous operation. When
we call questions() to get the questions, we get control back immediately,
and we need to wait for the background thread to deliver our results.
There are a few patterns for handling this. This particular test case
uses a CountDownLatch:

package com.commonsware.android.unittest;

import junit.framework.Assert;
import org.junit.Before;
import org.junit.Test;
import java.util.concurrent.CountDownLatch;
import retrofit.Callback;
import retrofit.RestAdapter;
import retrofit.RetrofitError;
import retrofit.client.Response;

public class SOUnitTest {
  private CountDownLatch responseLatch;
  private SOQuestions questions;

  @Before
  public void setUp() {
    responseLatch=new CountDownLatch(1);
  }

  @Test(timeout=30000)
  public void fetchQuestions() throws InterruptedException {
    RestAdapter restAdapter=
      new RestAdapter.Builder()
        .setEndpoint("https://api.stackexchange.com")
        .build();
    StackOverflowInterface so=
      restAdapter.create(StackOverflowInterface.class);

    so.questions("android", new Callback<SOQuestions>() {
      @Override
      public void success(SOQuestions soQuestions,
                          Response response) {
        questions=soQuestions;
        responseLatch.countDown();
      }

      @Override
      public void failure(RetrofitError error) {
        error.printStackTrace();
        System.err.println(error.getResponse().getUrl());
        responseLatch.countDown();
      }
    });

    responseLatch.await();

    Assert.assertNotNull(questions);
    Assert.assertEquals(30, questions.items.size());

    for (Item item : questions.items) {
      Assert.assertNotNull(item.title);
      Assert.assertNotNull(item.link);
    }
  }
}

(from UnitTest/POJO/app/src/test/java/com/commonsware/android/unittest/SOUnitTest.java)
When the test is setUp(), we initialize the CountDownLatch, to require
one countDown() call before the latch is considered to be released.
In our fetchQuestions() test method, we go through the same sort of
code that QuestionsFragment does, creating our RestAdapter and
StackOverflowInterface. When we call questions(), we supply an
anonymous inner class instance of the Callback. In both success()
and failure(), we countDown() our CountDownLatch. If the call
succeeded, we also hold onto the SOQuestions model object.
Immediately after calling fetchQuestions(), we await() on the
CountDownLatch. The Callback will be called on a background thread,
so the await() call means that we are blocking until such time as
we are called with success() or failure(). Also, as a fail-safe
measure, the @Test annotation for this test method is configured as
@Test(timeout=30000), meaning that if we do not get a response in
30 seconds, we fail the test.
Once we get control after the success() or failure() call, we confirm
and see if we got our 30 questions and that each Item seems to be
filled out.
Running Unit Tests
Once you have one or more unit tests, you can start thinking about running
them and seeing if they work. Running unit tests does not require
a device or emulator, as these tests are running on your development
machine’s OS directly (in a standard Java VM), not on Android.
From Android Studio
From the project tree, right-clicking over a class or a package
will give you a context menu option to run the tests in that class
or package:

[image: Run Tests Context Menu Item for Test Package]

Figure 355: Run Tests Context Menu Item for Test Package
You can even right-click over the name of a method in your test class
and have an option for running just that method:

[image: Run Test Context Menu Item for Test Method]

Figure 356: Run Test Context Menu Item for Test Method
While convenient, this will clutter up your run configurations
drop-down:

[image: Run Configurations, After Running Unit Tests]

Figure 357: Run Configurations, After Running Unit Tests
The entries with the faded-out icons represent run configurations
that were added dynamically based on your right-click test runs. The
most recent of those becomes the current run configuration (shown here
as “SOUnitTest”), and you have an option to “save” that and make it a
regular run configuration.
If you try running the various unit tests for the sample app, SillyTest
and ItemTests work, but SOUnitTest does not. Apparently, Retrofit depends
too much on Android, since the same test code succeeds when run as an
instrumentation test. We will discuss how to deal with that problem later
in this chapter.
From the Command Line
The test task in Gradle runs all of your unit tests for the module
in which you run that task. The command line output will show you a
summary of the results, in this case demonstrating the failure of
SOUnitTest:


$ gradle test
:app:preBuild UP-TO-DATE
:app:preDebugBuild UP-TO-DATE
:app:checkDebugManifest
:app:prepareDebugDependencies
:app:compileDebugAidl
:app:compileDebugRenderscript
:app:generateDebugBuildConfig
:app:generateDebugAssets UP-TO-DATE
:app:mergeDebugAssets
:app:generateDebugResValues
:app:generateDebugResources
:app:mergeDebugResources
:app:processDebugManifest
:app:processDebugResources
:app:generateDebugSources
:app:compileDebugJavaWithJavac
:app:preDebugUnitTestBuild UP-TO-DATE
:app:prepareDebugUnitTestDependencies
:app:compileDebugUnitTestJavaWithJavac
:app:processDebugJavaRes UP-TO-DATE
:app:processDebugUnitTestJavaRes UP-TO-DATE
:app:compileDebugUnitTestSources
:app:mockableAndroidJar
:app:assembleDebugUnitTest
:app:testDebugUnitTest

com.commonsware.android.unittest.SOUnitTest > fetchQuestions FAILED
    junit.framework.AssertionFailedError at SOUnitTest.java:60

3 tests completed, 1 failed
:app:testDebugUnitTest FAILED

FAILURE: Build failed with an exception.

* What went wrong:
Execution failed for task ':app:testDebugUnitTest'.
> There were failing tests. See the report at: file:///home/mmurphy/stuff/CommonsWare/books/Omnibus/samples/UnitTest/POJO/app/build/reports/tests/debug/index.html

* Try:
Run with --stacktrace option to get the stack trace. Run with --info or --debug option to get more log output.

BUILD FAILED

Total time: 14.188 secs


We see that three tests completed, but one (SOUnitTest) failed.
In build/output/reports/tests/ will be HTML reports showing the results
of the tests.
There are XML files in build/output/test-results/ that contain the
same basic information. These are mostly designed for use by tools, such
as perhaps a CI server.
Mocking Android
Unit tests that go beyond stuff in common between the JVM and Android
are going to have problems, such as the Retrofit example described above.
For pure POJOs, this will not be a major limitation. But you might have
other code that has little real connection to Android that you would like
to test using unit testing, for the faster speed. However, unit testing
is fairly unforgiving: “little real connection” is not “no connection”,
and so your tests will fail.
Hence, to fix unit testing, we need to mock Android.
Why Are We Being Mean to Android?
In this case, “mock” is not a synonym for “taunt”.
Instead, “mock” refers to creating mock objects.
Wikipedia describes this
as:

In object-oriented programming, mock objects are simulated objects that mimic the behavior of real objects in controlled ways. A programmer typically creates a mock object to test the behavior of some other object, in much the same way that a car designer uses a crash test dummy to simulate the dynamic behavior of a human in vehicle impacts.


(from a February 2016 edition of the page)
For example, in many places in Android, we need a Context. Sometimes,
we do not really use the Context at all ourselves — it is input to
some lower layer of code, and therefore we accept it as input to our layer
and pass it along. In those cases, perhaps a mock Context will suffice
to allow our tests to run. Or, perhaps endowing the mock Context with
some limited amount of test-defined functionality will suffice to allow
our tests to run.
There are many mock frameworks for programming environments, including
a few for Java, and some of those Java ones are Android-friendly. This
section will look at one of those, Mockito. This section will also look
at Robolectric, a framework specifically for mocking the Android SDK.
Mockito
Mockito is a general-purpose mocking library for
Java that is officially supported by the Android tools team for use
with Android unit testing. While there are other mocking libraries for
Java (e.g., jMock, EasyMock), you may wish to start with Mockito given
its official support status.
Why Mockito?
The idea behind any Java mocking library is to be able to create
objects that, from a compilation standpoint, behave as do the real
objects, but have test-controlled responses to methods (a.k.a.,
“stubs”).
The quintessential Java example is mocking a List:


List fakeList=mock(List.class);

when(fakeList.get(0)).thenReturn(1337);


Here, we use an imported static mock() method to create a mock implementation
of the List interface. when() captures a particular invocation that
we wish to stub out (in this case, getting the 0th item in the list),
and thenReturn() indicates what the return value should be for that
invocation (in this case, 1337). Later on, we can test our behavior:


Assert.assertEquals(1337, fakeList.get(0)); // succeeds
Assert.assertEquals(1337, fakeList.get(1)); // fails, as get(1) returns null


Since we taught the mock how to respond to get(0), it returns
1337. Anything else we try doing with the mock will result in some
default behavior; in this case, calling get() for any other index
will return null, since we have not defined values for any other
indexes.
For limited tests like this, we are not really testing much in the way
of actual app functionality. If anything, we are testing that Mockito is
capable of mocking things. However, suppose instead that we did
this:


OurClass sumthin=new OurClass();

Assert.assertEquals(1787569, sumthin.squareTheFirst(fakeList));


Here, we have a squareTheFirst() method implemented on some class of
ours OurClass. As it turns out, the implementation of squareTheFirst()
is to grab the 0th element out of the supplied List and return the
square of that integer value. Now we are testing actual application logic,
confirming that our square is being computed properly.
Of course, in this case, it would be just as easy to create an ArrayList,
rather than mess with a mock. However, there are plenty of cases where
it would be too much work to create an instance of the class, including
cases where it is nearly impossible. For example, we cannot create our own
instances of system services, like AlarmManager or NotificationManager.
If we want to test code that works with those, we are far better served
using a mocking library like Mockito.
Setting Up Mockito
The
UnitTest/Mockito
sample application is based on the POJO one from earlier in the
chapter. However, this version adds Mockito, specifically to help us
play around with a mock version of Retrofit.
Adding Mockito is a matter of adding a testImplementation statement to pull
in an appropriate version of mockito-core:

dependencies {
    implementation 'com.android.support:support-fragment:27.1.1'
    implementation 'com.squareup.retrofit:retrofit:1.9.0'
    testImplementation 'junit:junit:4.12'
    testImplementation 'org.mockito:mockito-core:2.10.0'
    androidTestImplementation 'com.android.support.test:rules:1.0.1'
}


(from UnitTest/Mockito/app/build.gradle)
Using Mockito in Unit Tests
Let’s now use Mockito to create an SOUnitTest that works, albeit using
a fake Retrofit.
To use Mockito in a JUnit4 test class, you need to add the
@RunWith(MockitoJUnitRunner.class) annotation to the class, to have
the class run using a dedicated JUnit4 test runner that is Mockito-enabled.
So, SOUnitTest needs that annotation:

@RunWith(MockitoJUnitRunner.class)
public class SOUnitTest {


(from UnitTest/Mockito/app/src/test/java/com/commonsware/android/unittest/SOUnitTest.java)
We want a mock StackOverflowInterface object that we can use to call
our questions() method and retrieve mock questions. There are two main ways
in Mockito to create mock objects:

	the mock() method cited earlier

	the @Mock annotation


SOUnitTest applies the latter, so one of the fields in the test class
is a @Mock of StackOverflowInterface:

@RunWith(MockitoJUnitRunner.class)
public class SOUnitTest {
  private CountDownLatch responseLatch;
  private SOQuestions questions;
  @Mock StackOverflowInterface mockSO;


(from UnitTest/Mockito/app/src/test/java/com/commonsware/android/unittest/SOUnitTest.java)
We then need to teach our mock StackOverflowInterface how to return
questions as needed.
If we were using Retrofit’s synchronous API, the questions() method
on StackOverflowInterface would return the SOQuestions object representing
the results of our REST API call. In that case, mocking StackOverflowInterface
could be (comparatively) simple, something like:


SOQuestions fakeQuestions=new SOQuestions();

fakeQuestions.items=new ArrayList<Item>();

Item fakeItem=new Item();

fakeItem.link="https://commonsware.com";
fakeItem.title="How Do I Fake It to Make It?";
fakeQuestions.items.add(fakeItem);

when(mockSO.questions()).thenReturn(fakeQuestions);


Here, we build up an SOQuestions instance containing a single Item,
and we teach the mockSO object to return that in response to a call
to questions().
However, we are using Retrofit’s asynchronous API, where we supply
a Callback as a parameter. The questions() method
is declared as void, so it does not return a response, and we will
eventually be called with success() on our Callback.
We can mock that with Mockito, but it is more complicated:

    doAnswer(invocation -> {
      SOQuestions fakeQuestions=new SOQuestions();

      fakeQuestions.items=new ArrayList<>();

      Item fakeItem=new Item();

      fakeItem.link="https://commonsware.com";
      fakeItem.title="How Do I Fake It to Make It?";
      fakeQuestions.items.add(fakeItem);

      Callback<SOQuestions> realCB=
        (Callback<SOQuestions>)invocation.getArguments()[1];

      realCB.success(fakeQuestions, null);

      return(null);
    }).when(mockSO).questions(eq("android"), any(Callback.class));


(from UnitTest/Mockito/app/src/test/java/com/commonsware/android/unittest/SOUnitTest.java)
Let’s trim this back to the essence of what we are doing:


doAnswer(...).when(mockSO).questions(...)


The doAnswer() flow is a way of handling void methods, as thenReturn()
does not work, since a void method does not return anything. doAnswer()
is where we do the “work” that the mock needs to do, in this case to call
our Callback, as we will see shortly.
Chaining questions() onto the result of when() is another way of indicating
a call that we are stubbing. However, in this case, our parameters are not
simple primitives, like the 0 in get(0) from the List example depicted
earlier in this section. We can provide information to questions() to
indicate which questions() calls will get the answer provided by doAnswer().


doAnswer(...).when(mockSO).questions(eq("android"), any(Callback.class))


The real questions() method takes a String representing the Stack Overflow
tag of interest, plus the Callback. The particular invocation of questions()
that we are stubbing will be used when questions() is called on our mock
StackOverflowInterface, where the first parameter equals (eq())
"android", and where the second parameter is any() instance of
Callback.class. In principle, we could provide other stubs for other
tags (e.g., questions(eq("ios"), any(Callback.class)))), but that is
beyond the scope of what we are doing here.
The value passed into doAnswer() is a lambda, serving as an implementation
of Answer. That lambda will be invoked when our mock
is called with a matching questions() call. It is our job, in the lambda,
to do whatever the mock needs to do to satisfy our tests.
Most of what is here builds up the same fake SOQuestions object as illustrated
earlier. To actually pass that to the Callback, though, we need to:

	Get the Callback object in question, by calling getArguments() on the
supplied InvocationOnMock object (which collects all the parameters passed
into questions()) and gets the second entry from that array of objects

	Casts that to the correct type

	Calls success(), passing in the fake SOQuestions, plus a null value
for the Retrofit Response object, as we are not using that


At that point, we can run our test, adjusting it to expect one Item
instead of 30 as we were originally expecting:

    mockSO.questions("android", new Callback<SOQuestions>() {
      @Override
      public void success(SOQuestions soQuestions,
                          Response response) {
        questions=soQuestions;
        responseLatch.countDown();
      }

      @Override
      public void failure(RetrofitError error) {
        responseLatch.countDown();
      }
    });

    responseLatch.await();

    Assert.assertNotNull(questions);
    Assert.assertEquals(1, questions.items.size());

    for (Item item : questions.items) {
      Assert.assertNotNull(item.title);
      Assert.assertNotNull(item.link);
    }


(from UnitTest/Mockito/app/src/test/java/com/commonsware/android/unittest/SOUnitTest.java)
In this case, everything should be happening on the same thread, and so
it is likely that the CountDownLatch is superfluous. However, it does not
cause us any particular harm here, and it keeps the code more closely
aligned with the implementation in the instrumentation tests.
The whole test class, therefore, looks like this:

package com.commonsware.android.unittest;

import junit.framework.Assert;
import org.junit.Before;
import org.junit.Test;
import org.junit.runner.RunWith;
import org.mockito.Mock;
import org.mockito.junit.MockitoJUnitRunner;
import java.util.ArrayList;
import java.util.concurrent.CountDownLatch;
import retrofit.Callback;
import retrofit.RetrofitError;
import retrofit.client.Response;
import static org.mockito.Matchers.any;
import static org.mockito.Matchers.eq;
import static org.mockito.Mockito.doAnswer;

@RunWith(MockitoJUnitRunner.class)
public class SOUnitTest {
  private CountDownLatch responseLatch;
  private SOQuestions questions;
  @Mock StackOverflowInterface mockSO;

  @Before
  public void setUp() {
    responseLatch=new CountDownLatch(1);
  }

  @Test(timeout=30000)
  public void fetchQuestions() throws InterruptedException {
    doAnswer(invocation -> {
      SOQuestions fakeQuestions=new SOQuestions();

      fakeQuestions.items=new ArrayList<>();

      Item fakeItem=new Item();

      fakeItem.link="https://commonsware.com";
      fakeItem.title="How Do I Fake It to Make It?";
      fakeQuestions.items.add(fakeItem);

      Callback<SOQuestions> realCB=
        (Callback<SOQuestions>)invocation.getArguments()[1];

      realCB.success(fakeQuestions, null);

      return(null);
    }).when(mockSO).questions(eq("android"), any(Callback.class));

    mockSO.questions("android", new Callback<SOQuestions>() {
      @Override
      public void success(SOQuestions soQuestions,
                          Response response) {
        questions=soQuestions;
        responseLatch.countDown();
      }

      @Override
      public void failure(RetrofitError error) {
        responseLatch.countDown();
      }
    });

    responseLatch.await();

    Assert.assertNotNull(questions);
    Assert.assertEquals(1, questions.items.size());

    for (Item item : questions.items) {
      Assert.assertNotNull(item.title);
      Assert.assertNotNull(item.link);
    }
  }
}

(from UnitTest/Mockito/app/src/test/java/com/commonsware/android/unittest/SOUnitTest.java)
If you run the fetchQuestions() test, it works. Of course, it is not
really testing anything other than Mockito itself. In this particular
app, the only thing we are using Retrofit for is to obtain a list of
model objects to put in an ArrayAdapter to display in a ListView.
Mockito cannot readily help us test whether our ArrayAdapter is
inflating layouts properly, or whether ListView is using the ArrayAdapter
properly. At best, we would wind up creating massive mocks that, once again,
mostly just have us testing whether our mocks work, not our actual
business logic.
This is not to say that Mockito is useless, but rather that its utility
is for lightly extending the scope of what we can test of our POJOs in
unit testing.
Mockito is a fairly large and complex library. There are multiple books
available covering Mockito, should you need more than the project
documentation and similar online sources. Just remember that Mockito is
for general Java development and is not Android-specific.
Robolectric
Mockito mocks anything you want, so long as you are the one doing
the mocking.
Robolectric mocks a part of the Android SDK
for you. In particular, it mocks the setup and teardown of activities
and services, so you can confirm that they are initialized properly
through unit tests, instead of instrumentation tests. Robolectric
also supports a limited amount of user input testing — mostly limited
to click events — so you can determine whether or not your activity
is reacting as expected.
On the one hand, Robolectric lets you set up some Android-specific
unit tests “out of the box”. On the other hand, the depth and breadth
of its mocking is fairly limited, which will steer more of your tests
back to instrumentation testing, where you have a full Android SDK
at your disposal.
The
UnitTest/Robolectric
sample application is based on the one shown in
the chapter on JUnit4, where we have 25 Latin words that
we are showing in a list, and we want to test that the activity is
coming up as expected.
Setting up Robolectric
You will need to add a testImplementation directive to your build.gradle
file to pull in Robolectric, plus a testOptions closure in the android closure,
advertising that you want resources to be available to you while testing:

apply plugin: 'com.android.application'

dependencies {
    implementation "com.android.support:support-fragment:27.1.1"
    testImplementation 'junit:junit:4.12'
    testImplementation "org.robolectric:robolectric:3.5.1"
    androidTestImplementation 'com.android.support.test:rules:1.0.1'
}

android {
    compileSdkVersion 27
    buildToolsVersion '27.0.3'

    defaultConfig {
        minSdkVersion 15
        targetSdkVersion 27
        testApplicationId "com.commonsware.android.gradle.hello.robolectric"
        testInstrumentationRunner "android.support.test.runner.AndroidJUnitRunner"
    }

    testOptions {
        unitTests {
            includeAndroidResources = true
        }
    }
}



(from UnitTest/Robolectric/app/build.gradle)
Choosing an API Level
A key decision that you will need to make, before writing any tests,
is what API level you want Robolectric to mock. Robolectric does not
have mocks for all API levels, as creating their roster of mocks takes
work.
Unfortunately, the roster of supported API levels does not appear to
be documented.
The Roboletric
SdkConfig class
class is the closest that we have to documentation, as it has a static
block that sets up the supported SDKs. The following is from Robolectric
3.7.1:


private static final Map<Integer, SdkVersion> SUPPORTED_APIS = Collections.unmodifiableMap(new HashMap<Integer, SdkVersion>() {
  {
    addSdk(Build.VERSION_CODES.JELLY_BEAN, "4.1.2_r1", "r1", "REL");
    addSdk(Build.VERSION_CODES.JELLY_BEAN_MR1, "4.2.2_r1.2", "r1", "REL");
    addSdk(Build.VERSION_CODES.JELLY_BEAN_MR2, "4.3_r2", "r1", "REL");
    addSdk(Build.VERSION_CODES.KITKAT, "4.4_r1", "r2", "REL");
    addSdk(Build.VERSION_CODES.LOLLIPOP, "5.0.2_r3", "r0", "REL");
    addSdk(Build.VERSION_CODES.LOLLIPOP_MR1, "5.1.1_r9", "r2", "REL");
    addSdk(Build.VERSION_CODES.M, "6.0.1_r3", "r1", "REL");
    addSdk(Build.VERSION_CODES.N, "7.0.0_r1", "r1", "REL");
    addSdk(Build.VERSION_CODES.N_MR1, "7.1.0_r7", "r1", "REL");
    addSdk(Build.VERSION_CODES.O, "8.0.0_r4", "r1", "REL");
    addSdk(Build.VERSION_CODES.O_MR1, "8.1.0", "r4402310", "OMR1");
  }

  private void addSdk(int sdkVersion, String androidVersion, String frameworkSdkBuildVersion,
      String codeName) {
      put(sdkVersion, new SdkVersion(androidVersion, frameworkSdkBuildVersion, codeName));
  }
});


This translates to support for API Level 16-19 and 21-27.
You will need to choose a suitable API level for your use. By default,
Robolectric will use your targetSdkVersion, which may or may not be
one of the supported API levels. You will need to know what Robolectric
API level to use when you start setting up your tests.
Writing Robolectric Tests
At this point, you can start writing tests that use Robolectric. As with
the Mockito tests and other unit tests, these will go in your test/
source set.
The sample project has a DemoActivityTest that, in theory, would mimic
the DemoActivityTest from the instrumentation tests in the androidTest/
source set:

package com.commonsware.android.abf.test;

import android.widget.ListView;
import com.commonsware.android.abf.ActionBarFragmentActivity;
import junit.framework.Assert;
import org.junit.Before;
import org.junit.Test;
import org.junit.runner.RunWith;
import org.robolectric.Robolectric;
import org.robolectric.RobolectricTestRunner;
import org.robolectric.annotation.Config;
import static android.os.Build.VERSION_CODES.LOLLIPOP;

@RunWith(RobolectricTestRunner.class)
@Config(sdk=LOLLIPOP)
public class DemoActivityTest {
  private ListView list=null;

  @Before
  public void setUp() {
    ActionBarFragmentActivity activity=
      Robolectric.setupActivity(ActionBarFragmentActivity.class);

    list=activity.findViewById(android.R.id.list);
  }

  @Test
  public void listCount() {
    Assert.assertEquals(25, list.getAdapter().getCount());
  }
}

(from UnitTest/Robolectric/app/src/test/java/com/commonsware/android/abf/test/DemoActivityTest.java)
Your test case classes need two annotations. One is
@RunWith(RobolectricTestRunner.class), to tell the unit test
system to use Robolectric’s test runner rather than the stock JUnit one.
If you also plan on using Mockito, since you cannot use two test runners,
use the Robolectric one and add MockitoAnnotations.initMocks(this);
to a @Before method of your test case, to initialize Mockito.
You can optionally include a @Config annotation, to configure
Robolectric behavior. The one shown here specifies that we want to test
as if we are running on API Level 21 (sdk=LOLLIPOP), instead of our
targetSdkVersion.
The sdk property is not required, if your targetSdkVersion
is a supported value. However, you may wish to still specify it on the
tests, so your tests are isolated from changes that you might make to the
targetSdkVersion.
To get a fully-initialized mock activity, call Robolectric.setupActivity(),
providing the Java class object for the activity in question
(e.g., ActionBarFragmentActivity.class). This works similarly to calling
getActivity() on an ActivityTestRule in a JUnit4 instrumentation test:
you get an activity, with the appropriate data type, ready for testing.
In this case, we retrieve the ListView and, in a @Test method, ensure
that the adapter in the ListView has 25 entries.
The instrumentation test edition of DemoActivityTest also tests
key and touch events. While Robolectric supports performClick() calls
on views to simulate click events, simulating key and touch events does
not appear to be well-supported, which is why the Robolectric test case
skips them.
Running Robolectric Tests
You run the Robolectric tests the same way as any other unit tests, such
as by right-clicking over the test case class and choosing the
run option.
The first time that you run the tests for your module, Robolectric
will download a bunch of stuff:


Downloading: org/robolectric/android-all/5.0.2_r3-robolectric-r0/android-all-5.0.2_r3-robolectric-r0.pom from repository sonatype at https://oss.sonatype.org/content/groups/public/
Transferring 2K from sonatype
Downloading: org/robolectric/android-all/5.0.2_r3-robolectric-r0/android-all-5.0.2_r3-robolectric-r0.jar from repository sonatype at https://oss.sonatype.org/content/groups/public/
Transferring 55446K from sonatype


This material is cached, so future runs will skip it.
If you get a crash akin to this:


java.lang.UnsupportedOperationException: Robolectric does not support API level 14.
  at org.robolectric.internal.SdkConfig.<init>(SdkConfig.java:42)
  at org.robolectric.RobolectricTestRunner.runChild(RobolectricTestRunner.java:187)
  at org.robolectric.RobolectricTestRunner.runChild(RobolectricTestRunner.java:54)
  at org.junit.runners.ParentRunner$3.run(ParentRunner.java:290)
  at org.junit.runners.ParentRunner$1.schedule(ParentRunner.java:71)
  at org.junit.runners.ParentRunner.runChildren(ParentRunner.java:288)
  at org.junit.runners.ParentRunner.access$000(ParentRunner.java:58)
  at org.junit.runners.ParentRunner$2.evaluate(ParentRunner.java:268)
  at org.robolectric.RobolectricTestRunner$1.evaluate(RobolectricTestRunner.java:152)
  at org.junit.runners.ParentRunner.run(ParentRunner.java:363)
  at org.junit.runner.JUnitCore.run(JUnitCore.java:137)
  at com.intellij.junit4.JUnit4IdeaTestRunner.startRunnerWithArgs(JUnit4IdeaTestRunner.java:78)
  at com.intellij.rt.execution.junit.JUnitStarter.prepareStreamsAndStart(JUnitStarter.java:212)
  at com.intellij.rt.execution.junit.JUnitStarter.main(JUnitStarter.java:68)
  at sun.reflect.NativeMethodAccessorImpl.invoke0(Native Method)
  at sun.reflect.NativeMethodAccessorImpl.invoke(NativeMethodAccessorImpl.java:62)
  at com.intellij.rt.execution.application.AppMain.main(AppMain.java:140)


…then you failed to set the sdk property to a valid API level
in your @Config annotation, as is described
earlier in this chapter.
OK, So, Why Bother?
If input is limited and mocks are incomplete, why are we using Robolectric?
Robolectric can be useful in cases where you wish to run a quick subset
of tests frequently to determine whether there are egregious problems.
So-called “smoke tests” might be run on every commit to a version
control system by a build server, for example. In this case, while
Roboletric may not help you with test breadth or depth, it can help
you with test frequency, since unit tests run so much faster. Running
your full test suite on every commit might be too much; running the subset
that you can implement as unit tests may be far more practical.
Device Catalog: Android TV
Google not only offers the Chromecast, but also offers
Android TV as a way to get content “into the living room”.
Android TV devices — whether they be set-top boxes or
are integrated into televisions directly — run Android apps
directly, unlike Chromecast. Android TV, therefore, is
a competitor to devices like Amazon’s Fire TV.
Prerequisites
Understanding this chapter requires that you have read the core chapters
of this book. Having read the chapter on “ten-foot” user experiences
is also a good idea.
Hey, Wait a Minute… I Thought the Name Was “Google TV”?
You can be forgiven for any confusion over the names.
Google TV was Google’s initial attempt to get content onto televisions.
Debuting in 2011, Google TV has some of the same characteristics
as does Android TV:

	It ran Android apps directly (at the time, on Android 3.1)

	It could be a dedicated set-top box, integrated into other sorts
of media players (e.g., Blu-Ray), or integrated into televisions


However, Google TV did not prove all that popular.
In 2014, Google announced that they were no longer supporting app
development for Google TV, much to the consternation of the ~17
people still using Google TV devices.
That being said, designing an app for Android TV resembles designing
an app for Google TV or for any other “ten-foot” user experience.
Hence, design guidance that you may run across for Google TV may have
some tips that are still relevant for Android TV and other TV-centric
Android environments.
Some Android TV Hardware
Android TV debuted in 2014. However, as of the end of 2014, there
were a total of two Android TV device models… both available from Google.
While other manufacturers had announced plans regarding Android TV,
none were available at the time of this writing.
ADT-1
When Google TV was announced, there was a similar lack of hardware. To
help ensure that there were TV-capable apps at the time of a wider
Google TV rollout, Google offered free developer devices to various
firms and solo developers.
Google did the same thing with Android TV, where they offered a free
ADT-1 device to qualified registrants. While deliveries of the ADT-1
were spread out over a few months, they generally arrived significantly
in advance of production Android TV hardware.

[image: ADT-1 Developer Android TV Device]

Figure 1072: ADT-1 Developer Android TV Device
Nexus Player
The first production-grade Android TV device is Google’s own Nexus Player.
As with the ADT-1, the Nexus Player has an HDMI port for connecting
to a TV (or projector, monitor, etc.). It also has its own remote control
and power adapter.

[image: Nexus Player Android TV Device]

Figure 1073: Nexus Player Android TV Device
Both the ADT-1 and the Nexus Player are presently running Android 5.0.
What Features and Configurations Does It Use?
Android has built into the SDK a fair bit of device flexibility. Most
of this comes in the form of configurations (things that affect
resources) and features (other stuff). If your application can handle
a range of configurations and features, or can advertise that they
need certain configurations or features, they can handle Android TV or
arrange to not be available for Android TV on the Play Store.
Screen Size and Density
Android TV devices are always categorized as xlarge screen size. 
Densities, however, are a bit more complicated.
Android TV is for use with HDTV, whether Android TV is integrated into
the television or it comes as an external set-top box. There are two
predominant HDTV resolutions, known as 720p (1280x720) and 1080p
(1920x1080). A 1080p television will be categorized as an xhdpi
density device. A 720p television will be categorized as a tvdpi
device. tvdpi is for devices around 213dpi, in between mdpi and
hdpi. In practice, you might elect to skip tvdpi for your
drawable resources, allowing Android to resample your mdpi, hdpi,
or xhdpi drawables as needed.
Input Devices
Android TV will not normally be navigated using a touchscreen. Instead,
the normal form of input will be a D-pad remote. Developers will need
to ensure that their apps are navigable this way.
Other Hardware
Android TV has no sensors, no camera, no microphone, and
no telephony features. As such, any application requiring such
features will not run on Android TV and will not even show up in the
Play Store for such devices.
Bear in mind that some of these will be driven by permissions. If you
ask for the SEND_SMS permission, Android will assume you need
android.hardware.telephony unless you specifically state otherwise,
via a <uses-feature> element for android.hardware.telephony with
android:required="false".
What Is Really Different?
Beyond the features and configurations, there are other things about
Android TV that will depart from what you might expect for an Android
environment, due to the nature of the TV set-top box platform and the
Android implementation upon it.
Overscan
Since Android TV typically uses a television for its primary output,
overscan can be an issue. Addressing overscan is covered as part of
the chapter on the “10 foot UI”.
Ethernet
While Android TV devices will generally be connected to the Internet,
it may not be via WiFi. Since Android TV devices generally are not
portable, some will have Ethernet jacks, and hence some users will
elect to wire in their Android TV as opposed to using WiFi.
The upshot is that you should not assume that WifiManager will
necessarily give you useful results. Also, ConnectivityManager
should report wired Ethernet as TYPE_ETHERNET, added in API Level
13, when you call methods like getActiveNetworkInfo().
Location
Generally speaking, Android TV devices will tend not to move,
earthquakes and large dogs notwithstanding.
As such, Android TV devices do not have GPS receivers. Rather,
location is determined in an approximate fashion via address-based
lookups, using a postal code. Hence, asking Android for a GPS fix on
a Android TV device will be ineffective.
However, since users of Android TV devices tend not to be moving much
at the time, it is a bit more likely than normal that they will want
information about some location other than where they are. If your
app is exclusively tied to providing information about their current
location, you may wish to consider how you could extend your app to
help users get information about other places that they may be
interested in.
Media Keys
Android TV devices are usually manipulated by remote controls. Some of
these remotes will have lots of buttons, such as media-specific buttons for play,
pause, etc.
The KeyEvent class has had support for some media buttons since API
Level 3, mostly for use with wired headsets. API Level 11 added a
bunch more media buttons. Your Android TV application may wish to
respond to these, via onKeyDown() in a View or Activity.
In
particular, an Android TV application should not be using on-screen
controls for play, pause, etc., as they take up screen space that
probably could be put to better use. Rather, use layouts that offer
such controls for touchscreen devices (e.g., phones and tablets) but
rely on the media buttons for non-touchscreen devices.
Getting Your Development Environment Established
Android TV emulator images are available in the SDK Manager for
Android 5.0 and above:

[image: Android TV Emulator Images in SDK Manager]

Figure 1074: Android TV Emulator Images in SDK Manager
Your AVD Manager can then help you set up TV emulator images, for
rather large theoretical screen sizes:

[image: Android TV Hardware Profiles in AVD Manager]

Figure 1075: Android TV Hardware Profiles in AVD Manager
The rest of the emulator setup is the same as you would have for phone
or tablet emulators.
The emulator even has “leanback” UI characteristics, rather than a
standard Android emulator home screen:

[image: Android TV 1080p Emulator, As Initially Launched]

Figure 1076: Android TV 1080p Emulator, As Initially Launched
Connecting to Physical Devices
The ADT-1 and Nexus Player have micro-USB ports for debugging purposes.
This, though, requires that your player and your development machine
be within USB cable reach of one another. The author of this book uses
a pico projector to be able to
work with TV-native devices (Android TV, Fire TV, etc.) or external
displays (HDMI, MHL, etc.).
To enable an Android TV for debugging, you will need to enable
developer options, much like you do for a mobile device (click on the
build number 7 times in the Setting’s About screen). Then, in the
“Developer Options” screen, you can go into Debugging and elect to
enable “USB debugging”.
How Does Distribution Work?
Your app probably falls in one of three buckets: you want it on
Android TV (along with other devices), it only supports Android TV,
or it will not work on Android TV. Whichever of those buckets best
fits your device will determine the manifest settings you will want
to ensure that the Play Store (and perhaps other third-party
markets in the future) will honor your request.
Getting Your App on Android TV
The first criterion for getting your app visible to Android TV devices
on the Play Store is to add a <uses-feature> element to your
manifest, indicating that you do not require the
android.hardware.touchscreen feature:


<uses-feature android:name="android.hardware.touchscreen" android:required="false"/>


By default, Android assumes that you need a touchscreen, and so
without this clarification in your manifest, you will not appear in
the Play Store.
Also, add similar <uses-feature> elements for any hardware that you
might like to use where available but do not absolutely need,
particularly hardware that Android TV may lack. The
documentation
outlines the features that Android TV devices will likely lack.
You need to have an activity that has an <intent-filter> for
ACTION_MAIN and CATEGORY_LEANBACK_LAUNCHER. This will be your
launcher activity on Android TV devices, instead of your
ACTION_MAIN/CATEGORY_HOME activity. Of course, you are welcome to
have one activity serving as the launcher for both types of devices,
if you can come up with one with a solid presentation for both mobile
devices and TVs.
In addition, do not have any activities with android:screenOrientation set to
portrait, as Android TV devices always display in landscape
Supporting Only Android TV
If your app only supports Android TV, in addition to the above
requirements, you should also add one more <uses-feature> element to
your manifest:


<uses-feature android:name="android.hardware.type.television" android:required="true"/>


This will filter you out of the Market for all non-TV
environments.
Avoiding Android TV
If your app specifically is untested on Android TV, you need to have
something in the manifest that will keep you off Android TV devices’
views of the Play Store. The easiest is to say that you need a
touchscreen:


<uses-feature android:name="android.hardware.touchscreen" android:required="true"/>


Note that true is the default setting for this particular feature, though
putting it in your manifest to remind you that you do require a touchscreen
is a good idea.
Content Provider Theory
Android publishes data to you via an abstraction known as a “content
provider”. Access to contacts and the call log, for example, are
given to you via a set of content providers. In a few places, Android
expects you to supply a content provider, such as for integrating
your own search suggestions with the Android Quick Search Box. And,
content providers are one way for you to supply data to third party
applications, or to consume information from third party
applications. As such, content providers have the potential to be
something you would encounter frequently, even if in practice they do
not seem used much.
Prerequisites
Understanding this chapter requires that you have read the core chapters,
particularly the one on working with local databases.
Using a Content Provider
Any Uri in Android that begins with the content:// scheme
represents a resource served up by a content provider. Content
providers offer data encapsulation using Uri instances as handles
– you neither know nor care where the data represented by the
Uri comes from, so long as it is available to you when needed. The
data could be stored in a SQLite database, or in flat files, or
retrieved off a device, or be stored on some far-off server accessed
over the Internet.
Given a Uri, you may be able to perform basic CRUD (create, read,
update, delete) operations using a content provider. Uri instances
can represent either collections or individual pieces of content.
Given a collection Uri, you may be able to create new pieces of
content via insert operations. Given an instance Uri, you may be
able to read data represented by the Uri, update that data, or
delete the instance outright. Or, given a Uri, you may be able to
open up a handle to what amounts to a file, that you can read and,
possibly, write to.
These are all phrased as “may” because the content provider system is
a facade. The actual implementation of a content provider dictates
what you can and cannot do, and not all content providers will
support all capabilities.
Pieces of a Uri
A Uri for a ContentProvider is made up of two to four components.
A provider Uri always has a content scheme. So, when represented
as a string, you will see the Uri start with content://.
After the scheme, where in an http:// URL you would find a domain
name or IP address, a provider Uri always has the authority string. This
is unique on the device — only one provider will be tied to a given
authority string.
What comes after the authority string is up to the provider. It is
structured like the path segments of an http:// URL, but what
those path segments mean is up to the provider implementation. The
one approximate rule is that a Uri pointing to an individual
piece of content — such as a row of a table or view in a database –
frequently has the Uri end in a number, where the number indicates
a unique identifier of that content.
Most of the Android APIs expect these to be Uri objects, though in
common discussion, it is simpler to think of them as strings. The
Uri.parse() static method creates a Uri out of the string
representation.
Getting a Handle
So, where do these Uri instances come from?
Some Uri values are part of the framework. For example,
ContactsContract.Contacts.CONTENT_URI is a Uri pointing at the
collection of contacts.
You might also get Uri instances handed to you from other sources,
such as getting Uri handles for contacts via activities
responding to ACTION_PICK or ACTION_GET_CONTENT Intent objects.
You can also hard-wire literal String objects (e.g.,
"content://contacts/people") and convert them into Uri instances
via Uri.parse(). This is not an ideal solution, as the base Uri
values could conceivably change over time. For example, while
you used to access contacts via a Uri like
content://contacts/people, that is no longer the case.
ContactsContract.Contacts.CONTENT_URI is a different value and will
give you better results.
The Database-Style API
Of the two flavors of API that a content provider may support, the
database-style API is more prevalent. Using a ContentResolver, you
can perform standard “CRUD” operations (create, read, update, delete)
using what looks like a SQL interface.
Makin’ Queries
Given a base Uri, you can run a query to return data out of the
content provider related to that Uri. This has much of the feel of
SQL: you specify the “columns” to return, the constraints to
determine which “rows” to return, a sort order, etc. The
difference is that this request is being made of a content provider,
not directly of some database (e.g., SQLite).
You have two main options for running a query:

	Use the query() method on ContentResolver from some sort
of background thread

	Use a CursorLoader, as is discussed
in an upcoming chapter



The standard query() method on ContentResolver takes five parameters:

	The base Uri of the content provider to query, or the instance
Uri of a specific object to query

	An array of properties (think “columns”) from that content provider
that you want returned by the query

	A constraint statement, functioning like a SQL WHERE clause

	An optional set of parameters to bind into the constraint clause,
replacing any ? that appear there

	An optional sort statement, functioning like a SQL ORDER BY clause


This method returns a Cursor object, which you can use to retrieve
the data returned by the query.
This will hopefully make more sense given an example.
This chapter shows some sample bits of code from the
ContentProvider/ConstantsPlus
sample project. This is the same basic
application as was first shown back in the chapter on database access,
but rewritten to
pull the database logic into a content provider, which is then used
by a retained ListFragment.
As before, in onViewCreated(), we kick off a LoadCursorTask if we
do not already have our Cursor, such as via a configuration change:

  @Override
  public void onViewCreated(View view, Bundle savedInstanceState) {
    super.onViewCreated(view, savedInstanceState);

    SimpleCursorAdapter adapter=
        new SimpleCursorAdapter(getActivity(), R.layout.row,
            current, new String[] {
            DatabaseHelper.TITLE,
            DatabaseHelper.VALUE },
            new int[] { R.id.title, R.id.value },
            0);

    setListAdapter(adapter);

    if (current==null) {
      task=new LoadCursorTask(getActivity()).execute();
    }
  }


(from ContentProvider/ConstantsPlus/app/src/main/java/com/commonsware/android/constants/ConstantsFragment.java)
LoadCursorTask inherits from a BaseTask. BaseTask and its subclasses
need a ContentResolver to be able to work with our ContentProvider.
So, BaseTask takes a Context in its constructor and uses that to
retrieve a ContentResolver:

  abstract private class BaseTask<T> extends AsyncTask<T, Void, Cursor> {
    final ContentResolver resolver;

    BaseTask(Context ctxt) {
      super();

      resolver=ctxt.getContentResolver();
    }



(from ContentProvider/ConstantsPlus/app/src/main/java/com/commonsware/android/constants/ConstantsFragment.java)
In doInBackground(), LoadCursorTask calls a doQuery() method
inherited from BaseTask, which in turn uses our ContentResolver to query our
ContentProvider:

    protected Cursor doQuery() {
      Cursor result=resolver.query(Provider.Constants.CONTENT_URI,
          PROJECTION, null, null, null);

      result.getCount();

      return(result);
    }


(from ContentProvider/ConstantsPlus/app/src/main/java/com/commonsware/android/constants/ConstantsFragment.java)
In the call to query(), we provide:

	The Uri for our provider (Provider.Constants.CONTENT_URI),
in this case representing the collection of physical constants
managed by the provider

	A list of properties to retrieve

	Three null values, indicating that we do not need a constraint
clause (the Uri represents the instance we need), nor parameters
for the constraint, nor a sort order (we should only get one entry
back)


The biggest “magic” here is the list of properties. The lineup of
what properties are possible for a given provider should be
provided by the documentation (or source code) for the content
provider itself. In this case, we define logical values on the
Provider provider implementation class that represent the
various properties (namely, the unique identifier, the display name
or title, and the value of the constant), and we refer to them
with our PROJECTION:

  private static final String[] PROJECTION=new String[] {
      Provider.Constants._ID, Provider.Constants.TITLE,
      Provider.Constants.VALUE };


(from ContentProvider/ConstantsPlus/app/src/main/java/com/commonsware/android/constants/ConstantsFragment.java)
Adapting to the Circumstances
Now that we have a Cursor via query(), we have access to
the query results and can do whatever we want with them. You might,
for example, manually extract data from the Cursor to populate
widgets or other objects.
In our case, we are using the SimpleCursorAdapter, set up in
onViewCreated(), to render our Cursor. This means that we
need to take the Cursor that doQuery() generates and arrange
to hand that to the SimpleCursorAdapter.
The onPostExecute() method on BaseTask handles this:

    @Override
    public void onPostExecute(Cursor result) {
      ((CursorAdapter)getListAdapter()).changeCursor(result);
      current=result;
      task=null;
    }


(from ContentProvider/ConstantsPlus/app/src/main/java/com/commonsware/android/constants/ConstantsFragment.java)
Give and Take
Of course, content providers would be astonishingly weak if you
couldn’t add or remove data from them, and were instead limited to only
update what is there.
Fortunately, content providers offer these abilities as well.
To insert data into a content provider, you have two options
available on the ContentProvider interface (available through
getContentResolver() to your activity):

	Use insert() with a collection Uri and a ContentValues
structure describing the initial set of data to put in the row

	Use bulkInsert() with a collection Uri and an array of
ContentValues structures to populate several rows at once


The insert() method returns a Uri for you to use for future
operations on that new object. The bulkInsert() method returns the
number of created rows; you would need to do a query to get back at
the data you just inserted.
For example, if the user chooses our “Add” overflow item, we pop
up a dialog to collect a new constant:

  private void add() {
    LayoutInflater inflater=getActivity().getLayoutInflater();
    View addView=inflater.inflate(R.layout.add_edit, null);
    AlertDialog.Builder builder=new AlertDialog.Builder(getActivity());

    builder.setTitle(R.string.add_title).setView(addView)
        .setPositiveButton(R.string.ok, this)
        .setNegativeButton(R.string.cancel, null).show();
  }


(from ContentProvider/ConstantsPlus/app/src/main/java/com/commonsware/android/constants/ConstantsFragment.java)
Then, if the user taps the “OK” button in the dialog, our onClick()
listener is called, where we collect the entered values from the
user, pour them into a ContentValues structure, and pass that to
an InsertTask:

  @Override
  public void onClick(DialogInterface dialog, int which) {
    ContentValues values=new ContentValues(2);
    AlertDialog dlg=(AlertDialog)dialog;
    EditText title=(EditText)dlg.findViewById(R.id.title);
    EditText value=(EditText)dlg.findViewById(R.id.value);

    values.put(DatabaseHelper.TITLE, title.getText().toString());
    values.put(DatabaseHelper.VALUE, value.getText().toString());

    task=new InsertTask(getActivity()).execute(values);
  }


(from ContentProvider/ConstantsPlus/app/src/main/java/com/commonsware/android/constants/ConstantsFragment.java)
InsertTask, in its doInBackground() method, calls insert()
on a ContentResolver to insert this row:

    @Override
    protected Cursor doInBackground(ContentValues... values) {
      resolver.insert(Provider.Constants.CONTENT_URI, values[0]);

      return(doQuery());
    }


(from ContentProvider/ConstantsPlus/app/src/main/java/com/commonsware/android/constants/ConstantsFragment.java)
Notice that we also call doQuery() again. That is because our
Cursor is now out of date, and we need to obtain a fresh Cursor
with fresh results. And, as with LoadTask, InsertTask inherits
from BaseTask, not only providing us with that doQuery() method but
also the onPostExecute() method that puts the Cursor into the
SimpleCursorAdapter.
To delete one or more rows from the content provider, use the
delete() method on ContentResolver. This works akin to a SQL
DELETE statement and takes three parameters:

	A Uri representing the collection (or instance) from which you
wish to delete rows

	A constraint statement, functioning like a SQL WHERE clause, to
determine which rows should be deleted

	An optional set of parameters to bind into the constraint clause,
replacing any ? that appear there


The Streaming API
Sometimes, what you are trying to retrieve does not look like a set
of rows and columns, but rather looks like a stream. For example,
the MediaStore provider manages the index of all music, video,
and image files available on external storage, and you can use
MediaStore to open up a stream to read in the contents of one
of those files. Here, working with the Uri and the provider is much
like working with a URL and a Web server.
Some content providers, like MediaStore, support both the
database-style and streaming APIs — you query to find
media that matches your criteria, then can open some file that
matches. Other content providers might only support the streaming API.
Working with the Stream
Given a Uri that represents some file managed by the content
provider, you can use openInputStream() and openOutputStream() on
a ContentResolver to access an InputStream or OutputStream,
respectively. Note, though, that not all content providers may
support both modes. For example, if you are working with a content
provider that serves files stored inside the application (e.g., assets in the APK file), you
will not be able to get an OutputStream to modify the content.
Also note that openInputStream() and openOutputStream()
work with both file:// and content:// Uri values — you do not
need to manually inspect the Uri and handle files separately
if you do not want to.
Retrieving Metadata
You can call getType() on a ContentResolver, supplying a Uri as
a parameter. This will return the MIME type reported by the ContentProvider
for the data at that Uri. For the streaming API, this will give
you results reminiscent of a Web server — some specific MIME type if
the provider knows it, otherwise probably some generic MIME type
(e.g., application/octet-stream).
You can also call query() on the ContentResolver. Your projection
(the list of columns to return) can include:

	
OpenableColumns.SIZE, which will return the length of the file
being streamed to you for that Uri, and

	
OpenableColumns.DISPLAY_NAME, which should be some name for the file
that the user might recognize


The DATA Anti-Pattern
However, the authors of MediaStore screwed up developer expectations,
due to a legacy convention.
The legacy convention was that a content:// Uri might not be openable
directly using something like openInputStream(). Instead, it pointed
to a database row, retrievable via query(), and you would look in the
DATA column for how to access the actual data. Some providers no
doubt continue to use this pattern, as does MediaStore. The rules for
what the DATA column would be were not well documented, but by
convention they tended to be a path to a file. The problem is that this
runs afoul of Google’s current guidance, as there is no guarantee that
other apps can access such a file.
Do not blindly assume that if you get a content:// Uri that it
is for the DATA pattern. Try to open a stream on the Uri, and if
that fails, then see if the DATA pattern is in play. Or, if you
query() to get the size and/or display name first, also request the
DATA column, and if it exists and is not null, try that if opening
the stream directly does not work.
Building Content Providers
Building a content provider is a very
tedious task. There are many
requirements of a content provider, in terms of methods to implement
and public data members to supply. And, until you try using it, you
have no great way of telling if you did any of it correctly (versus,
say, building an activity and getting validation errors from the
resource compiler).
That being said, building a content provider is of huge importance if
your application wishes to make data available to other applications.
If your application is keeping its data solely to itself, you may be
able to avoid creating a content provider, just accessing the data
directly from your activities. But, if you want your data to possibly
be used by others — for example, you are building a feed reader
and you want other programs to be able to access the feeds you are
downloading and caching — then a content provider is right for you.
First, Some Dissection
The content Uri is the
linchpin behind accessing data inside a content provider. When using
a content provider, all you really need to know is the provider’s
base Uri; from there you can run queries as needed, or construct a
Uri to a specific instance if you know the instance identifier.
When building a content provider, though, you need to know a bit more
about the innards of the content Uri.
A content Uri has two to four pieces, depending on situation:

	It always has a scheme (content://), indicating it is a content
Uri instead of a Uri to a Web resource (http://).

	It always has an authority, which is the first path segment after
the scheme. The authority is a unique string identifying the content
provider that handles the content associated with this Uri.

	It may have a data type path, which is the list of path segments
after the authority and before the instance identifier (if any). The
data type path can be empty, if the content provider only handles one
type of content. It can be a single path segment (foo) or a chain
of path segments (foo/bar/goo) as needed to handle whatever data
access scenarios the content provider requires.

	It may have an instance identifier, which is an integer
identifying a specific piece of content. A content Uri without an
instance identifier refers to the collection of content represented
by the authority (and, where provided, the data path).


For example, a content Uri could be as simple as
content://sekrits, which would refer to the collection of content
held by whatever content provider was tied to the sekrits authority
(e.g., SecretsProvider). Or, it could be as complex as
content://sekrits/card/pin/17, which would refer to a piece of
content (identified as 17) managed by the sekrits content
provider that is of the data type card/pin.
Next, Some Typing
Next, you need to come up with some MIME types corresponding with the
content your content provider will provide. There are three basic
patterns.
For the streaming API, the MIME type that you will use should be
the actual MIME type of the stream itself. Perhaps you already know
the MIME type (e.g., you got it in an HTTP header when you downloaded
the content from a Web server). Perhaps you will use MimeTypeMap to try
to infer a MIME type based on a file extension. That is up to you, just
as it is up to you to ensure that your Web server returns proper MIME
types for streams that it serves up.
For the database-style API, even though the MIME type system is not
really designed for this sort of thing, we still use MIME types. Each
Uri will have an associated MIME type, indicating what is represented
by that Uri. A Uri that points to a collection of content (e.g.,
a database table or view) will use one MIME type structure, while
a Uri that points to an individual piece of content (e.g., a row
in that database table or view) will use a different MIME type
structure.
The collection MIME type should be of the form vnd.X.cursor.dir/Y,
where X is the name of your firm, organization, or project, and Y
is a dot-delimited type name. So, for example, you might use
vnd.tlagency.cursor.dir/sekrits.card.pin as the MIME type for your
collection of secrets.
The instance MIME type, for an individual piece of content,
should be of the form vnd.X.cursor.item/Y,
usually for the same values of X and Y as you used for the
collection MIME type (though that is not strictly required).
Implementing the Database-Style API
Just as an activity and a receiver are both Java classes, so is a
content provider. So, the big step in creating a content provider is
crafting its Java class, with a base class of ContentProvider.
In your subclass of ContentProvider, you are responsible for
implementing six methods that, when combined, perform the services
that a content provider is supposed to offer to activities wishing to
create, read, update, or delete content via the database-style API.
Implement onCreate()
As with an activity, the main entry point to a content provider is
onCreate(). Here, you can do whatever initialization you want. In
particular, here is where you should lazy-initialize your data store.
For example, if you plan on storing your data in such-and-so
directory on external storage, with an XML file serving as a “table of
contents”, you should check and see if that directory and XML file
are there and, if not, create them so the rest of your content
provider knows they are out there and available for use.
Similarly, if you have rewritten your content provider sufficiently
to cause the data store to shift structure, you should check to see
what structure you have now and adjust it if what you have is out of
date.
Implement query()
As one might expect, the query() method is where your content
provider gets details on a query some activity wants to perform. It
is up to you to actually process said query.
The query method gets, as parameters:

	A Uri representing the collection or instance being queried

	A String array representing the list of properties that should be
returned

	A String representing what amounts to a SQL WHERE clause,
constraining which instances should be considered for the query
results

	A String array representing values to “pour into” the WHERE
clause, replacing any ? found there

	A String representing what amounts to a SQL ORDER BY clause


You are responsible for interpreting these parameters however they
make sense and returning a Cursor that can be used to iterate over
and access the data.
As you can imagine, these parameters are aimed towards people using a
SQLite database for storage. You are welcome to ignore some of these
parameters (e.g., you elect not to try to roll your own SQL WHERE
clause parser), but you need to document that fact so activities only
attempt to query you by instance Uri and not by using parameters that you
elect to ignore.
Implement insert()
Your insert() method will receive a Uri representing the collection
and a ContentValues structure with the initial data for the new
instance. You are responsible for creating the new instance, filling
in the supplied data, and returning a Uri to the new instance.
Implement update()
Your update() method gets the Uri of the instance or collection
to change, a ContentValues structure with the new values to apply,
a String for a SQL WHERE clause, and a String array with parameters
to use to replace ? found in the WHERE clause. Your
responsibility is to identify the instance(s) to be modified (based
on the Uri and WHERE clause), then replace those instances’
current property values with the ones supplied.
This will be annoying, unless you are using SQLite for storage. Then,
you can pretty much pass all the parameters you received to the
update() call to the database, though the update() call will vary
slightly depending on whether you are updating one instance or
several.
Implement delete()
As with update(), delete() receives a Uri representing the
instance or collection to work with and a WHERE clause and
parameters. If the activity is deleting a single instance, the Uri
should represent that instance and the WHERE clause may be null.
But, the activity might be requesting to delete an open-ended set of
instances, using the WHERE clause to constrain which ones to delete.
As with update(), though, this is simple if you are using SQLite
for database storage (sense a theme?). You can let it handle the
idiosyncrasies of parsing and applying the WHERE clause — all
you have to do is call delete() on the database.
Implement getType()
The last method you need to implement is getType(). This takes a
Uri and returns the MIME type associated with that Uri. The Uri
could be a collection or an instance Uri; you need to determine
which was provided and return the corresponding MIME type.
Update the Manifest
The glue tying the content provider implementation to the rest of
your application resides in your AndroidManifest.xml file. Simply
add a <provider> element as a child of the <application> element,
such as:

<?xml version="1.0" encoding="utf-8"?>
<manifest xmlns:android="http://schemas.android.com/apk/res/android"
  package="com.commonsware.android.constants"
  android:versionCode="1"
  android:versionName="1.0">

  <supports-screens
    android:anyDensity="true"
    android:largeScreens="true"
    android:normalScreens="true"
    android:smallScreens="true"/>

  <uses-sdk
    android:minSdkVersion="14"
    android:targetSdkVersion="18"/>

  <application
    android:icon="@drawable/ic_launcher"
    android:label="@string/app_name">
    <provider
      android:name=".Provider"
      android:authorities="com.commonsware.android.constants.Provider"
      android:exported="false"/>

    <activity
      android:name=".ConstantsBrowser"
      android:label="@string/app_name">
      <intent-filter>
        <action android:name="android.intent.action.MAIN"/>

        <category android:name="android.intent.category.LAUNCHER"/>
      </intent-filter>
    </activity>
  </application>

</manifest>

(from ContentProvider/ConstantsPlus/app/src/main/AndroidManifest.xml)
The android:name property is the name of the content provider
class, with a leading dot to indicate it is in the stock namespace
for this application’s classes (just like you use with activities).
The android:authorities property should be a semicolon-delimited
list of the authority values supported by the content provider.
Recall, from earlier in this chapter, that each content Uri is made
up of a scheme, authority, data type path, and instance identifier.
Each authority from each CONTENT_URI value should be included in
the android:authorities list.
Now, when Android encounters a content Uri, it can sift through the
providers registered through manifests to find a matching authority.
That tells Android which application and class implements the content
provider, and from there Android can bridge between the calling
activity and the content provider being called.
Several other attributes relate to security:

	
android:exported indicates whether third-party apps are able
to initiate communications with your provider on their own

	
android:readPermission and android:writePermission allow
you to defend your provider with permissions; third-party apps have
to have <uses-permission> elements for those permissions to be able
to work with your provider

	
android:grantUriPermissions indicates whether you are able to
selectively “poke pinholes in the firewall” of your provider security,
to say that for specific IPC operations (e.g., starting a third-party
activity), that third party has limited access to your provider’s content


These will be explored later in this book.
Add Notify-On-Change Support
A feature that your content provider can offer to its clients is
notify-on-change support. This means that your content provider will
let clients know if the data for a given content Uri changes.
For example, suppose you have created a content provider that
retrieves RSS and Atom feeds from the Internet based on the user’s
feed subscriptions (via OPML, perhaps). The content provider offers
read-only access to the contents of the feeds, with an eye towards
several applications on the phone using those feeds versus everyone
implementing their own feed poll-fetch-and-cache system. You have
also implemented a service that will get updates to those feeds
asynchronously, updating the underlying data store. Your content
provider could alert applications using the feeds that such-and-so
feed was updated, so applications using that specific feed can
refresh and get the latest data.
On the content provider side, to do this, call notifyChange() on
your ContentResolver instance (available in your content provider
via getContext().getContentResolver()). This takes two parameters:
the Uri of the piece of content that changed and the
ContentObserver that initiated the change. In many cases, the
latter will be null; a non-null value simply means that the
observer that initiated the change will not be notified of its own
changes.
On the content consumer side, an activity can call
registerContentObserver() on its ContentResolver (via
getContentResolver()). This ties a ContentObserver instance to a
supplied Uri — the observer will be notified whenever
notifyChange() is called for that specific Uri. When the consumer
is done with the Uri, unregisterContentObserver() releases the
connection.
Implementing the Streaming API
If you want to have a ContentProvider support streaming data
via the streaming API, you will still need to set up the
<provider> element, choose an authority, and create a subclass
of ContentProvider as with the database-style API. From there,
whether you are adding the streaming API to an existing
provider or creating a new one, there is some additional work to
be done.
Serving the Stream
If you want consumers of your ContentProvider to be able to call
openInputStream() or openOutputStream() on a Uri, the most
likely approach is to implement the openFile() method.
The openFile() method returns a curious object called a
ParcelFileDescriptor. Given that, the ContentResolver can obtain
the InputStream or OutputStream that was requested. There are
various static methods on ParcelFileDescriptor to create instances
of it, such as an open() method that takes a File object as the
first parameter. Note that this works for both files on external
storage and files within your own project’s app-local file storage
(e.g., getFilesDir()).
openFile() also gets a String parameter that is the “mode” for
opening the file. This can be converted into appropriate flags for
use with ParceFileDescriptor and its open() method. Mostly,
this is for determining whether we are opening the file for read
or write operations.
Serving the Metadata
You should implement the query() method in your provider as well.
If the Uri is pointing to one of your streams, you should create
a one-row MatrixCursor and supply the OpenableColumns as the
columns. OpenableColumns has two values: DISPLAY_NAME (for some
human-readable name of the stream) and SIZE (the length of the stream
in bytes). Based on the projection string array passed into query(),
you can skip columns that the client is not requesting.
You also need to implement getType(). For the database-style API, you
pretty much invent your own MIME types. For the streaming API,
you should be returning MIME types for the Uri values that really represent
the contents of that Uri. In other words, your getType() method should
behave like you would expect a Web server to do with respect to the
Content-Type header. If you know the MIME type for certain (e.g., you
got it yourself in an HTTP or IMAP operation and saved it), use that.
If you do not know the MIME type for certain, you can try the MimeTypeMap
class, which knows how to map common file extensions to their MIME type
counterparts. Worst-case, return application/octet-stream.
The Rest of the Requirements
You also have to implement the following abstract methods:

	onCreate()

	insert()

	update()

	delete()


If you are not supporting the database-style API, you are welcome
to have insert(), update(), and delete() throw some
RuntimeException, to indicate that those operations are not
supported.
Issues with Content Providers
Content providers are not without their issues.
The biggest complaint seems to be the lack of an onDestroy()
companion to the onCreate() method you can implement. Hence, if you
open a database in onCreate(), you close it… never. Sometimes, you
can alleviate this by initializing things on demand and releasing
them immediately, such as opening a database as part of insert()
and closing it within the same method. This does not always work,
however — for example, you cannot close the database you query
in query(), since the Cursor you return would become invalid.
Holding onto an open SQLiteDatabase is not a problem, as all of
your data changes are written to disk as part of committing
transactions. So, many ContentProvider implementations settle
for simply never closing the database.
The fact that ContentProvider is effectively a facade means that a
consumer of a ContentProvider has no idea what to expect. It is up
to documentation to explain what Uri values can be used, what
columns can be returned, what query syntax is supported, and so on.
And, the fact that it is a facade means that much of the richness of
the SQLite interface is lost, such as GROUP BY. To top it off, the
API supported by ContentProvider is rather limited — if what
you want to share does not look like a database and does not look
like a file, it may be difficult to force it into the
ContentProvider API.
Another issue is the client’s dependence upon the provider itself.
If, for whatever reason, the provider’s process is terminated while
the client has an open Cursor on query results, the client’s
process is also terminated. It is unclear if the same effect occurs
when the client has an open stream from a provider through the streaming
API, though it seems likely. Now, in theory, the importance of the provider’s
process should be raised to the highest importance of any of its clients,
though this behavior is not documented and may not occur in practice.
This behavior by Android is rather drastic,
more drastic than what happens to HTTP clients when the Web server they
are connected to crashes. There, the client winds up with some sort
of exception and can move on. The moral of this story is: when working
with a ContentProvider, it behooves you to use the data quickly, particularly
if your app is in the background at the time.
PowerManager and WakeLocks
There are going to be times when you want the device to keep running,
even though it ordinarily would go into a sleep mode, with the CPU
powered down and the screen turned off. Sometimes, that will be based
upon user interactions, or the lack thereof, such as keeping the screen
on while playing back a video. Sometimes, that will be to allow background
scheduled work to run to completion, as was introduced in the chapter
on AlarmManager.
This chapter looks a bit more at the details of this sort of power
management, including coverage of how AlarmManager works.
Prerequisites
Understanding this chapter requires that you have read the core chapters,
particularly the chapter on AlarmManager.
Keeping the Screen On, UI-Style
If your objective is to keep the screen (and CPU) on while your activity
is in the foreground, the simplest solution is to add
android:keepScreenOn="true" to something in the activity’s layout.
So long as that widget or container is visible, the screen will stay
on.
If you wish to do this conditionally, setKeepScreenOn() allows you
to toggle this setting at runtime.
Once your activity is no longer in the foreground, or the widget or
container is no longer visible, the effect lapses, and screen operation
returns to normal.
The Role of the WakeLock
Most of the time in Android, you are developing code that will run while
the user is actually using the device. Activities, for example, only really
make sense when the device is fully awake and the user is tapping on the
screen or keyboard.
Particularly with scheduled background tasks, though, you need to bear in
mind that the device will eventually “go to sleep”. In full sleep mode, the
display, main CPU, and keyboard are all powered off, to maximize battery
life. Only on a low-level system event, like an incoming phone call, will
anything wake up the device.
Another thing that will partially wake up the phone is an Intent raised by
the AlarmManager. So long as broadcast receivers are processing that Intent,
the AlarmManager ensures the CPU will be running (though the screen and
keyboard are still off). Once the broadcast receivers are done, the
AlarmManager lets the device go back to sleep.
You can achieve the same effect in your code via a WakeLock.
One of the changes that the core Android team made to the Linux kernel was
to introduce the concept of the “wakelock”. In simple terms, a wakelock allows
a Linux userland application — such as our Android SDK apps — to control
whether or not the CPU can be powered down as part of a sleep mode. While
a wakelock is in force, the CPU will remain on and processing instructions
from the processes and threads that are on the device.
From the SDK, to access a wakelock, you use a WakeLock object,
obtained from the PowerManager system service. When you call acquire() on that
WakeLock, the CPU will remain on; when you call release() on that WakeLock,
the CPU can fall back asleep, if there are no other outstanding WakeLocks from
SDK apps or the operating system itself.
There are four types of WakeLock objects. All will keep the CPU on. They vary
in their effects on the screen (leave it off, have it display with dim
backlight, have it display with normal backlight) and any physical keys (ignore
or accept). You will pass a flag into newWakeLock() on the PowerManager
system service to indicate what type of WakeLock you want. The most common
is the PARTIAL_WAKE_LOCK, which keeps the CPU on but leaves the screen and keyboard
off — ideal for periodic background work triggered by an AlarmManager event.
What WakefulIntentService Does
For a _WAKEUP alarm, the AlarmManager will arrange for the device
to stay awake, via a WakeLock, for as long as the
BroadcastReceiver’s onReceive() method is executing. For some
situations, that may be all that is needed. However, onReceive() is
called on the main application thread, and Android will kill off the
receiver if it takes too long.
Your natural inclination in this case is to have the
BroadcastReceiver arrange for a Service to do the long-running work
on a background thread, since BroadcastReceiver objects should not be
starting their own threads. Perhaps you would use an IntentService,
which packages up this “start a Service to do some work in the
background” pattern. And, given the preceding section, you might try
acquiring a partial WakeLock at the beginning of the work and release
it at the end of the work, so the CPU will keep running while your
IntentService does its thing.
This strategy will work… some of the time.
The problem is that there is a gap in WakeLock coverage, as depicted
in the following diagram:

[image: The WakeLock Gap]

Figure 823: The WakeLock Gap
The BroadcastReceiver will call startService() to send work to the
IntentService, but that service will not start up until after
onReceive() ends. As a result, there is a window of time between the
end of onReceive() and when your IntentService can acquire its own
WakeLock. During that window, the device might fall back asleep.
Sometimes it will, sometimes it will not.
What you need to do, instead, is arrange for overlapping WakeLock
instances. You need to acquire a WakeLock in your
BroadcastReceiver, during the onReceive() execution, and hold onto
that WakeLock until the work is completed by the IntentService:

[image: The WakeLock Overlap]

Figure 824: The WakeLock Overlap
Then you are assured that the device will stay awake as long as the
work remains to be done.
The WakefulIntentService recipe described in its chapter does
not have you manage your own WakeLock. That is because
WakefulIntentService handles it for you. One reason why
WakefulIntentService exists is to manage that WakeLock, because
WakeLocks suffer from one major problem: they are not Parcelable,
and therefore cannot be passed in an Intent extra. Hence, for our
BroadcastReceiver and our WakefulIntentService to use the same
WakeLock, they have to be shared via a static data member… which is
icky. WakefulIntentService is designed to hide this icky part from
you, so you do not have to worry about it.
WakefulIntentService also handles various edge and corner cases, such
as:

	What happens if Android elects to get rid of your process due to low
memory conditions?

	What happens if your doWakefulWork() crashes, so we do not leak the
acquired WakeLock?

	What if your UI also sends commands to the WakefulIntentService, or
your processing takes longer than your polling period in AlarmManager, so
that we have more than one piece of work outstanding at a point in time?


The one requirement related to a WakeLock that WakefulIntentService
imposes upon you is the WAKE_LOCK permission. Any code in your process
that is directly manipulating WakeLock objects needs this permission,
even if that code is from a third-party JAR like WakefulIntentService.
Widget Catalog: ExpandableListView
Android does not have a “tree” widget, allowing users to navigate an arbitrary
hierarchy of stuff. In large part, that is because such trees are difficult to
navigate on small touchscreens with comparatively large fingers.
Android does have ExpandableListView, a subclass of ListView that supports
a two-layer hierarchy: groups and children. Groups can be expanded to show their
children or collapsed to hide them, and you can get control on various events for
the groups or the children.
Key Usage Tips
Android offers an ExpandableListActivity as a counterpart to its ListActivity.
However, it does not offer an ExpandableListFragment. This is not a major issue, as
you can work with an ExpandableListView inside a regular Fragment yourself, just
as you would for most other widgets not named ListView.
Rather than use a ListAdapter with ExpandableListView, you will use an
ExpandableListAdapter, where you can control separate details for groups and children.
These include:

	
SimpleExpandableListAdapter, roughly analogous to ArrayAdapter, where your data
resides in a List of Map objects for groups, and a List of a List of Map
objects for the children

	
CursorTreeAdapter and SimpleCursorTreeAdapter, roughly analogous to CursorAdapter
and SimpleCursorAdapter, for mapping data in a Cursor to rows and columns


In many cases, though, the complexity of managing groups and children will steer
you down the path of extending BaseExpandableListAdapter and handling all of the
view construction yourself. There are many methods that you will need to implement:

	
getGroupCount(), to return the number of groups

	
getGroup() and getGroupId(), to return an Object and unique int ID for a group
given its position

	
getGroupView(), to return the View that should be used to render the group,
perhaps using the built-in android.R.layout.simple_expandable_list_item_1 that is set
up for such groups and handles rendering the expanded and collapsed states

	
getChildrenCount(), to return the number of children for a given group

	
getChild() and getChildId(), to return an Object and unique int ID for a child
given its position (and its group’s position)

	
getChildView(), to return the View that should be used to render the child, given
its position and its group’s position

	
isChildSelectable(), to indicate if the user can select a given child, given its position
and its group’s position

	
hasStableIds(), to indicate if the ID values you returned from getGroupId() and
getChildId() will remain constant for the life of this adapter


There are four major events that you will be able to respond to with respect to the
user’s interaction with an ExpandableListView:

	Clicks on a child (setOnChildClickListener())

	Clicks on a group (setOnGroupClickListener())

	When groups expand (setOnGroupExpandListener()) or collapse (setOnGroupCollapseListener())


If you use setOnGroupClickListener() to be notified about clicks on a group, be sure
to return false from your implementation of the onGroupClick() method required by the
OnGroupClickListener interface. If you return true, you consume the click event, which
prevents ExpandableListView from using that event to expand or collapse the group.
A Sample Usage
The sample project can be found in
WidgetCatalog/ExpandableListView.
Layout:

<ExpandableListView xmlns:android="http://schemas.android.com/apk/res/android"
  android:id="@+id/elv"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

</ExpandableListView>


(from WidgetCatalog/ExpandableListView/app/src/main/res/layout/activity_main.xml)
JSON data:


{
  "Group A": ["Child A1", "Child A2", "Child A3"],
  "Group B": ["Child B1", "Child B2"],
  "Group C": ["Child C1"],
  "Group D": [],
  "Group E": ["Child E1", "Child E2", "Child E3"]
}


Activity:

package com.commonsware.android.wc.elv;

import android.app.Activity;
import android.os.Bundle;
import android.util.Log;
import android.view.View;
import android.widget.ExpandableListAdapter;
import android.widget.ExpandableListView;
import android.widget.ExpandableListView.OnChildClickListener;
import android.widget.ExpandableListView.OnGroupClickListener;
import android.widget.ExpandableListView.OnGroupCollapseListener;
import android.widget.ExpandableListView.OnGroupExpandListener;
import android.widget.Toast;
import java.io.BufferedReader;
import java.io.InputStream;
import java.io.InputStreamReader;
import org.json.JSONObject;

public class MainActivity extends Activity implements
    OnChildClickListener, OnGroupClickListener, OnGroupExpandListener,
    OnGroupCollapseListener {
  private ExpandableListAdapter adapter=null;

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.activity_main);

    InputStream raw=getResources().openRawResource(R.raw.sample);
    BufferedReader in=new BufferedReader(new InputStreamReader(raw));
    String str;
    StringBuffer buf=new StringBuffer();

    try {
      while ((str=in.readLine()) != null) {
        buf.append(str);
        buf.append('\n');
      }

      in.close();

      JSONObject model=new JSONObject(buf.toString());

      ExpandableListView elv=(ExpandableListView)findViewById(R.id.elv);

      adapter=new JSONExpandableListAdapter(getLayoutInflater(), model);
      elv.setAdapter(adapter);

      elv.setOnChildClickListener(this);
      elv.setOnGroupClickListener(this);
      elv.setOnGroupExpandListener(this);
      elv.setOnGroupCollapseListener(this);
    }
    catch (Exception e) {
      Log.e(getClass().getName(), "Exception reading JSON", e);
    }
  }

  @Override
  public boolean onChildClick(ExpandableListView parent, View v,
                              int groupPosition, int childPosition,
                              long id) {
    Toast.makeText(this,
                   adapter.getChild(groupPosition, childPosition)
                          .toString(), Toast.LENGTH_SHORT).show();

    return(false);
  }

  @Override
  public boolean onGroupClick(ExpandableListView parent, View v,
                              int groupPosition, long id) {
    Toast.makeText(this, adapter.getGroup(groupPosition).toString(),
                   Toast.LENGTH_SHORT).show();

    return(false);
  }

  @Override
  public void onGroupExpand(int groupPosition) {
    Toast.makeText(this,
                   "Expanding: "
                       + adapter.getGroup(groupPosition).toString(),
                   Toast.LENGTH_SHORT).show();
  }

  @Override
  public void onGroupCollapse(int groupPosition) {
    Toast.makeText(this,
                   "Collapsing: "
                       + adapter.getGroup(groupPosition).toString(),
                   Toast.LENGTH_SHORT).show();
  }
}


(from WidgetCatalog/ExpandableListView/app/src/main/java/com/commonsware/android/wc/elv/MainActivity.java)
This activity loads up a JSON file from a raw resource on the main application thread
in onCreate(), which is not a good idea. It would be better to do that work in a
background thread, perhaps an AsyncTask managed by a retained fragment. The implementation
shown here is designed to keep the sample small, not to demonstrate the best way to
load data from a raw resource.
Adapter:

package com.commonsware.android.wc.elv;

import android.util.Log;
import android.view.LayoutInflater;
import android.view.View;
import android.view.ViewGroup;
import android.widget.BaseExpandableListAdapter;
import android.widget.TextView;
import java.util.Iterator;
import org.json.JSONArray;
import org.json.JSONException;
import org.json.JSONObject;

public class JSONExpandableListAdapter extends
    BaseExpandableListAdapter {
  LayoutInflater inflater=null;
  JSONObject model=null;

  JSONExpandableListAdapter(LayoutInflater inflater, JSONObject model) {
    this.inflater=inflater;
    this.model=model;
  }

  @Override
  public int getGroupCount() {
    return(model.length());
  }

  @Override
  public Object getGroup(int groupPosition) {
    @SuppressWarnings("rawtypes")
    Iterator i=model.keys();

    while (groupPosition > 0) {
      i.next();
      groupPosition--;
    }

    return(i.next());
  }

  @Override
  public long getGroupId(int groupPosition) {
    return(groupPosition);
  }

  @Override
  public View getGroupView(int groupPosition, boolean isExpanded,
                           View convertView, ViewGroup parent) {
    if (convertView == null) {
      convertView=
          inflater.inflate(android.R.layout.simple_expandable_list_item_1,
                           parent, false);
    }

    TextView tv=
        ((TextView)convertView.findViewById(android.R.id.text1));
    tv.setText(getGroup(groupPosition).toString());

    return(convertView);
  }

  @Override
  public int getChildrenCount(int groupPosition) {
    try {
      JSONArray children=getChildren(groupPosition);

      return(children.length());
    }
    catch (JSONException e) {
      // JSONArray is really annoying
      Log.e(getClass().getSimpleName(), "Exception getting children", e);
    }

    return(0);
  }

  @Override
  public Object getChild(int groupPosition, int childPosition) {
    try {
      JSONArray children=getChildren(groupPosition);

      return(children.get(childPosition));
    }
    catch (JSONException e) {
      // JSONArray is really annoying
      Log.e(getClass().getSimpleName(),
            "Exception getting item from JSON array", e);
    }

    return(null);
  }

  @Override
  public long getChildId(int groupPosition, int childPosition) {
    return(groupPosition * 1024 + childPosition);
  }

  @Override
  public View getChildView(int groupPosition, int childPosition,
                           boolean isLastChild, View convertView,
                           ViewGroup parent) {
    if (convertView == null) {
      convertView=
          inflater.inflate(android.R.layout.simple_list_item_1, parent,
                           false);
    }

    TextView tv=(TextView)convertView;
    tv.setText(getChild(groupPosition, childPosition).toString());

    return(convertView);
  }

  @Override
  public boolean isChildSelectable(int groupPosition, int childPosition) {
    return(true);
  }

  @Override
  public boolean hasStableIds() {
    return(true);
  }

  private JSONArray getChildren(int groupPosition) throws JSONException {
    String key=getGroup(groupPosition).toString();

    return(model.getJSONArray(key));
  }
}


(from WidgetCatalog/ExpandableListView/app/src/main/java/com/commonsware/android/wc/elv/JSONExpandableListAdapter.java)
This adapter wraps a JSONObject and assumes that the JSON structure is an object,
keyed by strings, whose values are arrays of strings. The object returned by getGroup()
is the key for that group’s position; the object returned by getChild() is the string
at that child’s array index for it’s group’s array. Since the data structure is treated
as immutable, and since there are no other better IDs in the data structure itself, the
group ID is simply the group’s position, and the child’s ID is simply a mash-up of the
group and child positions.
Visual Representation
This is what an ExpandableListView looks like in a few different Android
versions and configurations, based upon the sample app shown above.

[image: Android 2.3.3, Portrait]

Figure 1045: Android 2.3.3, Portrait

[image: Android 4.0.3, Portrait]

Figure 1046: Android 4.0.3, Portrait
Note that while the data in the JSON file has the groups sorted alphabetically, because
JSONObject effectively loads its data into a HashMap, the sorting gets lost in the
data model, which is why the groups appear out of order.
Also note that the visual representation of the “collapsed” and “expanded” states is
controlled by the ExpandableListAdapter and the view used for the groups. In this sample,
we use android.R.layout.simple_expandable_list_item_1 for the groups, which gives
us the caret designation for expanded versus collapsed states in 4.0.3 and the lower-left
arrowhead-in-circle icon for 2.3.3. You can create your own rows with your own indicators
as you see fit.
Android’s Process Model
So far, we have been treating our activity like it is our entire application.
Soon, we will start to get into more complex scenarios, involving
multiple activities and other types of components, like services and content
providers.
But, before we get into a lot of that, it is useful to understand how all
of this ties into the actual OS itself. Android is based on Linux, and Linux
applications run in OS processes. Understanding a bit about how Android
and Linux processes inter-relate will be useful in understanding how our mixed
bag of components work within these processes.
When Processes Are Created
A user installs your app, goes to their home screen’s launcher, and taps on
an icon representing your activity. Your activity dutifully appears on the
screen.
Behind the scenes, what happened is that Android forked a copy of a process
known as the zygote. As a result of the way your process is forked
from the zygote, your process contains:

	A copy of the VM (Dalvik or ART), shared among all such processes via Linux
copy-on-write memory sharing

	A copy of the Android framework classes, like Activity and Button,
also shared via copy-on-write memory

	A copy of your own classes, loaded out of your APK

	Any objects created by you or the framework classes, such as the instance
of your Activity subclass


BACK, HOME, and Your Process
Suppose that you have an app with just one activity. From the home screen’s
launcher, the user taps on the icon associated with your app’s activity.
Then, with your activity in the foreground, the user presses BACK.
At this point, the user is telling the OS that she is done with your activity.
Control will return to whatever preceded that activity — in this case, the
home screen’s launcher.
You might think that this would cause your process to be terminated. After
all, that is how most desktop operating systems work. Once the user closes
the last window of the application, the process hosting that application
is terminated.
However, that is not how Android works. Android will keep your process around,
for a little while at least. This is done for speed and power: if the user
happens to want to return to your app sooner rather than later, it is more
efficient to simply bring up another copy of your activity again in the existing
process than it is to go set up a completely new copy of the process. This does
not mean that your process will live forever; we will discuss when your process
will go away later in this chapter.
Now, instead of the user pressing BACK, let’s say that the user pressed HOME
instead. Visually, there is little difference: the home screen re-appears.
Depending on the home screen implementation there may be a visible difference,
as BACK might return to a launcher whereas HOME might return to something else
on the home screen. However, in general, they feel like very similar operations.
The difference is what happens to your activity.
When the user presses BACK, your foreground activity is destroyed. We will
get into more of what that means in the next chapter. However, the key feature
is that the activity itself — the instance of your subclass of Activity –
will never be used again, and hopefully is garbage collected.
When the user presses HOME, your foreground activity is not destroyed…
at least, not immediately. It
remains in memory. If the user launches your app again from the home screen
launcher, and if your process is still around, Android will simply bring
your existing activity instance back to the foreground, rather than having to
create a brand-new one (as is the case if the user pressed BACK and destroyed
your activity).
What HOME literally is doing is bringing the home screen activity back to the
foreground, not otherwise directly affecting your process much.
Termination
Processes cannot live forever. They take up a chunk of RAM, for your classes and
objects, and these mobile devices only have so much RAM to work with. Eventually,
therefore, Android has to get rid of your process, to free up memory for other
applications.
How long your process will stick around depends on a variety of factors, including:

	What else the device is doing, either in the foreground (user using apps) or
in the background (e.g., automated checks for new email)

	How much memory the device has

	What is still running inside your process


Going back to the scenario from above, we have an application with a single
activity launched from the home screen,
where the user can return to the home screen either by pressing BACK
or by pressing HOME. You might think that this makes no difference at all on
when the process would be terminated, but that would be incorrect. Pressing
HOME would keep the process around perhaps a bit longer than would pressing BACK.
Why?
When the user presses BACK, your one and only activity is destroyed. When the
user presses HOME, your activity is not destroyed. Android will tend to keep
processes around longer if they have active (i.e., not destroyed) components in them.
The key word there is “tend”. Android’s algorithms for determining when to get
rid of what processes are baked into the OS and are, at best, lightly documented.
There is evidence to suggest that other criteria, such as process age, are also
taken into account, and so there may be times when a process that has an
activity running (but not in the foreground) might be terminated where a process
with no running activity might not. However, in general, processes with active
(not destroyed) components will stick around a bit longer than processes without
such components.
Foreground Means “I Love You”
Just because Android terminates processes to free up memory does not mean that
it will terminate just any process to free up memory. A foreground process –
the most common of which is a process that has an activity in the foreground –
is the least likely of all to be terminated. In fact, you can pretty much assume
that if Android has to kill off the foreground process, that the phone is very
sick and will crash in a matter of moments.
(and, fortunately, that does not happen very often)
So, if you are in the foreground, you are safe. It is only when you are not
in the foreground that you are at risk of having the process be terminated.
You and Your Heap
Processes take up RAM. A significant chunk of that RAM represents the objects
you create (a.k.a., “the heap”).
Those of you with significant Java backgrounds know that the Java VM loves RAM
(“can’t get enough of it!”). Java VMs routinely grab 64MB or 128MB of heap
space upon creating the process and will grow as big as you wish to let them
(e.g., -Xmx switch to the java command).
Android heap sizes are not that big, because Android is designed to run on mobile
devices with constrained amounts of RAM.
Your heap limit may be as low as 16MB, though values in the 32-48MB range are
more typical with current-generation devices. How much the heap limit will
be depends a bit on what version of Android is on the device. It depends quite
a lot, though, on the screen size, as bigger screens will tend to want to display
bigger bitmap images, and bitmap images can consume quite a bit of RAM.
The key is that the heap is small, and (generally speaking) you cannot adjust it
yourself. It is what it is. Small applications will rarely run into a problem
with heap space, but larger applications might. We will discuss tools and
techniques for measuring and coping with memory problems later in this book.
Advanced Manifest Tips
If you have been diligent about reading this book (versus having
randomly jumped to this chapter), you will already have done a fair
number of things with
your project’s AndroidManifest.xml file:

	Used it to define components, like activities, services, content
providers, and manifest-registered broadcast receivers

	Used it to declare permissions your application requires, or
possibly to define permissions that other applications need in order
to integrate with your application

	Used it to define what SDK level, screen sizes, and other device
capabilities your application requires


In this chapter, we continue looking at things the manifest offers
you, starting with a discussion of controlling where your
application gets installed on a device, and wrapping
up with a bit of information about activity aliases.
Prerequisites
Understanding this chapter requires that you have read the core chapters
of this book.
Just Looking For Some Elbow Room
On October 22, 2008, the HTC Dream
was released, under
the moniker of “T-Mobile G1”, as the first production Android device.
Complaints about the lack of available storage space for applications
probably started on October 23rd.
The Dream, while a solid first Android device, offered only 70MB of
on-board flash for application storage. This storage had to include:

	The Android application (APK) file

	Any local files or databases the application created, particularly
those deemed unsafe to put on the SD card (e.g., privacy)

	Extra copies of some portions of the APK file, such as the
compiled Dalvik bytecode, which get unpacked on installation for
speed of access


It would not take long for a user to fill up 70MB of space, then have
to start removing some applications to be able to try others.
Users and developers alike could not quite understand why the Dream
had so little space compared to the available iPhone models, and they
begged to at least allow applications to install to the SD card,
where there would be more room. This, however, was not easy to
implement in a secure fashion, and it took until Android 2.2 for the
feature to become officially available.
If your app’s android:minSdkVersion is 11 or higher, you can
probably ignore all of this. At that time, what the Android SDK
refers to as “internal storage” and “external storage” were moved to
be part of one filesystem partition, and so there is no artificial
division of space between the two.
But, if you are still supporting Android 2.2 and 2.3, you may wish to
consider supporting having your app be installed to, or moved to,
external storage.
Configuring Your App to Reside on External Storage
Indicating to Android that your application can reside on the SD card
is easy… and necessary, if you want the feature. If you do not tell
Android this is allowed, Android will not install your application
to the SD card, nor allow the user to move the application to the SD
card.
All you need to do is add an android:installLocation attribute to
the root <manifest> element of your AndroidManifest.xml file.
There are three possible values for this attribute:

	
internalOnly, the default, meaning that the application cannot be
installed to the SD card

	
preferExternal, meaning the application would like to be
installed on the SD card

	
auto, meaning the application can be installed in either location


If you use preferExternal, then your application will be initially
installed on the SD card in most cases. Android reserves the right to
still install your application on internal storage in cases where
that makes too much sense, such as there not being an SD card
installed at the time.
If you use auto, then Android will make the decision as to the
installation location, based on a variety of factors. In effect, this
means that auto and preferExternal are functionally very similar
– all you are doing with preferExternal is giving Android a
hint as to your desired installation destination.
Because Android decides where your application is initially
installed, and because the user has the option to move your
application between the SD card and on-board flash, you cannot assume
any given installation spot. The exception is if you choose
internalOnly, in which case Android will honor your request, at the
potential cost of not allowing the installation at all if there is no
more room in on-board flash.
For example, here is the manifest from the
SMS/Sender
sample project,
profiled in another chapter, showing the use of
preferExternal:

<?xml version="1.0" encoding="utf-8"?>
<manifest xmlns:android="http://schemas.android.com/apk/res/android"
  package="com.commonsware.android.sms.sender"
  android:installLocation="preferExternal"
  android:versionCode="1"
  android:versionName="1.0">

  <uses-permission android:name="android.permission.READ_CONTACTS"/>
  <uses-permission android:name="android.permission.SEND_SMS"/>

  <uses-sdk
    android:minSdkVersion="7"
    android:targetSdkVersion="11"/>

  <supports-screens
    android:largeScreens="true"
    android:normalScreens="true"
    android:smallScreens="false"/>

  <application
    android:icon="@drawable/ic_launcher"
    android:label="@string/app_name">
    <activity
      android:name="Sender"
      android:label="@string/app_name">
      <intent-filter>
        <action android:name="android.intent.action.MAIN"/>

        <category android:name="android.intent.category.LAUNCHER"/>
      </intent-filter>
    </activity>
  </application>

</manifest>

(from SMS/Sender/app/src/main/AndroidManifest.xml)
Since this feature only became available in Android 2.2, to support
older versions of Android, just have your build tools target API
level 8 (e.g., compileSdkVersion of 8 or higher in build.gradle for
Android Studio users) while having your minSdkVersion attribute
in the manifest state the lowest Android version your application
supports overall. Older versions of Android will ignore the
android:installLocation attribute. So, for example, in the above
manifest, the Sender application supports API level 4 and above
(Android 1.6 and newer), but still can use
android:installLocation="preferExternal", because the build tools
are targeting API level 8.
What the User Sees
On newer devices, such as those running Android 4.2, the user will see
nothing different. That is because internal and external storage share a
common pool of space, and therefore there is no advantage in having your
application installed to external storage.
However, on, say, Android 2.3, you will see a difference in behavior.
For an application that wound up on external storage, courtesy of your
choice of preferExternal or auto, the user will have an option to
move it to the phone’s internal storage. This can be done by choosing
the application in the Manage Applications list in the Settings
application, then clicking the “Move to phone” button.
Conversely, if your application is installed in on-board flash, and
it is movable to external storage, they will be given that option
with a “Move to SD card” button.
What the Pirate Sees
Ideally, the pirate sees nothing at all.
One of the major concerns with installing applications to the SD card
is that the SD card is usually formatted FAT32 (vfat), offering no
protection from prying eyes. The concern was that pirates could then
just pluck the APK file off external storage and distribute it, even for
paid apps from the Play Store.
Apparently, they solved this problem.
To quote the
Android developer documentation:

The unique container in which your application is stored is
encrypted with a randomly generated key that can be decrypted only by
the device that originally installed it. Thus, an application
installed on an SD card works for only one device.


Moreover, this “unique container” is not normally mounted when the
user mounts external storage on their host machine. The user mounts
/mnt/sdcard; the “unique container” is /mnt/asec.
What Your App Sees… When External Storage is Inaccessible
So far, this has all seemed great for users and developers.
Developers need to add a single attribute to the manifest, and
Android 2.2+ users gain the flexibility of where the app gets stored.
Alas, there is a problem, and it is a big one: on Android 1.x and 2.x,
either the host PC or
the device can have access to the SD card, but not both. As a result,
if the user makes the SD card available to the host PC, by plugging
in the USB cable and mounting the SD card as a drive via a
Notification or other means, that SD card becomes unavailable for
running applications.
So, what happens?

	First, your application is terminated forcibly, as if your process
was being closed due to low memory. Notably, your activities and
services will not be called with onDestroy(), and instance state
saved via onSaveInstanceState() is lost.

	Second, your application is unhooked from the system. Users will
not see your application in the launcher, your AlarmManager alarms
will be canceled, and so on.

	When the user makes external storage available to the phone again, your
application will be hooked back into the system and will be once
again available to the user (for example, your icon will reappear in
the launcher)


The upshot: if your application is simply a collection of activities,
otherwise not terribly connected to Android, the impact on your
application is no different than if the user reboots the phone, kills
your process via a so-called “task killer” application, etc. If,
however, you are doing more than that, the impacts may be more
dramatic.
Perhaps the most dramatic impact, from a user’s standpoint, will be
if your application implements app widgets. If the user has your app
widget on her home screen, that app widget will be removed when the
SD card becomes unavailable to the phone. Worse, your app widget
cannot be re-added to the home screen until the phone is rebooted (a
limitation that hopefully will be lifted sometime after Android 2.2).
The user is warned about this happening, at least in general:

[image: Warning when unmounting the SD card]

Figure 864: Warning when unmounting the SD card
Two broadcast Intents are sent out related to this:

	
ACTION_EXTERNAL_APPLICATIONS_UNAVAILABLE, when the SD card (and
applications installed upon it) become unavailable

	
ACTION_EXTERNAL_APPLICATIONS_AVAILABLE, when the SD card and its
applications return to normal


Note that the documentation is unclear as to whether your own
application, that had been on the SD card, can receive
ACTION_EXTERNAL_APPLICATIONS_AVAILABLE once the SD card is back in
action.
Also note that all of these problems hold true for longer if the user
physically removes the SD card from the device. If, for example, they
replace the card with a different one — such as one with more
space — your application will be largely lost. They will see a
note in their applications list for your application, but the icon
will indicate it is on external storage, and the only thing they can do is
uninstall it:

[image: The Manage Applications list, with an application shown from a removed SD card]

Figure 865: The Manage Applications list, with an application shown from a removed SD card
Choosing Whether to Support External Storage
Given the huge problem from the previous section, the question of
whether or not your application should support external storage is
far from clear.
As the Android developer documentation
states:

Large games are more commonly the types of applications that should
allow installation on external storage, because games don’t typically
provide additional services when inactive. When external storage
becomes unavailable and a game process is killed, there should be no
visible effect when the storage becomes available again and the user
restarts the game (assuming that the game properly saved its state
during the normal Activity lifecycle).


Conversely, if your application implements any of the following
features, it may be best to not support external storage:

	Polling of Web services or other Internet resources via a
scheduled alarm

	Account managers and their corresponding sync adapters, for custom
sources of contact data

	App widgets, as noted in the previous section

	Device administration extensions

	Live folders

	Custom soft keyboards (“input method engines”)

	Live wallpapers

	Custom search providers


But, as noted earlier, this is not even usually necessary on API Level 11+
devices. Hence, even if your app would otherwise qualify for being installed
to external storage, you may not wish to bother. If few devices (Android 2.2
and Android 2.3) might need the capability, it may not be worth the extra
testing burden.
Android 6.0 and “Adoption” of Removable Storage
When Android 3.0 did away with the required separate partitions for
internal storage and external storage, the android:installLocation
option fell out of use, as there was no particular value in having
the apps on external storage. For single-partition devices — meaning,
for most devices — users did not even have the option for moving their
apps to external storage.
However, android:installLocation is returning to relevance, once again
courtesy of removable media.
On Android 6.0+, users with removable storage options, such as micro SD card slots,
have the option of “adopting” those as an extension of
the device’s internal storage. Once done, apps set with
auto or preferExternal for android:installLocation can be
moved to the removable media. However, there appears to be one
key difference: not only is the APK on the removable media, but so
is all of that app’s portion of internal storage. The removable
media is encrypted, so the material copied to the removable media
should remain fairly inaccessible.
From the user’s standpoint, for low-end devices with minimal on-board
flash, they have additional storage space that they can use for apps.
However:

	Removable media tends to be slow, and some cards will be slower than
others. For developers, this makes it all that much more important for you
to move disk I/O off of the main application thread.

	Removable media tends to be removable. If the user removes the removable
media, while your app is installed on that removable media, your app will
no longer work.

	All the old rules
for apps that allow themselves to be installed on external storage will
still hold true. Basically, any app that does periodic work, or will
respond to incoming GCM messages, or has an app widget, or is always
possibly needed (e.g., custom soft keyboard), should not allow itself
to be moved to removable media. If the user does eject the media,
they will get a permanent Notification telling them to put it back:



[image: Android 6.0, Ejected Adopted Removable Media Notification]

Figure 866: Android 6.0, Ejected Adopted Removable Media Notification
The user does have an “Erase & Format” option that will reformat
the removable media and allow it to be permanently removed from
the device. It does not appear that this will automatically move any
apps back to internal storage. The users would need to move those
apps back to internal storage by means of the Apps list in Settings.
Normally, it appears this system will be limited to internal card
slots for things like micro SD cards. While USB On-The-Go (OTG) allows
Android devices to access thumb drives, those are likely to be accidentally
removed by the user (not to mention they usually tie up the charging
port). However, for development testing purposes, you can run the
adb shell sm set-force-adoptable true command to allow the
device to adopt USB OTG drives. Note though that once you do this, the
drive is more or less owned by that Android device until you “Erase & Format”
it, and you will lose everything on the drive as part of this whole
process.
Using an Alias
As was mentioned in the chapter on integration, you
can use the PackageManager class to enable and disable components
in your application. This works at the component level, meaning you
can enable and disable activities, services, content providers, and
broadcast receivers. It does not support enabling or disabling
individual <intent-filter> stanzas from a given component, though.
Why might you want to do this?

	Perhaps you have an activity you want to be available for use, but
not necessarily available in the launcher, depending on user
configuration or unlocking “pro” features or something

	Perhaps you want to add browser support for certain MIME types,
but only if other third-party applications are not already installed
on the device


While you cannot control individual <intent-filter> stanzas
directly, you can have a similar effect via an activity alias.
An activity alias is another manifest element — <activity-alias>
– that provides an alternative set of filters or other
component settings for an already-defined activity. For example, here
is the AndroidManifest.xml file from the
Manifest/Alias
sample project:

<?xml version="1.0" encoding="utf-8"?>
<manifest xmlns:android="http://schemas.android.com/apk/res/android" android:versionCode="1" android:versionName="1.0" package="com.commonsware.android.alias">
          
  <supports-screens android:largeScreens="true" android:normalScreens="true" android:smallScreens="false"/>
  <application android:icon="@drawable/ic_launcher" android:label="@string/app_name">
    <activity android:label="@string/app_name" android:name="AliasActivity">
      <intent-filter>
        <action android:name="android.intent.action.MAIN"/>
        <category android:name="android.intent.category.LAUNCHER"/>
      </intent-filter>
    </activity>
    <activity-alias android:label="@string/app_name2" android:name="ThisIsTheAlias" android:targetActivity="AliasActivity">
      <intent-filter>
        <action android:name="android.intent.action.MAIN"/>
        <category android:name="android.intent.category.LAUNCHER"/>
      </intent-filter>
    </activity-alias>
  </application>
</manifest>


(from Manifest/Alias/app/src/main/AndroidManifest.xml)
Here, we have one <activity> element, with an <intent-filter] to
put the activity in the launcher. We also have an <activity-alias>
element… which puts a second icon in the launcher for the same
activity implementation.
An activity alias can be enabled and disabled independently of its
underlying activity. Hence, you can have one activity class have
several independent sets of intent filters and can choose which of
those sets are enabled at any point in time.
For testing purposes, you can also enable and disable these from the
command line. Use the adb shell pm disable command to disable a
component:


adb shell pm disable 
com.commonsware.android.alias/com.commonsware.android.alias.ThisIsTheAlias


… and the corresponding adb shell pm enable command to enable
a component:


adb shell pm enable 
com.commonsware.android.alias/com.commonsware.android.alias.ThisIsTheAlias


In each case, you supply the package of the application
(com.commonsware.android.alias) and the class of the component to
enable or disable (com.commonsware.android.alias.ThisIsTheAlias),
separated by a slash.
Getting Meta (Data)
Sometimes, you may want to put more data in the manifest, associated with
your components. You will frequently see this for use with
libraries or plugin distribution models, where sharing some configuration data
between parties could eliminate a bunch of API code that a reuser might need
to implement.
To support this, Android offers a <meta-data> element as a child of <activity>,
<activity-alias>, <receiver>, or <service>. Each <meta-data] element has
an android:name attribute plus an associated value, supplied by either an
android:value attribute (typically for literals) or an android:resource attribute
(for references to resources).
Other parties can then get at this information via PackageManager. So, for example,
the implementer of a plugin could have <meta-data> elements indicating details
of how the plugin should be used (e.g., desired polling frequency), and the host
of the plugin could then get that configuration data without the plugin author
having to mess around with implementing some Java API for it.
For example, Roman Nurik’s DashClock
is a lockscreen app widget designed to serve as a
replacement for the clock app widget that ships with many Android 4.2+ devices.
Not only does it display the time, but it is a plugin host, allowing third party
developers to supply “extensions” that can also display data in the app widget.
This way, users can set up a single lockscreen app widget and get at a bunch of
useful information.
DashClock’s extension API makes use of <meta-data> to pass configuration data
from the extension to DashClock itself. The implementation of a DashClock extension
is a service, and so the extension’s <service> element will have a batch of
<meta-data> elements with this configuration data:


<service android:name=".ExampleExtension"
     android:icon="@drawable/ic_extension_example"
     android:label="@string/extension_title"
     android:permission="com.google.android.apps.dashclock.permission.READ_EXTENSION_DATA">
     <intent-filter>
         <action android:name="com.google.android.apps.dashclock.Extension" />
     </intent-filter>
     <meta-data android:name="protocolVersion" android:value="1" />
     <meta-data android:name="description"
         android:value="@string/extension_description" />
     <!-- A settings activity is optional -->
     <meta-data android:name="settingsActivity"
         android:value=".ExampleSettingsActivity" />
 </service>


(sample from
the DashClock documentation)
Here, the developer can specify:

	What version of the communications protocol is supported, so DashClock can update
its protocol over time yet remain backwards-compatible with older extensions,
via the protocolVersion entry

	What the description is for the extension, used in DashClock’s configuration
screens to let the user know what available extensions there are, via the
description entry

	What activity, if any, does the extension supply that allows the user to configure
that extension, that DashClock should provide access to from its own settings
activity, via the settingsActivity entry


In all three cases, DashClock uses android:value. Note that android:value
does support the use of resources — the value of description is a reference
to the extension_description string resource, for example.
To retrieve that metdata, an app can ask for PackageManager.GET_META_DATA as
a flag on PackageManager
methods for introspection, like queryIntentActivities().
In the case of DashClock, it retrieves all implementations of its plugin by asking
Android what services have an <intent-filter> with an <action> of
com.google.android.apps.dashclock.Extension, via queryIntentServices(), asking
for PackageManager to also supply each service’s metadata:


List<ResolveInfo> resolveInfos = pm.queryIntentServices(
                new Intent(DashClockExtension.ACTION_EXTENSION), PackageManager.GET_META_DATA);


(from the ExtensionManager.java file
in the DashClock source code)
Each ResolveInfo object that comes back in the list will have a serviceInfo
field containing details of the service. Because GET_META_DATA was passed in as
a flag, the serviceInfo will have a Bundle named metaData which will contain
the key/value pairs specified by the <meta-data> elements. DashClock can then
grab that data and use it to populate its own object model:


for (ResolveInfo resolveInfo : resolveInfos) {
    ExtensionListing listing = new ExtensionListing();
    listing.componentName = new ComponentName(resolveInfo.serviceInfo.packageName,
            resolveInfo.serviceInfo.name);
    listing.title = resolveInfo.loadLabel(pm).toString();
    Bundle metaData = resolveInfo.serviceInfo.metaData;
    if (metaData != null) {
        listing.protocolVersion = metaData.getInt("protocolVersion");
        listing.description = metaData.getString("description");
        String settingsActivity = metaData.getString("settingsActivity");
        if (!TextUtils.isEmpty(settingsActivity)) {
            listing.settingsActivity = ComponentName.unflattenFromString(
                    resolveInfo.serviceInfo.packageName + "/" + settingsActivity);
        }
    }


(from the ExtensionManager.java file
in the DashClock source code)
The <meta-data> element supports five data types for android:value:

	String

	Integer

	Boolean (specified as true or false in the android:value attribute)

	Float


It also supports colors, specified in #AARRGGBB and similar formats, which,
according to the documentation,
is returned as a string.
In this fashion, extension developers can supply enough information for DashClock
to allow the user to see the list of installed extensions, choose which one(s)
they want, and configure those (where applicable). Actually getting the content
to display will need to be done at runtime, in this case via making requests
of the service to supply a ExtensionData structure with the messages, icon, and
so forth to be displayed.
Media Routes
Android can send audio and video to a variety of places, such as:

	Bluetooth headsets or headphones

	External displays, like a TV or monitor

	External devices that themselves play back media, such as a Chromecast


There is a common API for determining which of these “places” are available and
allowing the user to choose which of these “places” should be used for a given
bit of media. This common API centers around a MediaRouter, which is the focus
of this chapter.
Prerequisites
Understanding this chapter requires that you have read the core chapters
of the book. In addition, you should read the chapters on
advanced action bar techniques and
the appcompat-v7 action bar backport.
Terminology
First, we need to establish some common ground in terms of…, well, terms.
Media
In this chapter, “media” refers to audio or video. This includes both media
that may be stored on the device as well as media that may be streamed from some
other source, frequently over the Internet.
Route
A route indicates where media should be played. There are three categories of routes
that concern us:

	Where should we be playing live audio, in terms of speakers or headphones or other
things connected to the device?

	Where should we be playing live video: on the device’s own screen or on some other
screen connected via a cable?

	Is there any sort of “remote playback” device available, such as a Chromecast,
that can play back media on its own under our direction, rather than requiring our own
app to play back the media itself?


MediaRouter
MediaRouter is the name of a class (actually, two classes) that know what routes are
possible given the current environment and what routes are selected for the different
categories (by default or by user choice).
A Tale of Two MediaRouters
MediaRouter and its related classes represent a curious API. There are two versions
of the MediaRouter class related support
classes that will concern you as a developer.
android.media
MediaRouter debuted in Android in API Level 16, through classes added to the android.media
package. This version of MediaRouter can work with live audio and live video routes,
but not the Chromecast-style remote playback routes.
android.media also contains other classes that pertain to routes, such as
MediaRouteActionProvider, a way to allow the user to choose media routes via an
action bar item. The version of these classes in android.media work with native API Level 11
versions of the action bar and fragments.
android.support.v7.media
In 2013, an update to the Android Support package was released that contained another
version of MediaRouter and kin, in android.support.v7 packages. These are contained in a
dedicated Android library project that you can add to your app, found in the
extras/android/support/v7/mediarouter directory of your Android SDK installation, if you
have a current Android Support package installed.
While the native version of MediaRouter is a system service — obtained via getSystemService() –
the v7 version of MediaRouter is a singleton, obtained from a static getInstance()
method on the MediaRouter class.
The good news is that this updated version of MediaRouter can work with all three categories
of routes, including the Chromecast-style remote playback routes.
However, the bad news is that the v7 version of MediaRouter’s support classes
only support the Android Support backports of fragments and the action bar. This requires
you to inherit from ActionBarActivity and use the v4 version of Fragment and kin. This
is a rather annoying limitation, considering that many developers have specifically started
dropping support for older API levels to be able to avoid using this backport.
Attaching to MediaRouter
To be able to take advantage of all that MediaRouter has to offer,
we need to obtain an instance of it and connect to that instance, via
method calls and registering callbacks.
Getting a MediaRouter Instance
To get an instance of the android.support.v7.media.MediaRouter flavor
of MediaRouter, call getInstance() on MediaRouter.
This is in contrast to the android.media.MediaRouter variant, which
is a system service, obtained by calling getSystemService().
Note that the android.support.v7.media.MediaRouter flavor is global
for your process, but weakly held from a garbage collection standpoint.
You need to ensure that you hold onto your instance of MediaRouter
as long as you need it. Once your application code lets go of the
MediaRouter instance, it becomes eligible for garbage collection, disposing
of any registered callbacks and such along the way.
Working with Routes
MediaRouter has a getSelectedRoute() method that returns the
media route chosen by the user, or the overall default if the user has not
yet had a chance in your app to choose a route. This method returns
a MediaRouter.RouteInfo object, containing details about the route.
In particular, you can call supportsControlCategory() to determine
if the route is a live audio route, a live video route, or a remote
playback route, so you can take advantage of it accordingly.
There is also getDefaultRoute(), which, as the name suggests, returns
the MediaRouter.RouteInfo instance that is the overall default for
your app.
You can call getRoutes() to obtain a list of all routes known at the
present time. You might use this to allow the user to choose a route,
though MediaRouteActionProvider is generally a better choice, as will
be seen later in this chapter.
Given that you have a MediaRouter.RouteInfo instance from somewhere,
you can call selectRoute() to make this route the active one, replacing
whatever the previously-selected route was.
Registering a Callback
You can also call addCallback() to provide a MediaRouter.Callback
instance that will be invoked at various points in time based on the
changes in media routes. addCallback() also takes a
MediaRouteSelector, which describes what sorts of routes you are
interested in. We will examine MediaRouteSelector in greater
detail in the coverage of MediaRouteActionProvider
later in this chapter.
There are two flavors of addCallback(). Both take the MediaRouteSelector
and the MediaRouter.Callback, but one also takes an int supplying
flags to control the behavior of addCallback(). One flag of particular
importance is CALLBACK_FLAG_REQUEST_DISCOVERY. This tells MediaRouter
to not only set up the callback, but to attempt to find new routes
previously unknown to it. Mostly, this is for remote playback routes,
which require network I/O to find and are not necessarily known if not
specifically scanned for.
MediaRouter.Callback is a class, not an interface. You create your
own subclass of MediaRouter.Callback and override the callback
methods that interest you. Some noteworthy callback methods include:

	
onRouteAdded() and onRouteRemoved(), which are called when routes
are newly detected or have been lost, such as when a user plugs in or unplugs
an HDMI cable from the device

	
onRouteSelected() is called when a new route is selected, either
by the user (e.g., via MediaRouteActionProvider) or by you (e.g., via
selectRoute())

	
onRouteUnselected() is also called when a new route is selected,
but in this case, you are notified about the old route being
unselected


When you are done with the callback, call removeCallback() on the
MediaRouter, passing in the same MediaRouter.Callback instance you
supplied to addCallback().
We will see examples of using MediaRouter.Callback
in the next section.
User Route Selection with MediaRouteActionProvider
To give the user some measure of control over where media is played, you can add
a MediaRouteActionProvider to your action bar. This will add a button that, when
tapped, will allow the user to choose routes of relevance to your app (live audio,
live video, remote playback).
However, this does not really work the way you (or the user) might expect, simply
because some routes are automatically applied by the OS. Depending upon what the
Android device is connected to will determine what routes are automatically applied
and which ones the user can choose via MediaRouteActionProvider. For example, while
Android will route live video to an HDMI-connected external display automatically, the
user must opt into connecting to a Chromecast for remote playback capability.
This section outlines how to use MediaRouteActionProvider
and what the user will see for various circumstances. Most of
the sections will be focusing on the
MediaRouter/ActionProvider
sample project.
The Basic Project and Dependencies
The project has dependency on the mediarouter Android library project. Projects
that need mediarouter will need to have access to the Android Support library from
the SDK Manager and follow
the instructions to add it to your project.
Since mediarouter-v7 depends upon appcompat-v7, you will need both library projects.
The appcompat-v7 backport of the action bar requires that your activities use a
theme extending from Theme.AppCompat. Hence, we have a res/values/styles.xml resource
that defines AppTheme in the context of Theme.AppCompat.Light.DarkActionBar:

<resources>

  <style name="AppBaseTheme" parent="@style/Theme.AppCompat.Light.DarkActionBar"></style>

  <style name="AppTheme" parent="AppBaseTheme">
    <!-- All customizations that are NOT specific to a particular API-level can go here. -->
  </style>

</resources>

(from MediaRouter/ActionProvider/app/src/main/res/values/styles.xml)
And our <activity> in the manifest, pointing to MainActivity, refers to that
theme:

<?xml version="1.0" encoding="utf-8"?>
<manifest xmlns:android="http://schemas.android.com/apk/res/android"
  package="com.commonsware.android.mrap"
  android:versionCode="1"
  android:versionName="1.0">

  <application
    android:allowBackup="true"
    android:icon="@drawable/ic_launcher"
    android:label="@string/app_name"
    android:theme="@style/AppTheme">
    <activity
      android:name="com.commonsware.android.mrap.MainActivity"
      android:label="@string/app_name">
      <intent-filter>
        <action android:name="android.intent.action.MAIN"/>

        <category android:name="android.intent.category.LAUNCHER"/>
      </intent-filter>
    </activity>
  </application>

</manifest>


(from MediaRouter/ActionProvider/app/src/main/AndroidManifest.xml)
The Menu Resource
Since MediaRouteActionProvider is an action provider, we can add it to
our action bar via an actionProviderClass attribute in a menu resource. And, since
the Google implementation of MediaRouteActionProvider works with the appcompat-v7
action bar backport, we specifically need to use the appcompat-v7 approach to adding
actionProviderClass, putting it in our app’s custom XML namespace:

<menu xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto">

  <item
    android:id="@+id/route_provider"
    android:title="@string/route_provider_title"
    app:actionProviderClass="android.support.v7.app.MediaRouteActionProvider"
    app:showAsAction="always"/>

</menu>

(from MediaRouter/ActionProvider/app/src/main/res/menu/main.xml)
Initializing the MediaRouter and Selector
Our activity (MainActivity) is an AppCompatActivity subclass, following the rules
for using the appcompat-v7 action bar backport:

package com.commonsware.android.mrap;

import android.os.Bundle;
import android.support.v4.view.MenuItemCompat;
import android.support.v7.app.AppCompatActivity;
import android.support.v7.app.MediaRouteActionProvider;
import android.support.v7.media.MediaControlIntent;
import android.support.v7.media.MediaRouteSelector;
import android.support.v7.media.MediaRouter;
import android.view.Menu;
import android.view.MenuItem;
import android.widget.TextView;

public class MainActivity extends AppCompatActivity {
  private MediaRouteSelector selector=null;
  private MediaRouter router=null;
  private TextView selectedRoute=null;

  @Override
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.activity_main);
    selectedRoute=(TextView)findViewById(R.id.selected_route);

    router=MediaRouter.getInstance(this);
    selector=
        new MediaRouteSelector.Builder().addControlCategory(MediaControlIntent.CATEGORY_LIVE_AUDIO)
                                        .addControlCategory(MediaControlIntent.CATEGORY_LIVE_VIDEO)
                                        .addControlCategory(MediaControlIntent.CATEGORY_REMOTE_PLAYBACK)
                                        .build();

  }

  @Override
  public void onStart() {
    super.onStart();

    router.addCallback(selector, cb,
                       MediaRouter.CALLBACK_FLAG_REQUEST_DISCOVERY);
  }

  @Override
  public void onStop() {
    router.removeCallback(cb);

    super.onStop();
  }

  @Override
  public boolean onCreateOptionsMenu(Menu menu) {
    getMenuInflater().inflate(R.menu.main, menu);

    MenuItem item=menu.findItem(R.id.route_provider);
    MediaRouteActionProvider provider=
        (MediaRouteActionProvider)MenuItemCompat.getActionProvider(item);

    provider.setRouteSelector(selector);

    return(true);
  }

  private MediaRouter.Callback cb=new MediaRouter.Callback() {
    @Override
    public void onRouteSelected(MediaRouter router,
                                MediaRouter.RouteInfo route) {
      selectedRoute.setText(route.toString());
    }
  };
}


(from MediaRouter/ActionProvider/app/src/main/java/com/commonsware/android/mrap/MainActivity.java)
In onCreate() we obtain an instance of MediaRouter. More specifically, we obtain
an instance of android.support.v7.media.MediaRouter.
We also will need a MediaRouteSelector instance. MediaRouteSelector expresses rules
for what sorts of media routes we are interested in. The simplest way to set up a
MediaRouteSelector is to use the MediaRouteSelector.Builder inner class, which
follows the fluent API style of other Android Builder classes (e.g., Notification.Builder,
AlertDialog.Builder). Here, we call addControlCategory() three times, indicating
three categories of routes that we are interested in:

	MediaControlIntent.CATEGORY_LIVE_AUDIO

	MediaControlIntent.CATEGORY_LIVE_VIDEO

	MediaControlIntent.CATEGORY_REMOTE_PLAYBACK


Calling build() on the resulting Builder gives us our MediaRouteSelector, which we
will use elsewhere in the activity.
Configuring the ActionProvider
In onCreateOptionsMenu() of MainActivity, we inflate our menu resource and pull
out the MediaRouteActionProvider. To obtain an action provider from the appcompat-v7
action bar, the simplest solution is to use the MenuItemCompat helper class from
the Android Support package, calling its static getActionProvider() method. This will
work both with the appcompat-v7 backport of the action bar and with the native
API Level 11+ action bar, though you do not need to use MenuItemCompat for the latter
if you do not want.
We then call the setRouteSelector() method on our MediaRouteActionProvider instance,
passing in the MediaRouteSelector we configured back in onCreate(). This tells
the action provider what routes the user should be able to configure. In our case,
that is all three major categories of routes (live audio, live video, and remote
playback).
Registering for Route Changes
Interestingly enough, that is insufficient to make the MediaRouteActionProvider work.
We also need to register a MediaRouter.Callback with the MediaRouter, to
be informed about events related to media routes. Our cb private data member is an
instance of an anonymous inner class extending MediaRouter.Callback, overriding
the onRouteSelected() method. This method will be called whenever a new route is
selected, telling us the MediaRouter.RouteInfo of the newly-selected route. In
our case, we just update a TextView that is our activity’s UI with the details of
that route, courtesy of calling toString() on the RouteInfo object.
To inform MediaRouter about our desire for such callbacks, we need to call addCallback()
on the MediaRouter, and later on call removeCallback() when we no longer need
to know about such events. In MainActivity, these steps are done in onStart() and
onStop(), respectively.
Note that we provide the CALLBACK_FLAG_REQUEST_DISCOVERY flag in the
addCallback() method, to trigger a search for any Chromecast or other
remote playback-capable devices that can serve as media routes.
The Results
Running this on an emulator is largely pointless, as emulators do not emulate media
routes.
Running this on a device will give varying results, depending upon what other
media-related accessories are available to that device. If there are no user-selectable
media routes available, the MediaRouteActionProvider is marked as invisible, so the
user does not see the icon and perhaps get confused by why tapping on it has no effect.
However, our TextView will show some initial route that was chosen by the
device:

[image: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Default Route]

Figure 786: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Default Route
Live Audio Routes
If you launch the demo with some form of external headset or speakers attached,
such as via Bluetooth, you will see the route for that is automatically selected:

[image: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Live Audio Route]

Figure 787: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Live Audio Route
The MediaRouteActionProvider appears, with a blue highlight, indicating an active
selected route. More importantly, the blue highlight indicates that the route
is configurable by tapping on it to bring up a dialog:

[image: MediaRouter ActionProvider Demo, on a Nexus 4, Live Audio Route Configuration]

Figure 788: MediaRouter ActionProvider Demo, on a Nexus 4, Live Audio Route Configuration
Here, we can adjust the volume, plus disconnect from the route. Disconnecting
shows our MediaRouteActionProvider with the default white highlight:

[image: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Default Route and Provider]

Figure 789: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Default Route and Provider
The white highlight means that there are possible routes, though none in use.
Tapping the icon brings up a connection dialog:

[image: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Available Routes]

Figure 790: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Available Routes
Live Video Routes
If you launch the demo with some form of external display attached — HDMI, MHL,
SlimPort, etc. — you still will not see the MediaRouteActionProvider, as live
video routes are automatically selected, at least if there is only one such route.
However, onRouteSelected() will still be called as part of starting up the
activity, so the TextView will reflect the live video route:

[image: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Live Video Route]

Figure 791: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Live Video Route
Remote Playback Routes
Since the user has to opt into remote playback media routes, the MediaRouteActionProvider
will appear if you configure it to show such routes and a route is available:

[image: MediaRouter ActionProvider Demo, on a Nexus 4, Showing ActionProvider]

Figure 792: MediaRouter ActionProvider Demo, on a Nexus 4, Showing ActionProvider
The MediaRouteActionProvider, when tapped, will pop up a dialog of available routes
that the user can select:

[image: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Available Chromecast Route]

Figure 793: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Available Chromecast Route
Note that if the device has both a Bluetooth audio connection and access to a
remote playback route (like a Chromecast), and you requested both live audio and
remote playback routes, then the route selection dialog could have
multiple choices:

[image: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Multiple Available Routes]

Figure 794: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Multiple Available Routes
If the user chooses a route from the dialog, our onRouteSelected() method will be
called to reflect the new selection:

[image: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Selected Chromecast Route]

Figure 795: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Selected Chromecast Route
Also note that the MediaRouteActionProvider color changes from white to blue,
indicating an altered route.
Tapping the action provider again pops up a dialog to control the volume of the
route, plus a “Disconnect” button:

[image: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Route Dialog]

Figure 796: MediaRouter ActionProvider Demo, on a Nexus 4, Showing Route Dialog
Tapping that “Disconnect” button returns everything to its original state.
Using Live Video Routes
A live video route is designed to be used with Presentation, a class
that enables you to render your own content on the external display, much
like how you would render your own content in a Dialog.
The use of Presentation is covered in an upcoming chapter.
Using Remote Playback Routes
In principle, RemotePlaybackClient allows you to work with remote
playback routes, to specify Uri values to play back.
In practice, not even Google’s own sample code for RemotePlaybackClient
works reliably, let alone as documented.
That being said, let’s take a look at the
MediaRouter/RemotePlayback
sample project, to see how RemotePlaybackClient works and where the current
problems lie.
Setting Up MediaRouteActionProvider
Much of the basic setup of this application mirrors the MediaRouteActionProvider
sample shown earlier in this chapter. One difference is
that the UI is now encapsulated in a PlaybackFragment, with MainActivity simply
setting up that fragment when needed:

package com.commonsware.android.remoteplayback;

import android.os.Bundle;
import android.support.v7.app.AppCompatActivity;

public class MainActivity extends AppCompatActivity {
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    if (getSupportFragmentManager().findFragmentById(android.R.id.content) == null) {
      getSupportFragmentManager().beginTransaction()
                                 .add(android.R.id.content,
                                      new PlaybackFragment()).commit();
    }
  }
}


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/MainActivity.java)
PlaybackFragment, when it is created, opts into being retained on configuration changes,
tells Android that it wishes to add items to the action bar, and sets up a
MediaRouteSelector for CATEGORY_REMOTE_PLAYBACK routes:

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    setRetainInstance(true);
    setHasOptionsMenu(true);
    selector=
        new MediaRouteSelector.Builder()
            .addControlCategory(MediaControlIntent.CATEGORY_REMOTE_PLAYBACK).build();
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
Then, in onAttach() — called when the PlaybackFragment is attached to the hosting
activity — we obtain a MediaRouter instance:

  @Override
  public void onAttach(Activity host) {
    super.onAttach(host);

    router=MediaRouter.getInstance(host);
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
In onStart(), we hook a cb data member — an instance of MediaRouter.Callback up to the
MediaRouter, also requesting that the MediaRouter initiate discovery of available
routes. We remove our callback in onStop():

  @Override
  public void onStart() {
    super.onStart();

    router.addCallback(selector, cb,
                       MediaRouter.CALLBACK_FLAG_REQUEST_DISCOVERY);
  }

  @Override
  public void onStop() {
    router.removeCallback(cb);

    super.onStop();
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
We will examine cb’s declaration later in this section.
Later on, as part of our onCreateOptionsMenu() processing, we configure the
MediaRouteActionProvider as before:

    MenuItem item=menu.findItem(R.id.route_provider);
    MediaRouteActionProvider provider=
        (MediaRouteActionProvider)MenuItemCompat.getActionProvider(item);

    provider.setRouteSelector(selector);


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
All of this is very similar to the earlier examples. From here, though, we will
actually use the route once the user selects it, to play back some media.
The Rest of the User Interface
The UI of the PlaybackFragment — other than the action bar — consists of a “transcript”.
This is a TextView inside of a ScrollView:

<ScrollView xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <TextView
    android:id="@+id/transcript"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:textSize="20sp"/>

</ScrollView>

(from MediaRouter/RemotePlayback/app/src/main/res/layout/activity_main.xml)
As with most fragments, we inflate this layout in onCreateView(), holding onto
the TextView and ScrollView widgets:

  @Override
  public View onCreateView(LayoutInflater inflater,
                           ViewGroup container,
                           Bundle savedInstanceState) {
    scroll=
        (ScrollView)inflater.inflate(R.layout.activity_main, container,
                                     false);

    transcript=(TextView)scroll.findViewById(R.id.transcript);

    logToTranscript("Started");

    return(scroll);
  }



(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
The logToTranscript() method will append a String to the TextView contents
on a new line, plus scroll to the bottom to ensure that the new text is visible:

  private void logToTranscript(String msg) {
    if (client != null) {
      String sessionId=client.getSessionId();

      if (sessionId != null) {
        msg="(" + sessionId + ") " + msg;
      }
    }

    transcript.setText(transcript.getText().toString() + msg + "\n");
    scroll.fullScroll(View.FOCUS_DOWN);
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
The client data member referred to in logToTranscript() is our RemotePlaybackClient
instance, which will be covered in the next section.
What the user sees when first running the sample is the action bar (with our
MediaRouteActionProvider) and the transcript, with a simple “Started” message:

[image: RemotePlaybackClient Demo, on a Nexus 4, As Initially Launched]

Figure 797: RemotePlaybackClient Demo, on a Nexus 4, As Initially Launched
As before, tapping on the “cast” action bar item pops up our dialog of available
routes:

[image: RemotePlaybackClient Demo, on a Nexus 4, Showing Available Routes]

Figure 798: RemotePlaybackClient Demo, on a Nexus 4, Showing Available Routes
Connecting and Session Management
When the user selects a route, our MediaRouter.Callback (cb) is called with
onRouteSelected(). Similarly, if the user elects to disconnect via the
MediaRouteActionProvider, our Callback is called with onRouteUnselected().
In the MediaRouter.Callback implementation inside PlaybackFragment, those events
route to connect() and disconnect() methods, respectively, after logging a
message to the transcript:

  private MediaRouter.Callback cb=new MediaRouter.Callback() {
    @Override
    public void onRouteSelected(MediaRouter router,
                                MediaRouter.RouteInfo route) {
      logToTranscript(getActivity().getString(R.string.route_selected));
      connect(route);
    }

    @Override
    public void onRouteUnselected(MediaRouter router,
                                  MediaRouter.RouteInfo route) {
      logToTranscript(getActivity().getString(R.string.route_unselected));
      disconnect();
    }
  };


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
The connect() method handles connecting to the remote playback device and
starting a session:

  private void connect(MediaRouter.RouteInfo route) {
    client=
        new RemotePlaybackClient(getActivity().getApplication(), route);

    if (client.isRemotePlaybackSupported()) {
      logToTranscript(getActivity().getString(R.string.connected));

      if (client.isSessionManagementSupported()) {
        client.startSession(null, new SessionActionCallback() {
          @Override
          public void onResult(Bundle data, String sessionId,
                               MediaSessionStatus sessionStatus) {
            logToTranscript(getActivity().getString(R.string.session_started));
            updateMenu();
          }

          @Override
          public void onError(String error, int code, Bundle data) {
            logToTranscript(getActivity().getString(R.string.session_failed));
          }
        });
      }
      else {
        getActivity().supportInvalidateOptionsMenu();
      }
    }
    else {
      logToTranscript(getActivity().getString(R.string.remote_playback_not_supported));
      client=null;
    }
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
All of that, though, requires a bit more explanation.
What’s a Session?
The objective of the connect() method is to establish a “session” with the
RemotePlaybackClient. In Android’s terms, a “session” is the state associated with an
application’s interactions with the remote playback client. In principle, the session
could be shared among several instances of the app, such as several people contributing
tracks to a dynamic playlist for audio playback at a party. Here, though, we are simply
focused on having this one application instance have a session.
In principle, not all remote playback clients may support session management. In those
cases, everybody is considered to be part of the same session. The test device for this
sample (Chromecast) does support session management, however.
Connecting the Client
Connecting to the remote playback device is simply a matter of creating an instance
of RemotePlaybackClient, specifying the route to connect to:

    client=
        new RemotePlaybackClient(getActivity().getApplication(), route);


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
Here, we use getActivity().getApplication() in the RemotePlaybackClient
constructor. That is because we want to hold onto this RemotePlaybackClient instance
across configuration changes, so we can easily maintain our session. Since we do not
know what RemotePlaybackClient may hold onto given the supplied Context, and since
we do not want to leak our activity by retaining a reference to it, we use the
global Application instance, for a “leak-resistant” Context.
We also call isRemotePlaybackSupported() to confirm that, indeed, the
RemotePlaybackClient is connected to something that supports remote playback. This
should always return true in this case, as we are only interested in remote playback
routes. But, a little defensive programming never hurts.
Assuming that is all OK, we log a “connected” message to the transcript and continue
on to start our session.
Starting a Session
isSessionManagementSupported() on RemotePlaybackClient will indicate if the
device supports explicit session management or not. If not, we will use the default
implicit session and just continue on.
Otherwise, we call startSession() to explicitly start a session. This takes an
optional Bundle of additional information to send in the start-session request to
the device (or null if unused), plus a SessionActionCallback. The
SessionActionCallback is supposed to be called when the session is ready for use.
Surprisingly enough, this actually works… for startSession().
The SessionActionCallback will be called with onResult() for success and
onError() for failure. In either case, we log a message to the transcript indicating
the status.
In addition, if we have a session — either explicitly created via startSession()
or implicitly created for devices without explicit session management — we
call an updateMenu() method to update the action bar items.
About the Action Bar
The fragment maintains two boolean values representing key states in the operation
of the playback:

	
isPlaying indicates if playback was started and not yet stopped

	
isPaused indicates if playback was paused and not yet resumed


The aforementioned updateMenu() implementation uses those, plus the existence of a
non-null client, to configure the action bar items:

  private void updateMenu() {
    if (menu != null) {
      menu.findItem(R.id.stop).setVisible(client != null && isPlaying);
      menu.findItem(R.id.pause).setVisible(client != null && isPlaying
                                               && !isPaused);
      menu.findItem(R.id.play)
          .setVisible(client != null && (!isPlaying || isPaused));
    }
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
Specifically:

	When we are not playing, the play item is visible; when we are playing, the stop
item is visible

	When we are not paused, the pause item is visible (play serves “double duty”, handling
starting playback from a stopped state and resuming playback from a paused state)


This is based on a cached copy of the Menu object, saved in onCreateOptionsMenu() as
part of setting up the action bar:

  @Override
  public void onCreateOptionsMenu(Menu menu, MenuInflater inflater) {
    this.menu=menu;
    inflater.inflate(R.menu.main, menu);

    updateMenu();

    MenuItem item=menu.findItem(R.id.route_provider);
    MediaRouteActionProvider provider=
        (MediaRouteActionProvider)MenuItemCompat.getActionProvider(item);

    provider.setRouteSelector(selector);
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
This is also where the logic shown previously for configuring the
MediaRouteActionProvider resides.
Session IDs
A session has a String identifier. In principle, this can be shared with other instances
of your application, to allow for shared management of the session.
In the case of this sample, the session ID is merely logged to the transcript for
all messages that are tied to an active session.
Hence, when the user chooses a remote playback route from the MediaRouteActionProvider,
the resulting UI should resemble:

[image: RemotePlaybackClient Demo, on a Nexus 4, Showing an Active Session]

Figure 799: RemotePlaybackClient Demo, on a Nexus 4, Showing an Active Session
We see that we have connected to the client and started our session, and the play
action bar item is now available to start playback of some media.
Playing
The play action bar item is tied to a play() method via onOptionsItemSelected(),
if we are not paused:

  @Override
  public boolean onOptionsItemSelected(MenuItem item) {
    switch (item.getItemId()) {
      case R.id.play:
        if (isPlaying && isPaused) {
          resume();
        }
        else {
          play();
        }

        return(true);

      case R.id.stop:
        stop();
        return(true);

      case R.id.pause:
        pause();
        return(true);
    }

    return(super.onOptionsItemSelected(item));
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
play(), in turn, uses the play() method on RemotePlaybackClient to play back
a copy of “Elephants Dream”,
a Creative Commons-licensed video, hosted on CommonsWare’s corner of the Amazon S3
service:

  private void play() {
    logToTranscript(getActivity().getString(R.string.play_requested));

    ItemActionCallback playCB=new ItemActionCallback() {
      @Override
      public void onResult(Bundle data, String sessionId,
                           MediaSessionStatus sessionStatus,
                           String itemId, MediaItemStatus itemStatus) {
        logToTranscript(getActivity().getString(R.string.playing));
        isPlaying=true;
        updateMenu();
      }

      @Override
      public void onError(String error, int code, Bundle data) {
        logToTranscript(getActivity().getString(R.string.play_error)
            + error);
      }
    };

    client.play(Uri.parse("http://misc.commonsware.com/ed_hd_512kb.mp4"),
                "video/mp4", null, 0, null, playCB);
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
The play() method on RemotePlaybackClient takes a few parameters:

	The Uri of the media to be played back

	The MIME type of that media (or null if you do not know the MIME type)

	An optional Bundle of metadata about the media to be played, where the
Bundle keys come from MediaItemMetadata class (or null if none)

	The starting offset in the media to begin playback from (use 0 to start
from the beginning)

	An optional Bundle of additional data to pass to the device

	An instance of ItemActionCallback to be notified when playback has started
or has failed


ItemActionCallback is reminiscent of SessionActionCallback, in that onResult()
will be called when playback begins and onError() will return when playback ends.
The method signature of onResult() is slightly different, offering an ID and
status of this particular media item.
In our case, we log a message to the transcript before requesting playback, then
again on success or failure. On success, we also update isPlaying to be true
and refresh the action bar.
Hence, once the user begins playback by tapping the play action bar item,
the UI will look like this:

[image: RemotePlaybackClient Demo, on a Nexus 4, After Playback Has Started]

Figure 800: RemotePlaybackClient Demo, on a Nexus 4, After Playback Has Started
And, of course, the movie should be showing up on your remote playback device.
Stopping, and a Bug
The stop() action bar item is tied to a stop() method in PlaybackFragment.
You would think that this would be very similar to starting playback — call some stop()
method on RemotePlaybackClient and update the UI after playback has stopped.
And, indeed, that is what we do… except that we have to deal with a bug:

  private void stop() {
    logToTranscript(getActivity().getString(R.string.stop_requested));

    StopCallback stopCB=new StopCallback();

    client.stop(null, stopCB);
    transcript.postDelayed(stopCB, 1000);
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
The stop() Call, and the Bug
stop() on RemotePlaybackClient takes an optional Bundle (here, null) and a
SessionActionCallback. The SessionActionCallback is supposed to be called
when playback has stopped (onResult()) or if there was some error in processing
the request (onError()).
In practice,
neither happen when testing this on a Chromecast.
This same behavior can be seen with Google’s own sample code,
so it would not appear to be a problem with the author’s own sample.
What actually happens is that playback is indeed stopped, but the SessionActionCallback
is not called with onResult() or onError().
The Workaround: RunnableSessionActionCallback
Since we cannot rely upon onResult() to be called for us, if we have work that we need
to do in that case, we have to have some sort of fallback mechanism. One crude fallback
is to assume that the request succeeded if we have not received a specific response
after a period of time (say, 1000 milliseconds).
To that end, this sample has RunnableSessionActionCallback, a SessionActionCallback
that implements Runnable:

  abstract class RunnableSessionActionCallback extends
      SessionActionCallback implements Runnable {
    abstract protected void doWork();

    private boolean hasRun=false;

    @Override
    public void onResult(Bundle data, String sessionId,
                         MediaSessionStatus sessionStatus) {
      transcript.removeCallbacks(this);
      run();
    }

    @Override
    public void run() {
      if (!hasRun) {
        hasRun=true;
        doWork();
      }
    }
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
The run() method sees whether or not the callback has already been run from a previous run()
call. If not, it does the work specified by the abstract doWork() method, to be implemented
in subclasses. 
StopCallback, as seen in the stop() method above, extends RunnableSessionActionCallback
and overrides doWork():

  private class StopCallback extends RunnableSessionActionCallback {
    @Override
    protected void doWork() {
      isPlaying=false;
      isPaused=false;
      updateMenu();
      logToTranscript(getActivity().getString(R.string.stopped));
    }
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
stop() then not only passes the StopCallback to the stop() implementation on
RemotePlaybackClient, but also schedules it as a Runnable to be invoked in
1000 milliseconds, via a call to postDelayed() on the TextView portion of the
transcript. The onResult() implementation in RunnableSessionActionCallback
calls removeCallbacks(), so we do not bother invoking the posted Runnable if
that is not needed.
The doWork() implementation in StopCallback updates our flags, refreshes
the action bar, and logs a message to the transcript. The result will look like:

[image: RemotePlaybackClient Demo, on a Nexus 4, After Playback Has Stopped]

Figure 801: RemotePlaybackClient Demo, on a Nexus 4, After Playback Has Stopped
This sample also does not handle the case where the media completes playback on its
own, insofar as this event is not detected, to update the action bar. This will be added
in a future version of this sample, if further bugs allow such support to actually work.
Pausing and Resuming
Similarly, the pause action bar item forwards to a pause() method that calls
pause() on the RemotePlaybackClient:

  private void pause() {
    logToTranscript(getActivity().getString(R.string.pause_requested));

    PauseCallback pauseCB=new PauseCallback();

    client.pause(null, pauseCB);
    transcript.postDelayed(pauseCB, 1000);
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
That, in turn, uses PauseCallback:

  private class PauseCallback extends RunnableSessionActionCallback {
    @Override
    protected void doWork() {
      isPaused=true;
      updateMenu();
      logToTranscript(getActivity().getString(R.string.paused));
    }
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
This updates the action bar and logs messages to the transcript, similar to the
stop() behavior. It also should successfully pause playback on the remote device.
The play action bar item routes to resume() if playback is paused:

  private void resume() {
    logToTranscript(getActivity().getString(R.string.resume_requested));

    ResumeCallback resumeCB=new ResumeCallback();

    client.resume(null, resumeCB);
    transcript.postDelayed(resumeCB, 1000);
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
That, in turn, uses ResumeCallback:

  private class ResumeCallback extends RunnableSessionActionCallback {
    @Override
    protected void doWork() {
      isPaused=false;
      updateMenu();
      logToTranscript(getActivity().getString(R.string.resumed));
    }
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
This too updates the action bar and logs messages to the transcript, in addition to
resuming playback on the remote device.
Disconnecting
A call to disconnect() on PlaybackFragment is triggered from two locations:

	
onRouteUnselected() in our MediaRouter.Callback, such as when the user
uses the MediaRouteActionProvider to disconnect from the route

	
onDestroy(), as part of general cleanup of the fragment


disconnect() should reverse the work done in connect(), ending our session
and releasing the client:

  private void disconnect() {
    isPlaying=false;
    isPaused=false;

    if (client != null) {
      logToTranscript(getActivity().getString(R.string.session_ending));
      EndSessionCallback endCB=new EndSessionCallback();

      if (client.isSessionManagementSupported()) {
        client.endSession(null, endCB);
      }

      transcript.postDelayed(endCB, 1000);
    }
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
This simply calls the endSession() method on the RemotePlaybackClient, supplying
an EndSessionCallback to be notified (theoretically) of when the session has been
torn down. But it only calls endSession() if session management is supported; otherwise,
we would get a runtime error.
To be sure we complete the disconnection, though, we schedule the
EndSessionCallback as seen in the stop(), pause(), and resume() methods.
EndSessionCallback calls release() on the RemotePlaybackClient, to indicate that
we are done with it, before setting client to null, refreshing the action bar,
and logging something to the transcript:

  private class EndSessionCallback extends
      RunnableSessionActionCallback {
    @Override
    protected void doWork() {
      client.release();
      client=null;

      if (getActivity() != null) {
        updateMenu();
        logToTranscript(getActivity().getString(R.string.session_ended));
      }
    }
  }


(from MediaRouter/RemotePlayback/app/src/main/java/com/commonsware/android/remoteplayback/PlaybackFragment.java)
Other Remote Playback Features
There are other things that RemotePlaybackClient offers that are not shown
in this sample:

	
enqueue() allows you to build up a queue of media to be played back in the
current session. This could be used by an individual or, in principle, by several
people using the same app with a shared session ID. remove() allows you to remove
specific items from the playback queue. These methods only work if isQueueingSupported()
returns true.

	
getStatus() will return information about the currently-playing piece of
media, while getSessionStatus() will return information about the overall
session. You can also find out about these changes on the fly by registering with
setStatusCallback().

	
seek() allows you to move the playback to a new offset within the media, for
“rewind” and “fast-forward” functionality. The status APIs (above) can tell you where
you are in the playback, so you can determine the appropriate offset to seek to.


Getting Around Android Studio
This chapter will serve as a quick tour of the Android Studio IDE,
to help you get settled in. Other Android-specific capabilities of
Android Studio will be explored in the chapters that follow.
Navigating The Project Explorer
After the main editing area — where you will modify your Java source
code, your resources, and so forth — the piece of Android Studio you
will spend the most time with is the project explorer, usually available
on the left side of the IDE window:

[image: Android Studio Project Explorer, Showing Android Project View]

Figure 35: Android Studio Project Explorer, Showing Android Project View
This explorer pane has two main “project views” that an Android developer will
use: the Android project view and the classic project view.
Android Project View
By default, when you create or import a project, you will wind up in the Android
project view.
In theory, the Android project view is designed to simplify working with
Android project files. In practice, it may do so, but only for some advanced
developers. On the whole, it makes the IDE significantly more complicated for
newcomers to Android, as it is rather difficult to see where things are and
what relates to what.
We will return to the Android project view
a bit later in the book and explain its benefits
relative to resources and
Gradle’s source sets.
However, for most of the book — most importantly, for the tutorials –
we will use the classic project view.
Classic Project View
To switch to the classic project view, click the pair of arrowheads
to the right of the “Project Files” tab just above
the tree in the explorer, and choose Project:

[image: Android Studio Project Explorer, Showing Project View Drop-Down]

Figure 36: Android Studio Project Explorer, Showing Project View Drop-Down
On some machines, in some cases, the pair of arrowheads is instead a single
drop-down arrowhead next to the currently-chosen view (e.g., Android).
Switching to the project view will change the contents of the tree to show you all of the files,
in their associated directories:

[image: Android Studio Project Explorer, Showing Classic Project View]

Figure 37: Android Studio Project Explorer, Showing Classic Project View
This project view is much like its equivalent in other IDEs, allowing you
to find all of the pieces of your Android project. We will be exploring
what those pieces are, and how their files are organized in our projects,
in the next chapter.
Context Menus in the Explorer
Right-clicking over a directory or file in the explorer will give you
a context menu with a variety of options. Some of these will be typical
of any sort of file manager, such as “cut”, “copy”, and/or “paste” options.
Some of these will be organized according to how Android Studio manages
application development, such as the “Refactor” sub-menu, where you can
rename or move files around. Yet others will be specific to Android Studio,
such as the ability to invoke wizards to create certain types of Android
components or other Java classes.
Opening Files from the Explorer
Double-clicking on a file usually opens that file in a tab that allows
you to edit that file, using some sort of editor.
Some file types, like images, can be opened but not edited, as Android
Studio does not have editors for all file types.
Running Projects
Of course, as you change your app, you will want to try it out and see
if it works, whether on a device or an emulator.
The Basics
As noted in Tutorial #2, to run your project, just press
the Run toolbar button:

[image: Android Studio Run Controls, Showing Green Arrow to Run the App]

Figure 38: Android Studio Run Controls, Showing Green Arrow to Run the App
You will then be presented with a dialog indicating where you want the
app to run:

[image: Android Studio Device Chooser Dialog]

Figure 39: Android Studio Device Chooser Dialog
The “Connected Devices” category lists any devices or running emulators
that the build tools can find. Some may be disabled due to compatibility
issues, such as having an emulator for an old version of Android where
your app requires a newer version of Android.
The “Available Emulators” category lists all AVDs that you have
defined in the AVD Manager that are not already running. Again, you may
find that some are disabled for compatibility reasons.
The “Create New Emulator” button brings up the wizard to create a new
AVD, just like the one you can launch from the AVD Manager.
“Instant Run”
Next to the green “run” arrow button in the toolbar is a lightning bolt button.
Sometimes, this will be grayed out and unusable. Other times, it will appear
in yellow:

[image: Android Studio Run Controls, With Instant Run Enabled]

Figure 40: Android Studio Run Controls, With Instant Run Enabled
This button performs what is called “Instant Run”. Instead of building your
app and pushing the app to the device or emulator, Instant Run attempts to
patch your existing app based on whatever changes you made to the project
since you last ran it.
On the plus side, Instant Run is very fast. However, the patched app is not
exactly the same as would be your app built from scratch. Feel free to use this
for smaller changes if you wish.
Viewing Output
Beyond your app itself, Android Studio will generate other sorts of diagnostic
output, in the form of “console”-style transcripts of things that have occurred.
The two of these that probably will matter most for you are the Build view and
Logcat.
Build View
By default, docked on the bottom edge of your Android Studio window
is a “Build” item. Tapping on that will open up a pane showing the
output of attempts to build your application.
The default view is a tree of steps that Android Studio and Gradle took to build
your app:

[image: Android Studio Build View, Tree Format]

Figure 41: Android Studio Build View, Tree Format
The second item down in the tool strip on the side will toggle you between
the tree and the raw text output from the Gradle build:

[image: Android Studio Build View, Console Format]

Figure 42: Android Studio Build View, Console Format
If you are running into build problems, the console format usually is more
informative.
Logcat
Messages that appear at runtime — including the all-important Java stack
traces triggered by bugs in your code — are visible in Logcat. The
Logcat tool docked towards the lower-left corner of your Android Studio
window will display Logcat when tapped:

[image: Android Studio Logcat Tool]

Figure 43: Android Studio Logcat Tool
Logcat is explained in greater detail a bit later in this book.
Accessing Android Tools
Not everything related to Android is directly part of Android Studio itself.
In some cases, tools need to be shared between users of Android Studio, users
of Eclipse, and users of “none of the above”. In some cases, while the long
term direction may be to incorporate the tools’ functionality directly into
Android Studio, that work simply has not been completed to date.
Here are some noteworthy Android-related tools that you can access via
the Tools main menu option.
SDK and AVD Managers
As we saw in Tutorial #1, the SDK Manager is Android’s tool
for downloading pieces of the Android SDK, including:

	“SDK Platform” editions, allowing us to compile against a particular
API level

	ARM and (sometimes) x86 emulator images

	Documentation

	Updates to the core build tools

	Etc.


You can launch the SDK Manager via Tools > SDK Manager from the
Android Studio main menu, or by clicking on the “droid in a box” toolbar
button:

[image: Android Studio SDK Manager Toolbar Icon]

Figure 44: Android Studio SDK Manager Toolbar Icon
The AVD Manager is the tool for creating emulators that emulate
certain Android environments, based upon API level, screen size, and other
characteristics.
You can launch the AVD Manager via Tools > AVD Manager from the
Android Studio main menu, or by clicking the “droid and a screen” toolbar
button:

[image: Android Studio AVD Manager Toolbar Icon]

Figure 45: Android Studio AVD Manager Toolbar Icon
Android Studio and Release Channels
When you install Android Studio for the first time, your installation will
be set up to get updates on the “stable” release channel. Here, a “release
channel” is a specific set of possible upgrades. The “stable” release
channel means that you are getting full production-ready updates. Android Studio
will check for updates when launched, and you can manually check for updates
via the main menu (e.g., Help > Check for Update… on Windows and Linux).
If an update is available, you will be presented with a dialog box showing
you details of the update:

[image: Android Studio Update Dialog]

Figure 46: Android Studio Update Dialog
Choosing “Release Notes” will bring up a Web page with release notes
for the new release. Clicking “Update and Restart” does pretty much what
the button name suggests: it downloads the update and restarts the IDE,
applying the update along the way.
Clicking the “Updates” hyperlink in the dialog brings up yet another
dialog, allowing you to choose which release channel you want to subscribe
to:

[image: Android Studio Update Release Channel Dialog]

Figure 47: Android Studio Update Release Channel Dialog
You have four channels to choose from:

	Stable, which is appropriate for most developers

	Beta, which will get updates that are slightly ahead of stable

	Dev, which is even more ahead than is the beta channel

	Canary, which is updated very early (and the name, suggestive of
a “canary in a coal mine”, indicates that you are here to help debug
the IDE)


Visit the Trails!
Android Studio’s Project Structure dialog and Translations Editor
are covered later in this book.
Device Authentication
Android devices have supported device authentication since the beginning. Users
could lock their devices with a PIN, passphrase, or “pattern”, to help deter
unauthorize use. Nowadays, fingerprint sensors are available on some Android
devices as another authentication option.
For the vast majority of apps, none of this matters.
Some apps have sensitive content (e.g., password manager) or offer sensitive
services (e.g., banking app). These apps may want to tie more tightly into
the device authentication options, to ensure that the person working with the
app right now is the device’s authorized user.
In this chapter, we will look at how to perform this sort of integration.
Prerequisites
One of the examples in this chapter makes use of RxJava.
Is the Device Secure?
You cannot validate the identity of the user on a device that is not secured by
something (PIN, passphrase, pattern, fingerprint, etc.). So, one of the first
things you may wish to determine is whether or not such a lock has been applied
to the device.
Android has two separate ways of accomplishing this, with slightly different
feature sets.
The DevicePolicyManager Approach
In the chapter on device administration, we cover a number
of APIs for managing the lock quality. In particular, DevicePolicyManager
has the concept of “password quality”. Any app — not just designated device
admin apps — can call getPasswordQuality() on a DevicePolicyManager instance
to find out the designated minimum required quality. A value of PASSWORD_QUALITY_UNSPECIFIED
indicates that “anything goes”. PASSWORD_QUALITY_SOMETHING indicates that
the device needs some form of authentication, but does not establish any
criteria beyond that. Other values start to put restrictions on the
authentication option, such as PASSWORD_QUALITY_ALPHABETIC, indicating that
the authentication cannot be in the form of a simple PIN.
Other methods let you get minimum required password lengths, minimum required
characters of certain classes (e.g., symbols), and so forth.
It is fairly likely that the current authentication option in force adheres to
the password criteria exposed by those methods.
The KeyguardManager Approach
The KeyguardManager system service has a simpler API… with a couple of
wrinkles.

	
isDeviceSecure() returns true if the device is secured with a PIN,
pattern, or password. However, this method is new to API Level 23.

	
isKeyguardSecure() returns true if the device is secured with a PIN,
pattern, password, or SIM card lock. A “SIM card lock” amounts to a PIN associated
with the SIM card, one that follows the SIM card around if you move it between
devices. Conversely, a device that is secured solely by a SIM card lock can
be accessed simply by removing the SIM card. This method is available on API Level
16 and higher devices.


Since SIM card locks do not seem very common, the two methods will tend to return
the same result. However, since SIM card lock security is fairly weak, on
Android 6.0+, use isDeviceSecure(), so SIM card locks are not taken into account
with the result.
The
DeviceAuth/SecureCheck
sample application demonstrates the use of these methods (and of a few others that
we will see shortly).
Our activity’s UI consists of two big icons with those two KeyguardManager
method names as captions.

<?xml version="1.0" encoding="utf-8"?>
<android.support.constraint.ConstraintLayout xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto"
  xmlns:tools="http://schemas.android.com/tools"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  tools:context="com.commonsware.android.auth.check.MainActivity">

  <TextView
    android:layout_width="0dp"
    android:layout_height="wrap_content"
    android:layout_marginEnd="8dp"
    android:text="@string/label_device"
    android:textAlignment="viewStart"
    android:textAppearance="?android:textAppearanceLarge"
    android:typeface="monospace"
    app:layout_constraintBottom_toBottomOf="@id/device"
    app:layout_constraintLeft_toRightOf="@id/device"
    app:layout_constraintRight_toRightOf="parent"
    app:layout_constraintTop_toTopOf="@id/device" />

  <ImageView
    android:id="@+id/device"
    android:layout_width="64dp"
    android:layout_height="64dp"
    android:layout_marginStart="8dp"
    android:layout_marginTop="8dp"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toTopOf="parent" />

  <TextView
    android:layout_width="0dp"
    android:layout_height="wrap_content"
    android:layout_marginEnd="8dp"
    android:text="@string/label_keyguard"
    android:textAlignment="viewStart"
    android:textAppearance="?android:textAppearanceLarge"
    android:typeface="monospace"
    app:layout_constraintBottom_toBottomOf="@id/keyguard"
    app:layout_constraintLeft_toRightOf="@id/keyguard"
    app:layout_constraintRight_toRightOf="parent"
    app:layout_constraintTop_toTopOf="@id/keyguard" />

  <ImageView
    android:id="@+id/keyguard"
    android:layout_width="64dp"
    android:layout_height="64dp"
    android:layout_marginStart="8dp"
    android:layout_marginTop="8dp"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toBottomOf="@id/device" />

</android.support.constraint.ConstraintLayout>


(from DeviceAuth/SecureCheck/app/src/main/res/layout/activity_main.xml)
In onCreate(), we retrieve a KeyguardManager system service and set the
images on those icons based on the KeyguardManager results:

	If the method returns true, we show a locked icon

	If the method returns false, we show an unlocked icon

	If the method cannot be called (isDeviceSecure() on pre-Android 6.0 devices),
we show a question mark icon, indicating that we do not know the result



  private KeyguardManager mgr;

  @Override
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.activity_main);

    mgr=(KeyguardManager)getSystemService(KEYGUARD_SERVICE);

    ImageView device=findViewById(R.id.device);
    ImageView keyguard=findViewById(R.id.keyguard);

    if (Build.VERSION.SDK_INT>=Build.VERSION_CODES.M) {
      if (mgr.isDeviceSecure()) {
        device.setImageResource(R.drawable.ic_lock_black_24dp);
      }
      else {
        device.setImageResource(R.drawable.ic_lock_open_black_24dp);
      }
    }
    else {
      device.setImageResource(R.drawable.ic_help_black_24dp);
    }

    if (mgr.isKeyguardSecure()) {
      keyguard.setImageResource(R.drawable.ic_lock_black_24dp);
    }
    else {
      keyguard.setImageResource(R.drawable.ic_lock_open_black_24dp);
    }
  }


(from DeviceAuth/SecureCheck/app/src/main/java/com/commonsware/android/auth/check/MainActivity.java)
Running the app will show the results of those calls:

[image: Secure Check, As Run On Secure Android 5.0 Device]

Figure 739: Secure Check, As Run On Secure Android 5.0 Device

[image: Secure Check, As Run On Insecure Android 6.0 Device]

Figure 740: Secure Check, As Run On Insecure Android 6.0 Device
Reconfirming the User
Those methods are interesting, but they do not tell you much about the current
user. Obviously, if the device is not secure, you have no idea who the current
user is. However, even if the device has a PIN/password/pattern lock, it is possible
that the real user unlocked device, but somebody else now has that unlocked device.
Some apps will want a way to re-authenticate the user, to confirm that the
person working with the device right now is the real user, not somebody else
who has their hands on the unlocked device.
KeyguardManager has a createConfirmDeviceCredentialIntent() method that
helps with this. This method returns an Intent that can be used
with startActivityForResult(). What then appears is a system-supplied
activity that requires the user to re-authenticate the device. In onActivityResult(),
a RESULT_OK result means that the user successfully re-authenticated. Anything
else means that the user failed to re-authenticate and eventually pressed BACK
to return to your app.
The SecureCheck sample app has an action bar icon that, when tapped,
invokes an authenticate() method, one that uses createConfirmDeviceCredentialIntent():

  @TargetApi(Build.VERSION_CODES.LOLLIPOP)
  private void authenticate() {
    Intent i=mgr.createConfirmDeviceCredentialIntent("title", "description");

    if (i==null) {
      Toast.makeText(this, "No authentication required!", Toast.LENGTH_SHORT).show();
    }
    else {
      startActivityForResult(i, REQUEST_CODE);
    }
  }


(from DeviceAuth/SecureCheck/app/src/main/java/com/commonsware/android/auth/check/MainActivity.java)
createConfirmDeviceCredentialIntent() takes two parameters: a title and a
description. In principle, these should appear on the authentication activity,
to provide context to the user as to why this screen appeared. In reality,
the description may or may not appear, so do not assume that the user will be
able to see whatever you put there.
Since this Intent is designed for use with startActivityForResult(), we
cannot directly put it into a PendingIntent or anything. If for some reason
you needed to re-authenticate from a Notification or app widget or something,
you can use a Theme.Translucent.NoTitleBar-themed activity for the PendingIntent,
as such activities are effectively invisible. That activity, in turn, can call
startActivityForResult() with the Intent from createConfirmDeviceCredentialIntent().
Here, we just call startActivityForResult() directly, showing a Toast in
onActivityResult() based upon the user’s response:

  @Override
  protected void onActivityResult(int requestCode, int resultCode,
                                  Intent data) {
    if (requestCode==REQUEST_CODE) {
      if (resultCode==RESULT_OK) {
        Toast.makeText(this, "Authenticated!", Toast.LENGTH_SHORT).show();
      }
      else {
        Toast.makeText(this, "WE ARE UNDER ATTACK!", Toast.LENGTH_SHORT).show();
      }
    }
  }


(from DeviceAuth/SecureCheck/app/src/main/java/com/commonsware/android/auth/check/MainActivity.java)
On some devices (e.g., Nexus 5X running Android 8.1), the authentication activity
uses FLAG_SECURE and cannot be captured in a screenshot. Other devices have
no such restriction:

[image: Re-Authentication Activity on a Samsung Galaxy Note 3]

Figure 741: Re-Authentication Activity on a Samsung Galaxy Note 3
Note that only the title appears here; on the Nexus 5X with Android 8.1, both
the title and the description appear.
createConfirmDeviceCredentialIntent() has a significant limitation: the Intent
that you create always triggers authentication when started. Sometimes, this
is a feature, if you absolutely want to ensure that the user is authenticated
before proceeding. Sometimes, this is a bug, if your flow keeps forcing the
user to re-authenticate. There is a way to use createConfirmDeviceCredentialIntent()
to have an authentication timeout, so a successful authentication skips future
authentication for some amount of time. This is a bit complex to set up, as
it requires custom use of the keystore, and so we will explore it in greater
detail in the next chapter.
Fingerprints
Android 6.0 added APIs for fingerprint sensors. For most users, and for most
apps, fingerprints are just another aspect of unlocking a device. However,
apps can more deeply integrate with the fingerprint sensor if desired. 
Note that the libraries and classes related to fingerprints are only supported
on API Level 23 and higher.
Authenticating the User
One obvious use of the fingerprint sensor is to authenticate the current user,
ensuring that the person holding the device is who we think it is.
There are a few options for doing this, with varying levels of complexity.
Via KeyguardManager
The simplest solution is to not worry about fingerprints, but instead to use
the techniques shown earlier in this chapter to authenticate the user.
When a user sets up a fingerprint to use for unlocking a device, that is an
adjunct to a more traditional PIN or passphrase. When you start the
activity identified by the Intent returned by createConfirmDeviceCredentialIntent(),
you are requesting that the user authenticate by whatever means is appropriate.
If a fingerprint is an option, the user will be able to use a fingerprint
to authenticate.
This is cheap and easy, but it does not require that the user use a fingerprint.
The user could type in their PIN or passphrase instead.
Using RxFingerprint
It is possible that you will want to use a fingerprint specifically. For example,
perhaps you are using fingerprints as part of a multi-factor authentication
system, where the user needs to provide some sort of passphrase for your app
and authenticate with a fingerprint.
The simplest way to do this is to use one of the
many third-party libraries that exist to simplify Android’s fingerprint API.
For example, the
DeviceAuth/FingerCheck
sample application uses RxFingerprint,
which offers an RxJava-compatible API for authenticating a user via a registered
fingerprint.
The first requirement for working with fingerprints explicitly is to request
the USE_FINGERPRINT permission:

  <uses-permission android:name="android.permission.USE_FINGERPRINT" />


(from DeviceAuth/FingerCheck/app/src/main/AndroidManifest.xml)
This is not a dangerous permission, so you do not need to request it at
runtime using requestPermissions(). But, you have to have it, so that users
that investigate the full slate of permissions requested by your app will know
that you wish to work with fingerprints.
Android 9.0 introduced a new permission, USE_BIOMETRIC, to better reflect the
migration from simple fingerprints to more biometric authentication options
(e.g., iris scan). You may wish to request both USE_FINGERPRINT and
USE_BIOMETRIC, knowing that the latter will be ignored on pre-Android 9.0 devices.
RxFingerprint itself is just another artifact to request as part of
your dependencies:

dependencies {
    implementation 'com.android.support:support-vector-drawable:27.0.2'
    implementation 'com.android.support.constraint:constraint-layout:1.0.2'
    implementation 'io.reactivex.rxjava2:rxjava:2.1.7'
    implementation 'io.reactivex.rxjava2:rxandroid:2.0.1'
    implementation 'com.mtramin:rxfingerprint:2.2.1'
}


(from DeviceAuth/FingerCheck/app/build.gradle)
When you want to authenticate the user, you can use isAvailable()
and authenticate() static methods on the RxFingerprint class:


if (RxFingerprint.isAvailable(this)) {
  disposable=RxFingerprint.authenticate(this)
    .subscribe(this::onAuthResult,
      t -> {
        Log.e(getClass().getSimpleName(), "Exception authenticating", t);
      });
}
else {
  Toast.makeText(this, R.string.msg_not_available, Toast.LENGTH_LONG).show();
}


You need to call isAvailable() first. If this returns false, you cannot
authenticate using a fingerprint, for any number of reasons, including:

	The device is running on less than API Level 23, which you can validate
yourself using Build.VERSION.SDK_INT


	The device does not have a fingerprint sensor — you can also check
this by calling hasSystemFeature(PackageManager.FEATURE_FINGERPRINT) on
a PackageManager and seeing if it returns true or false


	The user has not registered a fingerprint


Assuming that there is a fingerprint eligible for authentication, authenticate()
turns on the fingerprint sensor. There is no visible indication of this, and so
you will need to do something in your app to let the user know that it is time
for them to scan their fingerprint.
There are four possible outcomes. The unexpected one is some sort of crash.
In that case, your RxJava stream will contain a Throwable representing
the crash. In the code shown above, subscribe() routes that Throwable to
some code that logs the message to LogCat (and, ideally, should do other things
as well, to let the user know that something went wrong).
Everything else routes through a FingerprintAuthenticationResult object
that is the output of the RxJava stream set up by isAvailable(). You
can call getResult() on that to get an enum value that indicates what
happened:

  private void onAuthResult(FingerprintAuthenticationResult authResult) {
    String msg=getString(R.string.msg_not_possible);

    switch (authResult.getResult()) {
      case FAILED:
        msg=getString(R.string.msg_failed);
        button.setImageDrawable(off);
        unsub();
        break;
      case HELP:
        msg=authResult.getMessage();
        break;
      case AUTHENTICATED:
        msg=getString(R.string.msg_authenticated);
        button.setImageDrawable(off);
        unsub();
        break;
    }

    Toast.makeText(this, msg, Toast.LENGTH_LONG).show();
  }


(from DeviceAuth/FingerCheck/app/src/main/java/com/commonsware/android/auth/finger/MainActivity.java)
If we get a HELP event, the user
can try to scan their fingerprint again. The getMessage() method on the
FingerprintAuthenticationResult provides a message to show the user to
hint at what they might do to get a better scan.
Otherwise, AUTHENTICATED means that the user successfully authenticated using
a fingerprint, and FAILED means that the user failed authentication.
In all three cases, the fingerprint sensor is still active, and will remain
so until we dispose() of the Disposable representing this RxJava subscription,
handled here by the unsub() method:

  private void unsub() {
    if (disposable!=null) {
      disposable.dispose();
      disposable=null;
    }
  }


(from DeviceAuth/FingerCheck/app/src/main/java/com/commonsware/android/auth/finger/MainActivity.java)
In this sample app, the layout consists of a single ImageButton, showing
a vector drawable of a stylized fingerprint. That fingerprint will show up
in one of two colors: black normally, but blue when the fingerprint sensor
is active. In onCreate(), we set up tinted editions of the vector drawable,
plus hook up an authenticate() method to the button:

  @Override
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.activity_main);

    off=DrawableCompat.wrap(VectorDrawableCompat.create(getResources(),
      R.drawable.ic_fingerprint_black_24dp, null));
    off.setTint(getResources().getColor(android.R.color.black, null));

    on=DrawableCompat.wrap(VectorDrawableCompat.create(getResources(),
      R.drawable.ic_fingerprint_black_24dp, null));
    on.setTint(getResources().getColor(R.color.primary, null));

    button=findViewById(R.id.fingerprint);
    button.setImageDrawable(off);
    button.setOnClickListener(view -> authenticate());
  }


(from DeviceAuth/FingerCheck/app/src/main/java/com/commonsware/android/auth/finger/MainActivity.java)
authenicate() contains the RxFingerprint calls from earlier, but
with some additional manipulation of the button drawable, to toggle it blue
while the scan is going on and toggle it black if an exception occurs:

  private void authenticate() {
    unsub();

    if (RxFingerprint.isAvailable(this)) {
      button.setImageDrawable(on);
      disposable=RxFingerprint.authenticate(this)
        .subscribe(this::onAuthResult,
          t -> {
            Log.e(getClass().getSimpleName(), "Exception authenticating", t);
            button.setImageDrawable(off);
          });
    }
    else {
      Toast.makeText(this, R.string.msg_not_available, Toast.LENGTH_LONG).show();
    }
  }


(from DeviceAuth/FingerCheck/app/src/main/java/com/commonsware/android/auth/finger/MainActivity.java)
The layout sets the ImageButton to be approximately one inch square:

[image: Finger Check Sample, As Initially Launched]

Figure 742: Finger Check Sample, As Initially Launched
When you tap that button, the fingerprint turns blue:

[image: Finger Check Sample, As Initially Launched]

Figure 743: Finger Check Sample, As Initially Launched
From there, what happens depends on the user, but ideally involves a successful
authentication:

[image: Finger Check Sample, As Initially Launched]

Figure 744: Finger Check Sample, As Initially Launched
Directly
The FingerprintManager system service is the Android gateway to the
fingerprint-specific APIs. It has only three methods, at least as of Android 8.1.
Two of these simply indicate whether or not you can bother using the third
method:

	
isHardwareDetected() returns true if the device has a fingerprint sensor
that is set up for use by the Android SDK, false otherwise

	
hasEnrolledFingerprints() returns true if the user has set up one
or more fingerprints in Settings, false otherwise


If either of those methods return false, you cannot authenticate the user
by fingerprint.
If they both return true, though, you can use the third method — authenticate() –
to authenticate the user with a fingerprint.
authenticate() takes five parameters:

	A CryptoObject, which for simple authentication can be null


	A CancellationSignal object that you can use to cancel the attempt to
authenticate

	Some currently-unused flags (pass in 0 for now)

	A callback object, to find out what is happening with the authentication attempt

	A Handler, if you want the callback methods to be called on some other
thread (otherwise, pass null to be called back on the main application thread)


Your AuthenticationCallback implementation can be called with four methods:

	
onAuthenticationSucceeded(), if the user did indeed pass the authentication

	
onAuthenticationFailed(), if the sensor detected a fingerprint, but it
was not one of the registered fingerprints (e.g., from some other person)

	
onAuthenticationHelp(), when there was a problem in scanning the fingerprint,
but the user can try again (e.g., the finger moved too much)

	
onAuthenticationError(), when something goes wrong that does not represent
a failure (i.e., mismatched fingerprint) and is not recoverable


RxFingerprint simply wraps all of this in an RxJava-friendly API.
Encrypting Data Using Fingerprints and Libraries
The CryptoObject that you can pass into authenticate() is tied to the
device keystore for use with digitally signing and encrypting
data securely. You do not have to use FingerprintManager to work with the
keystore, but it is one option. However, as we will see in
the chapter on the keystore, working with the keystore is
a bit complex.
RxFingerprint
RxFingerprint offers simple encrypt() and decrypt() methods. Each
return an Observable for you to be able to react to the results of the
cryptography.
Both methods have three parameters in common:

	An EncryptionMethod enum value, which is either AES (for AES-256
symmetric key encryption) or RSA (for public-key encryption)

	The Activity requesting this work

	A “key name”, which must be unique within your app, to identify the
encryption key(s) that are generated and securely stored as part of this
work


The advantage of RSA is that the user only needs to scan their fingerprint
when data is decrypted. Encryption can occur at any time without a fingerprint.
With AES, a fingerprint is needed for both encryption and decryption. However,
AES should be a bit faster, particularly for larger amounts of data.
The encrypt() method takes a fourth parameter, which is a String representing
the data to be encrypted. It is your job to marshal your data into a String by
one means or another. What you get, reactively, from the encrypt() process
is another String, representing the encrypted value. It is your job to save
this somewhere, such as in a file.
The decrypt() method then works in reverse:

	Its fourth parameter is the encrypted String


	The result of the decryption is the original “plaintext” value that you
supplied to encrypt() originally


the
DeviceAuth/FingerKey
sample application illustrates the use of these two methods.
The value that we are saving is a randomly-generated passphrase, for reasons that will become
clearer later in this chapter. Specifically, it is 128
characters of random alphanumeric values, generated via a SecureRandom instance:

  private char[] generatePassphrase() {
    char[] result=new char[128];

    for (int i=0; i<result.length; i++) {
      result[i]=BASE36_SYMBOLS.charAt(rng.nextInt(BASE36_SYMBOLS.length()));
    }

    return result;
  }


(from DeviceAuth/FingerKey/app/src/main/java/com/commonsware/android/key/MainActivity.java)
Here, BASE36_SYMBOLS is simply a String of the candidate characters to
use in the random passphrase:

  private static final String BASE36_SYMBOLS="abcdefghijklmnopqrstuvwxyz0123456789";


(from DeviceAuth/FingerKey/app/src/main/java/com/commonsware/android/key/MainActivity.java)
rng is a SecureRandom instance:

  private final SecureRandom rng=new SecureRandom();


(from DeviceAuth/FingerKey/app/src/main/java/com/commonsware/android/key/MainActivity.java)
That passphrase is generated as part of starting up the activity and is held
onto in a passphrase field.
The UI is the same as in the FingerAuth sample shown above, with a large
fingerprint button. This time, when the user taps the button, we will
encrypt the passphrase using RSA encryption, then turn around and decrypt
the value. The decryption will require the user to scan their fingerprint.
The button is now tied to a doTheWork method, which confirms that we have
fingerprint access, then calls encrypt() on the RxFingerprint instance:

  private void doTheWork() {
    unsub();

    if (RxFingerprint.isAvailable(this)) {
      disposable=RxFingerprint.encrypt(EncryptionMethod.RSA, this, KEY_NAME,
        new String(passphrase))
        .subscribe(this::onEncResult,
          t -> {
            Log.e(getClass().getSimpleName(), "Exception authenticating", t);
            button.setImageDrawable(off);
          });
    }
    else {
      Toast.makeText(this, R.string.msg_not_available, Toast.LENGTH_LONG).show();
    }
  }


(from DeviceAuth/FingerKey/app/src/main/java/com/commonsware/android/key/MainActivity.java)
Here, KEY_NAME is just a simple constant. The passphrase is held onto
as a char array, so we need to convert that to a String before passing it to
encrypt() as the value to be encrypted.
The subscribe() call on the Observable routes control to an onEncResult()
method in normal cases, or logs an Exception to LogCat in case of a serious
failure.
There are three possible outcomes from onEncResult()… in theory. In reality,
it will depend on the encryption algorithm. AES requires fingerprint authentication
for both encryption and decryption, and so there is a chance that the user
fails the fingerprint authentication step. RSA — which this sample app uses –
does not require fingerprint authentication for encryption. This means
that everything should succeed (a result of AUTHENTICATED, or we should get a Throwable.
So, if we are AUTHENTICATED, our data has been encrypted, and so we can
get that encrypted value via getEncrypted() on the FingerprintEncryptionResult.
In a real app, you would save this somewhere for long-term use. Here, we just
turn right around and:

	Show the “on” state for the ImageButton, with a blue fingerprint

	Clean up the previous subscription via unsub()


	Pass the getEncrypted() value to RxFingerprint.decrypt() to decrypt
this value



  private void onEncResult(FingerprintEncryptionResult encResult) {
    if (encResult.getResult()==FingerprintResult.AUTHENTICATED) {
      button.setImageDrawable(on);
      unsub();

      String encryptedValue=encResult.getEncrypted();

      disposable=RxFingerprint.decrypt(EncryptionMethod.RSA, this, KEY_NAME,
        encryptedValue)
        .subscribe(this::onDecResult,
          t -> {
            Log.e(getClass().getSimpleName(), "Exception decrypting", t);
            button.setImageDrawable(off);
          });
    }
    else {
      Toast.makeText(this, "This was unexpected...", Toast.LENGTH_LONG).show();
    }
  }


(from DeviceAuth/FingerKey/app/src/main/java/com/commonsware/android/key/MainActivity.java)
decrypt() takes the same first three parameters as does encrypt():

	The EncryptionMethod enum value corresponding with how you encrypted
the value

	The Activity requesting this work

	The same “key name” that you used with encrypt()



The fourth parameter is the encrypted data to be decrypted.
decrypt() returns an Observable of FingerprintDecryptionResult. We
use the same pattern as before, routing the normal case to an onDecResult()
method and logging any exceptions to LogCat.
onDecResult() will need to deal with all three possible fingerprint scan outcomes
(FAILED, HELP, and AUTHENTICATED), since any decryption requires a
fingerprint scan. The first two of those scenarios we handle the same as
in FingerAuth; the third one just confirms that our decrypted data matches
the plaintext that we supplied to encrypt() back in the beginning:

  private void onDecResult(FingerprintDecryptionResult decResult) {
    String msg=getString(R.string.msg_not_possible);

    switch (decResult.getResult()) {
      case FAILED:
        msg=getString(R.string.msg_failed);
        button.setImageDrawable(off);
        unsub();
        break;
      case HELP:
        msg=decResult.getMessage();
        break;
      case AUTHENTICATED:
        button.setImageDrawable(off);
        unsub();

        if (decResult.getDecrypted().equals(new String(passphrase))) {
          msg=getString(R.string.msg_match);
        }
        else {
          msg=getString(R.string.msg_mismatch);
        }

        break;
    }

    Toast.makeText(this, msg, Toast.LENGTH_LONG).show();
  }


(from DeviceAuth/FingerKey/app/src/main/java/com/commonsware/android/key/MainActivity.java)
In a real app, of course, you would use this decrypted data for something useful.
Whorlwind
Square — authors of a seemingly-infinite number of open source Android
libraries — has their take on fingerprints and encryption, in
the Whorlwind library.
This is simpler to use than RxFingerprint, if you do not need control
over the encryption algorithm that is used or the storage location
for the encrypted data. That is handled for you by Whorlwind. It uses
the RSA algorithm, which avoids the need for fingerprint authentication
for encrypting the data. And, it provides a Storage abstraction for
persisting the encrypted data in a key-value store. Whorlwind ships
with a SharedPreferencesStorage, or you can create another implementation
of the Storage interface that meets your needs.
OK, So What Was That All About?
Encrypting a random string seems to be a bit esoteric. Developers are used
to encrypting things of value, and a random string would not appear to be
of value.
On its own, a random string is useless.
However, there are encrypted data stores for Android that rely on a passphrase,
such as SQLCipher for Android. Those data stores have no
means of integrating with a fingerprint scanner directly.
The encrypted random string, therefore, serves as a bridge between the fingerprint
authentication — or, as we will see, the keystore — and
the passphrase-based data store:

	We generate the long random string

	We use that string as the passphrase with the data store

	We encrypt that string using RxFingerprint, Whorlwind, etc.

	We save that encrypted string somewhere (inside a Whorlwind Storage,
in a file, in SharedPreferences, etc.)


Later on, to access the passphrase-based data store, we:

	Load the encrypted string

	Decrypt it, which will involve user authentication

	Use the decrypted random string as our passphrase


The net result is an encrypted data store (e.g., SQLCipher for Android) with
device-based authentication, instead of (or in addition to) a user-entered
passphrase.
We will explore this pattern in greater detail in the next chapter.
Limitations of Fingerprint-Based Encryption
Under the covers, all of this winds up using the keystore
for handling the encryption securely. Using the keystore has many benefits,
but it also has some limitations, particularly when it comes to changes to
the lockscreen. The next chapter has a section that reviews these limitations.
Using the Camera via 3rd-Party Apps
Most Android devices will have a camera, since they are fairly
commonplace on mobile devices these days. You, as an Android
developer, can take advantage of the camera, for everything from
snapping tourist photos to scanning barcodes. If you wish to let
other apps do the “heavy lifting” for you, working with the camera
can be fairly straightforward. If you want more control, you can
work with the camera directly, though this control comes with
greater complexity.
You can also record videos using the camera. Once again, you have
the option of either using a third-party activity, or doing it yourself.
Prerequisites
Understanding this chapter requires that you have read the core chapters,
particularly the material on implicit Intents. You also need
to read the chapters on the ContentProvider component, particularly
the coverage of FileProvider.
Being Specific About Features
If your app needs a camera — by any of the means cited in this chapter –
you should include a
<uses-feature> element in the manifest indicating your requirements. However, you
need to be fairly specific about your requirements here.
For example, the Nexus 7 (2012) has a camera… but only a front-facing camera. This facilitates
apps like video chat. However, the android.hardware.camera implies that you need
a high-resolution rear-facing camera.
Hence, to work with the Nexus 7’s camera, you need to:

	Require the CAMERA permission (if you are using the Camera directly)

	Not require the android.hardware.camera feature (android:required="false")

	Optionally require the android.hardware.camera.front feature (if your app definitely
needs a front-facing camera)


At runtime, you would use hasSystemFeature() on PackageManager, or interrogate
the Camera class for available cameras, to determine what you have access to.
Note that if you want to record audio when recording videos, you should also consider
the android.hardware.microphone feature. 
Still Photos: Letting the Camera App Do It
The easiest way to take a picture is to not take the picture yourself,
but let somebody else do it. The most common implementation of this
approach is to use an ACTION_IMAGE_CAPTURE Intent to bring up
the user’s default camera application, and let it take a picture on
your behalf.
In theory, this is fairly simple:

	You call startActivityForResult() on an ACTION_IMAGE_CAPTURE Intent


	You either get a thumbnail photo back or — if you provided EXTRA_OUTPUT
as an extra on the ACTION_IMAGE_CAPTURE Intent — a full-sized photo should
be written to where you designated in EXTRA_OUTPUT



In practice, this gets complicated, in part because Android 7.0 is trying to get
rid of file schemes on Uri values. As a result, EXTRA_OUTPUT cannot point
to a file. Instead, it has to point to a ContentProvider, such as FileProvider.
To see this in use, take a look at the
Camera/FileProvider
sample project. This app will use system-supplied activities
to take a picture, then view the result, without actually implementing
any of its own UI.
Setting the Theme
Of course, we still need an activity, so our code can be launched by
the user. We just set it up with Theme.Translucent.NoTitleBar, so
no UI will be created for it:

    <activity
      android:name=".MainActivity"
      android:label="@string/app_name"
      android:theme="@android:style/Theme.Translucent.NoTitleBar">
      <intent-filter>
        <action android:name="android.intent.action.MAIN" />

        <category android:name="android.intent.category.LAUNCHER" />
      </intent-filter>
    </activity>


(from Camera/FileProvider/app/src/main/AndroidManifest.xml)
Requesting the Feature
Since our app is useless without a camera, we have the <uses-feature> element
in the manifest stating that we need some sort of camera:

  <uses-feature android:name="android.hardware.camera.any" />


(from Camera/FileProvider/app/src/main/AndroidManifest.xml)
This will prevent our app from being installed on a device that lacks a camera.
Adding the FileProvider
As noted earlier, Android 7.0 has a ban on file: Uri values, if your
targetSdkVersion is 24 or higher. In particular, you
cannot use a file: Uri in an Intent, whether as the “data” aspect
of the Intent or as the value of an extra.
The proper way to implement this is to use a ContentProvider, such
as a FileProvider, as is covered in
one of the chapters on providers. This is
a fair bit more complicated, and not all camera apps will work well
with a content: Uri, but our options are limited.
Our res/xml/provider_paths.xml metadata for the FileProvider
indicate that we want to serve up the contents of the photos/ directory
inside of getFilesDir(), with a Uri segment of /p/ mapping to that
location:

<?xml version="1.0" encoding="utf-8"?>
<paths>
  <files-path
    name="p"
    path="photos" />
</paths>


(from Camera/FileProvider/app/src/main/res/xml/provider_paths.xml)
Our manifest now has a <provider> element for our FileProvider
subclass, named LegacyCompatFileProvider:

    <provider
      android:name="LegacyCompatFileProvider"
      android:authorities="${applicationId}.provider"
      android:exported="false"
      android:grantUriPermissions="true">
      <meta-data
        android:name="android.support.FILE_PROVIDER_PATHS"
        android:resource="@xml/provider_paths" />
    </provider>


(from Camera/FileProvider/app/src/main/AndroidManifest.xml)
That element:

	Provides a pointer to that metadata resource, to configure FileProvider


	Uses the applicationId of this app as the basis of our authorities
value, using a manifest placeholder


	Blocks access to third parties (android:exported="false") except
where we explicitly grant permission in our Java code
(android:grantUriPermissions="true")


LegacyCompatFileProvider is the same implementation as from
the original discussion of FileProvider,
using LegacyCompatCursorWrapper to help increase the odds that
clients of this ContentProvider will behave properly:

package com.commonsware.android.camcon;

import android.database.Cursor;
import android.net.Uri;
import android.support.v4.content.FileProvider;
import com.commonsware.cwac.provider.LegacyCompatCursorWrapper;

public class LegacyCompatFileProvider extends FileProvider {
  @Override
  public Cursor query(Uri uri, String[] projection, String selection, String[] selectionArgs, String sortOrder) {
    return(new LegacyCompatCursorWrapper(super.query(uri, projection, selection, selectionArgs, sortOrder)));
  }
}


(from Camera/FileProvider/app/src/main/java/com/commonsware/android/camcon/LegacyCompatFileProvider.java)
Now we can start the work of taking pictures.
Taking a Picture
At this point, we can start using the provider, to give us a Uri that we
can use with EXTRA_OUTPUT and an ACTION_IMAGE_CAPTURE Intent.
Our onCreate() method spends a lot of lines to eventually make that
startActivityForResult() call:

  @Override
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    if (savedInstanceState==null) {
      output=new File(new File(getFilesDir(), PHOTOS), FILENAME);

      if (output.exists()) {
        output.delete();
      }
      else {
        output.getParentFile().mkdirs();
      }

      Intent i=new Intent(MediaStore.ACTION_IMAGE_CAPTURE);
      Uri outputUri=FileProvider.getUriForFile(this, AUTHORITY, output);

      i.putExtra(MediaStore.EXTRA_OUTPUT, outputUri);

      if (Build.VERSION.SDK_INT>=Build.VERSION_CODES.LOLLIPOP) {
        i.addFlags(Intent.FLAG_GRANT_WRITE_URI_PERMISSION);
      }
      else if (Build.VERSION.SDK_INT>=Build.VERSION_CODES.JELLY_BEAN) {
        ClipData clip=
          ClipData.newUri(getContentResolver(), "A photo", outputUri);

        i.setClipData(clip);
        i.addFlags(Intent.FLAG_GRANT_WRITE_URI_PERMISSION);
      }
      else {
        List<ResolveInfo> resInfoList=
          getPackageManager()
            .queryIntentActivities(i, PackageManager.MATCH_DEFAULT_ONLY);

        for (ResolveInfo resolveInfo : resInfoList) {
          String packageName = resolveInfo.activityInfo.packageName;
          grantUriPermission(packageName, outputUri,
            Intent.FLAG_GRANT_WRITE_URI_PERMISSION);
        }
      }

      try {
        startActivityForResult(i, CONTENT_REQUEST);
      }
      catch (ActivityNotFoundException e) {
        Toast.makeText(this, R.string.msg_no_camera, Toast.LENGTH_LONG).show();
        finish();
      }
    }
    else {
      output=(File)savedInstanceState.getSerializable(EXTRA_FILENAME);
    }
  }


(from Camera/FileProvider/app/src/main/java/com/commonsware/android/camcon/MainActivity.java)
When we are first run, our savedInstanceState Bundle will be null. If it
is not null, we know that we
are coming back from some prior invocation of this activity, and so we
do not need to call startActivityForResult() to take a picture.
First, we need a File pointing to where we want the photo to be stored.
We create a directory inside of getFilesDir() (named photos via the
PHOTOS constant), and in there identify a file (named CameraContentDemo.jpeg
via the FILENAME constant).
Then, we create the ACTION_IMAGE_CAPTURE Intent, use FileProvider.getUriForFile()
to get a Uri pointing to our desired File, then put that Uri in the
EXTRA_OUTPUT extra of the Intent.
Now, though, we have to grant permissions to be able to write to that Uri.
If we are on Android 5.0+, calling addFlags(FLAG_GRANT_WRITE_URI_PERMISSION)
not only affects the “data” aspect of the Intent, but also EXTRA_OUTPUT,
due to a bit of a hack that Google added to the Intent class. So, that scenario is simple.
The problem comes in with Android 4.4 and older devices, where
addFlags(FLAG_GRANT_WRITE_URI_PERMISSION) does not affect Uri values
passed in extras.
For Android 4.2 through 4.4, we can use a trick: while flags skip over
Intent extras, flags do apply to a ClipData that you attach to the
Intent via setClipData(). Even though the camera app will never use
this ClipData, by wrapping our Uri in a ClipData and attaching that
to the Intent, our addFlags(FLAG_GRANT_WRITE_URI_PERMISSION) will
affect that Uri. The fact that the camera app gets the Uri from
EXTRA_OUTPUT, instead of from the ClipData, makes no difference.
For Android 4.1 and older devices, though,
there is no means for us to simply indicate on the
Intent itself that it is fine for the app handling our request to write
to our Uri. Instead, we:

	Find all activities that support ACTION_IMAGE_CAPTURE, using
PackageManager and queryIntentActivities()


	Iterate over all of them and call grantUriPermission(), inherited
from Context, to allow the app to read and write from our Uri



This allows our Intent to succeed for any camera app… at least those
that properly handle content: Uri values.
Finally, after all of that, we can call startActivityForResult(). However,
in case the user does not have a camera app, we wrap that call in a
try/catch block, watching for an ActivityNotFoundException.
Saving the State
In order to be able to save the File across configuration changes, we
stuff it in the saved instance state Bundle in onSaveInstanceState():

  @Override
  protected void onSaveInstanceState(Bundle outState) {
    super.onSaveInstanceState(outState);

    outState.putSerializable(EXTRA_FILENAME, output);
  }


(from Camera/FileProvider/app/src/main/java/com/commonsware/android/camcon/MainActivity.java)
This is what allows us to pull that value back out in onReady().
Viewing the Photo
Our onActivityResult() method then uses the same File,
creating an ACTION_VIEW Intent, pointing
at our output Uri, granting
read permission on that Uri, indicating the MIME type is image/jpeg, and starting
up an activity for that.

  @Override
  protected void onActivityResult(int requestCode, int resultCode,
                                  Intent data) {
    if (requestCode == CONTENT_REQUEST) {
      if (resultCode == RESULT_OK) {
        Intent i=new Intent(Intent.ACTION_VIEW);
        Uri outputUri=FileProvider.getUriForFile(this, AUTHORITY, output);

        i.setDataAndType(outputUri, "image/jpeg");
        i.addFlags(Intent.FLAG_GRANT_READ_URI_PERMISSION);

        try {
          startActivity(i);
        }
        catch (ActivityNotFoundException e) {
          Toast.makeText(this, R.string.msg_no_viewer, Toast.LENGTH_LONG).show();
        }

        finish();
      }
    }
  }


(from Camera/FileProvider/app/src/main/java/com/commonsware/android/camcon/MainActivity.java)
We do not have to fuss with the grantUriPermissions() loop, as
addFlags() has always granted permission to the “data” aspect of the
Intent (our Uri).
We wrap the startActivity() call in another try/catch block, watching
for ActivityNotFoundException. Not all devices will have an image viewing
app that supports a content Uri. For example, stock Android 5.1 (e.g., on a
Nexus 4) will not have such an image viewer.
The Caveats
There are several downsides to this approach.
First, you have no control over the camera app itself. You do not even
really know what app it is. You cannot dictate certain features that
you would like (e.g., resolution, color effects). You simply blindly
ask for a photo and get the result.
Also, since you do not know what the camera app is or behaves like, you
cannot document that portion of your application’s flow very well.
You can say things like “at this point, you can take a picture using your
chosen camera app”, but that is about as specific as you can get.
As noted above, it is possible that your app’s process will be terminated while your
app is not in the foreground, because the user is taking a picture
using the third-party camera app. Whether or not this happens depends
on how much system RAM the camera app uses and what else is all going
on with the device. But, it does happen. Your app should be able
to cope with such things, just as we are doing with the saved instance
state Bundle. However, many developers do not expect their
process to be replaced between a call to startActivityForResult()
and the corresponding onActivityResult() callback.
Not every camera app will support a content Uri for the EXTRA_OUTPUT
value. In fact, Google’s own camera app did not do this until the summer of 2016.
With ACTION_VIEW, since the content Uri is in the “data” facet of the
Intent, the <intent-filter> elements in the manifest will ensure that
our Intent only goes to an activity that advertises support for content.
However, there is no equivalent of this for Uri values in extras. And so
we will launch the camera app, which then may crash because it does not like
our Uri, and our app does not really find out about the problem, other than
not getting RESULT_OK in onActivityResult().
Finally, some camera apps misbehave, returning odd results, such as a
thumbnail-sized image rather than a max-resolution image. There is little
you can do about this.
Permissions and Third-Party Camera Apps
The sample app shown above does not request any permissions — there are no
<uses-permission> elements in the manifest. While there is a CAMERA permission to
use the camera, we do not need it. The camera app that we are starting needs it.
However, you might need the CAMERA permission elsewhere in your app. For example,
you might be embedding some third-party scanning library, where it
will use the camera directly in your app.
In this case, on Android 6.0+, for apps with a targetSdkVersion of 23 or higher,
even though ACTION_IMAGE_CAPTURE itself does not normally
need the CAMERA permission, you cannot use ACTION_IMAGE_CAPTURE if the user
has not granted the CAMERA permission at runtime.
In other words:








  	If you do this…
  	…can you use ACTION_IMAGE_CAPTURE?






  	If you do not request the CAMERA permission
  	Yes



  	If you request the CAMERA permission, and your targetSdkVersion is below 23
  	Yes



  	If you request the CAMERA permission, and the user grants the runtime permission
  	Yes



  	If you request the CAMERA permission, and you have not yet asked the user for the runtime permission
  	No



  	If you request the CAMERA permission, and the user denies the runtime permission
  	No




A Matter of Orientation
When you take a picture using an Android device — whether using
ACTION_IMAGE_CAPTURE or working with the camera APIs directly,
you may find that your picture turns out strange. For example, you
might take a picture in portrait mode, then find that some image viewers
will show you a portrait picture, while others show you a landscape
picture with its contents rotated.
That is due to the way Android camera hardware encodes the JPEG
images that it takes. The orientation that you take the picture in
may not be the orientation of the result.
EXIF Tags
JPEG images can have
EXIF tags.
These represent metadata about the image itself. For example, if you hear
that an image has been “geotagged”, that means that the image has EXIF
tags that contain the latitude and longitude of where the picture was
taken.
These tags are contained in the JPEG file but are in a separate section
from the actual image data itself. Tools can read in the EXIF tags and
use them for additional information for the user (e.g., an image
viewer with an integrated map to show where the picture was taken).
EXIF Tags and Camera Images
One EXIF tag is the “orientation” tag. In effect, this tag is a message
from whatever created the image (e.g., camera hardware) to whatever
is showing the camera image, saying “could you please rotate this image
for me? #kthxbye”.
In other words, the camera hardware is being lazy.
A lot of camera hardware is designed to take landscape images, particularly
when using a rear-facing camera, as that is the traditional way that
cameras were held by default, going back decades. In an ideal world, if the
user took a portrait photo, the camera hardware would take a portrait
picture. Or, at least, the camera hardware would take a landscape picture,
but then rotate the image to be portrait before delivering the JPEG to
whatever app requested the image.
Some camera hardware does just that.
However, other camera hardware leaves the image as a landscape image,
regardless of how the device was held when the image was taken. Instead,
the camera hardware will set the orientation tag to indicate how
image viewers should rotate the image, to reflect what the image really
should look like.
EXIF Tags and Android
Of course, this would not be a problem if all image viewers paid attention
to the orientation tag. However, many do not, particularly on Android…
because BitmapFactory ignores all EXIF tags. As a result, you get
the unmodified image, instead of one rotated as the camera hardware requested.
And so, if you blindly load the image, it will show up without taking
the orientation tag into account.
If you want to take the orientation tag into account, you need to find
out the value of that tag. BitmapFactory will not help you here. However,
ExifInterface can… though which ExifInterface you use is important.
android.media.ExifInterface that Android used for years has
security flaws. Android 7.0+ devices should all ship with a patched
version. Some Android 6.0 devices might get a patch. Everything else
will go unpatched, and if your app uses android.media.ExifInterface, your
app may expose the user to security risks.
Fortunately, alternative ExifInterface implementations exist, that
not only avoid the security flaw, but also support InputStream
as well as File. That is only available on android.media.ExifInterface
starting with Android 7.0; older versions only supported a File, which
is awkward in modern Android development.
The simplest solution for most developers would be to use the exifinterface
artifact from the Android Support Library


dependencies {
  implementation 'com.android.support:exifinterface:25.1.0'
}


This has the same API as does the Android 7.0+ edition of ExifInterface,
including InputStream support.
However, for whatever reason, the API that Google has elected to expose
through both of their supplied ExifInterface classes pales in comparison
to the EXIF classes that they have elsewhere,
such as the AOSP editions of the camera and gallery apps.
A version of this code is available
as an artifact
published by Alessandro Crugnola and is demonstrated in the next section.
If your EXIF needs are fairly limited, using the Google-supplied
ExifInterface classes is simple. But even for something as seemingly
simple as rotating an image, you need a more robust EXIF API.
You Spin (Photos) Right Round
The Camera/EXIFRotater
sample project contains three images in assets/, culled from
this GitHub repository
that supplements this article on the problems with EXIF orientation handling.
Specifically, we have images with orientation tag values of 3, 6, and
8, which are the most common ones that you will encounter.
The objective of this app is to show one of those images in its original
form and rotated in accordance with the EXIF orientation tag:

[image: EXIF Rotater Sample App, with Original and Rotated Images]

Figure 785: EXIF Rotater Sample App, with Original and Rotated Images
However, there are two product flavors in this project, reflecting
two different ways of getting that visual output: rotating the
ImageView and rotating the image itself. These are controlled via
a ROTATE_BITMAP value added to BuildConfig:

    productFlavors {
        image {
            dimension "default"
            buildConfigField "boolean", "ROTATE_BITMAP", "false"
        }
        matrix {
            dimension "default"
            buildConfigField "boolean", "ROTATE_BITMAP", "true"
        }
    }


(from Camera/EXIFRotater/app/build.gradle)
The MainActivity kicks off an ImageLoadThread in onCreate().
That thread is responsible for loading (and, if appropriate, rotating)
the image. When that is done, the thread will post an ImageLoadedEvent
to an event bus (using greenrobot’s EventBus) to have the UI display
the image (and, if needed, rotate a copy of it):

  private static class ImageLoadThread extends Thread {
    private final Context ctxt;

    ImageLoadThread(Context ctxt) {
      this.ctxt=ctxt.getApplicationContext();
    }

    @Override
    public void run() {
      AssetManager assets=ctxt.getAssets();

      try {
        InputStream is=assets.open(ASSET_NAME);
        ExifInterface exif=new ExifInterface();

        exif.readExif(is, ExifInterface.Options.OPTION_ALL);

        ExifTag tag=exif.getTag(ExifInterface.TAG_ORIENTATION);
        int orientation=(tag==null ? -1 : tag.getValueAsInt(-1));

        if (orientation==8 || orientation==3 || orientation==6) {
          is=assets.open(ASSET_NAME);

          Bitmap original=BitmapFactory.decodeStream(is);
          Bitmap rotated=null;

          if (BuildConfig.ROTATE_BITMAP) {
            rotated=rotateViaMatrix(original, orientation);

            exif.setTagValue(ExifInterface.TAG_ORIENTATION, 1);
            exif.removeCompressedThumbnail();

            File output=
              new File(ctxt.getExternalFilesDir(null), "rotated.jpg");

            exif.writeExif(rotated, output.getAbsolutePath(), 100);

            MediaScannerConnection.scanFile(ctxt,
              new String[]{output.getAbsolutePath()}, null, null);
          }

          EventBus
            .getDefault()
            .postSticky(new ImageLoadedEvent(original, rotated, orientation));
        }
      }
      catch (Exception e) {
        Log.e(getClass().getSimpleName(), "Exception processing image", e);
      }
    }
  }


(from Camera/EXIFRotater/app/src/main/java/com/commonsware/android/exif/MainActivity.java)
We first get an InputStream on the particular image from assets/
that we are to show (hard-coded as the ASSET_NAME constant).
We then create an ExifInterface, using the richer implementation from
the aforementioned artifact. This ExifInterface has a few versions
of readExif(), including one that can take our InputStream as input.
We can then get the orientation tag value via calls to getTag()
(to get an ExifTag for TAG_ORIENTATION), then getValueAsInt().
The latter method retrieves an integer tag value, with a supplied default
value if the tag exists but does not have an integer value.
However, it is also possible that the tag does not exist. In fact, many
JPEG images will lack this header, implying that the image is already
in the correct orientation. So, we use the ternary operator and
the default value to getValueAsInt() to get either the actual orientation
tag numeric value or –1 if, for any reason, we cannot get that value.
If the orientation is 3, 6, or 8, we will want to show the image.
So, we use BitmapFactory to load the image, via decodeStream().
If ROTATE_BITMAP is true, we do five things:

	We rotate the Bitmap itself using a Matrix, in the
rotateViaMatrix() method:



  static private Bitmap rotateViaMatrix(Bitmap original, int orientation) {
    Matrix matrix=new Matrix();

    matrix.setRotate(degreesForRotation(orientation));

    return(Bitmap.createBitmap(original, 0, 0, original.getWidth(),
      original.getHeight(), matrix, true));
  }


(from Camera/EXIFRotater/app/src/main/java/com/commonsware/android/exif/MainActivity.java)

	We set the orientation tag to normal (1), reflecting the fact that
we have oriented the image properly.

	We remove any thumbnail from our EXIF metadata
read from the original image

	We write the revised EXIF data and the rotated Bitmap to a file
on external storage, so we have a JPEG showing the rotated results yet
including all of the original EXIF tags (excluding the orientation
tag and thumbnail)

	We tell MediaScannerConnection to scan this newly-created file, so
it shows up in file managers, both on-device and on-desktop


If ROTATE_BITMAP is false, we instead handle the rotation in
our onImageLoaded() method that is called when the ImageLoadedEvent
is posted:

  @Subscribe(sticky=true, threadMode=ThreadMode.MAIN)
  public void onImageLoaded(ImageLoadedEvent event) {
    original.setImageBitmap(event.original);

    if (BuildConfig.ROTATE_BITMAP) {
      oriented.setImageBitmap(event.rotated);
    }
    else {
      oriented.setImageBitmap(event.original);
      oriented.setRotation(degreesForRotation(event.orientation));
    }
  }


(from Camera/EXIFRotater/app/src/main/java/com/commonsware/android/exif/MainActivity.java)
Rather than show the rotated image in the lower ImageView, we show
the original image, then rotate the ImageView.
Which of these two approaches — rotate the ImageView or rotate the
image — is appropriate for you depends on your app. If all you need to
do is show the image properly to the user, rotating the ImageView
should be less memory-intensive. If, on the other hand, you need to save
the corrected image somewhere for later use, you will need to rotate
the image itself to make that correction.
And Then, There Are the Bugs
Some devices have buggy firmware, where they do not rotate the image
themselves nor set the orientation tag in the image. Instead, they just
ignore the whole issue. For these devices, we have no way of distinguishing
between “images that need to be rotated, but we do not know the orientation”
and “images that are fine and do not need to be rotated”.
Your best option is to let the user manually request that the image be
rotated (e.g., action bar “rotate” item).
Scanning with ZXing
If your objective is to scan a barcode, it is much simpler for you to integrate
Barcode Scanner into your app than to roll it yourself.
Barcode Scanner
– one of the most popular Android apps of all time — can scan
a wide range of 1D and 2D barcode types. They offer an integration library that
you can add to your app to initiate a scan and get the results. The library will
even lead the user to the Play Store to install Barcode Scanner if they do not
already have the app.
One limitation is that while the ZXing team (the authors and maintainers of
Barcode Scanner) make the integration library available, they only do so in
source form.
That sample project —
Camera/ZXing
– has a UI dominated by a “Scan!” button. Clicking the button invokes a doScan()
method in our sample activity:
This passes control to Barcode Scanner by means of the integration JAR and
the IntentIntegrator class. initiateScan() will validate that Barcode Scanner is
installed, then will start up the camera and scan for a barcode.
Once Barcode Scanner detects a barcode and decodes it, the activity invoked by
initiateScan() finishes, and control returns to you in onActivityResult() (as the
Barcode Scanner scanning activity was invoked via startActivityForResult()). There,
you can once again use IntentIntegrator to find out details of the scan, notably
the type of barcode and the encoded contents:

  public void onActivityResult(int request, int result, Intent i) {
    IntentResult scan=IntentIntegrator.parseActivityResult(request,
                                                           result,
                                                           i);
    
    if (scan!=null) {
      format.setText(scan.getFormatName());
      contents.setText(scan.getContents());
    }
  }


(from Camera/ZXing/app/src/main/java/com/commonsware/android/zxing/ZXingDemo.java)
To use IntentIntegrator and IntentResult, the sample project has two
modules: the app/ module for the app, and a zxing/ module containing
those two classes (and a rump AndroidManifest.xml to make the build tools
happy). The app/ module depends upon the zxing module via
a implementation project(':zxing') dependency directive.
Some notes:

	Barcode Scanner’s scanning activity only works in landscape

	Even though you are not using the camera directly yourself, you should consider
including the <uses-feature> element declaring that you need a camera, if your app
cannot function without barcodes

	If you wish to add Barcode Scanner logic directly to your app, and avoid the
dependency on the third-party APK, that is possible, but the process for doing it is
not well documented or supported


Videos: Letting the Camera App Do It
Just as ACTION_IMAGE_CAPTURE can be used to have a third-party app supply you with
still images, there is an ACTION_VIDEO_CAPTURE on MediaStore that can be used
as an Intent action for asking a third-party app capture a video for you. As with
ACTION_IMAGE_CAPTURE, you use startActivityForResult() with ACTION_VIDEO_CAPTURE
to find out when the video has been recorded.
There are two extras of note for ACTION_VIDEO_CAPTURE:

	
MediaStore.EXTRA_OUTPUT, which indicates where the video
should be written, and

	
MediaStore.EXTRA_VIDEO_QUALITY, which should be an integer, either 0 for
low quality/low size videos or 1 for high quality


If you elect to skip EXTRA_OUTPUT, the video will be written to the
default directory for videos on the device
(typically a “Movies” directory in the root of external storage), and the Uri
you receive on the Intent in onActivityResult() will point to this file.
The impacts of skipping EXTRA_VIDEO_QUALITY are undocumented.
The
Media/VideoRecordIntent
sample project is a near-clone of the Camera/FileProvider sample from earlier in
this chapter. Instead of requesting a third-party app take a still image, though,
this sample requests that a third-party app record a video:

package com.commonsware.android.videorecord;

import android.app.Activity;
import android.content.Intent;
import android.content.pm.PackageManager;
import android.content.pm.ResolveInfo;
import android.net.Uri;
import android.os.Build;
import android.os.Bundle;
import android.provider.MediaStore;
import android.support.v4.content.FileProvider;
import java.io.File;
import java.util.List;

public class MainActivity extends Activity {
  private static final String EXTRA_FILENAME=
    BuildConfig.APPLICATION_ID+".EXTRA_FILENAME";
  private static final String AUTHORITY=
    BuildConfig.APPLICATION_ID+".provider";
  private static final String VIDEOS="videos";
  private static final String FILENAME="sample.mp4";
  private static final int REQUEST_ID=1337;
  private File output=null;
  private Uri outputUri=null;

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    if (savedInstanceState==null) {
      output=new File(new File(getFilesDir(), VIDEOS), FILENAME);

      if (output.exists()) {
        output.delete();
      }
      else {
        output.getParentFile().mkdirs();
      }
    }
    else {
      output=(File)savedInstanceState.getSerializable(EXTRA_FILENAME);
    }

    outputUri=FileProvider.getUriForFile(this, AUTHORITY, output);

    if (savedInstanceState==null) {
      Intent i=new Intent(MediaStore.ACTION_VIDEO_CAPTURE);

      i.putExtra(MediaStore.EXTRA_OUTPUT, outputUri);
      i.putExtra(MediaStore.EXTRA_VIDEO_QUALITY, 1);

      if (Build.VERSION.SDK_INT>=Build.VERSION_CODES.LOLLIPOP) {
        i.addFlags(Intent.FLAG_GRANT_WRITE_URI_PERMISSION |
          Intent.FLAG_GRANT_READ_URI_PERMISSION);
      }
      else {
        List<ResolveInfo> resInfoList=
          getPackageManager()
            .queryIntentActivities(i, PackageManager.MATCH_DEFAULT_ONLY);

        for (ResolveInfo resolveInfo : resInfoList) {
          String packageName = resolveInfo.activityInfo.packageName;

          grantUriPermission(packageName, outputUri,
            Intent.FLAG_GRANT_WRITE_URI_PERMISSION |
              Intent.FLAG_GRANT_READ_URI_PERMISSION);
        }
      }

      startActivityForResult(i, REQUEST_ID);
    }
  }

  @Override
  protected void onSaveInstanceState(Bundle outState) {
    super.onSaveInstanceState(outState);

    outState.putSerializable(EXTRA_FILENAME, output);
  }

  @Override
  protected void onActivityResult(int requestCode, int resultCode,
                                  Intent data) {
    if (requestCode==REQUEST_ID && resultCode==RESULT_OK) {
      Intent view=
          new Intent(Intent.ACTION_VIEW)
            .setDataAndType(outputUri, "video/mp4")
            .addFlags(Intent.FLAG_GRANT_READ_URI_PERMISSION);

      startActivity(view);
      finish();
    }
  }
}


(from Media/VideoRecordIntent/app/src/main/java/com/commonsware/android/videorecord/MainActivity.java)
onCreate() of MainActivity starts by setting up a File object pointing to a sample.mp4
file in internal storage. If the file already
exists, onCreate() deletes it; otherwise it ensures that the directory
already exists. We then go through much of the same headache that we
did in the ACTION_IMAGE_CAPTURE scenario, creating a Uri for our
FileProvider that points to our designated File, ensures that the
video-recording app has read/write access to our Uri, before finally
calling startActivityForResult().
The call to startActivityForResult() will trigger the third-party app to record
the video. When control returns to MainActivity, onActivityResult()
creates an ACTION_VIEW Intent for the same Uri, then calls startActivity()
to request that some app play back the video.
And, as before, we hold onto the File object via the saved instance
state Bundle, and we only record the video if there is no such
saved instance state Bundle, in case there is a configuration change
causing our activity to be destroyed and recreated.
There is only one problem: this app is less likely to work on your device
that did the ACTION_IMAGE_CAPTURE sample.
Camera apps need to be able to support content Uri values for EXTRA_OUTPUT
for both still images and video. However,
Google did not support this in their own camera app,
decreasing the likelihood that anyone else supports it.
You can elect to use a file Uri, pointing to a location on
external storage. However, that will require you to keep your targetSdkVersion
at 23 or lower, as once you go above that, file Uri values are
banned in Intent objects on Android 7.0.
Using a Camera Library
Relying upon third-party applications for taking pictures does introduce
some challenges:

	Not all camera apps are created equal. Some implement ACTION_IMAGE_CAPTURE
and ACTION_VIDEO_CAPTURE well… and others do not. Some might only
ever give you a thumbnail, or some might not support all valid Uri
values for writing out the output, and so on.

	Even within “valid” output, there can be variances. One common variation
is how portrait images are handled. Some camera apps will write out an
image that is actually in portrait mode. Some camera apps will write
out an image that is set up for landscape, but with an “EXIF header” in
the JPEG data that tells image viewers to rotate the image to portrait.
Unfortunately, not everything honors those headers, such as Android’s
own BitmapFactory.

	If the camera app uses a lot of system RAM, your app may be kicked out
of RAM while the user is taking a picture. This should not be a problem,
as your app’s process is eligible to be terminated at any point when
you are not in the foreground. However, it is a bit unexpected to think
that taking a picture may cause you to have to switch to a fresh process.


The alternative to relying upon a third-party app is to implement
camera functionality within your own app. For that, you have three major
options:

	Use the android.hardware.Camera API, added to Android way back in
API Level 1, but marked as deprecated in API Level 21

	Use the android.hardware.camera2 API, added to Android in API Level
21 as a replacement for android.hardware.Camera, but therefore is
only useful on its own if your minSdkVersion is 21 or higher

	Use some third-party library that wraps around one or both of those
APIs


Using the native camera APIs is possible but difficult.
However, there are a few libraries that simplify the process. Here, we will look
at two of them: CameraKit-Android and Fotoapparat.
CameraKit-Android
Debuting in 2017, CameraKit-Android
is an MIT-licensed library, making it convenient for both open source
and proprietary development. It offers a fair bit of flexibility in
a simple API. It supports both taking photos and recording videos. However:

	The library was handed off from previous maintainers to a new team, leaving
many outstanding issues in limbo

	The documentation is incorrect for several features


The Camera/CameraKit
sample project demonstrates using CameraKit-Android. It has a two-button UI
in its MainActivity, where one button will trigger taking a picture, while
the other button triggers recording a video.
Adding the Dependency
CameraKit-Android is published as the com.wonderkiln:camerakit-core artifact on JCenter.
However:

	The library depends upon appcompat-v7, despite not using classes from there


	The library depends upon Google Play Services, though only for one particular
method


Hence, the sample app uses Gradle to exclude those two transitive dependencies
and instead depend upon support-compat, since the sample app
it not using appcompat-v7 itself:

dependencies {
    implementation 'com.github.clans:fab:1.6.4'
    implementation 'com.githang:com-phillipcalvin-iconbutton:1.0.1@aar'
    implementation 'com.android.support:support-compat:27.0.2'
    implementation('com.wonderkiln:camerakit-core:0.13.1') {
      exclude group: 'com.android.support', module: 'appcompat-v7'
      exclude group: 'com.google.android.gms', module: 'play-services-vision'
    }
}


(from Camera/CameraKit/app/build.gradle)
The other two dependencies are for:

	An implementation of a floating action button (FAB), profiled in
the chapter on the Design Support Library


	An icon button library, for use by the MainActivity



Adding the Preview Display
The actual photo- or video-taking activity is CameraActivity. It uses a camera.xml
layout resource, which in our case contains a custom CameraView from
CameraKit-Android, along with a FAB:

<?xml version="1.0" encoding="utf-8"?>
<RelativeLayout xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <com.wonderkiln.camerakit.CameraView android:id="@+id/camera"
    xmlns:camerakit="http://schemas.android.com/apk/res-auto"
    android:layout_width="match_parent"
    android:layout_height="wrap_content"
    android:adjustViewBounds="true"
    camerakit:ckFlash="on" />

  <com.github.clans.fab.FloatingActionButton
    android:id="@+id/fab"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_alignParentBottom="true"
    android:layout_alignParentEnd="true"
    android:layout_alignParentRight="true"
    android:layout_marginBottom="@dimen/fab_margin"
    android:layout_marginEnd="@dimen/fab_margin"
    android:layout_marginRight="@dimen/fab_margin"
    android:src="@drawable/ic_camera_black_24dp"
    app:fab_colorNormal="@color/ready" />
</RelativeLayout>

(from Camera/CameraKit/app/src/main/res/layout/camera.xml)
CameraKit-Android puts most of its configuration on its CameraView, whether
via custom attributes or via corresponding getter/setter methods on the Java
class. In this case, we are using the ckFlash attribute, indicating that we
want flash mode to be enabled.
Other available attributes include:

	
ckFacing, to indicate if you want the rear-facing (default) or front-facing
camera

	
ckFocus, to indicate what focus mode you want (defaults to continuous focus)

	
ckJpegQuality, to indicate the quality factor to use when saving a photo
as JPEG (defaults to 100, indicating maximum quality/maximum size)

	
ckVideoQuality, to indicate the resolution of the video to capture,
or to choose the highest-available or lowest-available resolution (defaults
to a maximum of 480p, or 640x480)

	
ckZoom, indicating that we want a pinch-to-zoom implementation, so pinch
gestures control the camera’s zoom level


Permissions
If you do not request runtime permissions, CameraKit-Android will do that
for you as part of displaying that CameraView. In the case of this sample
app, MainActivity extends the AbstractPermissionActivity seen elsewhere
in this book, and it requests three permissions:

	
CAMERA, for using the camera

	
WRITE_EXTERNAL_STORAGE, as this is where videos are recorded by default

	
RECORD_AUDIO, needed for recording videos, as they also capture audio
off of a microphone


Integrating with the Lifecycle
MainActivity invokes CameraActivity by means of two static methods
on CameraActivity: takePhoto() and recordVideo(). These simply start up
CameraActivity with EXTRA_IS_PHOTO indicating which mode the camera
should use:

  public static void takePhoto(Activity requester, int requestCode) {
    Intent i=new Intent(requester, CameraActivity.class)
      .putExtra(EXTRA_IS_PHOTO, true);

    requester.startActivityForResult(i, requestCode);
  }

  public static void recordVideo(Activity requester, int requestCode) {
    Intent i=new Intent(requester, CameraActivity.class)
      .putExtra(EXTRA_IS_PHOTO, false);

    requester.startActivityForResult(i, requestCode);
  }


(from Camera/CameraKit/app/src/main/java/com/commonsware/android/camera/CameraActivity.java)
In onCreate(), we load up our layout and retrieve the CameraView, holding
onto it in a camera field:

  @Override
  protected void onCreate(@Nullable Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.camera);

    isPhoto=getIntent().getBooleanExtra(EXTRA_IS_PHOTO, true);
    camera=findViewById(R.id.camera);
    fab=findViewById(R.id.fab);

    fab.setOnClickListener(new View.OnClickListener() {
      @Override
      public void onClick(View view) {
        if (isPhoto) {
          takePhoto();
        }
        else {
          recordVideo();
        }
      }
    });

    if (!isPhoto) {
      fab.setImageResource(R.drawable.ic_videocam_black_24dp);
    }

    camera.addCameraKitListener(new CameraKitEventListenerAdapter() {
      @Override
      public void onImage(CameraKitImage image) {
        // TODO: do something with picture

        setResult(RESULT_OK);
        finish();
      }

      @Override
      public void onVideo(CameraKitVideo video) {
        // TODO: do something with video file

        setResult(RESULT_OK);
        finish();
      }
    });
  }


(from Camera/CameraKit/app/src/main/java/com/commonsware/android/camera/CameraActivity.java)
In addition, we:

	Set up the FAB with the proper icon and action,
depending upon whether we are taking a picture or recording a video

	Add a listener to the CameraView, as will be discussed shortly


We need to forward onPause() and onResume() events from the hosting
activity or fragment along to the CameraView, so the custom view knows
when it should be releasing the camera:
Taking a Picture
Taking a picture with CameraKit-Android is merely a matter of calling captureImage():

  private void takePhoto() {
    camera.captureImage();
    fab.setEnabled(false);
  }


(from Camera/CameraKit/app/src/main/java/com/commonsware/android/camera/CameraActivity.java)
When the picture is taken, the CameraKitEventListenerAdapter instance
that we registered via addCameraKitListener() on the CameraView will
be called with onImage(). We are handed a CameraKitImage object, which
has getBitmap() and getJpeg() methods to give us the photo in memory.
The latter is the original data off of the camera; the former returns a
Bitmap created from that JPEG. Note that for a high-resolution image, you
may not be able to create the Bitmap without running out of memory.
In a real app, we would do something with the photo, such as saving it to
disk on a background thread.
Recording a Video
To start recording a video, call start(); to stop recording a video, call
stopVideo():

  private void recordVideo() {
    if (isRecording) {
      camera.stopVideo();
      finish();
    }
    else {
      fab.setColorNormalResId(R.color.recording);
      fab.setImageResource(R.drawable.ic_stop_black_24dp);
      isRecording=true;
      camera.start();
    }
  }


(from Camera/CameraKit/app/src/main/java/com/commonsware/android/camera/CameraActivity.java)
When the video is taken, our listener will be called with onVideo(), where
we are given a CameraKitVideo object. That has a getFile() method, which
contains a File object pointing to wherever the library elected to save
the video.
By default, this will be in your app’s getExternalFilesDir() location, so if
your minSdkVersion is 19 or higher, you will not need the WRITE_EXTERNAL_STORAGE
permission. A production app would do something with this file.
Fotoapparat
Also debuting in 2017, the Apache-licensed
Fotoapparat has a similar flow
to CameraKit-Android: add a custom View for the preview and call methods
to take pictures. However:

	Fotoapparat puts most of the configuration on a Fotoapparat object

	The Fotoapparat API offers a few more features than does CameraKit-Android’s
API, though with a somewhat funky fluent API

	As of January 2019, Fotoapparat only supports taking photos, not recording
videos


The Camera/Fotoapparat
sample project is a clone of the CameraKit-Android sample, with Fotoapparat
as the camera library. Since Fotoapparat does not support recording videos,
the code related to that was removed, and its button in the UI is disabled.
Adding the Dependency
The io.fotoapparat:fotoapparat:2.5.0 dependency used in this project supports
the Android Support Library:

apply plugin: 'com.android.application'

dependencies {
  implementation 'com.github.clans:fab:1.6.4'
  implementation 'com.githang:com-phillipcalvin-iconbutton:1.0.1@aar'
  implementation 'com.android.support:support-compat:28.0.0'
  implementation 'io.fotoapparat:fotoapparat:2.5.0'
}

android {
  compileSdkVersion 28

  defaultConfig {
    minSdkVersion 15
    targetSdkVersion 28
    applicationId 'com.commonsware.android.camera.fotoapparat'
  }

  compileOptions {
    sourceCompatibility JavaVersion.VERSION_1_8
    targetCompatibility JavaVersion.VERSION_1_8
  }
}


(from Camera/Fotoapparat/app/build.gradle)
Starting with 2.6.0, Fotoapparat has moved to using AndroidX dependencies.
Also note that Fotoapparat nowadays is implemented in Kotlin. A side effect
of this is that you will wind up pulling in the Kotlin runtime library, even
if your app otherwise is implemented in Java, not Kotlin.
Permissions
Fotoapparat will merge in the <uses-permission> element for the CAMERA
permission to your manifest, but it does not attempt to request that permission
at runtime. Apps using Fotoapparat have to handle that themselves, before
attempting to use the camera.
The sample app uses the same AbstractPermissionsActivity as before, albeit
only with the CAMERA permission, since that is the only one needed here.
Adding the Preview Display
Fotoapparat has its own CameraView. However, whereas CameraKit-Android
puts its configuration on the CameraView, Fotoapparat does not. As a result,
other than sizing and positioning the CameraView where you want it, little else
is needed:

<?xml version="1.0" encoding="utf-8"?>
<RelativeLayout xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <io.fotoapparat.view.CameraView android:id="@+id/camera"
    android:layout_width="match_parent"
    android:layout_height="wrap_content" />

  <com.github.clans.fab.FloatingActionButton
    android:id="@+id/fab"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_alignParentBottom="true"
    android:layout_alignParentEnd="true"
    android:layout_alignParentRight="true"
    android:layout_marginBottom="@dimen/fab_margin"
    android:layout_marginEnd="@dimen/fab_margin"
    android:layout_marginRight="@dimen/fab_margin"
    android:src="@drawable/ic_camera_black_24dp"
    app:fab_colorNormal="@color/ready" />
</RelativeLayout>

(from Camera/Fotoapparat/app/src/main/res/layout/camera.xml)
Configuring the Fotoapparat
However, what we remove from the layout goes into Java code. Specifically,
Fotoapparat has a Fotoapparat class. We need to build an instance of a
Fotoapparat and connect it to the CameraView.
CameraActivity handles this in onCreate():

  @Override
  protected void onCreate(@Nullable Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.camera);

    CameraView camera = findViewById(R.id.camera);

    fab = findViewById(R.id.fab);
    fab.setOnClickListener(view -> takePhoto());

    fotoapparat = Fotoapparat
      .with(this)
      .into(camera)
      .previewScaleType(ScaleType.CenterCrop)
      .photoResolution(ResolutionSelectorsKt.highestResolution())
      .lensPosition(LensPositionSelectorsKt.back())
      .focusMode(SelectorsKt.firstAvailable(
        FocusModeSelectorsKt.continuousFocusPicture(),
        FocusModeSelectorsKt.autoFocus(), FocusModeSelectorsKt.fixed()))
      .flash(SelectorsKt.firstAvailable(FlashSelectorsKt.autoRedEye(),
        FlashSelectorsKt.autoFlash()))
      .build();
  }


(from Camera/Fotoapparat/app/src/main/java/com/commonsware/android/camera/CameraActivity.java)
The Fotoapparat API is designed for significant use of statically imported
methods. This is akin to how libraries like JUnit and Espresso work, reducing
the visual clutter of the main Java code at the cost of a bunch of additional
import statements. In Fotoapparat’s case, these methods are actually Kotlin
global functions, which Kotlin/JVM maps to static methods on generates classes
based on the Kotlin filename.
Fotoapparat is also significantly more configurable than is CameraKit-Android.
There are many more options, and more complex options, for controlling how
the camera is used.
So, in onCreate(), we:

	Create a FotoapparatBuilder via with(), which takes a Context


	Tie it to the CameraView via into()


	Indicate that we want the camera preview to fill the available space,
at the cost of cropping portions that do not match our CameraView aspect
ratio, via previewScaleType(ScaleType.CenterCrop)


	Indicate that we want to take the highest resolution photo possible,
via photoResolution(ResolutionSelectorsKt.highestResolution())


	Indicate that we want the rear-facing camera via lensPosition(LensPositionSelectorsKt.back())


	Request either continuous focus, auto-focus, or fixed focus, whichever
one is available, via the focusMode() call

	Request either auto-redeye or auto flash, whichever one is available,
via the flash() call


Then, we build() the Fotoapparat from the FotoapparatBuilder.
Methods like photoResolution(), focusMode(), and flashMode() take a “selector”
object. Sometimes, that might be a specific setting (e.g., highestResolution()
for photoResolution()). Sometimes, that might be more of a “functor” object, one
that makes a decision of other selectors to use based upon availability
(e.g., firstAvailable()). This leads to a very expressive API, at the cost
of a fairly convoluted set of objects and methods — writing an API like this
can get complicated rather quickly.
Integrating with the Lifecycle
As with CameraKit-Android, we need to forward lifecycle events along to the
Fotoapparat object. In this case, though, we need to forward onStart()
and onStop(), not onPause() and onResume():

  @Override
  protected void onStart() {
    super.onStart();
    fotoapparat.start();
  }

  @Override
  protected void onStop() {
    fotoapparat.stop();
    super.onStop();
  }


(from Camera/Fotoapparat/app/src/main/java/com/commonsware/android/camera/CameraActivity.java)
Taking a Picture
The Fotoapparat object has a takePicture() method which, as you might
expect, takes a picture. It gives you back a PhotoResult object, which you can
use to work with the resulting photo. In the sample app, we call toBitmap()
on it, then use whenAvailable() to get a callback when the image is ready. This
gives us a BitmapPhoto object, from which we can get the JPEG bytes, akin to
the CameraKit-Android example:

  private void takePhoto() {
    fab.setEnabled(false);

    PhotoResult result = fotoapparat.takePicture();

    result.toBitmap().whenAvailable(bitmapPhoto -> {
      // TODO: do something with picture

      setResult(RESULT_OK);
      finish();

      return Unit.INSTANCE;
    });
  }


(from Camera/Fotoapparat/app/src/main/java/com/commonsware/android/camera/CameraActivity.java)
(note: the return Unit.INSTANCE; in the lambda expression is there because
this really is a Kotlin-defined function set to return Unit, so in Java we
have to explicitly have the return to specify the object to return)
If, however, your objective is to save the photo to a file, simply call
saveToFile() on the PhotoResult object. This will asynchronously write your
JPEG to the supplied File location, and it returns a PendingResult, as
toBitmap() does, for you to attach a callback to find out when the save operation
is complete.
Directly Working with the Camera
Of course, you can bypass these third-party apps and libraries, electing
instead to work directly with
the camera if you so choose. This is very painful, as will be illustrated
in the next chapter.
Finding CPU Bottlenecks
CPU issues tend to manifest themselves in three ways:

	The user has a bad experience when using your app directly —
scrolling is sluggish, activities take too long to display, etc.

	The user has a bad experience when your app is running in the
background, such as having slower frame rates on their favorite game
because you are doing something complex in a service

	The user has poor battery performance, driven by your excessive CPU
utilization


Regardless of how the issue appears to the user, in the end, it is a
matter of you using too much CPU time. That could be simply because
your application is written to be constantly active (e.g., you have
an everlasting service that uses TimerTask to wake up every second
and do something). There is little anyone can do to help that short
of totally rethinking the app’s architecture (e.g., switch to
AlarmManager and allow the user to configure the polling period).
However, in many cases, the problem is that you are using algorithms
– yours or ones built into Android — that simply take too
long when used improperly. This chapter will help you identify these
bottlenecks, so you know what portions of your code need to be
optimized in general or apply the techniques described in later
chapters of this part of the book.
Prerequisites
Understanding this chapter requires that you have read the core chapters
and understand how Android apps are set up and operate. Reading
the introductory chapter to this trail is also a good
idea.
Android Studio’s Profiler
In Android Studio, the Android Profiler tool allows you
to examine the real-time behavior of your app with respect to various
system resources, such as the CPU.
Opening the Profiler
If one or more debuggable processes are running on an attached device or
an emulator, the Android Profiler tool will appear as an option on the
bottom dock:
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Figure 945: Android Studio Bottom Tool Dock, Showing Android Profiler
Opening the profiler will give you a real-time look at the consumption of
CPU, heap space, and network associated with your process:

[image: Android Profiler]

Figure 946: Android Profiler
The top area will show a green bar when your UI is in the foreground, with a
note as to what activity of yours is in the foreground. Purple dots show when
you have received user input, such as taps on buttons.
Manipulating the Profiler
Across the top, there are:

	Drop-downs to choose the device and process that you are profiling

	A close button to close this tool

	Buttons to zoom in, zoom out, or reset the zoom to its default level

	A “Live” button that serves to pause the results or, from a paused state,
resume normal real-time output


Hovering your mouse over a portion of the graph will show you the specific
value at that point in time for the particular metric you are hovering over:

[image: Android Profiler, Showing Specific CPU Usage]

Figure 947: Android Profiler, Showing Specific CPU Usage
Clicking on the CPU graph at any point shows you more details about the per
-thread CPU utilization:

[image: Android Profiler, Showing Per-Thread CPU Usage]

Figure 948: Android Profiler, Showing Per-Thread CPU Usage
Hey, Why Is My App Running So Slow Now?
Depending on the nature of your app, you may find that the profiler dramatically
slows down your app.
Use the “End Session” button to close the profiler, and your app should return to normal.
Method Tracing
The #1 tool in your toolbox for finding out where bottlenecks are
occurring in your application is method tracing. This will record
your code and how long it takes your various methods to do their
work. You can use this to look for outliers:

	Methods that are called way too frequently

	Methods that call other methods way too frequently

	Methods that take a lot of time in their own statements, including
things like blocking on I/O


OK, What Is Method Tracing, Really?
Technically, the method tracing in Android is performed by the
virtual machine, under the direction of either your IDE or requests from
your application code. Dalvik or ART will write the “trace data” (call
graphs showing methods, what they call, and the amount of time in
each) to a file on external storage of the device or emulator.
Your IDE then views these trace files in a GUI, allowing you to
visualize “hot spots”, drill down to find where the time is being
taken, and so forth.
Collecting Trace Data
Hence, the first step for finding where your CPU bottlenecks lie
comes in the form of collecting trace data for analysis.
As mentioned, there are two approaches for requesting
trace data be logged: using the Debug class, and using your IDE.
Debug Class
If you know what chunk of code you want to profile, one way to
arrange for the profile is to call startMethodTracing() on the
Debug class. This takes the name of a trace file as a parameter and
will begin recording all activity to that file, stored in the root of
your external storage. You need to call stopMethodTracing() at some
point to stop the trace — failing to do so will leave you with
a corrupt trace file in the end.
Note that your application will need the WRITE_EXTERNAL_STORAGE
permission for this to work. If your application does not normally
need this permission, make yourself a note to remove it before you
ship the production edition of your product, as there is no sense
asking for any more permissions than you absolutely need. Or, put
this permission in a debug source set’s manifest in Android Studio,
and then it will only be included in debug builds.
Also, your
device or emulator will need enough external storage to hold the
file, which can get very large for long traces — 100MB a minute
is well within reason.
Android Studio
On the per-thread details view of the Android Profiler’s CPU graph, there
is a red dot with a drop-down list to the left of it. This allows you to start
method tracing from the IDE, rather than from Java code.
The drop-down offers two options:

	Sampled, where the data may miss some methods, but the analysis does not
slow down the app

	Instrumented, where all method calls are collected, but the overhead may
significantly slow down the app


After clicking the red dot to begin the method trace, it will turn into a
gray square, and a timer will appear next to it to show how long you have
been tracing. Click the gray square to stop method tracing.
Displaying Trace Data
If you collect the method trace data from within Android Studio, it is
shown in the Android Profiler tool, beneath the CPU per-thread details
view.
If you used Debug.startMethodTracing() and Debug.stopMethodTracing(),
open the file from the Device File Explorer… at which point, nothing works,
due to a bug in Android Studio 3.0-3.1, though
reportedly it is fixed in Android Studio 3.2.
Interpreting Trace Data
Of course, the challenge is in making sense of what the IDE is
trying to present. The UI that you get back, initially, is largely useless:
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Figure 949: Method Tracing, Call Chart, As Initially Launched
This is the “call chart”, where each method gets a tiny box showing how much
time it took compared to the other tiny boxes. Method calls are denoted by
tiny boxes beneath a method’s tiny box.
The “flame chart” is more or less the same perspective, just upside-down:

[image: Method Tracing, Flame Chart, As Initially Launched]

Figure 950: Method Tracing, Flame Chart, As Initially Launched
In both cases, your mouse scroll wheel can expand those tiny boxes to make
them somewhat wider, but the font is extremely small, and there is no search
facility to find anything in it.
Instead, switch over to the “Top Down” tab, which starts to become a bit more
useful:

[image: Method Tracing, Top Down Table, As Initially Launched]

Figure 951: Method Tracing, “Top Down” Table, As Initially Launched
Here, you see the tree of method calls represented as a more classic tree,
with an actually readable font.
The “Bottom Up” tab is even more useful, showing a simple table of all the
distinct methods that were called:
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Figure 952: Method Tracing, “Bottom Up” Table, As Initially Launched
The two tables not only show methods and their classes, but also:

	How much time was taken directly in the method body for that method (“Self”)

	How much time was taken by methods called by the method (“Children”)

	How much total time was taken by the method, which is the sum of the first
two columns (“Total”)


The values are shown in microseconds and as a percentage of the total.
What you are looking for are:

	References to your own classes and methods

	References to classes and methods from libraries that you are using

	Odd stuff that you do not recognize from previous examinations of this sort
of method trace


If those sorts of things are taking significant time, as a percentage of
the total, those are areas to investigate further:

	Are they being called too frequently?

	Are they intrinsically expensive?


Other General CPU Measurement Techniques
While method tracing can be useful for narrowing down a general performance
issue to a specific portion of code, it does assume that you know
approximately where the problem is, or that you even have a problem
in the first place. There are other approaches to help you identify
if and (roughly) where you have problems, which you can then attack
with method tracing to try to refine.
Logging
Method tracing can be useful, if you have a rough idea of where your
performance problem lies and need to narrow it down further. If you
have a large and complicated application, though, trying to sift
through all of it in method tracing may be difficult.
However, there is nothing stopping you from using good old-fashioned
logging to get a rough idea of where your problems lie, for further
analysis via method tracing. Just sprinkle your code with Log.d() calls,
logging SystemClock.uptimeMillis() with an appropriate label to
identify where you were at that moment in time. “Eyeballing” the
Logcat output can illustrate areas where unexpected delays are
occurring — the areas in which you can focus more time using
method tracing.
A useful utility class for this is TimingLogger, in the
android.util package. It will collect a series of “splits” and can
dump them to Logcat along with the overall time between the creation
of the TimingLogger object and the corresponding dumpToLog()
method call. Note, though, that this will only log to Logcat when you
call dumpToLog() — all of the calls to split() to record
intermediate times have their results buffered until dumpToLog() is
called. Also note that logging needs to be set to VERBOSE for this
information to actually be logged — use the command
adb shell setprop log.tag.LOG_TAG VERBOSE, substituting your log tag
(supplied to the TimingLogger constructor) for LOG_TAG.
FPS Calculations
Sometimes, it may not even be strictly obvious how bad the problem
is. For example, consider scrolling a ListView. Some performance
issues, like sporadic “hiccups” in the scrolling, will be visually
apparent. However, absent those, it may be difficult to determine
whether your particular ListView is behaving more slowly than you
would expect.
A classic measurement for games is frames per second (FPS). Game
developers aim for a high FPS value — 60 FPS is considered to
be fairly smooth, for example. However, this sort of calculation can
only really be done for applications that are continuously drawing
– such as
Romain Guy’s WindowBackground sample application.
Ordinary Android widget-based UIs are only drawing
based upon user interaction or, possibly, upon background updates to
data. In other words, if the UI will not even be trying to draw 60
times in a second, trying to measure FPS to get 60 FPS is pointless.
You may be able to achieve similar results, though, simply by logging
how long it takes to, say, fling a list (use setOnScrollListener()
and watch for SCROLL_STATE_FLING and other events).
UI “Jank” Measurement
A user interface is considered “janky” if it stutters or otherwise fails to
operate smoothly, particularly during animated effects like scrolling.
Sometimes, janky behavior is obvious to all. Sometimes, janky behavior is only
noticeable to those sensitive to small hiccups in the UI.
This section will outline what “jank” is and how to determine, concretely, if
your UI suffers from it.
What, Exactly, is Jank?
Prior to Android 4.0, it was difficult to come up with a concrete definition
of jank. In effect, we were stuck with “I know it when I see it”
ad-hoc analysis, rather than being able to rely on concrete measurements.
Project Butter changed that.
Android 4.0 ties all graphic operations to a 60 frames-per-second “vsync” frequency.
If everything is working smoothly, your UI will update 60 times per second,
uniformly (versus varying amounts of times between changes).
The converse is also true: if everything is not working smoothly, your UI will
not update 60 times per second. This is the source of the term “dropped frames”:
when the time came around for an update, you were not ready, and that frame
was skipped.
There are two main ways in which you will drop a frame:

	You spend too much time on the main application thread, preventing Android
from processing your requested UI updates in a timely fashion

	Your UI changes are too complex to be rendered before time runs out for the
current frame, causing your changes to spill over into the next frame


Each frame is ~16ms in duration on-screen (1/60th of a second). Hence, if we
cause per-frame work to exceed 16ms, we will skip, or “drop”, a frame.
So, what we need is some way to determine if our code is actually delivering
frames on time.
Using gfxinfo
To determine if our problem is in the actual rendering of our UI updates, we can
use the GPU profiling feature added in Android 4.2.
Enabling Developer Options
To toggle on GPU profiling, you will need to be able to get to the Developer Options
portion of your Settings app. If you see this — typically towards the bottom
of the list on the initial Settings screen — just tap on the entry.
If, however, Developer Options is missing, then you will need to use the super-secret
trick for enabling Developer Options:

	Tap on “About Phone”, “About Tablet”, or the equivalent at the bottom of your
Settings list

	Tap on the “Build Number” entry seven times in succession

	Press BACK, and “Developer Options” should now be in the list


Toggling on GPU Profiling
There are two checkboxes in Developer Options that need to be checked for GPU
profiling to be enabled.
The first is “Force GPU rendering”, in the Drawing section. As the name suggests,
this will force your application to use the GPU for drawing, even if your application
may have requested that hardware acceleration be disabled. Since most applications
do not force hardware acceleration to be disabled, this checkbox probably will have
no real effect on your app. Note that if you disabled hardware acceleration due
to specific rendering problems, this checkbox will probably cause those rendering
artifacts to re-appear during your testing.
The second is “Profile GPU rendering”, in the Monitoring section. This will cause
the device to keep track of graphics performance on a per-process basis, in a way
that we can dump later on.
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Figure 953: Developer Options, Showing “Force GPU rendering” and “Profile GPU rendering”
If your app was already running, you will need to get rid of its process (e.g.,
via swiping it off the recent-tasks list) after you check the “Profile GPU
rendering” checkbox. At the present time, whether or not this profiling takes
effect is determined at process startup time and is not changed on the fly when
you toggle the checkbox. Besides, tarting with a fresh process
should give you more accurate results.
Collecting Data
At this point, you can run your app and conduct your specific test, whether
manually or via instrumentation (e.g., a targeted JUnit test suite).
When complete, run adb shell dumpsys gfxinfo ... in a terminal window,
where ... is replaced by the package name of your app (e.g.,
com.commonsware.android.anim.threepane). This will dump a fair amount of information
to the terminal display:


mmurphy@xps15:~$ adb shell dumpsys gfxinfo com.commonsware.android.anim.threepane
Applications Graphics Acceleration Info:
Uptime: 482460 Realtime: 482454

** Graphics info for pid 3469 [com.commonsware.android.anim.threepane] **

Recent DisplayList operations
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Caches:
Current memory usage / total memory usage (bytes):
  TextureCache          1078032 / 25165824
  LayerCache            7864320 / 16777216
  GradientCache               0 /   524288
  PathCache                   0 /  4194304
  CircleShapeCache            0 /  1048576
  OvalShapeCache              0 /  1048576
  RoundRectShapeCache         0 /  1048576
  RectShapeCache              0 /  1048576
  ArcShapeCache               0 /  1048576
  TextDropShadowCache         0 /  2097152
  FontRenderer 0         262144 /   262144
Other:
  FboCache                    3 /       16
  PatchCache                 89 /      512
Total memory usage:
  9204496 bytes, 8.78 MB

Profile data in ms:

  com.commonsware.android.anim.threepane/com.commonsware.android.anim.threepane.MainActivity/android.view.ViewRootImpl@4131e788
  Draw  Process Execute
  14.45 59.67 10.44
  10.91 1.06  1.20
  1.73  12.80 1.19
  1.45  0.64  0.94
  2.15  0.47  0.57
  0.79  0.50  0.60
  2.23  0.49  0.73
  1.56  0.57  0.52
  6.14  0.47  1.92
  0.84  0.53  0.59
  1.58  0.52  0.60
  1.46  0.55  0.54
  1.74  0.75  0.68
  1.74  0.61  0.61
  1.05  0.62  1.00
  1.05  0.71  1.28
  1.29  0.50  0.56
  2.22  0.60  0.75
  0.90  0.65  1.42
  1.70  0.86  0.61
  0.81  1.07  0.93
  6.66  2.35  0.98
  0.93  5.18  0.73
  0.34  1.24  0.51
  0.45  1.28  0.46
  1.85  4.38  1.45
  1.32  3.15  1.03
  1.50  3.16  0.98
  1.42  3.00  1.00
  0.90  2.94  1.00
  0.69  2.36  1.15
  1.08  2.72  0.86
  1.49  4.22  1.49
  0.97  2.91  0.91
  0.89  3.05  0.90
  1.36  3.02  1.07
  1.12  2.95  0.95
  1.63  3.47  1.02
  0.96  2.95  0.98
  2.75  5.55  1.83
  2.11  1.47  0.51
  0.44  1.50  0.48
  0.67  1.46  0.51
  2.07  3.93  3.13
  0.71  4.36  1.93
  1.75  3.31  1.15
  2.39  1.79  1.02
  0.96  1.71  0.81
  0.57  1.70  0.73
  1.88  1.81  0.58
  0.59  1.72  0.55
  2.28  3.74  1.72
  2.66  0.84  0.70
  0.64  0.82  0.64
  0.30  0.80  0.62
  1.78  0.70  0.63
  7.20  2.35  1.04
  0.49  0.21  0.50
  9.99  0.26  0.54
  4.28  0.23  0.66
  0.04  0.26  1.94
  3.55  0.52  0.66
  4.56  0.59  0.62
  5.38  0.33  0.68
  4.44  0.33  0.65
  4.35  0.30  0.73
  3.76  0.27  0.60
  3.72  0.30  0.64
  3.75  0.26  0.58
  4.79  0.33  0.75
  4.68  0.33  0.85
  3.00  0.22  0.53
  2.44  0.26  0.83
  14.87 0.69  1.59
  8.68  0.96  1.96
  3.44  0.47  0.96
  3.73  0.22  0.65
  3.06  0.72  0.65
  3.86  0.35  1.13
  3.32  0.26  0.57
  3.21  0.26  0.62
  3.84  0.26  0.60
  4.85  0.33  0.72
  4.16  0.32  0.70
  3.96  0.30  0.69
  2.60  0.82  0.66
  8.72  0.47  0.69
  0.49  0.31  1.50
  0.46  0.28  0.77
  7.54  3.66  0.90
  7.50  0.27  0.71
  0.06  0.32  2.37
  6.07  0.28  0.97
  3.68  0.27  0.52
  6.39  5.86  4.48
  4.66  0.29  1.28
  0.05  0.26  11.86
  8.87  12.64 1.25
  3.32  0.26  0.58
  6.22  4.77  1.26
  3.49  0.31  0.86
  11.32 10.49 1.26
  10.27 15.09 1.78
  12.50 1.34  2.53
  7.66  4.74  0.58
  0.03  0.24  0.32
  4.43  0.30  0.56
  9.75  2.94  1.68
  17.93 0.47  0.56
  3.81  0.35  1.04
  0.20  2.84  2.72
  10.06 0.28  0.92
  5.74  0.72  1.92
  0.07  0.87  0.53
  2.05  0.95  2.03

View hierarchy:

  com.commonsware.android.anim.threepane/com.commonsware.android.anim.threepane.MainActivity/android.view.ViewRootImpl@4131e788
  50 views, 4.48 kB of display lists, 115 frames rendered


Total ViewRootImpl: 1
Total Views:        50
Total DisplayList:  4.48 kB


We will discuss what this means in just a bit.
Disabling GPU Profiling
When you are done with your test, it is a good idea to undo the settings changes
you made, at least “Profile GPU rendering”. That way, the act of collecting this
data does not itself add overhead to unrelated tests in the future.
Analyzing the Results
The key bit for our performance analysis is that long table labeled
“Profile data in ms:”. This reports, for a series of UI requests, how much time
is spent:

	drawing your UI changes (e.g., onDraw() calls to various widgets and containers)

	processing the low-level drawing commands created via the draw phase, to create
the contents of the frame

	executing the frame, sending it to the compositor to display on the screen


One way to interpret this table is to paste it into your favorite spreadsheet
program, then use that program to draw a stacked column chart of the data.
You can
download a spreadsheet
in ODS format (for use with LibreOffice, OpenOffice,
or other tools that can handle that format) that contains the above table along
with a stacked column chart:

[image: gfxinfo Output, In Stacked Column Chart]

Figure 954: gfxinfo Output, In Stacked Column Chart
What you are looking for are columns that come close to, or exceed, the 16ms
mark, with milliseconds on the Y axis. As you can see, many operations towards
the end of the table are near
or above 16ms, indicating that we are probably dropping some frames.
Using systrace
Another way we could determine whether or not we are dropping frames is to use
systrace to collect system-level tracing information about the entire device,
including our app.
systrace is a very powerful tool, one that few people truly
understand, due to cryptic output and limited documentation. Using gfxinfo for
detecting dropped frames is simple by comparison.
Using systrace involves collecting a trace, which is saved in the form of an
HTML file. The HTML file is then used to determine what went on during the period
of the trace itself.
Enabling and Collecting a Trace: Command-Line
The original means of using systrace was from the command line. There is a
systrace.py Python script located in the platform-tools/systrace/ directory of your
SDK installation. If you have a Python interpreter (e.g., your development machine
does not run Windows), you can use this approach.
To indicate what specific bits of information to collect, on Android 4.2 and higher,
you can tap the “Enable traces” entry in the Monitoring section of the Developer
Options page in Settings. This displays a multi-select dialog of the possible
major categories of information that systrace should collect:

[image: Enable traces In Settings]

Figure 955: “Enable traces” In Settings
Alternatively, when you run the systrace.py script, you can include the
--set-tags switch, with a comma-delimited list of specific traces (“tags”)
that you want to collect. The list of available tag names can be found in
the developer documentation.
To actually collect the trace, you run the systrace.py script, optionally
with --set-tags or other command-line switches.
On Android 4.1 and 4.2, this would look like:


python systrace.py --set-tags gfx,view,wm
adb shell stop
adb shell start
python systrace.py --time=10 -o trace.html


The first python command runs systrace.py just to set the tags to
collect. If you set them using Developer Options in Settings, this would not be
required. Restarting adb shell is apparently needed, for unclear reasons.
The second systrace.py run will actually collect the trace, for 10 seconds
(--time=10), resulting in report written to trace.html in the current working
directory (-o trace.html).
The syntax changed for Android 4.3 and higher to simplify matters, combining
the two systrace.py commands into one:


python systrace.py --time=10 -o trace.html gfx view sched wm


Note that --set-tags is no longer used. Instead, all values not identified
by a switch are considered to be tags.
Once you run the script, quickly go to your device and run your test scenario,
as the trace starts immediately upon running the script.
Collecting Traces on Android 9.0 Devices
On Android 9.0 devices, collecting systrace traces is a bit easier, courtesy of
some on-device options. If you go into Settings > Developer Options > Debugging,
you will find a “System Tracing” option that is your gateway to systrace, as a
replacement for the “Enable traces” option on prior Android versions:

[image: System Tracing in Developer Options]

Figure 956: System Tracing in Developer Options
Tapping that item brings up a dedicated screen for configuring systrace:

[image: System Tracing Settings in Developer Options]

Figure 957: System Tracing Settings in Developer Options
Principally, you will want to toggle the “Record trace” switch to be on
when you want to start collecting a trace. This will also bring up a notification
to allow you to stop the trace collection. Tapping that notification not only
stops the trace collection, but it also raises another notification, which you
can tap to use ACTION_SEND to transfer the .ctrace file off of the device
using your preferred app. Alternatively, to get the trace file off of the device,
use adb pull. Ideally, you would
be able to get it via Android Studio’s Device File Explorer, but there is
a bug that prevents this.
Then, to convert the .ctrace file that you get into an HTML report, use systrace.py
akin to above:


python systrace.py --from-file /path/to/your.ctrace


(where /path/to/your.ctrace is the path to the .ctrace file that you obtained
from the device)
If you plan on collecting traces frequently this way, you might consider toggling
the “Show Quick Settings Tile” switch in the “System Tracing” screen in the
Developer Options. This will add a tile to your notification shade, for one-tap
starting and stopping of trace collection:

[image: System Tracing Quick Settings Tile]

Figure 958: System Tracing Quick Settings Tile
Choosing the Trace Tags
All of these instructions have been telling you to specify what systrace
tags to collect when you collect the trace data. So, what should you collect?
The big four are:

	
sched for CPU scheduling

	
gfx for graphics

	
view for widget rendering

	
wm for window management


Apps using WebView might consider the webview tag. There are
a variety of other tags
as well that you might find useful for one analysis or another. However,
be careful not to request “everything but the kitchen sink”, as it may make
your reports difficult to interpret.
Also note that not all devices support all tags. python systrace.py --list-categories
should tell you what is possible for your connected device.
Android 9.0 users can choose these options via the “Categories” item in the
“System Tracing” screen in the Developer Options:

[image: System Tracing Categories/Tags in Settings]

Figure 959: System Tracing Categories/Tags in Settings
Augmenting the Trace from Java
You can effectively add your own tag to the output in Java code, to flag key
sections of application processing and see where they fall in the report’s
timeline. To do this:

	Add calls to Trace.beginSection() and Trace.endSection() in your
API Level 18+ app. Here, Trace is android.os.Trace, and beginSection()
takes a String parameter that you would like to have logged. Note that
these calls can nest, so you can have one section inside of another, but
endSection() closes the last-begun section. Hence, make sure that your
beginSection() and endSection() calls match up, typically by using
try/finally exception handling. Also, your beginSection() and
endSection() calls must match up in terms of threads — you cannot begin
a section on one thread and end it on another.

	Add the --app switch to name your application’s package if you are running
systrace from the command line.


Viewing and Interpreting the Results
What you get as output is an HTML file that can be viewed in the Chrome
browser, though you will tend to want to use a development machine for this
instead of, say, an Android tablet. That is because the navigation of the Web
page is designed for use with a hardware QWERTY keyboard, which most Android
devices lack.
You can find a sample trace
from a Nexus 7 online, though note that the HTML is a bit large and may take a few
seconds to download. Initially, you will see something like this:

[image: Systrace Output, As Initially Viewed]

Figure 960: Systrace Output, As Initially Viewed
The left-hand sidebar represents various categories (or “slices” or “tags” or
whatever) of data collected by systrace. The main area shows a timeline for the
test, with rows corresponding to the sidebar entries for what was occurring at
the various times for that particular category. The bottom pane will hold details
that will appear when you click on various little blocks within that timeline.
Mostly, your navigation will use the W, A, S, and D keys, presumably chosen to
make it appear as though you are playing a video game. Specifically:

	W will zoom in the timeline, while S will zoom out

	A and D will pane the timeline left and right


Jank will show up as gaps in the SurfaceFlinger:

[image: Systrace Output, Zoomed In on 0.7 Seconds of Profiling]

Figure 961: Systrace Output, Zoomed In on 0.7 Seconds of Profiling
Each of the major ticks across the timeline represents 0.1 seconds. There should
be six frames in those seconds. However, we can see that in the 3.4-3.5 second
range, there is a dropped frame, which shows up as a gap where there should be
a pulse of SurfaceFlinger activity.
Zooming in further starts to bring up some detail for the threads in our
process, showing methods within the view processing hierarchy that we were
working on during this period of time:

[image: Systrace Output, Zoomed In on 40 Milliseconds of Profiling]

Figure 962: Systrace Output, Zoomed In on 40 Milliseconds of Profiling
In our gfx/view slice, we will see various blocks for different major operations
in the rendering of our UI. Notably, you will see blocks labeled “performTraversals”,
referring to the private performTraversals() method on ViewRootImpl. It turns
out that performTraversals() wraps around all of the work shown in the three
columns of our gfxinfo output: draw, process, and execute. The widths of the
“performTraversals” blocks in the systrace output shows us how long each of those
takes. What we want are nice, short blocks. Instead, panning through our trace,
you will see several that are too long.
The chapter on “jank busting”
will go into further analysis of where this particular
sample application went wrong that caused this behavior.
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Advanced ListViews
The humble ListView is the backbone of many an Android application. On phone-sized
screens, the screen may be dominated by a single ListView, to allow the user to choose
something to examine in more detail (e.g., pick a contact). On larger screens, the
ListView may be shown side-by-side with the details of the selected item, to minimize
the “pogo stick” effect seen on phones as users bounce back and forth between the list
and the details.
While we have covered the basics of ListView in the core chapters of this book,
there is a lot more that you can do if you so choose, to make your lists that much
more interesting — this chapter will cover some of these techniques.
Prerequisites
Understanding this chapter requires that you have read the core chapters,
particularly
the one on Adapter and AdapterView.
Multiple Row Types, and Self Inflation
When we originally looked at ListView, we had all of our rows come from a common
layout. Hence, while the data in each row would vary, the row structure itself would
be consistent for all rows. This is very easy to set up, but it is not always what
you want. Sometimes, you want a mix of row structures, such as header rows versus
detail rows, or detail rows that vary a bit in structure based on the data:

[image: ListView with Row Structure Mix (image courtesy of Google)]

Figure 464: ListView with Row Structure Mix (image courtesy of Google)
Here, we see some header rows (e.g., “SINGLE LINE LIST”) along with detail rows.
While the detail rows visually vary a bit, they might still be all inflated from
the same layout, simply making some pieces (second line of text, thumbnail, etc.)
visible or invisible as needed. However, the header rows are sufficiently visually
distinct that they really ought to come from separate layouts.
The good news is that Android supports multiple row types. However, this comes
at a cost: you will need to handle the row creation yourself, rather than chaining
to the superclass.
Our sample project,
Selection/HeaderDetailList
will demonstrate this, along with showing how you can create your own custom adapter
straight from BaseAdapter, for data models that do not quite line up with what
Android supports natively.
Our Data Model and Planned UI
The HeaderDetailList project is based on the ViewHolderDemo project
from the chapter on ListView. However, this time, we have our list
of 25 Latin words broken down into five groups of five, as seen in the HeaderDetailList activity:

  private static final String[][] items= {
      { "lorem", "ipsum", "dolor", "sit", "amet" },
      { "consectetuer", "adipiscing", "elit", "morbi", "vel" },
      { "ligula", "vitae", "arcu", "aliquet", "mollis" },
      { "etiam", "vel", "erat", "placerat", "ante" },
      { "porttitor", "sodales", "pellentesque", "augue", "purus" } };


(from Selection/HeaderDetailList/app/src/main/java/com/commonsware/android/headerdetail/HeaderDetailListDemo.java)
We want to display a header row for each batch:

[image: HeaderDetailList, on Android 4.0.3]

Figure 465: HeaderDetailList, on Android 4.0.3
The Basic BaseAdapter
Once again, we have a custom ListAdapter named IconicAdapter. However, this time,
instead of inheriting from ArrayAdapter, or even CursorAdapter, we are inheriting
from BaseAdapter. As the name suggests, BaseAdapter is a basic implementation of
the ListAdapter interface, with stock implementations of many of the ListAdapter
methods. However, BaseAdapter is abstract, and so there are a few methods that
we need to implement:

	
getCount() returns the total number of rows that would be in the list. In our
case, we total up the sizes of each of the batches, plus add one for each batch for
our header rows:



    @Override
    public int getCount() {
      int count=0;

      for (String[] batch : items) {
        count+=1 + batch.length;
      }

      return(count);
    }


(from Selection/HeaderDetailList/app/src/main/java/com/commonsware/android/headerdetail/HeaderDetailListDemo.java)

	
getItem() needs to return the data model for a given position, passed in as
the typical int index. An ArrayAdapter would return the value out of the array
at that index; a CursorAdapter would return the Cursor positioned at that
row. In our case, we will return one of two objects: either the String for rows
that are to display a Latin word, or an Integer containing our batch’s index for
rows that are to be a header:



    @Override
    public Object getItem(int position) {
      int offset=position;
      int batchIndex=0;

      for (String[] batch : items) {
        if (offset == 0) {
          return(Integer.valueOf(batchIndex));
        }

        offset--;

        if (offset < batch.length) {
          return(batch[offset]);
        }

        offset-=batch.length;
        batchIndex++;
      }

      throw new IllegalArgumentException("Invalid position: "
          + String.valueOf(position));
    }


(from Selection/HeaderDetailList/app/src/main/java/com/commonsware/android/headerdetail/HeaderDetailListDemo.java)

	
getItemId() needs to return a unique long value for a given position. A
CursorAdapter would find the _id value in the Cursor for that position and return
it. In our case, lacking anything else, we simply return the position itself:



    @Override
    public long getItemId(int position) {
      return(position);
    }


(from Selection/HeaderDetailList/app/src/main/java/com/commonsware/android/headerdetail/HeaderDetailListDemo.java)

	
getView(), which returns the View to use for a given row. This is the method
that we overrode on our IconicAdapter in some previous incarnations to tailor the
way the rows were populated. Our getView() implementation will be a bit more complex
in this case, due to our multiple-row-type requirement, so we will examine it a bit
later in this section.


Requesting Multiple Row Types
The methods listed above are the abstract ones that you have no choice but to
implement yourself. Anything else on the ListAdapter interface that you wish to
override you can, to replace the stub implementation supplied by BaseAdapter.
If you wish to have more than one type of row, there are two such methods that
you will wish to override:

	
getViewTypeCount() needs to return the number of distinct row types you will
use. In our case, there are just two:



    @Override
    public int getViewTypeCount() {
      return(2);
    }


(from Selection/HeaderDetailList/app/src/main/java/com/commonsware/android/headerdetail/HeaderDetailListDemo.java)

	
getItemViewType() needs to return a value from 0 to getViewTypeCount()-1,
indicating the index of the particular row type to use for a particular row position.
In our case, we need to return different values for headers (0) and detail rows
(1). To determine which is which, we use getItem() — if we get an Integer
back, we need to use a header row for that position:



    @Override
    public int getItemViewType(int position) {
      if (getItem(position) instanceof Integer) {
        return(0);
      }

      return(1);
    }


(from Selection/HeaderDetailList/app/src/main/java/com/commonsware/android/headerdetail/HeaderDetailListDemo.java)
The reason for supplying this information is for row recycling. The View that is
passed into getView() is either null or a row that we had previously created that
has scrolled off the screen. By passing us this now-unused View, Android is asking
us to reuse it if possible. By specifying the row type for each position, Android
will ensure that it hands us the right type of row for recycling — we will not be
passed in a header row to recycle when we need to be returning a detail row, for
example.
Creating and Recycling the Rows
Our getView() implementation, then, needs to have two key enhancements over previous
versions:

	We need to create the rows ourselves, particularly using the appropriate layout for
the required row type (header or detail)

	We need to recycle the rows when they are provided, as this has a major impact
on the scrolling speed of our ListView



To help simplify the logic, we will have getView() focus on the detail rows,
with a separate getHeaderView() to create/recycle and populate the header rows.
Our getView() determines up front whether the row required is a header and, if so,
delegates the work to getHeaderView():

    @Override
    public View getView(int position, View convertView, ViewGroup parent) {
      if (getItemViewType(position) == 0) {
        return(getHeaderView(position, convertView, parent));
      }

      View row=convertView;

      if (row == null) {
        row=getLayoutInflater().inflate(R.layout.row, parent, false);
      }

      ViewHolder holder=(ViewHolder)row.getTag();

      if (holder == null) {
        holder=new ViewHolder(row);
        row.setTag(holder);
      }

      String word=(String)getItem(position);

      if (word.length() > 4) {
        holder.icon.setImageResource(R.drawable.delete);
      }
      else {
        holder.icon.setImageResource(R.drawable.ok);
      }

      holder.label.setText(word);
      holder.size.setText(String.format(getString(R.string.size_template),
                                        word.length()));

      return(row);
    }


(from Selection/HeaderDetailList/app/src/main/java/com/commonsware/android/headerdetail/HeaderDetailListDemo.java)
Assuming that we are to create a detail row, we then check to see if we were passed
in a non-null View. If we were passed in null, we cannot recycle that row, so we
have to inflate a new one via a call to inflate() on a LayoutInflater we get via
getLayoutInflater(). But, if we were passed in an actual View to recycle, we can
skip this step.
From here, the getView() implementation is largely the way it was before, including
dealing with the ViewHolder. The only change of significance is that we have to manage
the label TextView ourselves — before, we chained to the superclass and let
ArrayAdapter handle that. So our ViewHolder now has a label data member with our
label TextView, and we fill it in along with the size and icon. Also, we use
getItem() to retrieve our Latin word, so it can find the right word for the given
position out of our various word batches.
Our getHeaderView() does much the same thing, except it uses getItem() to retrieve
our batch index, and we use that for constructing our header:

    private View getHeaderView(int position, View convertView,
                               ViewGroup parent) {
      View row=convertView;

      if (row == null) {
        row=getLayoutInflater().inflate(R.layout.header, parent, false);
      }

      Integer batchIndex=(Integer)getItem(position);
      TextView label=(TextView)row.findViewById(R.id.label);

      label.setText(String.format(getString(R.string.batch),
                                  1 + batchIndex.intValue()));

      return(row);
    }


(from Selection/HeaderDetailList/app/src/main/java/com/commonsware/android/headerdetail/HeaderDetailListDemo.java)
Choice Modes and the Activated Style
Sometimes, our ListView is alongside other content, such as in the “master-detail”
UI pattern:

[image: Master-Detail UI Pattern]

Figure 466: Master-Detail UI Pattern
In that case, the ListView should have a durable indication of what the user
last clicked on, since the detail widgets will contain details of that particular
item. A typical approach for this is to use the “activated” style for ListView
rows. In the chapter on styles, we saw an example of an “activated” style
that referred to a device-specific color to use for an activated background.
With ListView, you can show a selection by marking the selected row as “activated”,
so its style-specified “activated” background shows up.
Hence, the recipe for using activated notation for a ListView adjacent to details
on the last-clicked-upon ListView row is:

	Use CHOICE_MODE_SINGLE (or android:choiceMode="singleChoice") on the
ListView.

	Have a style resource, in res/values-v11/, that references the device-specific
activated background:




<?xml version="1.0" encoding="utf-8"?>
<resources>
  <style name="activated" parent="android:Theme.Holo">
    <item name="android:background">?android:attr/activatedBackgroundIndicator</item>
  </style>
</resources>



	Have the same style resource also defined in res/values if you are supporting
pre-Honeycomb devices, where you skip the parent and the background color override,
as neither of those specific values existed before API Level 11:




<?xml version="1.0" encoding="utf-8"?>
<resources>
  <style name="activated">
  </style>
</resources>



	Use that style as the background of your ListView row (e.g., style="@style/activated")


Android will automatically color the row background based upon the last row clicked,
instead of checking a RadioButton as you might ordinarily see with CHOICE_MODE_SINGLE
lists.
Custom Mutable Row Contents
Lists with pretty icons next to them are all fine and well. But, can we create
ListView widgets whose rows contain interactive child widgets instead of
just passive widgets like TextView and ImageView? For example, there is a
RatingBar widget that allows users to assign a rating by clicking on a set of
star icons. Could we combine the RatingBar with text in order to allow
people to scroll a list of, say, songs and rate them right inside the list?
There is good news and bad news.
The good news is that interactive widgets in rows work just fine. The bad
news is that it is a little tricky, specifically when it comes to taking action
when the interactive widget’s state changes (e.g., a value is typed into a
field). We need to store that state somewhere, since our RatingBar widget
will be recycled when the ListView is scrolled. We need to be able to set the
RatingBar state based upon the actual word we are viewing as the RatingBar
is recycled, and we need to save the state when it changes so it can be
restored when this particular row is scrolled back into view.
What makes this interesting is that, by default, the RatingBar has absolutely
no idea what item in the ArrayAdapter it represents. After all, the RatingBar
is just a widget, used in a row of a ListView. We need to teach the rows
which item in the ArrayAdapter they are currently displaying, so when their
RatingBar is checked, they know which item’s state to modify.
So, let’s see how this is done, using the activity in the
Selection/RateList
sample project. We will use the same basic classes as in most of our ListView
samples, where we are showing a list of Latin words. In this case,
you can rate the words on a three-star rating. Words given a top rating are put in all caps:

package com.commonsware.android.ratelist;

import android.app.ListActivity;
import android.os.Bundle;
import android.view.View;
import android.view.ViewGroup;
import android.widget.ArrayAdapter;
import android.widget.LinearLayout;
import android.widget.RatingBar;
import android.widget.TextView;
import java.util.ArrayList;

public class RateListDemo extends ListActivity {
  private static final String[] items={"lorem", "ipsum", "dolor",
          "sit", "amet",
          "consectetuer", "adipiscing", "elit", "morbi", "vel",
          "ligula", "vitae", "arcu", "aliquet", "mollis",
          "etiam", "vel", "erat", "placerat", "ante",
          "porttitor", "sodales", "pellentesque", "augue", "purus"};
  
  @Override
  public void onCreate(Bundle state) {
    super.onCreate(state);
    
    ArrayList<RowModel> list=new ArrayList<RowModel>();
    
    for (String s : items) {
      list.add(new RowModel(s));
    }
    
    setListAdapter(new RatingAdapter(list));
  }
  
  private RowModel getModel(int position) {
    return(((RatingAdapter)getListAdapter()).getItem(position));
  }
  
  class RatingAdapter extends ArrayAdapter<RowModel> {
    RatingAdapter(ArrayList<RowModel> list) {
      super(RateListDemo.this, R.layout.row, R.id.label, list);
    }
    
    public View getView(int position, View convertView,
                        ViewGroup parent) {
      View row=super.getView(position, convertView, parent);
      RatingBar bar=(RatingBar)row.getTag();
                          
      if (bar==null) {   
        bar=(RatingBar)row.findViewById(R.id.rate);
        row.setTag(bar);
        
        RatingBar.OnRatingBarChangeListener l=
                    new RatingBar.OnRatingBarChangeListener() {
          public void onRatingChanged(RatingBar ratingBar,
                                        float rating,
                                        boolean fromTouch)  {
            Integer myPosition=(Integer)ratingBar.getTag();
            RowModel model=getModel(myPosition);
            
            model.rating=rating;
          
            LinearLayout parent=(LinearLayout)ratingBar.getParent();
            TextView label=(TextView)parent.findViewById(R.id.label);
        
            label.setText(model.toString());
          }
        };
        
        bar.setOnRatingBarChangeListener(l);
      }

      RowModel model=getModel(position);
      
      bar.setTag(Integer.valueOf(position));
      bar.setRating(model.rating);
      
      return(row);
    }
  }
  
  class RowModel {
    String label;
    float rating=2.0f;
    
    RowModel(String label) {
      this.label=label;
    }
    
    public String toString() {
      if (rating>=3.0) {
        return(label.toUpperCase());
      }
      
      return(label);
    }
  }
}


(from Selection/RateList/app/src/main/java/com/commonsware/android/ratelist/RateListDemo.java)
Here is what is different in this activity and getView() implementation than
in earlier, simpler samples:

	While we are still using String array items as the list of Latin words,
rather than pour that String array straight into an ArrayAdapter, we
turn it into a list of RowModel objects. RowModel is the mutable model:
it holds the Latin word plus the current rating. In a real
system, these might be objects populated from a database, and the
properties would have more business meaning.

	Utility methods like onListItemClick() had to be updated to reflect
the change from a pure-String model to use a RowModel.

	The ArrayAdapter subclass (RatingAdapter), in getView(), lets
ArrayAdapter inflate and recycle the row, then checks to see if we
have a ViewHolder in the row’s tag. If not, we create a new ViewHolder
and associate it with the row. For the row’s RatingBar, we add an
anonymous onRatingChanged() listener that looks at the row’s tag
(getTag()) and converts that into an Integer, representing the
position within the ArrayAdapter that this row is displaying. Using
that, the rating bar can get the actual RowModel for the row and
update the model based upon the new state of the rating bar. It also
updates the text adjacent to the RatingBar when checked to match
the rating bar state.

	We always make sure that the RatingBar has the proper contents
and has a tag (via setTag()) pointing to the position in the adapter
the row is displaying.


The row layout is very simple: just a RatingBar and a TextView inside a
LinearLayout:

<?xml version="1.0" encoding="utf-8"?>
<LinearLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="wrap_content"
  android:orientation="horizontal"
>
  <RatingBar
    android:id="@+id/rate"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:numStars="3"
    android:stepSize="1"
    android:rating="2" />
  <TextView
    android:id="@+id/label"
    android:padding="2dip"
    android:textSize="18sp"
    android:layout_gravity="left|center_vertical"
    android:layout_width="match_parent"
    android:layout_height="wrap_content"/>
</LinearLayout>


(from Selection/RateList/app/src/main/res/layout/row.xml)
And the result is what you would expect, visually:

[image: RateList, As Initially Shown]

Figure 467: RateList, As Initially Shown
This includes the toggled rating bars turning their words into all caps:

[image: RateList, With a Three-Star Word]

Figure 468: RateList, With a Three-Star Word
From Head To Toe
Perhaps you do not need section headers scattered throughout your
list. If you only need extra “fake rows” at the beginning or end of
your list, you can use header and footer views.
ListView supports addHeaderView() and addFooterView() methods
that allow you to add View objects to the beginning and end of the
list, respectively. These View objects otherwise behave like
regular rows, in that they are part of the scrolled area and will
scroll off the screen if the list is long enough. If you want fixed
headers or footers, rather than put them in the ListView itself,
put them outside the ListView, perhaps using a LinearLayout.
To demonstrate header and footer views, take a peek at the
Selection/HeaderFooter
sample project, particularly the HeaderFooterDemo class:

package com.commonsware.android.header;

import java.util.Arrays;
import java.util.Collections;
import java.util.List;
import android.app.ListActivity;
import android.os.Bundle;
import android.os.SystemClock;
import android.view.View;
import android.widget.ArrayAdapter;
import android.widget.Button;
import android.widget.TextView;

public class HeaderFooterDemo extends ListActivity {
  private static String[] items={"lorem", "ipsum", "dolor",
                                  "sit", "amet", "consectetuer",
                                  "adipiscing", "elit", "morbi",
                                  "vel", "ligula", "vitae",
                                  "arcu", "aliquet", "mollis",
                                  "etiam", "vel", "erat",
                                  "placerat", "ante",
                                  "porttitor", "sodales",
                                  "pellentesque", "augue",
                                  "purus"};
  private long startTime=SystemClock.uptimeMillis();
  private boolean areWeDeadYet=false;
  
  @Override
  public void onCreate(Bundle state) {
    super.onCreate(state);
    setContentView(R.layout.main);
    getListView().addHeaderView(buildHeader());
    getListView().addFooterView(buildFooter());
    setListAdapter(new ArrayAdapter<String>(this,
                        android.R.layout.simple_list_item_1,
                        items));
  }
  
  @Override
  public void onDestroy() {
    super.onDestroy();
    
    areWeDeadYet=true;
  }
  
  private View buildHeader() {
    Button btn=new Button(this);
    
    btn.setText("Randomize!");
    btn.setOnClickListener(new View.OnClickListener() {
      public void onClick(View v) {
        List<String> list=Arrays.asList(items);
        
        Collections.shuffle(list);
        
        setListAdapter(new ArrayAdapter<String>(HeaderFooterDemo.this,
                            android.R.layout.simple_list_item_1,
                            list));
      }
    });
    
    return(btn);
  }
  
  private View buildFooter() {
    TextView txt=new TextView(this);
    
    updateFooter(txt);
    
    return(txt);
  }
  
  private void updateFooter(final TextView txt) {
    long runtime=(SystemClock.uptimeMillis()-startTime)/1000;
    
    txt.setText(String.valueOf(runtime)+" seconds since activity launched");
    
    if (!areWeDeadYet) {
      getListView().postDelayed(new Runnable() {
        public void run() {
          updateFooter(txt);  
        }
      }, 1000);
    }
  }
}

(from Selection/HeaderFooter/app/src/main/java/com/commonsware/android/header/HeaderFooterDemo.java)
Here, we add a header View built via buildHeader(), returning a
Button that, when clicked, will shuffle the contents of the list.
We also add a footer View built via buildFooter(), returning a
TextView that shows how long the activity has been running, updated
every second. The list itself is the ever-popular list of lorem ipsum words.
When initially displayed, the header is visible but the footer is
not, because the list is too long:

[image: A ListView with a header view shown]

Figure 469: A ListView with a header view shown
If you scroll downward, the header will slide off the top, and
eventually the footer will scroll into view:

[image: A ListView with a footer view shown]

Figure 470: A ListView with a footer view shown
Enter RecyclerView
RecyclerView is a more powerful (and more complex) replacement for
ListView and GridView. You can read more about
what it does and how you can use it.
Android Studio Editors and Dialogs
Eclipse, with the ADT plugin,
had many structured editors and specialized dialogs for modifying
Android project files and otherwise configuring Android project behavior.
Android Studio has fewer of those, and they are generally less critical.
The editors and dialogs presented in this chapter can be useful, at least
in some cases, but you do not need to use any of them to be able to
create your Android projects. However, some may speed up your Android
development a bit over working with bare resource and Gradle files.
Prerequisites
Understanding this chapter requires that you have read the core chapters
of this book, along with the chapter on Gradle and build variants.
Project Structure
The Project Structure dialog allows you to configure many aspects
of your build.gradle files from a tabbed property-style dialog, as
opposed to having to work with the Gradle scripts directly. On the
plus side, this can be easier. However, since Gradle is built on the
Groovy scripting language, build.gradle files are not simple XML or
JSON data structures. It remains to be seen how well the Project
Structure dialog will be able to handle complex Gradle scripts.
To access the Project Structure dialog, choose File > Project
Structure from the main IDE menu.
The left-hand side lists major areas of the dialog; choosing one
of those switches to that area’s form on the right.
The sections that follow outline each of the major areas and what
you can configure in them.
SDK Location
The Project Structure dialog opens up on the SDK Location area, where
you can configure where your Android SDK is located, where your
JDK is located, and where your NDK is located:

[image: Project Structure Dialog, SDK Location Category]

Figure 883: Project Structure Dialog, SDK Location Category
For new Android Studio 2.2+ installations, the default is for
Android Studio to use a version of the Java JDK that ships with
the IDE itself, in which case “Use embedded JDK (recommended)”
will be checked.
Adjusting these in Project Settings affects this specific project.
There is also File > Other Settings > Default Project Structure,
where you can edit the default values to be used for new projects and
projects that you import in the future.
Project Settings
The second entry in the Project Structure dialog category list is
“Project”. This allows you to configure four items found by default
in the build.gradle file in your project root or in the
gradle-wrapper.properties file:

	What version of Gradle you wish to use for the Gradle Wrapper

	What version of the Android Gradle Plugin you wish to use

	What artifact repository should be used for pulling in the Gradle for
Android plugin (and any other plugins you may be using)

	What artifact repository should be used by default for standard module
artifacts (e.g., those you request via implementation directives in your
module’s build.gradle file)



[image: Project Structure Dialog, Project Settings Category]

Figure 884: Project Structure Dialog, Project Settings Category
Developer Services
If you are using select portions of the Play Services SDK, the items
under the “Developer Services” divider allow you to configure those portions.
By default, they amount to checkboxes, to enable certain features:

[image: Project Structure Dialog, Notifications Category]

Figure 885: Project Structure Dialog, Notifications Category
Module Settings
Below the “Modules” divider in the category list on the left will come all of your
modules. If you are not using modules, there will be a single entry in
the category list with the same name as your project, as a quasi-module.
Clicking on a module will bring up a set of tabs on the right to edit
various properties of that module, independently of any other module
in your project. The following sections outline the contents of those
tabs.
Properties
The first tab is labeled “Properties” and allows you to adjust various
top-level settings in your module’s build.gradle file.

[image: Project Structure Dialog, Module Category, Properties Tab]

Figure 886: Project Structure Dialog, Module Category, Properties Tab
These include:

	Your compileSdkVersion (“Compile Sdk Version” drop-down)

	Your buildToolsVersion (“Build Tools Version” drop-down)

	Another artifact repository to use for this module, added to your
module’s repositories closure (“Library Repository”)

	The ignoreAssetsPattern property in aaptOptions
(“Ignore Assets Pattern”)

	The incremental property in dexOptions
(“Incremental Dex”)

	The sourceCompatibility in compileOptions
(“Source Compatibility”)

	The targetCompatibility in compileOptions
(“Target Compatibility”)


Signing
If your module’s build.gradle file has a signingConfigs closure, the
“Signing” tab will let you edit those signing configurations:

[image: Project Structure Dialog, Module Category, Signing Tab]

Figure 887: Project Structure Dialog, Module Category, Signing Tab
Each signing configuration that you have defined will appear in the list
on the left side of the tab. On the right are fields for you to fill
in the signing configuration name, the keystore file and key alias to use,
and the passwords to use for accessing that file and alias.
The green plus (“+”) icon on the right side of the list lets you define
a new signing configuration, while the red minus (“-”) icon lets you delete
an existing signing configuration.
Flavors
The “Flavors” tab starts off with a single “flavor”, representing
your build.gradle file’s defaultConfig settings. The green plus
icon next to the list of flavors lets you define a new flavor, while
the red minus icon lets you remove an existing flavor. Note that you
cannot remove defaultConfig, as it is defined by the Gradle for
Android plugin.

[image: Project Structure Dialog, Module Category, Flavors Tab]

Figure 888: Project Structure Dialog, Module Category, Flavors Tab
On the right side of the tab, you can set or change the name of the
flavor, plus you can adjust various flavor (or defaultConfig)
settings, including:

	the minSdkVersion value (“Min Sdk Version” drop-down)

	the applicationId (“Application Id”)

	the ProGuard rules file to use for builds (“Proguard File”)

	which of your defined signing configurations to use (“Signing Config” drop-down)

	the targetSdkVersion value (“Target Sdk Version” drop-down )

	
the testInstrumentationRunner to use for instrumentation testing
(“Test Instrumentation Runner”)

	
the testApplicationId value for instrumentation testing (“Test
Application Id”)

	the versionCode and versionName to use (“Version Code” and “Version Name”),
along with the suffix to apply to the version name (unique to this
product flavor)


Build Types
The “Build Types” tab allows you to adjust settings for the debug
and release build types. The green plus
icon next to the list of build types lets you define a new build type, while
the red minus icon lets you remove an existing build type. Note that you
cannot remove debug or release, as they are defined by Gradle.

[image: Project Structure Dialog, Module Category, Build Types Tab]

Figure 889: Project Structure Dialog, Module Category, Build Types Tab
On the right side of the tab, you can set or change the name of the
build type, plus you can adjust various settings in your
buildTypes closure, including:

	the value of debuggable, to control if the app is considered
to be debuggable on production hardware (“Debuggable” drop-down)

	the value of the undocumented jniDebuggable flag (“Jni Debuggable”)

	which signing configuration to use (“Signing Config” drop-down)

	the value of the undocumented renderscriptDebuggable flag (“Renderscript Debuggable”)

	the value of the undocumented renderscriptOptimLevel property (“Renderscript Optim Level”)

	the value of minifyEnabled, to control whether the build process
should attempt to strip out unused code (“Minify Enabled” drop-down)

	the value of the undocumented pseudoLocalesEnabled flag (“Pseudo Locales Enabled”)

	the ProGuard rules file to use for builds (“Proguard File”)

	the suffix to append to the applicationId (“Application Id Suffix”)

	the suffix to append to the versionName (“Version Name Suffix”)

	whether the resulting APK should be processed by zipalign
(“Zip Align Enabled”)


Dependencies
If your project has any defined dependencies in a dependencies closure,
these will appear in the “Dependencies” tab:

[image: Project Structure Dialog, Module Category, Dependencies Tab]

Figure 890: Project Structure Dialog, Module Category, Dependencies Tab
The tab is dominated by a two-column table, where the left column is the
dependency itself. The right column is the “scope”, where the cell shows
the current scope, and if you click on it, you get a drop-down list of available
scopes:

[image: Dependencies Tab, Showing Scope Drop-Down]

Figure 891: Dependencies Tab, Showing Scope Drop-Down
Those scopes include:

	“Implementation”, for an implementation dependency

	“Test implementation” for an androidTestImplementation dependency (i.e., one to be used
only for instrumentation testing)

	“Unit test implementation” for a testImplementation dependency (i.e., one to be used
only for unit testing)

	Other “compile” scopes for your build variants (e.g., “Debug compile” for
a debugCompile dependency)

	“Compile only”, for a compileOnly dependency (where the dependency is used only
at compile time and its contents are not packaged into the APK file)

	“Runtime only” for a runtimeOnly dependency (where the dependency is not used at compile
time, but its contents are packaged into the APK file)


The latter two scopes will be used infrequently.
If you click the green + button, you will be able to add a new dependency.
A drop-down menu will let you choose between a library dependency (i.e.,
for an artifact in a repository), a file dependency, and a module dependency
(i.e., to depend upon another module in your project).
Typically, you will be adding library dependencies. When you choose that
option, another dialog appears to allow you to search for likely dependencies or
type in the full dependency identifier (group ID:artifact ID:version).

[image: Choose Library Dependency Dialog, As Initially Launched]

Figure 892: Choose Library Dependency Dialog, As Initially Launched

[image: Choose Library Dependency Dialog, With Search Results for greenrobot]

Figure 893: Choose Library Dependency Dialog, With Search Results for “greenrobot”
The red - icon in the same toolbar as the green + will remove a dependency,
while the up and down arrows allow you to reorder the dependencies.
Translations Editor
On Android Studio, if you open a file containing string resources,
you will find a notification banner atop the editor, offering
a way for you to “Edit translations for all locales in the translations
editor”:

[image: Notification Banner for Translations Editor]

Figure 894: Notification Banner for Translations Editor
Clicking the “Open editor” link will open the Translations Editor.
You can also get to this editor by right-clicking over the resource
file in the Project or Android view on the left and choosing “Open
Translation Editor” from the context menu.
For an un-translated project — such as one newly-created from the
new-project wizard — when you open the Translations Editor, you
will just see all of the existing strings:

[image: Translations Editor, As Initially Opened]

Figure 895: Translations Editor, As Initially Opened
These are labeled as “default value” because, in this case, the
values are coming from the default resource set (res/values/strings.xml),
not some specific language translation.
You can edit an existing default value either by clicking on the cell containing
the default value (e.g., clicking the “My Application” cell), or by clicking
anywhere on the row and then editing the value in the “Default Value” field
towards the bottom of the editor. Note that you cannot edit keys via
this editor.
The right-hand column of the table has checkboxes, with a column heading
of “Untranslatable”. Checking one of those adds a translatable="false"
attribute to the <string> element in the XML. The IDE and related tools
can use this to not warn you that this string lacks translations. This
would be good for strings that you elected to put in string resources
yet are not user-facing and therefore do not need translation.
The + icon in the toolbar, when clicked, pops up a dialog where you can
define a new string:

[image: Translations Editor, New-String Dialog]

Figure 896: Translations Editor, New-String Dialog
Where the fun begins, though, is if you click the globe icon in the toolbar.
This displays a drop-down list of languages:

[image: Translations Editor, Showing Languages Drop-Down List]

Figure 897: Translations Editor, Showing Languages Drop-Down List
Choosing a language has two main effects. First, it creates a corresponding
res/values-*/ directory for your chosen language. Second, it adds a
column to the Translations Editor for that language:

[image: Spanish Strings in Resource File and Translations Editor]

Figure 898: Spanish Strings in Resource File and Translations Editor
You can then click on a cell representing a word and its language,
and fill in the translation in the form:

[image: Translations Editor, Showing Spanish Translation]

Figure 899: Translations Editor, Showing Spanish Translation
The icons to the right of the “Default Value” and “Translation” fields
in the form simply pop up a dialog giving you a bit more room to type:

[image: Translations Editor, Values Edit Dialog]

Figure 900: Translations Editor, Values Edit Dialog
Hosting Slices
For a SliceProvider to be useful, something need to be able to request and
display a slice served by that provider. In this chapter, we will explore what
it takes to do just that: display in your app a slice obtained from some other app’s
SliceProvider.
What You Need to Know
Hosting slices is tied very closely to LiveData from the Architecture Components.
In a nutshell, LiveData is a way for you to subscribe to updates to some source
of data, akin to subscribing to an RxJava Observable. LiveData has the
added benefit of being aware of the Android lifecycle, so it can cleanly
unsubscribe from the data source when the hosting activity or fragment is
destroyed. You can learn more about LiveData from CommonsWare’s book,
Android’s Architecture Components.
The
Slices/Inspector
sample project
shown in this chapter happens to be written in Kotlin.
If you are not familiar with Kotlin, focus less on the syntax shown in the examples
and more on the concepts outlined in the prose.
Why?
Just because somebody needs to host slices does not mean that you have to host
slices in your app. So, why would you bother writing code to display other apps’
slices?

	Perhaps you are not interested in hosting slices from arbitrary apps, but
instead wish to host slices from other apps in your app suite, as a form
of integration.

	Perhaps you are interested in integrating slices from specific slice providers,
if they happen to be installed on the device. For example, someday, the Wikipedia
app might offer slices tied to search terms, where the slice might have a sentence
about the topic and perhaps an image. That slice could lead users over to the Wikipedia
app to learn more. You might be interested in displaying their slices, rather than
hooking up to some Wikipedia-specific API, to help users learn more about specific
terms that they encounter in your app.

	Perhaps you maintain a home screen/launcher app, and you want to offer slices
as another form of interactive content, alongside classic Android app widgets.

	Perhaps a firm like Amazon might offer slices based on products, where your
request for their slice can include a referral code. Users who purchase products
from your app (and your hosted Amazon slices) trigger you to earn referral fees,
as another income source.


Depending on how the slice ecosystem evolves, there could be many good reasons to
host slices. And, the good news is that for simple scenarios, hosting slices is
not very difficult.
How?
You have two main approaches for hosting a slice. Most developers will take the
simple approach, using some Google-supplied library code to display and update
the slice. If needed, though, you can get at the raw information about the slice
and build your own custom rendered edition of that information.
In both cases, for the moment, we will assume that we know the Uri of the
SliceProvider. In the Inspector sample app, to keep it simple, this value
is hard-coded in gradle.properties to be the SamplerX example from
the chapter on publishing slices:

SLICE_URI=content://com.commonsware.android.slice.dice.provider

(from Slices/Inspector/gradle.properties)
You can test using the Inspector with any other slice provider simply
by changing that line to provide the Uri that you wish to test. That
Uri is then hoisted into BuildConfig via a buildConfigField statement
in app/build.gradle:

    buildConfigField "String", "SLICE_URI", '"' + SLICE_URI + '"'


(from Slices/Inspector/app/build.gradle)
So, the app’s code can identify our SliceProvider via BuildConfig.SLICE_URI.
The Simple Way: SliceView
Only two classes are really needed to render a slice given the Uri:

	
SliceView, which is a widget that knows how to display a slice, and

	
SliceLiveData, which is a LiveData that knows how to communicate with
a SliceProvider, given its Uri, and push slice data to a SliceView



The sample app has a ViewPager with four tabs. The first three tabs each
show a slice from the provider identified by SLICE_URI. Those tabs
each use a SliceView, centered inside of a ConstraintLayout:

<?xml version="1.0" encoding="utf-8"?>
<androidx.constraintlayout.widget.ConstraintLayout xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:background="@android:color/darker_gray">

  <androidx.slice.widget.SliceView
    android:id="@+id/slice"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_margin="8dp"
    android:background="@android:color/white"
    app:layout_constraintBottom_toBottomOf="parent"
    app:layout_constraintEnd_toEndOf="parent"
    app:layout_constraintStart_toStartOf="parent"
    app:layout_constraintTop_toTopOf="parent" />
</androidx.constraintlayout.widget.ConstraintLayout>

(from Slices/Inspector/app/src/main/res/layout/fragment_slice.xml)
A SliceView has no intrinsic background. If you do nothing else, it will render
text and images with no background. In this layout, we set the ConstraintLayout
to have a gray background and the SliceView to have a white background, so
you can see the bounds the SliceView.
The sample app has a TabAdapter serving as our PagerAdapter for the ViewPager.
For those first three tabs, it creates instances of a SliceFragment:

package com.commonsware.android.slice.inspector

import androidx.fragment.app.Fragment
import androidx.fragment.app.FragmentManager
import androidx.fragment.app.FragmentPagerAdapter
import androidx.slice.widget.SliceView

class TabAdapter(fm: FragmentManager, private val titles: Array<String>) : FragmentPagerAdapter(fm) {
  override fun getCount() = 4

  override fun getPageTitle(position: Int) = titles[position]

  override fun getItem(position: Int): Fragment =
      when (position) {
        0 -> SliceFragment.newInstance(SliceView.MODE_SHORTCUT)
        1 -> SliceFragment.newInstance(SliceView.MODE_SMALL)
        2 -> SliceFragment.newInstance(SliceView.MODE_LARGE)
        else -> InspectorFragment()
      }
}

(from Slices/Inspector/app/src/main/java/com/commonsware/android/slice/inspector/TabAdapter.kt)
The newInstance() factory method on SliceFragment takes a SliceView
“mode” value, indicating whether we want a shortcut, a small view, or a large
view. These modes were describe in the chapter on publishing slices.
In onCreateView(), the SliceFragment fills the mode into the SliceView via setMode()
(via the mode property syntax in Kotlin), defaulting to large mode if
for some reason we did not get a mode provided to us:

package com.commonsware.android.slice.inspector

import android.net.Uri
import android.os.Bundle
import android.view.LayoutInflater
import android.view.View
import android.view.ViewGroup
import androidx.fragment.app.Fragment
import androidx.slice.widget.SliceLiveData
import androidx.slice.widget.SliceView

private const val ARG_MODE = "mode"

class SliceFragment : Fragment() {
  companion object {
    fun newInstance(mode: Int) =
        SliceFragment().apply {
          arguments = Bundle().apply { putInt(ARG_MODE, mode) }
        }
  }

  override fun onCreateView(inflater: LayoutInflater, container: ViewGroup?, state: Bundle?): View? {
    val result = inflater.inflate(R.layout.fragment_slice, container, false)
    val sliceView = result.findViewById<SliceView>(R.id.slice)

    sliceView.mode = arguments?.getInt(ARG_MODE, SliceView.MODE_LARGE) ?: SliceView.MODE_LARGE

    SliceLiveData
        .fromUri(activity!!, Uri.parse(BuildConfig.SLICE_URI))
        .observe(this, sliceView)

    return result
  }
}

(from Slices/Inspector/app/src/main/java/com/commonsware/android/slice/inspector/SliceFragment.kt)
Then, we:

	Parse SLICE_URI into an actual Uri


	Pass that, along with our activity, to SliceLiveData.fromUri(), to get a
SliceLiveData that is configured to pull slice data from the identified provider

	
observe() that SliceLiveData, having its slice data be fed into the SliceView



And… that’s it.
At this point, SliceLiveData and SliceView take over to render the slice in
the requested mode:

[image: Slice Inspector, Showing Shortcut Mode]

Figure 720: Slice Inspector, Showing Shortcut Mode

[image: Slice Inspector, Showing Small Mode]

Figure 721: Slice Inspector, Showing Small Mode

[image: Slice Inspector, Showing Large Mode]

Figure 722: Slice Inspector, Showing Large Mode
All of the actions included in the slice are handled by SliceView. In this case,
all of the SamplerX actions work, each showing a Toast with the appropriate
message.
Also, so long as you SliceLiveData has an active observer, it will receive updates
to the slice content if the SliceProvider publishes updates. So, for example,
if you inspect a slice that needs to perform network I/O — such as the weather
slice profiled in the chapter on publishing slices — you will
first get whatever the “loading” slice content is, then you will get the real
content. SliceLiveData simply pushes new slices to the SliceView, which updates
its content accordingly.
The Fully-Custom Way: Slice
You do not need a SliceView to display the contents of a slice, if you want
to decide how to display those contents yourself. Instead, have the SliceLiveData
route to your own code. It will hand you Slice objects, which you can inspect
and use for setting up your own UI.
Unfortunately, this is largely undocumented.
The fourth tab in the Slice Inspector brings up a graph showing the various
pieces of a slice:

[image: Slice Inspector, Showing Graph of Slice Elements]

Figure 723: Slice Inspector, Showing Graph of Slice Elements
This is handled by a separate InspectorFragment, using a TreeView from
this library.
A Slice is a tree structure, created using the various builders inside of
the SliceProvider.
The root Slice will contain one or more SliceItem objects, obtained via
the getItems() method (or the items property in Kotlin). Each SliceItem
has a getFormat() method indicating what sort of item it is and what it contains:

	
FORMAT_TEXT contains some text to render, which you can get via getText()
on the SliceItem


	
FORMAT_IMAGE contains an image to render, which you can get via getIcon()
on the SliceItem


	
FORMAT_SLICE contains a nested Slice in the tree, which you can get via
getSlice() and can then traverse as desired

	And so on


The sample app’s graph simply puts the format value into each of the nodes,
since formats happen to be human-readable strings. A app that wanted to do
its own rendering of a slice — such as a screen reader wanting to use
text-to-speech — would need to make sense of what is all in these slices
and how to use them.
Most such apps will leverage SliceMetadata to help. You can wrap a Slice in
a SliceMetadata via the SliceMetadata.from() method. SliceMetadata will
give you higher-order information about an individual slice, such as:

	The actions, toggles, and similar elements that may be a part of the slice

	The title, subtitle, summary, and other text that is part of the slice

	A isPermissionSlice(), which attempts to tell you if this slice is really
a request for the user to grant permissions, instead of containing actual
content

	And so on


The Catch: Discovering Slices
The Slice Inspector sample app cheats. It already knows the Uri of the slice
provider, courtesy of that SLICE_URI value in gradle.properties.
In some cases, your app will be able to cheat as well. If you want to show slices
from some particular app, you can “bake” the Uri to its provider into your
code by one means or another. You can use PackageManager and queryContentProviders()
to determine if that provider exists, and if it does, you can arrange to display
its slices.
But what if you do not know what slice providers to use?
Eventually, the slice ecosystem will work out options for discovering slice
providers. There is already a partial mechanism in place, involving Intent
objects, but it is largely undocumented as of July 2018. Plus, it is fairly
abstract, moving the discovery question from “how do I get the Uri?” to
“how do I create the correct Intent?”.
Slices… from the Web?
Most of the focus on slices assume that the Uri in question is tied to a
SliceProvider.
However, there is code in Google’s Slice Viewer app
that supports slice Uri values having http or https as a scheme, instead
of content. This implies that slices might come directly from Web servers,
in addition to from local slice providers.
A slice host will not really care
about the difference, other than perhaps needing the INTERNET permission where
it might not be required otherwise. SliceLiveData is already asynchronous, so
whether the slice data is coming from another app on the device or is coming
from a server is an implementation detail for SliceLiveData, not for the hosting app.
Right now, there is no documentation for how one would do this. It is entirely
possible that this bit of code was from some experiments that will never be
fully supported by the slice libraries. However, if you are implementing a slice
host, you may wish to watch for any signs that slices are being served by Web
sites — if nothing else, they would represent additional scenarios for your
app’s test suite.
The ContactsContract and CallLog Providers
One of the more popular stores of data on your average Android device
is the contact list. Ever since Android 2.0, Android tracks contacts
across multiple different
“accounts”, or sources of contacts. Some may come from your Google
account, while others might come from Exchange or other services.
This chapter will walk you through some of the basics for accessing
the contacts on the device. Along the way, we will revisit and expand
upon our knowledge of using a ContentProvider.
First, we will review the contacts APIs, past and
present. We will then demonstrate how you can connect to the contacts
engine to let users pick and view contacts… all
without your application needing to know much of how contacts work.
We will then show how you can query the contacts
provider to obtain contacts and some of their details, like email
addresses and phone numbers. We wrap by showing how you can invoke a
built-in activity to let the user
add a new contact,
possibly including some data supplied
by your application.
In addition, we will take a peek at the CallLog provider, which, as the
name suggests, gives you access to a log of calls made on the device.
Prerequisites
Understanding this chapter requires that you have read these chapters
in addition to the core chapters:

	content provider theory

	content provider implementations

	the Loader framework


Introducing You to Your Contacts
Android makes contacts available to you via a complex
ContentProvider framework, so you can access many facets of a
contact’s data — not just their name, but addresses, phone
numbers, groups, etc. Working with the contacts ContentProvider set
is simple… only if you have an established pattern to work with.
Otherwise, it may prove somewhat daunting.
Organizational Structure
The contacts ContentProvider framework can be found as the set of
ContactsContract classes and interfaces in the android.provider
package. Unfortunately, there is a dizzying array of inner classes to
ContactsContract.
Contacts can be broken down into two types: raw and aggregate. Raw
contacts come from a sync provider or are hand-entered by a user.
Aggregate contacts represent the sum of information about an
individual culled from various raw contacts. For example, if your
Exchange sync provider has a contact with an email address of
jdoe@foo.com, and your Facebook sync provider has a contact with an
email address of jdoe@foo.com, Android may recognize that those two
raw contacts represent the same person and therefore combine those in
the aggregate contact for the user. The classes relating to raw
contacts usually have Raw somewhere in their name, and these
normally would be used only by custom sync providers.
The ContactsContract.Contacts and ContactsContract.Data classes
represent the “entry points” for the ContentProvider, allowing you
to query and obtain information on a wide range of different pieces
of information. What is retrievable from these can be found in the
various ContactsContract.CommonDataKinds series of classes. We will
see examples of these operations later in this chapter.
A Look Back at Android 1.6
Prior to Android 2.0, Android had no contact synchronization built
in. As a result, all contacts were in one large pool, whether they
were hand-entered by users or were added via third-party
applications. The API used for this is the Contacts
ContentProvider.
The Contacts ContentProvider still works, as
it is merely deprecated in Android 2.0.1, not removed. In practice,
it has one big limitation: it will only report contacts added directly
to the device (as opposed to ones synchronized from Microsoft Exchange,
Facebook, or other sources). As a result, modern Android apps should
not be using Contacts in general — use ContactsContract.
Pick a Peck of Pickled People
Back in the chapter on resource sets and configurations,
we saw a series of examples of handling configuration changes.
Those samples allowed the user to pick a contact and view a contact.
There, we focused on the configuration change aspect. Here, let’s examine
the actual pick and view logic a bit more closely.
Picking a Contact
When the user picks a contact, we call startActivityForResult()
with an ACTION_PICK Intent:

  public void pickContact(View v) {
    Intent i=
        new Intent(Intent.ACTION_PICK,
                   ContactsContract.Contacts.CONTENT_URI);

    startActivityForResult(i, PICK_REQUEST);
  }


(from ConfigChange/Fragments/app/src/main/java/com/commonsware/android/rotation/frag/RotationFragment.java)
The Intent has ContactsContract.Contacts.CONTENT_URI as its Uri.
Here, ContactsContract.Contacts.CONTENT_URI is defined by the Android
SDK and points to the contacts “table” inside the ContactsContract
“database”, as it were. Whether there is really a database or a table involved
is up to the implementation of ContactsContract, of course.
When we call startActivityForResult(), Android needs to find an
activity to fulfill this request. However, at the outset, all
it has is an action string and a Uri. There could be all sorts
of activities on the device that advertise that they can pick
from a collection identified by a Uri starting with the content
scheme.
To help refine the request, Android asks the ContactsContract
ContentProvider what the MIME type is for this Uri. Then, Android
knows an action string, a MIME type, and a Uri. It so happens that
the contacts apps that ship on Android have an activity that has an
<intent-filter> that indicates that it can handle ACTION_PICK
of the relevant MIME type from a content Uri. And so that is the
activity that the user sees.
The Uri that we get back in onActivityResult() not only points
to the contact that the user picked, but also gives us
temporary read access to that contact’s personally identifying
information. In effect, it is as if the normal READ_CONTACTS
permission requirement was suspended, for this one Uri, for
our app alone. Once our process terminates, we may no longer
have the ability to get at details about that contact via its
Uri, as this read access is temporary.
Viewing a Contact
As it turns out, the sample app does not take advantage of the
temporary read access. Instead, when the user clicks the “View” button,
the app just brings up an activity to go view that contact:

  public void viewContact(View v) {
    startActivity(new Intent(Intent.ACTION_VIEW, contact));
  }


(from ConfigChange/Fragments/app/src/main/java/com/commonsware/android/rotation/frag/RotationFragment.java)
Once again, Android has an action string (ACTION_VIEW) and a Uri
(the one that we got in response to the ACTION_PICK request). And,
once again, Android asks ContactsContract for the MIME type of the
data associated with this Uri, so that the MIME type can help identify
the right activity to handle this request. The contacts app that comes
on the device should have an activity that complies, and so we can view
the contact.
In truth, the only reason why we as developers can count on these
activities existing is because of Google Play Services and the Play Store.
The Compatibility Definition Document (CDD) that manufacturers must
comply with to get Google’s proprietary Android apps requires that
the device ship with apps that fulfill all of the <intent-filter>
elements supported by the apps in the Android Open Source Project (AOSP).
Hence, for devices that legitimately have the Play Store on them,
there should always be an app that offers activities to allow users to
pick and view contacts. However, on devices that do not legitimately
have the Play Store, those activities might not exist. Manufacturers
who avoid Google’s proprietary apps should still aim to comply with
the CDD as much as possible, if they want third-party apps like yours
to work successfully on those devices. However, there is no contractual
requirement that they do, and so, as the saying goes, your mileage may vary
(YMMV).
Spin Through Your Contacts
The preceding example allows you to work with contacts, yet not
actually have any contact data other than a transient Uri. All else
being equal, it is best to use the contacts system this way, as it
means you do not need any extra permissions that might raise privacy
issues.
Of course, all else is rarely equal.
Your alternative, therefore, is to execute queries against the
contacts ContentProvider to get actual contact detail data back,
such as names, phone numbers, and email addresses. The
Contacts/Spinners
sample application will demonstrate this
technique.
Contact Permissions
Since contacts are privileged data, you need certain permissions to
work with them. Specifically, you need the READ_CONTACTS permission
to query and examine the ContactsContract content and
WRITE_CONTACTS to add, modify, or remove contacts from the system.
This only holds true if your code will have access to personally-identifying
information, which is why the Pick sample above — which just has an
opaque Uri — does not need any permission.
For example, here is the manifest for the Contacts/Spinners sample
application:

<?xml version="1.0" encoding="utf-8"?>
<manifest package="com.commonsware.android.contacts.spinners"
  xmlns:android="http://schemas.android.com/apk/res/android"
  android:versionCode="1"
  android:versionName="1.0">

  <uses-permission android:name="android.permission.READ_CONTACTS" />

  <application
    android:icon="@drawable/ic_launcher"
    android:label="@string/app_name"
    android:theme="@style/Theme.Apptheme">
    <activity
      android:name=".ContactSpinners"
      android:label="@string/app_name">
      <intent-filter>
        <action android:name="android.intent.action.MAIN" />
        <category android:name="android.intent.category.LAUNCHER" />
      </intent-filter>
    </activity>
  </application>
</manifest>


(from Contacts/Spinners/app/src/main/AndroidManifest.xml)
And, since this app has a targetSdkVersion of 26, we also need to deal
with runtime permissions, as READ_CONTACTS has a protectionLevel of
dangerous, so we need to ask the user for permission at runtime. To that
end, we use the same AbstractPermissionActivity seen elsewhere in the book
as the base class for our ContactSpinners activity, so we can delegate
all of the runtime permission logic to AbstractPermissionActivity.
Pre-Joined Data
While the database underlying the ContactsContract content provider
is private, one can imagine that it has several tables: one for
people, one for their phone numbers, one for their email addresses,
etc. These are tied together by typical database relations, most
likely 1:N, so the phone number and email address tables would have a
foreign key pointing back to the table containing information about
people.
To simplify accessing all of this through the content provider
interface, Android pre-joins queries against some of the tables. For
example, you can query for phone numbers and get the contact name and
other data along with the number — you do not have to do this
join operation yourself.
The UI
The ContactSpinners activity has a RecyclerView
along with a Spinner:

<?xml version="1.0" encoding="utf-8"?>
<LinearLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:orientation="vertical">

  <Spinner
    android:id="@+id/spinner"
    android:layout_width="match_parent"
    android:layout_height="wrap_content"
    android:drawSelectorOnTop="true" />

  <android.support.v7.widget.RecyclerView
    android:id="@android:id/list"
    android:layout_width="match_parent"
    android:layout_height="match_parent" />
</LinearLayout>


(from Contacts/Spinners/app/src/main/res/layout/main.xml)
In onReady() of the activity, we load up the Spinner, plus configure the RecyclerView:

  @Override
  public void onReady() {
    setContentView(R.layout.main);

    Spinner spin=findViewById(R.id.spinner);
    spin.setOnItemSelectedListener(this);

    ArrayAdapter<String> aa=new ArrayAdapter<String>(this,
      android.R.layout.simple_spinner_item,
      getResources().getStringArray(R.array.options));

    aa.setDropDownViewResource(
      android.R.layout.simple_spinner_dropdown_item);
    spin.setAdapter(aa);

    RecyclerView rv=findViewById(android.R.id.list);

    rv.setLayoutManager(new LinearLayoutManager(this));
    rv.addItemDecoration(new DividerItemDecoration(this,
      DividerItemDecoration.VERTICAL));
    adapter=new RVCursorAdapter(getLayoutInflater());
    rv.setAdapter(adapter);
  }


(from Contacts/Spinners/app/src/main/java/com/commonsware/android/contacts/spinners/ContactSpinners.java)
In particular, we populate the Spinner based on a <string-array>
resource from the res/values/arrays.xml file:

<?xml version="1.0" encoding="utf-8"?>
<resources>
  <string-array name="options">
    <item>Contact Names</item>
    <item>Contact Names &amp; Numbers</item>
    <item>Contact Names &amp; Email Addresses</item>
  </string-array>
</resources>

(from Contacts/Spinners/app/src/main/res/values/arrays.xml)
Reacting to the Spinner
We set up the activity to be the OnItemSelectedListener for the
Spinner, which means that we have to implement onItemSelected()
and onNothingSelected():

  @Override
  public void onItemSelected(AdapterView<?> parent,
                             View v, int position, long id) {
    getSupportLoaderManager().initLoader(position, null, this);
  }

  @Override
  public void onNothingSelected(AdapterView<?> parent) {
    // ignore
  }


(from Contacts/Spinners/app/src/main/java/com/commonsware/android/contacts/spinners/ContactSpinners.java)
When the user selects something in the Spinner — and for the default
selection — we will use the Loader framework and use a CursorLoader
to query the ContactsContract ContentProvider. In this case, though,
we want three different Cursor values, one for each option in the
Spinner. That will mean that we need three different CursorLoader
objects. To identify which loader we are going to initialize, we pass in
the position of the Spinner to initLoader(), so the 0/1/2 value
that we get as the position forms our loader ID.
Loading the Data
In onCreateLoader() of our LoaderCallbacks, we need to return
a CursorLoader for whichever loaderId was passed in. What varies
is the Uri that we want to query and the “projection” of “columns”
that we want to get back. So, onCreateLoader() uses a switch
statement to decide what Uri and projection to use, then creates
a CursorLoader based upon that:

  @Override
  public Loader<Cursor> onCreateLoader(int loaderId, Bundle args) {
    String[] projection;
    Uri uri;

    switch (loaderId) {
      case LOADER_NAMES:
        projection=PROJECTION_NAMES;
        uri=ContactsContract.Contacts.CONTENT_URI;
        break;

      case LOADER_NAMES_NUMBERS:
        projection=PROJECTION_NUMBERS;
        uri=ContactsContract.CommonDataKinds.Phone.CONTENT_URI;
        break;

      default:
        projection=PROJECTION_EMAILS;
        uri=ContactsContract.CommonDataKinds.Email.CONTENT_URI;
        break;
    }

    return new CursorLoader(this, uri, projection, null, null,
      ContactsContract.Contacts.DISPLAY_NAME);
  }


(from Contacts/Spinners/app/src/main/java/com/commonsware/android/contacts/spinners/ContactSpinners.java)
The two case values are just constants tied to the positions from
the Spinner, defined as static data members:

  private static final int LOADER_NAMES=0;
  private static final int LOADER_NAMES_NUMBERS=1;


(from Contacts/Spinners/app/src/main/java/com/commonsware/android/contacts/spinners/ContactSpinners.java)
Similarly, the three projections are defined as static data members:

  private static final String[] PROJECTION_NAMES=new String[]{
    ContactsContract.Contacts._ID,
    ContactsContract.Contacts.DISPLAY_NAME,
  };
  private static final String[] PROJECTION_NUMBERS=new String[]{
    ContactsContract.Contacts._ID,
    ContactsContract.Contacts.DISPLAY_NAME,
    ContactsContract.CommonDataKinds.Phone.NUMBER
  };
  private static final String[] PROJECTION_EMAILS=new String[]{
    ContactsContract.Contacts._ID,
    ContactsContract.Contacts.DISPLAY_NAME,
    ContactsContract.CommonDataKinds.Email.DATA
  };


(from Contacts/Spinners/app/src/main/java/com/commonsware/android/contacts/spinners/ContactSpinners.java)
For the “names” Spinner entry, we are going to retrieve the ID and
display name of the contact, using the standard ContactsContract.Contacts.CONTENT_URI
Uri value.
For the “names and phone numbers” Spinner entry, we still want the
display name of the contact, but we also want phone numbers. Fortunately,
as mentioned earlier, ContactsContract denormalizes its data in
response to queries, so we can get the display name of the contact
even when we are querying the “table” of phone numbers, via
ContactsContract.CommonDataKinds.Phone.CONTENT_URI. The same basic
process holds true for the “names and emails” entry, where we query
ContactsContract.CommonDataKinds.Email.CONTENT_URI. Note that
we will get somewhat redundant information back — if a contact has
two phone numbers, we get two rows in our Cursor, both for the
same contact, and one per phone number.
We can sort by DISPLAY_NAME for all three cases, courtesy of the
aforementioned denormalization of the data.
Showing the Results
We also have to implement onLoadFinished(), to take in the Cursor
that is the result of the query against ContactsContract and put
the results in the RecyclerView. Once again, the rendering will differ
a bit based upon whether we are showing just names or names along
with other data (e.g., phone numbers). So, we have another switch
statement, where we determine what columns we want, what layout ID
to use, and what roster of widgets in that layout map to those
columns:

  @Override
  public void onLoadFinished(Loader<Cursor> loader, Cursor c) {
    String[] columns;

    switch (loader.getId()) {
      case LOADER_NAMES:
        columns=COLUMNS_NAMES;
        break;

      case LOADER_NAMES_NUMBERS:
        columns=COLUMNS_NUMBERS;
        break;

      default:
        columns=COLUMNS_EMAILS;
        break;
    }

    adapter.changeCursor(c, columns);
  }


(from Contacts/Spinners/app/src/main/java/com/commonsware/android/contacts/spinners/ContactSpinners.java)
The lists of columns and views are defined as static data members and
map positionally (i.e., the first view is for the first column):

  private static final String[] COLUMNS_NAMES=new String[]{
    ContactsContract.Contacts.DISPLAY_NAME
  };
  private static final String[] COLUMNS_NUMBERS=new String[]{
    ContactsContract.Contacts.DISPLAY_NAME,
    ContactsContract.CommonDataKinds.Phone.NUMBER
  };
  private static final String[] COLUMNS_EMAILS=new String[]{
    ContactsContract.Contacts.DISPLAY_NAME,
    ContactsContract.CommonDataKinds.Email.DATA
  };


(from Contacts/Spinners/app/src/main/java/com/commonsware/android/contacts/spinners/ContactSpinners.java)
Then, we update a RecyclerView.Adapter, named RVCursorAdapter, with
the fresh Cursor and column list. That adapter, along with a
RecyclerView.ViewHolder implementation named RowHolder, populate a
framework-supplied simple_list_item_2 widget with the 1 or 2 columns
that we want from the Cursor:

  private static class RVCursorAdapter extends RecyclerView.Adapter<RowHolder> {
    private Cursor cursor;
    private final LayoutInflater inflater;
    private String[] columns;

    private RVCursorAdapter(LayoutInflater inflater) {
      this.inflater=inflater;
    }

    @NonNull
    @Override
    public RowHolder onCreateViewHolder(@NonNull ViewGroup parent,
                                        int viewType) {
      View row=
        inflater.inflate(android.R.layout.simple_list_item_2, parent, false);

      return new RowHolder(row);
    }

    @Override
    public void onBindViewHolder(@NonNull RowHolder holder,
                                 int position) {
      cursor.moveToPosition(position);
      holder.bind(cursor, columns);
    }

    @Override
    public int getItemCount() {
      return cursor==null ? 0 : cursor.getCount();
    }

    private void changeCursor(Cursor cursor, String[] columns) {
      if (this.cursor!=null) {
        this.cursor.close();
      }

      this.cursor=cursor;
      this.columns=columns;
      notifyDataSetChanged();
    }

    private void clearCursor() {
      cursor=null;
      notifyDataSetChanged();
    }
  }

  private static class RowHolder extends RecyclerView.ViewHolder {
    private final TextView text1;
    private final TextView text2;

    RowHolder(View itemView) {
      super(itemView);
      text1=itemView.findViewById(android.R.id.text1);
      text2=itemView.findViewById(android.R.id.text2);
    }

    public void bind(Cursor cursor, String[] columns) {
      int index=cursor.getColumnIndex(columns[0]);

      text1.setText(cursor.getString(index));

      if (columns.length==2) {
        index=cursor.getColumnIndex(columns[1]);
        text2.setText(cursor.getString(index));
      }
    }
  }


(from Contacts/Spinners/app/src/main/java/com/commonsware/android/contacts/spinners/ContactSpinners.java)
Makin’ Contacts
Let’s now take a peek at the reverse direction: adding contacts to
the system. This was never particularly easy and now is… well,
different.
First, we need to distinguish between sync providers and other apps.
Sync providers are the guts underpinning the accounts system in
Android, bridging some existing source of contact data to the Android
device. Hence, you can have sync providers for Exchange, Facebook,
and so forth. These will need to create raw contacts for newly-added
contacts to their backing stores that are being sync’d to the device
for the first time. Creating sync providers is outside of the scope
of this book for now.
It is possible for other applications to create contacts. These, by
definition, will be phone-only contacts, lacking any associated
account, no different than if the user added the contact directly.
The recommended approach to doing this is to collect the data you
want, then spawn an activity to let the user add the contact —
this avoids your application needing the WRITE_CONTACTS permission
and all the privacy/data integrity issues that creates.
To that end, take a look at the
Contacts/Inserter
sample project.
It defines a simple activity with a two-field UI, with one field
apiece for the person’s first name and phone number:

<?xml version="1.0" encoding="utf-8"?>
<TableLayout xmlns:android="http://schemas.android.com/apk/res/android"
    android:orientation="vertical"
    android:layout_width="match_parent"
    android:layout_height="match_parent"
    android:stretchColumns="1"
  >
  <TableRow>
    <TextView 
      android:text="First name:"
    />
    <EditText android:id="@+id/name"
    />
  </TableRow>
  <TableRow>
    <TextView 
      android:text="Phone:"
    />
    <EditText android:id="@+id/phone"
      android:inputType="phone"
    />
  </TableRow>
  <Button android:id="@+id/insert" android:text="Insert!" />
</TableLayout>

(from Contacts/Inserter/app/src/main/res/layout/main.xml)
The trivial UI also sports a button to add the contact:

[image: The ContactInserter sample application]

Figure 748: The ContactInserter sample application
When the user clicks the button, the activity gets the data and
creates an Intent to be used to launch the add-a-contact activity.
This uses the ACTION_INSERT_OR_EDIT action and a couple of extras
from the ContactsContract.Intents.Insert class:

package com.commonsware.android.inserter;

import android.app.Activity;
import android.content.Intent;
import android.os.Bundle;
import android.provider.ContactsContract.Contacts;
import android.provider.ContactsContract.Intents.Insert;
import android.view.View;
import android.widget.Button;
import android.widget.EditText;

public class ContactsInserter extends Activity {
  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.main);
    
    Button btn=(Button)findViewById(R.id.insert);
    
    btn.setOnClickListener(onInsert);
  }
  
  View.OnClickListener onInsert=new View.OnClickListener() {
    public void onClick(View v) {
      EditText fld=(EditText)findViewById(R.id.name);
      String name=fld.getText().toString();
      
      fld=(EditText)findViewById(R.id.phone);
      
      String phone=fld.getText().toString();
      Intent i=new Intent(Intent.ACTION_INSERT_OR_EDIT);
      
      i.setType(Contacts.CONTENT_ITEM_TYPE);
      i.putExtra(Insert.NAME, name);
      i.putExtra(Insert.PHONE, phone);
      startActivity(i);
    }
  };
}

(from Contacts/Inserter/app/src/main/java/com/commonsware/android/inserter/ContactsInserter.java)
We also need to set the MIME type on the Intent via setType(), to
be CONTENT_ITEM_TYPE, so Android knows what sort of data we want to
actually insert. Then, we call startActivity() on the resulting
Intent. That brings up an add-or-edit activity:

[image: The add-or-edit-a-contact activity]

Figure 749: The add-or-edit-a-contact activity
… where if the user chooses “Create new contact”, they are taken to
the ordinary add-a-contact activity, with our data pre-filled in:

[image: The edit-contact form, showing the data from the ContactInserter activity]

Figure 750: The edit-contact form, showing the data from the ContactInserter activity
Note that the user could choose an existing contact, rather than
creating a new contact. If they choose an existing contact, the first
name of that contact will be overwritten with the data supplied by
the ContactsInserter activity, and a new phone number will be added
from those Intent extras.
Looking at the CallLog
A closely-related ContentProvider to ContactsContract is CallLog.
As the name suggests, it contains a log of calls for this device,
including things like the date/time of the call, the call duration, and
the other party on the call (e.g., a phone number).
If you wish to give the user another look at their calls, independent
from the UI available on the device (e.g., Dialer app), you might
wish to query the CallLog, as we do in the
Contacts/CallLog
sample application
Pondering Permissions
In the beginning, there was no READ_CALL_LOG permission. To read the CallLog
provider, you needed to hold READ_CONTACTS.
The reason for the READ_CONTACTS permission is that the CallLog
denormalizes the data, copying into its own table contact data about
the other party, so that the CallLog can remain independent
of ContactsContract.
In API Level 16, though, they added the READ_CALL_LOG permission. If your
minSdkVersion is 16 or higher, you can just request READ_CALL_LOG. If
your minSdkVersion is lower than that, though, you will want to request
both permissions, to make sure that you are covered. You might consider
using the android:maxSdkVersion attribute on the READ_CONTACTS
<uses-permission> element, as you will not need it on newer devices, unless
you are also working with ContactContract.
Both READ_CALL_LOG and READ_CONTACTS are dangerous permissions, and
therefore if your targetSdkVersion is 23 or higher, you need to request
those permissions at runtime. Of course, you only need to request the permissions
that you need, and so if your minSdkVersion is 16 or higher and you are only
using READ_CALL_LOG, you only need to request READ_CALL_LOG at runtime.
Our sample app uses the same AbstractPermissionActivity as did the first
sample app in this chapter, though this time our CallLogConsumerActivity
will request READ_CALL_LOG instead of READ_CONTACTS.
Contents of CallLog.Calls
The sample app requests the READ_CALL_LOG permission, so it can
query the CallLog:

  <uses-permission android:name="android.permission.READ_CALL_LOG" />


(from Contacts/CallLog/app/src/main/AndroidManifest.xml)
To request this permission when our app launches, this project uses the same
AbstractPermissionActivity seen elsewhere in the book and profiled in
the chapter on permissions. That logic gives
us control in an onReady() method in our CallLogConsumerActivity when we
can start setting up the UI and requesting the call log data.
In onReady() — among other bits of work that we will explore shortly –
we call initLoader(), to query the CallLog
via a CursorLoader. The activity itself implements the
LoaderManager.LoaderCallbacks interface needed by initLoader(), and so
the activity has the three required LoaderCallbacks methods:

  @Override
  public Loader<Cursor> onCreateLoader(int loaderId, Bundle args) {
    return(new CursorLoader(this, CallLog.Calls.CONTENT_URI,
                            PROJECTION, null, null, CallLog.Calls.DATE
                                + " DESC"));
  }

  @Override
  public void onLoadFinished(Loader<Cursor> loader, Cursor cursor) {
    adapter.changeCursor(cursor);
  }

  @Override
  public void onLoaderReset(Loader<Cursor> loader) {
    adapter.changeCursor(null);
  }


(from Contacts/CallLog/app/src/main/java/com/commonsware/android/calllog/consumer/CallLogConsumerActivity.java)
Here, we retrieve the data from the CallLog.Calls “table” via its
CONTENT_URI, asking for the “columns” indicated by the PROJECTION:

  private static final String[] PROJECTION=new String[] {
      CallLog.Calls.NUMBER, CallLog.Calls.DATE };


(from Contacts/CallLog/app/src/main/java/com/commonsware/android/calllog/consumer/CallLogConsumerActivity.java)
We sort the data descending by date. It would be nice if the documentation
for CallLog included some indication that this approach was endorsed
and supported. Based on the CallLog implementation, it should be stable.
Showing the CallLog
onLoadFinished() and onLoaderReset() each call a changeCursor() method on
our adapter. That is an instance of RVCursorAdapter, set up in onReady():

  @Override
  public void onReady() {
    adapter=new RVCursorAdapter(getLayoutInflater());

    RecyclerView rv=getRecyclerView();

    setLayoutManager(new LinearLayoutManager(this));
    rv.addItemDecoration(new DividerItemDecoration(this,
      DividerItemDecoration.VERTICAL));
    rv.setAdapter(adapter);

    getSupportLoaderManager().initLoader(0, null, this);
  }


(from Contacts/CallLog/app/src/main/java/com/commonsware/android/calllog/consumer/CallLogConsumerActivity.java)
RVCursorAdapter wraps around the Cursor of calendar data:

  private static class RVCursorAdapter extends RecyclerView.Adapter<RowHolder> {
    private Cursor cursor;
    private final LayoutInflater inflater;

    private RVCursorAdapter(LayoutInflater inflater) {
      this.inflater=inflater;
    }

    @NonNull
    @Override
    public RowHolder onCreateViewHolder(@NonNull ViewGroup parent,
                                        int viewType) {
      View row=inflater.inflate(R.layout.row, parent, false);

      return new RowHolder(row);
    }

    @Override
    public void onBindViewHolder(@NonNull RowHolder holder,
                                 int position) {
      cursor.moveToPosition(position);
      holder.bind(cursor);
    }

    @Override
    public int getItemCount() {
      return cursor==null ? 0 : cursor.getCount();
    }

    private void changeCursor(Cursor cursor) {
      if (this.cursor!=null) this.cursor.close();
      this.cursor=cursor;
      notifyDataSetChanged();
    }
  }


(from Contacts/CallLog/app/src/main/java/com/commonsware/android/calllog/consumer/CallLogConsumerActivity.java)
changeCursor() closes the old Cursor (if there was one), holds onto the new
one, and tells the RecyclerView to reload its contents, as our data has changed.
Our row layout (res/layout/row.xml) has two
TextView widgets for the two pieces of data that we want to
display:

<?xml version="1.0" encoding="utf-8"?>
<RelativeLayout xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="wrap_content"
  android:layout_height="wrap_content">

  <TextView
    android:id="@+id/date"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_alignParentEnd="true"
    android:layout_alignParentRight="true"
    android:textSize="28sp" />

  <TextView
    android:id="@+id/number"
    android:layout_width="wrap_content"
    android:layout_height="wrap_content"
    android:layout_alignParentLeft="true"
    android:layout_alignParentStart="true"
    android:textSize="28sp" />
</RelativeLayout>

(from Contacts/CallLog/app/src/main/res/layout/row.xml)
Each row in the list is managed by a RowHolder:

  private static class RowHolder extends RecyclerView.ViewHolder {
    private final TextView date;
    private final TextView number;

    RowHolder(View itemView) {
      super(itemView);
      date=itemView.findViewById(R.id.date);
      number=itemView.findViewById(R.id.number);
    }

    public void bind(Cursor cursor) {
      number.setText(cursor.getString(0));

      long time=cursor.getLong(1);
      String formattedTime=DateUtils.formatDateTime(date.getContext(), time,
        DateUtils.FORMAT_ABBREV_RELATIVE);

      date.setText(formattedTime);
    }
  }


(from Contacts/CallLog/app/src/main/java/com/commonsware/android/calllog/consumer/CallLogConsumerActivity.java)
The DATE columns is returned to use as milliseconds since the
Unix epoch, so we use DateUtils.formatDateTime() to convert that into something
that is human-readable and matches the user’s chosen locale settings.
The results is a list of calls by date and phone number.
Swiping with ViewPager
Android, over the years, has put increasing emphasis on UI design and having
a fluid and consistent user experience (UX). While some mobile operating systems
take “the stick” approach to UX (forcing you to abide by certain patterns or
be forbidden to distribute your app), Android takes “the carrot” approach,
offering widgets and containers that embody particular patterns that they
espouse. The action bar, for example, grew out of this and is now the backbone
of many Android activities.
Another example is the ViewPager, which allows the user to swipe horizontally
to move between different portions of your content. However, ViewPager is
not distributed as part of the firmware, but rather via the Android Support
package. Hence, even though
ViewPager is a relatively new widget, you can use it on Android 1.6 and up.
This chapter will focus
on where you should apply a ViewPager and how to set one up.
Pieces of a Pager
AdapterView classes, like ListView, work with Adapter objects, like
ArrayAdapter. ViewPager, however, is not an AdapterView, despite adopting
many of the patterns from AdapterView. ViewPager, therefore, does not work
with an Adapter, but instead with a PagerAdapter, which has a slightly
different API.
Android ships two PagerAdapter implementations in the Android Support package:
FragmentPagerAdapter and FragmentStatePagerAdapter. The former is good for
small numbers of fragments, where holding them all in memory at once will work.
FragmentStatePagerAdapter is for cases where holding all possible fragments
to be viewed in the ViewPager would be too much, where Android will discard
fragments as needed and hold onto the (presumably smaller) states of those
fragments instead.
Paging Fragments
The simplest way to use a ViewPager is to have it page fragments in and out
of the screen based on user swipes.
To see this in action, this section will examine the
ViewPager/Fragments
sample project.
The project has a dependency on the Android Support package, in order to be
able to use ViewPager. In Android Studio, this is a implementation statement in the
dependencies closure of build.gradle:

dependencies {
  implementation "com.android.support:support-fragment:27.0.2"
  implementation "com.android.support:support-core-ui:27.0.2"


(from ViewPager/Fragments/app/build.gradle)
The Activity Layout
The layout used by the activity just contains the ViewPager. Note that since
ViewPager is not in the android.widget package, we need to fully-qualify
the class name in the element:

<?xml version="1.0" encoding="utf-8"?>
<android.support.v4.view.ViewPager xmlns:android="http://schemas.android.com/apk/res/android"
  android:id="@+id/pager"
  android:layout_width="match_parent"
  android:layout_height="match_parent">
</android.support.v4.view.ViewPager>


(from ViewPager/Fragments/app/src/main/res/layout/main.xml)
Note that ViewPager is not available for drag-and-drop in the IDE graphical
designers, probably because it comes from the Android Support package and therefore
is not available to all projects.
The Activity
As you see, the ViewPagerFragmentDemoActivity itself is blissfully small:

package com.commonsware.android.pager;

import android.os.Bundle;
import android.support.v4.app.FragmentActivity;
import android.support.v4.view.ViewPager;

public class ViewPagerFragmentDemoActivity extends FragmentActivity {
  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.main);

    ViewPager pager=findViewById(R.id.pager);

    pager.setAdapter(new SampleAdapter(getSupportFragmentManager()));
  }
}

(from ViewPager/Fragments/app/src/main/java/com/commonsware/android/pager/ViewPagerFragmentDemoActivity.java)
All we do is load the layout, retrieve the ViewPager via findViewById(),
and provide a SampleAdapter to the ViewPager via setAdapter().
The PagerAdapter
Our SampleAdapter inherits from FragmentPagerAdapter and implements two
required callback methods:

	
getCount(), to indicate how many pages will be in the ViewPager, and

	
getItem(), which returns a Fragment for a particular position within the
ViewPager (akin to getView() in a classic Adapter)



package com.commonsware.android.pager;

import android.support.v4.app.Fragment;
import android.support.v4.app.FragmentManager;
import android.support.v4.app.FragmentPagerAdapter;

public class SampleAdapter extends FragmentPagerAdapter {
  public SampleAdapter(FragmentManager mgr) {
    super(mgr);
  }

  @Override
  public int getCount() {
    return(10);
  }

  @Override
  public Fragment getItem(int position) {
    return(EditorFragment.newInstance(position));
  }
}

(from ViewPager/Fragments/app/src/main/java/com/commonsware/android/pager/SampleAdapter.java)
Here, we say that there will be 10 pages total, each of which will be an
instance of an EditorFragment. In this case, rather than use the
constructor for EditorFragment, we are using a newInstance() factory method.
The rationale for that will be explained in the next section.
The Fragment
EditorFragment will host a full-screen EditText widget, for the user to
enter in a chunk of prose, as is defined in the res/layout/editor.xml resource:

<EditText xmlns:android="http://schemas.android.com/apk/res/android"
  android:id="@+id/editor"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:inputType="textMultiLine"
  android:gravity="left|top"
  />

(from ViewPager/Fragments/app/src/main/res/layout/editor.xml)
We want to pass the position number of the fragment within the ViewPager, simply
to customize the hint displayed in the EditText before the user types in anything.
With normal Java objects, you might pass this in via the constructor, but it is
not a good idea to implement a constructor on a Fragment. Instead, the recipe
is to create a static factory method (typically named newInstance()) that will
create the Fragment and provide the parameters to it by updating the fragment’s
“arguments” (a Bundle):

  static EditorFragment newInstance(int position) {
    EditorFragment frag=new EditorFragment();
    Bundle args=new Bundle();

    args.putInt(KEY_POSITION, position);
    frag.setArguments(args);

    return(frag);
  }


(from ViewPager/Fragments/app/src/main/java/com/commonsware/android/pager/EditorFragment.java)
You might be wondering why we are bothering with this Bundle, instead of just
using a regular data member. The arguments Bundle is part of our “saved instance
state”, for dealing with things like screen rotations — a concept we will get into
later in the book. For the moment, take it on faith that this is
a good idea.
In onCreateView() we inflate our R.layout.editor resource, get the EditText
from it, get our position from our arguments, format a hint containing the
position (using a string resource), and setting the hint on the EditText:

  @Override
  public View onCreateView(LayoutInflater inflater,
                           ViewGroup container,
                           Bundle savedInstanceState) {
    View result=inflater.inflate(R.layout.editor, container, false);
    EditText editor=result.findViewById(R.id.editor);
    int position=getArguments().getInt(KEY_POSITION, -1);

    editor.setHint(String.format(getString(R.string.hint), position + 1));

    return(result);
  }


(from ViewPager/Fragments/app/src/main/java/com/commonsware/android/pager/EditorFragment.java)
The Result
When initially launched, the application shows the first fragment:

[image: ViewPager on Android 4.3, Showing First Editor]

Figure 239: ViewPager on Android 4.3, Showing First Editor
However, you can horizontally swipe to get to the next fragment:

[image: A ViewPager in Use on Android 4.0.3]

Figure 240: A ViewPager in Use on Android 4.0.3
Swiping works in both directions, so long as there is another page in your
desired direction.
Paging Other Stuff
You do not have to use fragments inside a ViewPager. A regular PagerAdapter
actually hands View objects to the ViewPager. The supplied fragment-based
PagerAdapter implementations get the View from a fragment and use that, but
you are welcome to create your own PagerAdapter that avoids fragments.
Hence, if you want ViewPager to page things other than fragments,
the solution is to not
use FragmentPagerAdapter or FragmentStatePagerAdapter, but instead create your own
implementation of the PagerAdapter interface, one that avoids the use of fragments.
Indicators
By itself, there is no visual indicator of where the user is within the set of
pages contained in the ViewPager. In many instances, this will be perfectly
fine, as the pages themselves will contain cues as to position. However, even
in those cases, it may not be completely obvious to the user how many pages
there are, which directions for swiping are active, etc.
Hence, you may wish to attach some other widget to the ViewPager that can help
clue the user into where they are within “page space”.
PagerTitleStrip and PagerTabStrip
The primary built-in indicator options available to use are PagerTitleStrip and
PagerTabStrip.
As the name suggests, PagerTitleStrip is a strip that shows titles of your pages.
PagerTabStrip is much the same, but the titles are formatted somewhat like tabs,
and they are clickable (switching you to the clicked-upon page), whereas PagerTitleStrip
is non-interactive.
To use either of these, you first must add it to your layout, inside your
ViewPager, as shown in the res/layout/main.xml resource of the
ViewPager/Indicator
sample project, a clone of the ViewPager/Fragments project that adds a
PagerTabStrip to our UI:

<?xml version="1.0" encoding="utf-8"?>
<android.support.v4.view.ViewPager xmlns:android="http://schemas.android.com/apk/res/android"
  android:id="@+id/pager"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <android.support.v4.view.PagerTabStrip
    android:layout_width="match_parent"
    android:layout_height="wrap_content"
    android:layout_gravity="top"/>

</android.support.v4.view.ViewPager>


(from ViewPager/Indicator/app/src/main/res/layout/main.xml)
Here, we set the android:layout_gravity of the PagerTabStrip to top,
so it appears above the pages. You could similarly set it to bottom to have
it appear below the pages.
Our SampleAdapter needs another method: getPageTitle(), which will return
the title to display in the PagerTabStrip for a given position:

package com.commonsware.android.pager2;

import android.app.Fragment;
import android.app.FragmentManager;
import android.content.Context;
import android.support.v13.app.FragmentPagerAdapter;

public class SampleAdapter extends FragmentPagerAdapter {
  Context ctxt=null;

  public SampleAdapter(Context ctxt, FragmentManager mgr) {
    super(mgr);
    this.ctxt=ctxt;
  }

  @Override
  public int getCount() {
    return(10);
  }

  @Override
  public Fragment getItem(int position) {
    return(EditorFragment.newInstance(position));
  }

  @Override
  public String getPageTitle(int position) {
    return(EditorFragment.getTitle(ctxt, position));
  }
}

(from ViewPager/Indicator/app/src/main/java/com/commonsware/android/pager2/SampleAdapter.java)
Here, we call a static getTitle() method on EditorFragment. That is a refactored
bit of code from our former onCreateView() method, where we create the string
for the hint — we will use the hint text as our page title:

package com.commonsware.android.pager2;

import android.app.Fragment;
import android.content.Context;
import android.os.Bundle;
import android.view.LayoutInflater;
import android.view.View;
import android.view.ViewGroup;
import android.widget.EditText;

public class EditorFragment extends Fragment {
  private static final String KEY_POSITION="position";

  static EditorFragment newInstance(int position) {
    EditorFragment frag=new EditorFragment();
    Bundle args=new Bundle();

    args.putInt(KEY_POSITION, position);
    frag.setArguments(args);

    return(frag);
  }

  static String getTitle(Context ctxt, int position) {
    return(String.format(ctxt.getString(R.string.hint), position + 1));
  }

  @Override
  public View onCreateView(LayoutInflater inflater,
                           ViewGroup container,
                           Bundle savedInstanceState) {
    View result=inflater.inflate(R.layout.editor, container, false);
    EditText editor=(EditText)result.findViewById(R.id.editor);
    int position=getArguments().getInt(KEY_POSITION, -1);

    editor.setHint(getTitle(getActivity(), position));

    return(result);
  }
}

(from ViewPager/Indicator/app/src/main/java/com/commonsware/android/pager2/EditorFragment.java)
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Figure 241: ViewPager and PagerTabStrip on Android 4.3, Showing Second Page
Other Indicator Options
There are many other options for tab-style indicators with a ViewPager.
TabLayout is the only other one officially supported by Google. It
comes from the Design Support library,
which in turn requires appcompat-v7.
Most of the options are open source libraries.
The Android Arsenal’s roster of ViewPager add-ons
mostly consists of indicators, both those formatted like tabs and those
that use other approaches.
Revisiting the Containers Sampler
Earlier in the book, we looked at many different layout resources from
the
Containers/Sampler
sample project. These were to illustrate how different layout structures
work. The whole UI is wrapped up in a ViewPager with a PagerTabStrip.
However, we set up the FragmentPagerAdapter and the fragments
based on a roster of available sample layouts, driven by resources.
The Layout
The layout that is used for the ViewPager and PagerTabStrip is
largely the same as what we saw earlier in this chapter:

<?xml version="1.0" encoding="utf-8"?>
<android.support.v4.view.ViewPager xmlns:android="http://schemas.android.com/apk/res/android"
  android:id="@+id/pager"
  android:layout_width="match_parent"
  android:layout_height="match_parent">

  <android.support.v4.view.PagerTabStrip
    android:layout_width="match_parent"
    android:layout_height="wrap_content"
    android:layout_gravity="top"/>

</android.support.v4.view.ViewPager>


(from Containers/Sampler/app/src/main/res/layout/main.xml)
So, we have a ViewPager named pager, with a PagerTabStrip
anchored at the top via android:layout_gravity="top".
The Data
The data about what layouts to show as tabs is contained in a pair
of array resources. Array resources, as the name suggests, are resources
that hold onto a collection of items. The convention is that they go
in res/values/arrays.xml, though the actual filename is not required
to be arrays.xml.
The sample app has a res/values/arrays.xml file, containing two
array resources: a <string-array> named titles and a generic
<array> named layouts:

<?xml version="1.0" encoding="utf-8"?>
<resources>
  <string-array name="titles">
    <item>No Container</item>
    <item>Bottom-then-Top: LinearLayout</item>
    <item>Bottom-then-Top: RelativeLayout</item>
    <item>Bottom-then-Top: ConstraintLayout</item>
    <item>Stacked Percent: LinearLayout</item>
    <item>Stacked Percent: ConstraintLayout</item>
    <item>Stacked Percent: ConstraintLayout Guideline</item>
    <item>URL Dialog: LinearLayout</item>
    <item>URL Dialog: RelativeLayout</item>
    <item>URL Dialog: TableLayout</item>
    <item>URL Dialog: ConstraintLayout</item>
    <item>Form: TableLayout</item>
    <item>Form: LinearLayout</item>
    <item>Form: ConstraintLayout</item>
    <item>Overlap: RelativeLayout</item>
    <item>Center: RelativeLayout</item>
    <item>Center: ConstraintLayout</item>
    <item>Bias: ConstraintLayout</item>
    <item>Bias: LinearLayout</item>
    <item>Bias: ConstraintLayout Peers</item>
    <item>Aspect: ConstraintLayout</item>
    <item>Center Align: LinearLayout</item>
    <item>Center Align: ConstraintLayout</item>
    <item>Chains: ConstraintLayout</item>
    <item>Circular Constraints</item>
    <item>ConstraintLayout Groups</item>
    <item>ConstraintLayout Child Sizes</item>
    <item>ConstraintLayout Size</item>
  </string-array>
  <array name="layouts">
    <item>@layout/no_container</item>
    <item>@layout/bottom_then_top_ll</item>
    <item>@layout/bottom_then_top_rl</item>
    <item>@layout/bottom_then_top_cl</item>
    <item>@layout/stacked_percent_ll</item>
    <item>@layout/stacked_percent_cl</item>
    <item>@layout/stacked_percent_cl_guideline</item>
    <item>@layout/url_dialog_ll</item>
    <item>@layout/url_dialog_rl</item>
    <item>@layout/url_dialog_tl</item>
    <item>@layout/url_dialog_cl</item>
    <item>@layout/form_tl</item>
    <item>@layout/form_ll</item>
    <item>@layout/form_cl</item>
    <item>@layout/overlap_rl</item>
    <item>@layout/center_rl</item>
    <item>@layout/center_cl</item>
    <item>@layout/bias_cl</item>
    <item>@layout/bias_ll</item>
    <item>@layout/bias_peers_cl</item>
    <item>@layout/aspect_cl</item>
    <item>@layout/center_align_ll</item>
    <item>@layout/center_align_cl</item>
    <item>@layout/chains_cl</item>
    <item>@layout/circle_cl</item>
    <item>@layout/group_cl</item>
    <item>@layout/childsize_cl</item>
    <item>@layout/size_cl</item>
  </array>
</resources>


(from Containers/Sampler/app/src/main/res/values/arrays.xml)
As the name suggests, a <string-array> holds strings. Here, it holds
literal strings. Alternatively, those could be references to string
resources, using the same @string/... naming convention that we have
seen elsewhere in the book.
The layouts array holds references to the corresponding layout resources,
using @layout/... syntax to identify those resources.
These two arrays are set up in the same order, so the first title
is used for the first layout, the second title is used for the second
layout, and so on.
The Fragment
The fragment for the pages in the ViewPager is a static nested class
within the MainActivity, named LayoutFragment. This is atypical;
usually a fragment will be in its own Java class. That is because usually
a fragment has a lot of code associated with it. In this case, LayoutFragment
is rather short:

  public static class LayoutFragment extends Fragment {
    private static final String ARG_LAYOUT="layout";

    static LayoutFragment newInstance(int layoutId) {
      LayoutFragment result=new LayoutFragment();
      Bundle args=new Bundle();

      args.putInt(ARG_LAYOUT, layoutId);
      result.setArguments(args);

      return(result);
    }

    @Override
    public View onCreateView(LayoutInflater inflater,
                             ViewGroup container,
                             Bundle savedInstanceState) {
      return(inflater.inflate(getArguments().getInt(ARG_LAYOUT),
        container, false));
    }

    @Override
    public void onViewCreated(@NonNull View view,
                              @Nullable Bundle savedInstanceState) {
      View compassButton=view.findViewById(R.id.compassButton);

      if (compassButton!=null) {
        compassButton.setOnClickListener(v -> {
          View group=view.findViewById(R.id.directions);

          if (group.getVisibility()==View.VISIBLE) {
            group.setVisibility(View.GONE);
          }
          else {
            group.setVisibility(View.VISIBLE);
          }
        });
      }
    }
  }


(from Containers/Sampler/app/src/main/java/com/commonsware/android/containers/sampler/MainActivity.java)
When we create an instance of LayoutFragment through the newInstance()
factory method, we pass in a layout resource ID. Through the arguments
Bundle, that becomes available to our onCreateView() method, which
simply inflates that layout and returns it.
The onViewCreated() method, with its code for working with a compassButton
widget, is for a specific example in the chapter on advanced ConstraintLayout use.
The Activity
The MainActivity that contains LayoutFragment has only one method
of its own: onCreate(), which inflates the res/layout/main.xml resource
shown above, finds the ViewPager, and sets its adapter to be
a SampleAdapter:

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.main);

    ViewPager pager=findViewById(R.id.pager);

    pager.setAdapter(new SampleAdapter(getSupportFragmentManager()));
  }


(from Containers/Sampler/app/src/main/java/com/commonsware/android/containers/sampler/MainActivity.java)
In other words, this onCreate() is pretty much the same as the others
seen in this chapter. Where the fun lies is in this sample app’s edition
of SampleAdapter.
The PagerAdapter
SampleAdapter uses the contents of those two array resources to determine
how many pages there are, what to show in the tabs, and what layout resource
ID to pass to the LayoutFragment:

  private class SampleAdapter extends FragmentPagerAdapter {
    private int[] layouts;
    private String[] titles;

    SampleAdapter(FragmentManager mgr) {
      super(mgr);
      layouts=getLayoutsArray(R.array.layouts);
      titles=getResources().getStringArray(R.array.titles);
    }

    @Override
    public int getCount() {
      return(titles.length);
    }

    @Override
    public Fragment getItem(int position) {
      return(LayoutFragment.newInstance(layouts[position]));
    }

    @Override
    public CharSequence getPageTitle(int position) {
      return(titles[position]);
    }

    int[] getLayoutsArray(int arrayResourceId) {
      TypedArray typedArray=
        getResources().obtainTypedArray(arrayResourceId);
      int[] result=new int[typedArray.length()];

      for (int i=0;i<typedArray.length();i++) {
        result[i]=typedArray.getResourceId(i, -1);
      }

      return(result);
    }
  }


(from Containers/Sampler/app/src/main/java/com/commonsware/android/containers/sampler/MainActivity.java)
SampleAdapter holds onto a String array of the titles. This is
populated by getResources().getStringArray() in the SampleAdapter
constructor, which reads in the titles <string-array> resource.
Those strings are then used for the getPageTitle() method, and the
length of the strings array is used for getCount().
Getting the equivalent array of the int values for the layout resource
IDs is more cumbersome. We could try calling getIntArray() on
the Resources object returned by getResources(). However, that only
works for <int-array> resources. We cannot use one of those in
res/values/arrays.xml because Android considers @layout/... to be
a resource ID, not just a simple integer.
To work with a generic <array> resource, we need to call
obtainTypedArray() on the Resources object, which we do in the
getLayoutsArray() helper method. This returns a TypedArray,
which effectively is an array of arbitrary resource types. We know
that our array should be all layout resource IDs, so we allocate
an int array to be our result (based upon the length() of
the TypedArray), then iterate over all of the entries and
retrieve the resource ID for that array position (using getResourceId()).
In the end, result has an array of resource IDs, and those
get used by getItem() to supply LayoutFragment with the appropriate
layout resource ID for this page’s position.
Visit the Trails!
There is a chapter on advanced ViewPager techniques that may interest
you!
Putting the TVs All Together: Decktastic
This book profiles many ways of getting content to a TV:

	By means of Presentation and related classes, for touchscreen-enabled devices
that also happen to presently have a connection to an external display

	By means of RemotePlaybackClient, for use with devices like the Chromecast

	By means of directly displaying output on a TV, for devices where the TV
is the primary display (e.g., Android TV devices, Amazon’s Fire TV and Fire TV Stick)


It is entirely possible to create one app that can support all of these
modes from one code base, though you are constrained by the most limited
option. In this case, RemotePlaybackClient is the most limited option, as its
API is designed to tell some external device to play some media, whereas the
other options can support comparatively arbitrary user interfaces rendered through
normal Android widgets.
In this chapter, we will review the
Presentation/Decktastic
sample application. This app is designed to give the user a roster of
slide-based presentations to choose from, then deliver one of those presentations.
The presentation will appear on the external display (e.g., TV or projector), while
the presenter will be able to control the presentation either from a touchscreen-equipped
Android device or a remote control.
Prerequisites
You should read the following chapters before this one:

	Supporting External Displays

	Media Routes

	The “10 Foot UI”


Reading up on specific hardware, like the Amazon Fire TV, is a good
idea but not as critical.
Introducing Decktastic
Before we get into discussing the implementation of Decktastic, we should first
review what the app looks like and how it functions.
Launcher UI
If you were to set up Decktastic on some test device and
run it, the first thing that you would see is a media browsing UI built from
the leanback-v17 support library, showing you a roster of the available
presentations to choose from:

[image: Decktastic Media Browser]

Figure 815: Decktastic Media Browser
This UI works fine on TVs and on tablets. On phones… it gets a bit cramped.
Tapping on a presentation selects it:

[image: Decktastic Media Browser, With Selected Presentation]

Figure 816: Decktastic Media Browser, With Selected Presentation
Presentation UI
Tapping on the presentation again opens it up into a ViewPager-based UI for
the presenter:

[image: Decktastic Main UI, Showing Presentation and Open Overflow]

Figure 817: Decktastic Main UI, Showing Presentation and Open Overflow
However, who sees what depends a bit upon the available hardware:

	If you are running this standalone on a phone or tablet, you will see the
ViewPager-based UI

	If you are running this on a phone or tablet with a connection to an external
display, you will see the ViewPager-based UI, but the audience (those looking
at the external display) will, by default, just see the slides

	If you are running this on a phone or tablet with a connection to a Chromecast
or similar remote playback device, we get the same results as with the external
display (you see the full UI, the audience sees the slides)

	If you are running this on an Android TV, Fire TV, or similar device, both
you and the audience only see the slides


To move through the slides, you can:

	Swipe the ViewPager


	Use the ViewPager tabs

	Use right or down keys to move forward, or left or up keys to move backward, whether
on a QWERTY keyboard (e.g., Bluetooth) or via the D-pad on some form of remote
(for TV-centric scenarios, like Android TV or Fire TV)


Implementing Decktastic
Decktastic is a pair of activities that “stand upon the shoulders of
giants”, in the form of using seven third-party libraries that provide
a lot of the utility code.
The Gradle Dependencies
The project’s build.gradle file specifies a fair number of dependencies:

dependencies {
    implementation 'com.android.support:leanback-v17:24.1.1'
    implementation 'com.android.support:mediarouter-v7:24.1.1'
    implementation 'com.android.support:design:24.1.1'
    implementation 'com.google.code.gson:gson:2.7'
    implementation 'org.greenrobot:eventbus:3.0.0'
    implementation 'com.squareup.picasso:picasso:2.5.2'
    implementation 'com.commonsware.cwac:presentation:0.4.5'
}



(from Presentation/Decktastic/app/build.gradle)
The project uses:

	
cwac-presentation for PresentationHelper


	
design, for its TabLayout;
this library also pulls in
appcompat-v7 (for AppCompatActivity and kin) and support-v4
(for ViewPager and kin)

	Google’s Gson

	greenrobot’s EventBus

	Google’s leanback-v17 library, for “ten-foot UI” elements used in
our launcher activity

	Square’s Picasso, for asynchronously loading images


The Presentation Format
A Decktastic presentation consists of a JSON file and a series of image
files. The image files are the slides, perhaps exported from
a traditional presentation package like LibreOffice Impress. The JSON
file spells out what the image files are and their order of appearance.
For example, here is a JSON file from one of the presentations:


{
    "title": "Notifications, Front to Back",
    "duration": 70,
    "baseURL": "http://misc.commonsware.com/andevcon2014/preso2/",
    "slides": [
        {
            "title": "(title slide)",
            "image": "img0.png"
        },
        {
            "title": "Order of Battle",
            "image": "img1.png"
        }
    ]
}


The title is used on the initial “leanback” activity as part of displaying
the available presentations.
The duration is how long the presentation should run, in minutes. This
will be used for a countdown timer to help the presenter know how much
time remains in the presentation.
The baseURL is a URL to a directory on a Web server somewhere that
contains the same slide images as are available locally. This is needed
to support RemotePlaybackClient, as Chromecast and similar devices need
to be able to download their content over the network. We do not have an
easy way to deliver that content from the phone or tablet that runs
Decktastic and so we need a network-hosted copy of the slides as well.
If you were willing to dispense with Chromecast support, you would not
need this baseURL property.
The slides array contains JSON objects, each of which provides the
title for a slide and the image associated with that slide. The title
will be used for the ViewPager tabs, so the presenter knows the
upcoming slides and can rapidly switch to a specific slide. The images,
of course, are what the presenter and the audience see. Of particular
importance is the first slide in the array, as this will be used
as the “title slide”, shown on the initial “leanback” activity.
The JSON and slides are stored as assets. One full presentation
(“Your Android App. On TV.”) is stored in assets/preso1/, while
a stub presentation (“Notifications, Front to Back”) is stored in
assets/preso2/.
The Model Classes
Given that JSON, we need a model class that will represent it, caching
the parsed JSON so that we can use that information to render the
presentation. We also need a model class that represents the collection
of parsed presentations, so that we have the information necessary
to render the “leanback” activity that allows the user to find the
presentation to display.
There are two model classes in the book that handle this: PresoContents
and PresoRoster.
PresoContents
PresoContents represents the parsed JSON, along with a few other bits
of information about the presentation:

package com.commonsware.android.preso.decktastic;

import java.util.List;

public class PresoContents {
  String title;
  List<Slide> slides;
  int duration;
  String baseURL;
  String baseDir;
  int id=-1;

  static class Slide {
    String image;
    String title;
  }

  @Override
  public String toString() {
    return(title);
  }

  String getSlideImage(int position) {
    return(baseDir+slides.get(position).image);
  }

  String getSlideTitle(int position) {
    return(slides.get(position).title);
  }

  String getSlideURL(int position) {
    return(baseURL+slides.get(position).image);
  }
}

(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/PresoContents.java)
The title, slides, duration, and baseURL fields come straight
from the JSON. The baseDir field represents the directory in which
the presentation was loaded; all images will be assumed to be relative
to this directory. Finally, each presentation is given an id, so we can
distinguish one presentation from another in our collection of presentations.
PresoContents also has getter methods to retrieve the local image
file (getSlideImage()), title (getSlideTitle()), and remote
image URL (getSlideURL()) for a slide given its position in the
array of slides.
PresoRoster
PresoRoster is a singleton collection of the available presentations.
It also contains the model logic for loading the collection of
presentations and parsing the JSON to create an individual PresoContents
object for a single presentation:

package com.commonsware.android.preso.decktastic;

import android.content.Context;
import android.content.res.AssetManager;
import android.util.Log;
import com.google.gson.Gson;
import java.io.BufferedReader;
import java.io.IOException;
import java.io.InputStream;
import java.io.InputStreamReader;
import java.util.ArrayList;
import java.util.List;

class PresoRoster {
  private static final PresoRoster INSTANCE=new PresoRoster();
  private static String[] PRESO_ASSET_DIRS={"preso1/", "preso2/"};
  private List<PresoContents> presos=new ArrayList<PresoContents>();

  static PresoRoster getInstance() {
    return(INSTANCE);
  }

  private PresoRoster() {}

  int getPresoCount() {
    return(presos.size());
  }

  PresoContents getPreso(int position) {
    return(presos.get(position));
  }

  PresoContents getPresoById(int id) {
    return(getPreso(id));
  }

  void load(Context ctxt) {
    Gson gson=new Gson();
    AssetManager assets=ctxt.getAssets();

    for (String presoDir : PRESO_ASSET_DIRS) {
      PresoContents c=loadPreso(gson, assets, presoDir);

      if (c!=null) {
        c.id=presos.size();
        presos.add(c);
      }
    }
  }

  private PresoContents loadPreso(Gson gson, AssetManager assets,
                                  String presoDir) {
    PresoContents result=null;

    try {
      InputStream is=assets.open(presoDir+"preso.json");
      BufferedReader reader=
          new BufferedReader(new InputStreamReader(is));

      result=gson.fromJson(reader, PresoContents.class);
      result.baseDir=presoDir;
      is.close();
    }
    catch (IOException e) {
      Log.e(getClass().getSimpleName(), "Exception parsing JSON", e);
    }

    return(result);
  }
}


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/PresoRoster.java)
The class includes:

	Getters to retrieve a presentation by index in the array of
presentations (getPreso()) and to retrieve a presentation by the
ID of the presentation (getPresoById())

	A getPresoCount() method that indicates how many presentations were
found

	A load() method that will iterate over known presentation
asset directories (defined in PRESO_ASSET_DIRS),
then attempt to parse a preso.json file in the asset directory for a presentation
(via a private loadPreso() method) using Gson


The result of load() is that the PresoRoster should be populated
with all known presentations in assets. Note,
though, that this work is done on the current thread, and therefore
load() needs to be called on a background thread. Also note that
PresoRoster makes no attempt at thread synchronization, and so
load() should be called before anything attempts to use the PresoRoster
getter methods like getPresoCount().
The Launcher Activity: LeanbackActivity
As noted previously, our launcher activity is one that implement’s
Google’s “leanback” user interface, specifically
a BrowseFragment for browsing media content. In this case, that
content consists of the roster of available presentations.
The LeanbackActivity itself is fairly short:

package com.commonsware.android.preso.decktastic;

import android.app.Activity;
import android.content.Intent;
import android.os.Bundle;

public class LeanbackActivity extends Activity {
  @Override
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    if (getFragmentManager().findFragmentById(android.R.id.content) == null) {
      getFragmentManager()
          .beginTransaction()
          .add(android.R.id.content, new RosterFragment()).commit();
    }
  }

  public void showPreso(PresoContents preso) {
    startActivity(new Intent(this, MainActivity.class)
                    .putExtra(MainActivity.EXTRA_PRESO_ID,
                              preso.id));
  }
}


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/LeanbackActivity.java)
All it does is add a RosterFragment to the UI managed by the activity,
plus add a showPreso() method that will be called by that RosterFragment
when a presentation is selected. showPreso(), in turn, will start
a separate activity (MainActivity), supplying EXTRA_PRESO_ID with the
ID of the selected presentation, so MainActivity knows what presentation
to show.
Manifest Entry
To work properly with the leanback-v17 classes like BrowseFragment,
LeanbackActivity needs to use Theme.Leanback, supplied by leanback-v17:

        <activity
            android:name="com.commonsware.android.preso.decktastic.LeanbackActivity"
            android:configChanges="keyboard|keyboardHidden|orientation|screenSize|smallestScreenSize"
            android:label="@string/app_name"
            android:screenOrientation="sensorLandscape"
            android:theme="@style/Theme.Leanback">
          <intent-filter>
            <action android:name="android.intent.action.MAIN" />

            <category android:name="android.intent.category.LAUNCHER" />
            <category android:name="android.intent.category.LEANBACK_LAUNCHER" />
          </intent-filter>
        </activity>


(from Presentation/Decktastic/app/src/main/AndroidManifest.xml)
Other noteworthy items in the <activity> element in the manifest include:

	Locking the screen orientation to sensorLandscape, as we want to stick
with a landscape-style orientation, but it could either be “regular” or
“reverse” landscape without issue

	Handling orientation-related configuration changes, which are not needed
since we are locking the screen orientation to sensorLandscape, and therefore
the UI does not change on an orientation change

	Having the LEANBACK_LAUNCHER category as an option in the <intent-filter>,
as this will cause this activity to appear on Android TV’s home screen
launcher (as opposed to the LAUNCHER category used by normal Android
devices)


RosterFragment
RosterFragment is a BrowseFragment, designed to provide the two-dimensional
navigation of headers and items in a header. In this case, we will have
just one header, “Presentations”, containing all of the presentations found by
PresoRoster.
In onAttach(), we check to see how many presentations are known about.
If there are none, we make two assumptions:

	That this is the first time we have needed to look for presentations, and

	That there are presentations to be found


So, we fork a LoadThread to go load those presentations:

  @Override
  public void onAttach(Activity host) {
    super.onAttach(host);

    if (PresoRoster.getInstance().getPresoCount()==0) {
      new LoadThread(host).start();
    }
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/RosterFragment.java)
Of course, those assumptions are a gross simplification. It could be
that the user launched our LeanbackActivity, pressed BACK, then launched
it again for some reason, and therefore the first LoadThread did not
yet finish before we go and fork a second one. Or, it could be that there
are no presentations to be found, in which case we scan unnecessarily.
A production-grade version of this app should have a more sophisticated
means of ensuring a one- (and only one-) time initialization.
LoadThread drops our thread priority to background levels, then
tells the PresoRoster to load presentations from our app’s standard
spot on external storage. Then, we raise a RosterLoadedEvent on
greenrobot’s EventBus:

  private static class LoadThread extends Thread {
    private Context ctxt=null;

    LoadThread(Context ctxt) {
      super();

      this.ctxt=ctxt.getApplicationContext();
    }

    @Override
    public void run() {
      android.os.Process.setThreadPriority(android.os.Process.THREAD_PRIORITY_BACKGROUND);
      PresoRoster.getInstance().load(ctxt);

      EventBus.getDefault().postSticky(new RosterLoadedEvent());
    }
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/RosterFragment.java)
You will notice that we call postSticky(), not post() on the
EventBus instance. This says that we not only want to deliver this
event to any current registrants, but that the EventBus should cache
this event and hand it to future registrants.
To respond to the RosterLoadedEvent, we register the RosterFragment
on the bus in onResume() and unregister in onPause():

  @Override
  public void onResume() {
    super.onResume();

    EventBus.getDefault().register(this);
  }

  @Override
  public void onPause() {
    EventBus.getDefault().unregister(this);

    super.onPause();
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/RosterFragment.java)
We then have onRosterLoaded() set up with the @Subscribe annotation
to watch for the RosterLoadedEvent:

  @Subscribe(sticky=true, threadMode=ThreadMode.MAIN)
  public void onRosterLoaded(RosterLoadedEvent event) {
    setHeadersState(BrowseFragment.HEADERS_ENABLED);
    setTitle(getString(R.string.app_name));

    ArrayObjectAdapter rows=new ArrayObjectAdapter(new ListRowPresenter());
    PresoRoster roster=PresoRoster.getInstance();
    ArrayObjectAdapter listRowAdapter=new ArrayObjectAdapter(new PresoPresenter());

    for (int i=0; i < roster.getPresoCount(); ++i) {
      listRowAdapter.add(roster.getPreso(i));
    }

    HeaderItem header=new HeaderItem(0, "Presentations");
    rows.add(new ListRow(header, listRowAdapter));

    setAdapter(rows);
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/RosterFragment.java)
The sticky=true part of the annotation, in conjunction
with postSticky(), means that if events were sticky-posted in the past,
we are delivered those immediately, in addition to future events. This will
allow us to handle configuration changes — even though our activity
and fragment might be destroyed on a locale change, or if our device is
put into some sort of desk dock, we will get the RosterLoadedEvent
when our fragment is created anew.
The threadMode=ThreadMode.MAIN portion of the annotation indicates
that we want the event to be received on the main application thread,
even though it was raised via a background thread.
In onRosterLoaded(), we:

	Indicate that we do want headers (though, in reality, since this app
only has one header, you could easily skip the headers)

	Set the title to appear in the upper-right corner

	Create an ArrayObjectAdapter for the rows that make up the entirety
of the BrowseFragment contents, using the standard ListRowPresenter
for our headers and rows

	Create another ArrayObjectAdapter, wrapped around a PresoPresenter,
that will manage the presentations in our one-and-only row

	Pour our PresoContents instances into the ArrayObjectAdapter
for our row

	Attach the “Presentations” title to the row via a standard ListRow
object

	Tell the RosterFragment that the rows represents what it should
render


This is all covered in greater detail in the chapter
on the “ten-foot” UI.
In onViewCreated() of RosterFragment, we indicate that the
RosterFragment itself should be the listener for click events on
items (in our case, presentations):

  @Override
  public void onViewCreated(View view, Bundle savedInstanceState) {
    super.onViewCreated(view, savedInstanceState);

    setOnItemViewClickedListener(this);
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/RosterFragment.java)
This works because RosterFragment implements the OnItemViewClickedListener
interface and therefore implements the onItemClicked() method:

  @Override
  public void onItemClicked(Presenter.ViewHolder viewHolder,
                            Object o,
                            RowPresenter.ViewHolder rowViewHolder,
                            Row row) {
    ((LeanbackActivity)getActivity()).showPreso((PresoContents)o);
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/RosterFragment.java)
Here, we ask the hosting LeanbackActivity to show the clicked-upon
presentation, which causes LeanbackActivity to launch a MainActvity
to do just that.
PresoPresenter
The role of PresoPresenter is to render the individual items
shown in the BrowseFragment. In this case, the items are PresoContents
model objects; PresoPresenter will pour the presentation information
into ImageCardView widgets. ImageCardView is supplied by the
leanback-v17 library and is designed to be used for rendering items
in a BrowseFragment.
The Presenter abstract class — which PresoPresenter extends — enforces
the view holder pattern. A Presenter is really responsible for
creating and updating Presenter.ViewHolder instances, which in turn
are responsible for updating the actual widgets themselves. To that
end, the PresoPresenter.Holder static class is a subclass of
Presenter.ViewHolder, one that is responsible for pouring a PresoContents
into an ImageCardView:

  static class Holder extends Presenter.ViewHolder {
    private ImageCardView cardView;
    private PicassoImageCardViewTarget viewTarget;

    public Holder(View view) {
      super(view);

      cardView=(ImageCardView)view;
      viewTarget=new PicassoImageCardViewTarget(cardView);
    }

    protected void updateCardViewImage(String path) {
      Picasso.with(cardView.getContext())
              .load("file:///android_asset/" + path)
              .resize(convertDpToPixel(cardView.getContext(), CARD_WIDTH),
                  convertDpToPixel(cardView.getContext(), CARD_HEIGHT))
              .into(viewTarget);
    }
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/PresoPresenter.java)
Here, we are going to use Picasso to load the initial slide off of disk
and put it in the ImageCardView. However, Picasso has no built-in
knowledge of ImageCardView, the way it has built-in knowledge of
ImageView. We need to teach Picasso how to populate an ImageCardView.
Picasso’s mechanism for this is to define a Target implementation
(PicassoImageCardViewTarget in this case) that is responsible for taking
a loaded bitmap and updating the UI with it:

  private static class PicassoImageCardViewTarget implements Target {
    private ImageCardView imageCardView;

    public PicassoImageCardViewTarget(ImageCardView imageCardView) {
      this.imageCardView=imageCardView;
    }

    @Override
    public void onBitmapLoaded(Bitmap bmp, Picasso.LoadedFrom lf) {
      Drawable bmpDrawable=
          new BitmapDrawable(imageCardView.getContext().getResources(),
                             bmp);

      imageCardView.setMainImage(bmpDrawable);
    }

    @Override
    public void onBitmapFailed(Drawable d) {
      imageCardView.setMainImage(d);
    }

    @Override
    public void onPrepareLoad(Drawable d) {
      imageCardView.setMainImage(d);
    }
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/PresoPresenter.java)
Target requires implementations of:

	
onBitmapLoaded(), where we take the image and put it as the “main image”
of the ImageCardView by means of setMainImage()


	
onBitmapFailed(), where we are given a failure Drawable and need to
use it, once again by setting it as the ImageCardView main image

	
onPrepareLoad(), where we are given a “loading” Drawable and need to
use it, once more by setting it as the ImageCardView main image


The PresoPresenter.Holder class creates an instance of a
PicassoImageCardViewTarget and uses that for the into() method of
the Picasso RequestBuilder (created via the with() static method
on the Picasso class).
The other thing interesting about our use of Picasso is in the
resize() call. Particularly since Picasso does not know about
ImageCardView and how big the image should be, we need to manually
tell Picasso what size to make the image. Here, we hard-code the sizes
of the card width and height in density-independent pixels:

  private static final int CARD_WIDTH=400;
  private static final int CARD_HEIGHT=300;


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/PresoPresenter.java)
We then use a static convertDpToPixel() method to get the actual
number of hardware pixels to use, based upon the current screen
density:

  static int convertDpToPixel(Context ctxt, int dp) {
    float density=ctxt.getResources().getDisplayMetrics().density;

    return(Math.round((float)dp*density));
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/PresoPresenter.java)
Back up in PresoPresenter itself, the Presenter abstract class
requires us to override onCreateViewHolder(), where we are responsible
for creating a Presenter.ViewHolder. In the case of PresoPresenter,
that comes in the form of the aforementioned PresoPresenter.Holder:

  @Override
  public ViewHolder onCreateViewHolder(ViewGroup parent) {
    ImageCardView cardView=new ImageCardView(parent.getContext());

    cardView.setFocusable(true);
    cardView.setFocusableInTouchMode(true);

    return(new Holder(cardView));
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/PresoPresenter.java)
We also have to override onBindViewHolder(), where we are given an
eligible Presenter.ViewHolder and need to populate its widgets
from a supplied item:

  @Override
  public void onBindViewHolder(Presenter.ViewHolder viewHolder,
                               Object item) {
    PresoContents preso=(PresoContents)item;
    Holder h=(Holder)viewHolder;

    h.cardView.setTitleText(preso.toString());
    h.cardView.setMainImageDimensions(CARD_WIDTH, CARD_HEIGHT);
    h.updateCardViewImage(preso.getSlideImage(0));
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/PresoPresenter.java)
Here, the item is a PresoContents and the Presenter.ViewHolder is
a PresoPresenter.Holder. We update the ImageCardView title and
image size based on the presentation, plus tell the Holder to
update the image itself, calling the updateCardViewImage() method
that contained our Picasso request.
Note that we are passing the density-independent pixels values
(CARD_WIDTH, CARD_HEIGHT) to setMainImageDimensions().
Unfortunately, this method is undocumented, and so what the units
of measure should be are not disclosed.
The Presenter abstract class also requires implementations of
onUnbindViewHolder() (called when we should no longer be populating
those widgets) and onViewAttachedToWindow() (called when the
widgets associated with a Presenter.ViewHolder are now “live”):

  @Override
  public void onUnbindViewHolder(Presenter.ViewHolder viewHolder) {
    ((Holder)viewHolder).cardView.setMainImage(null);
  }

  @Override
  public void onViewAttachedToWindow(Presenter.ViewHolder viewHolder) {
    // no-op
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/PresoPresenter.java)
The Guts: MainActivity
All of the above was just to handle the launcher activity, to allow the
user to choose a presentation. MainActivity is where we actually show
the presentation itself.
This is based upon
the Presentation/Slides sample app.
profiled in the chapter on Presentation, with
a replacement implementation of the tabs, and additional logic to handle
RemotePlaybackClient-compatible devices (e.g., Chromecast) and
TV-centric devices (e.g., Fire TV).
Basic Setup
onCreate() of MainActivity in responsible for basic setup.

  @Override
  protected void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    preso=
      PresoRoster
        .getInstance()
        .getPresoById(getIntent().getIntExtra(EXTRA_PRESO_ID, 0));

    setContentView(R.layout.activity_main);

    pager=(ViewPager)findViewById(R.id.pager);
    helper=new PresentationHelper(this, this);

    selector=
        new MediaRouteSelector.Builder()
            .addControlCategory(MediaControlIntent.CATEGORY_REMOTE_PLAYBACK)
            .build();
    router=MediaRouter.getInstance(this);
    router.addCallback(selector, routeCB,
        MediaRouter.CALLBACK_FLAG_REQUEST_DISCOVERY);

    if (isDirectToTV()) {
      getSupportActionBar().hide();
    }

    setupPager();
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
First, we take the EXTRA_PRESO_ID value received via an Intent
extra and uses that to find the PresoContents object representing
the presentation to be shown. That PresoContents object is then
referenced by a data member named preso.
Next, we load up the activity_main layout resource, containing our
ViewPager and a TabLayout:

<?xml version="1.0" encoding="utf-8"?>
<LinearLayout xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:keepScreenOn="true"
  android:orientation="vertical">

  <android.support.v4.view.ViewPager
    android:id="@+id/pager"
    android:layout_width="match_parent"
    android:layout_height="match_parent">

    <android.support.design.widget.TabLayout
      android:id="@+id/tabs"
      android:layout_width="match_parent"
      android:layout_height="wrap_content"
      android:layout_gravity="top"
      android:visibility="gone"
      app:tabMode="scrollable" />
  </android.support.v4.view.ViewPager>

</LinearLayout>

(from Presentation/Decktastic/app/src/main/res/layout/activity_main.xml)
Then, we create a PresentationHelper, so that we find out when we should
and should not be displaying a Presentation. As before, MainActivity
itself is the PresentationHelper.Listener for finding out about these
events. We will explore that more later in this chapter.
We then go through some logic for setting up remote playback device
support (MediaRouteSelector.Builder and kin) and direct-to-TV device
support (calling isDirectToTV()). Those will be explored later in
this chapter, in sections on
remote playback device support and
direct-to-TV device support.
Finally, we call setupPager(), to populate our ViewPager.
The ViewPager
The setupPager() method is responsible for putting a SlidesAdapter
into the ViewPager and otherwise setting things up to allow
the presenter to control what slide is shown and for us to find out
what slide the presenter selects:

  private void setupPager() {
    durationInSeconds=preso.duration * 60;

    if (rc!=null) {
      rc.setOverallDuration(durationInSeconds);
    }

    adapter=new SlidesAdapter(this, preso);
    pager.setAdapter(adapter);

    if (!isDirectToTV()) {
      TabLayout tabs=(TabLayout)findViewById(R.id.tabs);

      tabs.setVisibility(View.VISIBLE);
      tabs.setupWithViewPager(pager);
      tabs.addOnTabSelectedListener(this);
    }
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
Some of this — specifically the SlidesAdapter
logic — is standard ViewPager setup work, with TabLayout being a
popular implementation of tabs for activities that, like this one,
extend from AppCompatActivity. The durationInSeconds
stuff at the top is for setting up a ReverseChronometer, as will
be discussed later in this chapter. The
isDirectToTV() call and if block will be explained more in the
section on direct-to-TV device support later
in this chapter.
SlidesAdapter is a fragment-free edition of a PagerAdapter, as the slides
are purely ImageView widgets:

package com.commonsware.android.preso.decktastic;

import android.content.Context;
import android.net.Uri;
import android.support.v4.view.PagerAdapter;
import android.view.View;
import android.view.ViewGroup;
import android.widget.ImageView;
import com.squareup.picasso.Picasso;

class SlidesAdapter extends PagerAdapter {
  private PresoContents preso;
  private Context ctxt;

  SlidesAdapter(Context ctxt, PresoContents preso) {
    this.ctxt=ctxt;
    this.preso=preso;
  }

  @Override
  public Object instantiateItem(ViewGroup container, int position) {
    ImageView page=new ImageView(ctxt);
    ViewGroup.LayoutParams p=
      new ViewGroup.LayoutParams(ViewGroup.LayoutParams.MATCH_PARENT,
        ViewGroup.LayoutParams.MATCH_PARENT);

    container.addView(page, p);

    Picasso.with(ctxt).load(getSlideImageUri(position)).into(page);

    return(page);
  }

  @Override
  public void destroyItem(ViewGroup container, int position,
                          Object object) {
    container.removeView((View)object);
  }

  @Override
  public int getCount() {
    return(preso.slides.size());
  }

  @Override
  public boolean isViewFromObject(View view, Object object) {
    return(view == object);
  }

  @Override
  public String getPageTitle(int position) {
    return(preso.getSlideTitle(position));
  }
  
  Uri getSlideImageUri(int position) {
    return(Uri.parse("file:///android_asset/"+preso.getSlideImage(position)));
  }
}


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/SlidesAdapter.java)
Of note:

	
instantiateItem() creates the ImageView, adds it to the supplied
container (set to fill that container), and tells Picasso to go
load the image asynchronously into the ImageView


	
destroyItem() removes the ImageView from the container

	
getCount() returns the number of pages, based on the number
of slides in the PresoContents supplied to the SlidesAdapter
via its constructor

	
getPageTitle() returns the page title, obtained from the PresoContents
object

	
getSlideImageUri() gets a Uri pointing to a local file from the
PresoContents, for use both by instantiateItem() and by the
Presentation object that we will use for external display support
(as will be covered later in this chapter)


Supporting the Direct-to-TV Scenario
To determine whether or not our activity is natively displaying on a TV-style
screen, we check to see whether the device has either FEATURE_TELEVISION
or FEATURE_LEANBACK, in the private isDirectToTV() method on MainActivity:

  private boolean isDirectToTV() {
    return(getPackageManager().hasSystemFeature(PackageManager.FEATURE_TELEVISION)
        || getPackageManager().hasSystemFeature(PackageManager.FEATURE_LEANBACK));
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
Admittedly, not all Android direct-to-TV devices may advertise that they
have one of these features. In particular, minor-brand Android HDMI
sticks might just be using a fairly vanilla Android device profile, culled
from a tablet. There is no good way of detecting such a scenario, though
Decktastic could provide some manual option (e.g., checkable action item)
to go into direct-to-TV mode if this proved to be important.
We use isDirectToTV() in two places. First, in onCreate(), we hide
the action bar if we are going direct to a TV:

    if (isDirectToTV()) {
      getSupportActionBar().hide();
    }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
Second, in setupPager(), we hide the TabLayout if we are going
direct to a TV:

    if (!isDirectToTV()) {
      TabLayout tabs=(TabLayout)findViewById(R.id.tabs);

      tabs.setVisibility(View.VISIBLE);
      tabs.setupWithViewPager(pager);
      tabs.addOnTabSelectedListener(this);
    }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
This eliminates the “chrome” from our activity, leaving us with just the
contents of the ViewPager itself, in the form of our slides. On the plus
side, this gives us the visual output we want. However, it comes at a cost:
there is no means for the presenter to change slides. After all, there
is no touchscreen in this scenario, and so even though the ViewPager
could be swiped, that is not possible without a touchscreen.
To support standard presentation remotes and similar mechanisms, MainActivity
overrides onKeyDown():

  @Override
  public boolean onKeyDown(int keyCode, KeyEvent event) {
    switch(keyCode) {
      case KeyEvent.KEYCODE_SPACE:
      case KeyEvent.KEYCODE_DPAD_RIGHT:
      case KeyEvent.KEYCODE_DPAD_DOWN:
      case KeyEvent.KEYCODE_PAGE_DOWN:
      case KeyEvent.KEYCODE_MEDIA_NEXT:
        if (pager.canScrollHorizontally(1)) {
          pager.setCurrentItem(pager.getCurrentItem()+1, true);
        }

        return(true);

      case KeyEvent.KEYCODE_DPAD_LEFT:
      case KeyEvent.KEYCODE_DPAD_UP:
      case KeyEvent.KEYCODE_PAGE_UP:
      case KeyEvent.KEYCODE_MEDIA_PREVIOUS:
        if (pager.canScrollHorizontally(-1)) {
          pager.setCurrentItem(pager.getCurrentItem()-1, true);
        }

        return(true);
    }

    return(super.onKeyDown(keyCode, event));
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
Here, we will advance to the next slide if the user presses:

	the space bar or the Page Down key on a QWERTY keyboard

	right or down arrow keys, D-pad buttons, or the like

	a “next” media button on a media remote


Conversely, we will return to the preceding slide if the user presses:

	the Page Up key on a QWERTY keyboard

	left or up arrow keys, D-pad buttons, or the like

	a “previous” media button on a media remote


This should allow most remotes for direct-to-TV devices to control
our slides. Note that we are passing true as the second parameter
to the setCurrentItem() method, and therefore the audience will
see an animated transition to the next slide. That may or may not be
desirable; an enhanced edition of Decktastic might allow that to be
configured (e.g., via a checkable action item).
Note that this is still a bit limited compared to having touchscreen
access, as our onKeyDown() method only moves a slide at a time.
There is no facility to jump to an arbitrary spot, the way you could
by swiping and tapping upon ViewPager tabs on a touchscreen.
Supporting External Displays
As noted earlier, in onCreate() of MainActivity, we create an
instance of PresentationHelper, supplying the activity itself
as both the Context and the PresentationHelper.Listener for
presentation-related events:

    helper=new PresentationHelper(this, this);


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
That, in turn, requires us to forward along onPause() and onResume()
events from our activity to the PresentationHelper:

  @Override
  public void onResume() {
    super.onResume();
    helper.onResume();
  }

  @Override
  public void onPause() {
    helper.onPause();
    super.onPause();
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
We also have to implement showPreso() and clearPreso() methods
to satisfy the PresentationHelper.Listener interface:

  @Override
  public void clearPreso(boolean showInline) {
    if (presoFrag != null) {
      presoFrag.dismiss();
      presoFrag=null;
    }
  }

  @Override
  public void showPreso(Display display) {
    Uri slide=adapter.getSlideImageUri(pager.getCurrentItem());

    presoFrag=
        SlidePresentationFragment.newInstance(this, display, slide);
    presoFrag.show(getSupportFragmentManager(), "presoFrag");
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
In showPreso(), we obtain the Uri for the current slide by calling
the getSlideImageUri() method we conveniently implemented on the
SlidesAdapter. Then, we create an instance of a
SlidePresentationFragment, handing it the slide Uri, and we show()
that fragment. We only dismiss() the fragment in clearPreso().
The fragment itself is a PresentationFragment, with an ImageView
as the fragment’s UI, populated using Picasso, with the Uri
being transferred from the newInstance() factory method to the
fragment itself via the arguments Bundle:

package com.commonsware.android.preso.decktastic;

import android.content.Context;
import android.net.Uri;
import android.os.Bundle;
import android.view.Display;
import android.view.LayoutInflater;
import android.view.View;
import android.view.ViewGroup;
import android.widget.ImageView;
import com.squareup.picasso.Picasso;

public class SlidePresentationFragment extends PresentationFragment {
  private static final String KEY_URI="u";
  private ImageView slide=null;

  public static SlidePresentationFragment newInstance(Context ctxt,
                                                      Display display,
                                                      Uri slideUri) {
    SlidePresentationFragment frag=new SlidePresentationFragment();

    frag.setDisplay(ctxt, display);

    Bundle b=new Bundle();

    b.putParcelable(KEY_URI, slideUri);
    frag.setArguments(b);

    return(frag);
  }

  @Override
  public View onCreateView(LayoutInflater inflater,
                           ViewGroup container,
                           Bundle savedInstanceState) {
    slide=new ImageView(getContext());

    setSlideContent((Uri)getArguments().getParcelable(KEY_URI));

    return(slide);
  }

  void setSlideContent(Uri slideUri) {
    Picasso.with(getContext()).load(slideUri).into(slide);
  }
}


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/SlidePresentationFragment.java)
While the cwac-presentation library contains a PresentationFragment,
it is set up for the native API Level 11 implementation of fragments.
Hence, Decktastic contains its own PresentationFragment, cloned
from the cwac-presentation implementation, that uses the fragment
backport, for use with our AppCompatActivity:

package com.commonsware.android.preso.decktastic;

import android.app.Dialog;
import android.app.Presentation;
import android.content.Context;
import android.os.Bundle;
import android.support.v4.app.DialogFragment;
import android.view.Display;

abstract public class PresentationFragment extends DialogFragment {
  private Display display=null;
  private Presentation preso=null;

  @Override
  public Dialog onCreateDialog(Bundle savedInstanceState) {
    if (preso == null) {
      return(super.onCreateDialog(savedInstanceState));
    }

    return(preso);
  }

  public void setDisplay(Context ctxt, Display display) {
    if (display == null) {
      preso=null;
    }
    else {
      preso=new Presentation(ctxt, display, getTheme());
    }

    this.display=display;
  }

  public Display getDisplay() {
    return(display);
  }

  @Override
  public Context getContext() {
    if (preso != null) {
      return(preso.getContext());
    }

    return(getActivity());
  }
}


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/PresentationFragment.java)
This arranges to show the current slide, for whatever the current slide
is at the time showPreso() is called on MainActivity. However, we need
to update this fragment to reflect changes in the current slide. To accomplish
this, we set up MainActivity to implement the OnTabSelectedListener
interface, then call addOnTabSelectedListener() on the TabLayout
in setupPager() to have it forward tab-change events to the activity.
Of those events, we pay particular attention to onTabSelected(), updating
the SlidePresentationFragment if there is one around:

  @Override
  public void onTabReselected(TabLayout.Tab tab) {
    // unused
  }

  @Override
  public void onTabUnselected(TabLayout.Tab tab) {
    // unused
  }

  @Override
  public void onTabSelected(TabLayout.Tab tab) {
    if (presoFrag != null) {
      presoFrag
        .setSlideContent(adapter.getSlideImageUri(tab.getPosition()));
    }

    if (client!=null) {
      String url=preso.getSlideURL(tab.getPosition());

      client.play(Uri.parse(url), "image/png", null, 0, null, playCB);
    }
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
We will get into the client stuff from onTabSelected() in the next
section, as that pertains to supporting remote playback devices.
Supporting Chromecast and Remote Playback Devices
The key limitation of Chromecast and other remote playback devices is that
they can only play back media that they can access. While Chromecast supports
mirroring, that is handled via the Presentation API discussed previously;
devices limited to the RemotePlaybackClient API need URLs to media files.
That is why our JSON for the presentation contains a URL pointing to a copy
of each slide up on some public Web server. To push those URLs over
to the Chromecast at the appropriate points, we need to set up the
RemotePlaybackClient system.
First, in onCreate(), we define a MediaRouteSelector for
remote playback devices, set up a MediaRouter, and add a callback to
find out about selected route changes, asking MediaRouter to scan
for possible routes along the way:

    selector=
        new MediaRouteSelector.Builder()
            .addControlCategory(MediaControlIntent.CATEGORY_REMOTE_PLAYBACK)
            .build();
    router=MediaRouter.getInstance(this);
    router.addCallback(selector, routeCB,
        MediaRouter.CALLBACK_FLAG_REQUEST_DISCOVERY);


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
All of this is using the mediarouter-v7 portion of the Android Support
package, as the native MediaRouter and kin do not support
remote playback devices.
Our menu resource for our action bar contains, among other things,
a MediaRouteActionProvider from mediarouter-v7:

<?xml version="1.0" encoding="utf-8"?>
<menu xmlns:tools="http://schemas.android.com/tools"
  xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto">

  <item
    android:id="@+id/countdown"
    app:actionViewClass="com.commonsware.android.preso.decktastic.ReverseChronometer"
    app:showAsAction="always"
    tools:ignore="AlwaysShowAction,MenuTitle" />
  <item
    android:id="@+id/route_provider"
    android:title="@string/media_route_provider"
    app:actionProviderClass="android.support.v7.app.MediaRouteActionProvider"
    app:showAsAction="always" />
  <item
    android:id="@+id/first"
    android:icon="@android:drawable/ic_media_previous"
    android:title="@string/first"
    app:showAsAction="ifRoom" />
  <item
    android:id="@+id/last"
    android:icon="@android:drawable/ic_media_next"
    android:title="@string/last"
    app:showAsAction="ifRoom" />
  <item
    android:id="@+id/present"
    android:checkable="true"
    android:checked="true"
    android:title="@string/show_presentation"
    app:showAsAction="never" />

</menu>

(from Presentation/Decktastic/app/src/main/res/menu/activity_actions.xml)
As part of our work in setting up the action bar in onCreateOptionsMenu(),
we retrieve the MediaRouteActionProvider and configure it with the
same MediaRouteSelector that we used for the MediaRouter callback:

  @Override
  public boolean onCreateOptionsMenu(Menu menu) {
    getMenuInflater().inflate(R.menu.activity_actions, menu);

    rc=(ReverseChronometer)menu.findItem(R.id.countdown)
                               .getActionView();

    rc.setWarningDuration(5 * 60);
    rc.setOnClickListener(this);
    rc.setOnLongClickListener(this);
    rc.setTextSize(TypedValue.COMPLEX_UNIT_SP, 24);
    rc.setTextColor(Color.WHITE);

    if (durationInSeconds>0) {
      rc.setOverallDuration(durationInSeconds);
    }

    MenuItem item=menu.findItem(R.id.route_provider);
    MediaRouteActionProvider provider=
        (MediaRouteActionProvider)MenuItemCompat.getActionProvider(item);

    provider.setRouteSelector(selector);

    return(super.onCreateOptionsMenu(menu));
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
(the lines in onCreateOptionsMenu() pertaining to the ReverseChronometer
will be explained later in this chapter)
If the user interacts with the MediaRouteActionProvider and elects
to connect to a remote playback device, our MediaRouter.Callback will
be notified about the change of route:

  private MediaRouter.Callback routeCB=new MediaRouter.Callback() {
    @Override
    public void onRouteSelected(MediaRouter router,
                                MediaRouter.RouteInfo route) {
      connect(route);
    }

    @Override
    public void onRouteUnselected(MediaRouter router,
                                  MediaRouter.RouteInfo route) {
      disconnect();
    }
  };


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
Here, we just delegate the onRouteSelected() and onRouteUnselected()
callbacks to connect() and disconnect() methods on MainActivity.
MediaRouter.Callback is an abstract class, not an interface — otherwise,
we would simply have implemented the interface on MainActivity and bypassed
this anonymous inner class instance.
The connect() method on MainActivity is responsible for sending over
the current slide to the remote playback device:

  private void connect(MediaRouter.RouteInfo route) {
    client=
        new RemotePlaybackClient(getApplicationContext(), route);

    if (client.isRemotePlaybackSupported()) {
      String url=preso.getSlideURL(pager.getCurrentItem());

      client.play(Uri.parse(url), "image/png", null, 0, null, playCB);
    }
    else {
      client=null;
    }
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
Here, we:

	Create an instance of RemotePlaybackClient


	Confirm that the remote playback device supports the remote playback
protocol (isRemotePlaybackSupported())

	Call play(), passing over a URL pointing to the same slide that the
ViewPager is showing from a local file


The play() call requires an ItemActionCallback as the last parameter.
We really do not need the callback, but passing null does not work.
So, we have a do-nothing ItemActionCallback named playCB that we use:

  RemotePlaybackClient.ItemActionCallback playCB=
    new RemotePlaybackClient.ItemActionCallback() {
    @Override
    public void onResult(Bundle data, String sessionId,
                         MediaSessionStatus sessionStatus,
                         String itemId, MediaItemStatus itemStatus) {
    }

    @Override
    public void onError(String error, int code, Bundle data) {
    }
  };


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
That will show the slide that was current as of the time the user connected
to the remote playback device. We need to show a new slide when the presenter
switches to a new slide, just as we did in the Presentation scenario.
This too is handled in onTabSelected(), where we make the same sort
of play() call that we did in connect():

  @Override
  public void onTabSelected(TabLayout.Tab tab) {
    if (presoFrag != null) {
      presoFrag
        .setSlideContent(adapter.getSlideImageUri(tab.getPosition()));
    }

    if (client!=null) {
      String url=preso.getSlideURL(tab.getPosition());

      client.play(Uri.parse(url), "image/png", null, 0, null, playCB);
    }
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
Not only is disconnect() called from MediaRouter.Callback, but it is
also called from onDestroy() of MainActivity, where we also remove that
callback from the MediaRouter:

  @Override
  public void onDestroy() {
    disconnect();
    router.removeCallback(routeCB);
    super.onDestroy();
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
disconnect() releases the RemotePlaybackClient and ensures that we are
back on our default route:

  private void disconnect() {
    if (client != null) {
      client.release();
      client=null;
    }

    router.getDefaultRoute().select();
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
The net effect of all of this is that the slides will update on the
remote playback device as the presenter switches slides, in addition to when
the presenter connects to the remote playback device originally. We are not
in control of any transition effects — we simply provide the slides, and it
is up to the remote playback device to download and show them, however that
device wishes.
The Rest of the Story
One common need of a presenter is to know how much time is remaining
in which to deliver the presentation. Presentations are usually time-limited,
to fit conference agendas and the like. The JSON structure for a presentation
contains the duration of the presentation, and it would be useful to let
the presenter know how much of that duration is remaining.
The chapter on custom views has a section outlining the implementation
of a ReverseChronometer widget. Chronometer is a
standard Android SDK class for counting up time (e.g., a stopwatch).
ReverseChronometer is for counting down time.
Decktastic puts a ReverseChronometer in the action bar as a custom view,
courtesy of our menu XML:

<?xml version="1.0" encoding="utf-8"?>
<menu xmlns:tools="http://schemas.android.com/tools"
  xmlns:android="http://schemas.android.com/apk/res/android"
  xmlns:app="http://schemas.android.com/apk/res-auto">

  <item
    android:id="@+id/countdown"
    app:actionViewClass="com.commonsware.android.preso.decktastic.ReverseChronometer"
    app:showAsAction="always"
    tools:ignore="AlwaysShowAction,MenuTitle" />
  <item
    android:id="@+id/route_provider"
    android:title="@string/media_route_provider"
    app:actionProviderClass="android.support.v7.app.MediaRouteActionProvider"
    app:showAsAction="always" />
  <item
    android:id="@+id/first"
    android:icon="@android:drawable/ic_media_previous"
    android:title="@string/first"
    app:showAsAction="ifRoom" />
  <item
    android:id="@+id/last"
    android:icon="@android:drawable/ic_media_next"
    android:title="@string/last"
    app:showAsAction="ifRoom" />
  <item
    android:id="@+id/present"
    android:checkable="true"
    android:checked="true"
    android:title="@string/show_presentation"
    app:showAsAction="never" />

</menu>

(from Presentation/Decktastic/app/src/main/res/menu/activity_actions.xml)
We customize the ReverseChronometer through a handful of lines in
the onCreateOptionsMenu() method:

    rc=(ReverseChronometer)menu.findItem(R.id.countdown)
                               .getActionView();

    rc.setWarningDuration(5 * 60);
    rc.setOnClickListener(this);
    rc.setOnLongClickListener(this);
    rc.setTextSize(TypedValue.COMPLEX_UNIT_SP, 24);
    rc.setTextColor(Color.WHITE);

    if (durationInSeconds>0) {
      rc.setOverallDuration(durationInSeconds);
    }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
Here we:

	Retrieve the ReverseChronometer from the action item

	Have it change to a “warning” presentation with five minutes remaining

	Set up the activity to respond to click and long-click events

	Set the appearance to be 24sp white text


And, if we already know the presentation’s overall duration, via the
durationInSeconds data member, we pour that into the ReverseChronometer
as well.
durationInSeconds is populated via a few lines at the top of setupPager():

  private void setupPager() {
    durationInSeconds=preso.duration * 60;

    if (rc!=null) {
      rc.setOverallDuration(durationInSeconds);
    }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
This way, no matter whether setupPager() or onCreateOptionsMenu() is called
first, we pour the duration into the ReverseChronometer.
By default, that ReverseChronometer does nothing other than show the
remaining time… which remains fixed by default. That is where the click
and long-click event handlers come into play:

  @Override
  public void onClick(View v) {
    ReverseChronometer rc=(ReverseChronometer)v;

    if (rc.isRunning()) {
      rc.stop();
    }
    else {
      if (isFirstRCClick) {
        isFirstRCClick=false;
        rc.reset();
      }

      rc.run();
    }
  }

  @Override
  public boolean onLongClick(View v) {
    ReverseChronometer rc=(ReverseChronometer)v;

    rc.reset();

    return(true);
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
There are three possibilities when the user taps on the ReverseChronometer:

	It was never clicked before (isFirstRCClick is true), in which case
we ensure that the ReverseChronometer is reset to the overall duration
before calling run() to start the countdown

	It is already running, in which case we call stop() to pause the countdown

	It was not already running (but was clicked before), in which case we call
run() again to resume the countdown


This gives us what from a media standpoint would be play, pause, and resume
logic.
A long-click will reset() the ReverseChronometer, returning the time
remaining to the overall duration.
Our action bar also has a few other action items, handled in
onOptionsItemSelected():

  @Override
  public boolean onOptionsItemSelected(MenuItem item) {
    switch (item.getItemId()) {
      case R.id.present:
        boolean original=item.isChecked();

        item.setChecked(!original);

        if (original) {
          helper.disable();
        }
        else {
          helper.enable();
        }

        break;

      case R.id.first:
        pager.setCurrentItem(0);
        break;

      case R.id.last:
        pager.setCurrentItem(adapter.getCount() - 1);
        break;
    }

    return(super.onOptionsItemSelected(item));
  }


(from Presentation/Decktastic/app/src/main/java/com/commonsware/android/preso/decktastic/MainActivity.java)
Specifically:

	There is a checkable action item to determine whether or not we should
be showing a Presentation. If this is unchecked, and an external display
is attached, we still disable the PresentationHelper. This will cause
normal display mirroring to begin, and the audience will see the same UI
that the presenter does, complete with the ViewPager, action bar, and so on.
Checking it re-enables the PresentationHelper, so if an external display
is available, we start showing the slides again.

	The first and last action bar items are “fast-forward” and “rewind”
options, allowing the presenter to quickly jump to the first or the last
slide in the presentation. This happens via calls to setCurrentItem()
on the ViewPager, which will in turn invoke onPageSelected(), causing
us to update our PresentationFragment or remote playback device, if needed.


Note that since the direct-to-TV mode hides the action bar, none of these
options are available to the presenter on a device like Android TV or a
Fire TV. This will require the presenter to use something else to track
the remaining time in a presentation, such as a countdown timer app
running on a separate Android device.
Advanced Permissions
Adding basic permissions to your app to allow it to, say,
access the Internet, is fairly easy. However, the full permissions
system has many capabilities beyond simply asking the user to let
you do something. This chapter explores other uses of permissions,
from securing your own components to using signature-level
permissions (your own or Android’s).
Prerequisites
Understanding this chapter requires that you have read the core chapters,
particularly the chapter on permissions and
the chapter on signing your app.
One of the sample apps uses RxJava and RxAndroid, which are
introduced elsewhere in the book.
Securing Yourself
Principally, at least initially, permissions are there to allow
the user to secure their device. They have to agree to allow
you to do certain things, such as reading contacts, that they might
not appreciate.
The other side of the coin, of course, is to secure your own
application. If your application is mostly activities, security may be
just an “outbound” thing, where you request the right to use
resources of other applications. If, on the other hand, you put content
providers or services in your application, you will want to implement
“inbound” security to control which applications can do what with
the data.
Note that the issue here is less about whether other applications might
“mess up” your data, but rather about privacy of the user’s
information or use of services that might incur expense. That is where
the stock permissions for built-in Android applications are focused
– can you read or modify contacts, can you send SMS, etc. If your
application does not store information that might be considered
private, security is less an issue. If, on the other hand, your
application stores private data, such as medical information, security
is much more important.
The first step to securing your own application using permissions is to
declare said permissions, once again in the AndroidManifest.xml file.
In this case, instead of uses-permission, you add permission
elements. Once again, you can have zero or more permission elements,
all as direct children of the root manifest element.
Declaring a permission is slightly more complicated than using a
permission. There are three pieces of information you need to supply:

	The symbolic name of the permission. To keep your permissions from
colliding with those from other applications, you should use your
application’s Java namespace as a prefix

	A label for the permission: something short that would be
understandable by users

	A description for the permission: something a wee bit longer that is
understandable by your users




<permission
  android:name="vnd.tlagency.sekrits.SEE_SEKRITS"
  android:label="@string/see_sekrits_label"
  android:description="@string/see_sekrits_description" />


This does not enforce the permission. Rather, it indicates that it is a
possible permission; your application must still flag security
violations as they occur.
Enforcing Permissions via the Manifest
There are two ways for your application to enforce permissions,
dictating where and under what circumstances they are required. The
easier one is to indicate in the manifest where permissions are
required.
Activities, services, and receivers can all declare an attribute named
android:permission, whose value is the name of the permission that is
required to access those items:


<activity
  android:name=".SekritApp"
  android:label="Top Sekrit"
  android:permission="vnd.tlagency.sekrits.SEE_SEKRITS">
  <intent-filter>
    <action android:name="android.intent.action.MAIN" />
    <category
      android:name="android.intent.category.LAUNCHER" 
/>
  </intent-filter>
</activity>


Only applications that have requested your indicated permission will be
able to access the secured component. In this case, “access” means:

	Activities cannot be started without the permission

	Services cannot be started, stopped, or bound to an activity without
the permission

	Intent receivers ignore messages sent via sendBroadcast() unless
the sender has the permission


Enforcing Permissions Elsewhere
In your code, you have two additional ways to enforce permissions.
Your services can check permissions on a per-call basis via
checkCallingPermission(). This returns PERMISSION_GRANTED or
PERMISSION_DENIED depending on whether the caller has the permission
you specified. For example, if your service implements separate read
and write methods, you could require separate read versus write
permissions in code by checking those methods for the permissions you
need from Java.
Also, you can include a permission when you call sendBroadcast().
This means that eligible broadcast receivers must hold that permission;
those without the permission are ineligible to receive it. We will
examine sendBroadcast() in greater detail elsewhere in this book.
Requiring Standard System Permissions
While normally you require your own custom permissions using
the techniques described above, there is nothing stopping you from
reusing a standard system permission, if it would fit your needs.
For example, suppose that you are writing YATC (Yet Another Twitter
Client). You decide that in addition to YATC having its own UI, you
will design YATC to be a “Twitter engine” for use by third party
apps:

	Send timeline updates via broadcast Intents

	Publish the timeline, the user’s own tweets, @-mentions, and the like
via a ContentProvider


	Offer a command-based service interface for posting updates to the
timeline

	And so on


You could, and perhaps should, implement your own custom permission.
However, since any app can get to Twitter just by having the INTERNET
permission, one could argue that a third-party app should just need
that same INTERNET permission to use your API (rather than integrating
JTwitter or another third-party JAR).
Signature Permissions
Each permission in Android is assigned a protection level, via an
android:protectionLevel attribute on the <permission> element.
By default,
permissions are at a normal level, but they can also be flagged as
dangerous, signatureOrSystem, or signature. In the latter two cases,
“signature” means that the app requesting the permission and the app
requiring the permission should have be signed by the same signing key.
In the case of signatureOrSystem — only used by the firmware –
the app requesting the permission either needs to be signed by the
firmware’s signing key or reside on the system partition (e.g., come
pre-installed with the device).
Firmware-Only Permissions
Most of Android’s permissions mentioned in this book are ones that
any SDK application can hold, if they ask for them and the user grants
them. INTERNET, READ_CONTACTS, ACCESS_FINE_LOCATION, and kin
all are normal permissions.
BRICK is not.
There was a permission in Android, named BRICK, that, in theory, allows
an application to render a phone inoperable (a.k.a., “brick” the phone).
While there is no brickMe() method in the Android SDK tied to this
permission, presumably there might be something deep in the firmware
that was protected by this permission. Though, since Android 6.0
removed the BRICK permission from the SDK, it is clearly not something
Google expects us to use.
The BRICK permission could not be held by ordinary Android SDK applications.
You could request it all you want, and it will not be granted.
However, applications that are signed with the same signing key that
signed the firmware could hold the BRICK permission.
That is because
the system’s own manifest
used to have the following <permission> element:


<permission android:name="android.permission.BRICK"
        android:label="@string/permlab_brick"
        android:description="@string/permdesc_brick"
        android:protectionLevel="signature" />


Your Own Signature Permissions
You too can require signature-level permissions. That will
restrict the holders of that permission to be other apps signed
by your signing key. This is particularly useful for inter-process
communication between apps in a suite — by using signature permissions,
you ensure that only your apps will be able to participate in those
communications.
One nice thing about these sorts of signature-level permissions is that
the user is not bothered with them. It is assumed that the user will agree
to the communication between the apps signed by the same signing key. Hence,
the user will not see signature-level permissions at install or
upgrade time.
Since in some cases, you may not be sure which app will be installed first,
it is best to have all apps in the suite include the same <permission>
element, in addition to the corresponding <uses-permission> element. That
way, no matter which app is installed first, it can declare the permission
that all will share.
Though, that has its own problems, as you will see in the next section.
The Custom Permission Vulnerability
(NOTE: Some of the material in this section originally appeared in material hosted
in the CWAC-Security project repository.
In addition, the author would like to thank Mark Carter and “Justin Case”
for their contributions in this topic area).
Unfortunately, custom permissions have some undocumented limitations
that make them intrinsically risky. Specifically, custom permissions
can be defined by anyone, at any time, and “first one in wins”, which
opens up the possibility of unexpected behavior.
Here, we will walk through some
scenarios and show where the problems arise, plus discuss how to
mitigate them as best we can.
Scenarios
All of the following scenarios focus on three major app profiles.
App A is an app that defines a custom permission in its manifest,
such as:


<permission
  android:name="com.commonsware.cwac.security.demo.OMG"
  android:description="@string/perm_desc"
  android:label="@string/perm_label"
  android:protectionLevel="normal"/>


App A also defends a component using the android:permission
attribute, referencing the custom permission:


<provider
  android:name="FileProvider"
  android:authorities="com.commonsware.cwac.security.demo.files"
  android:exported="true"
  android:grantUriPermissions="false"
  android:permission="com.commonsware.cwac.security.demo.OMG">
  <grant-uri-permission android:path="/test.pdf"/>
</provider>


App B has a <uses-permission> element to declare to the user that
it wishes to access components defended by that permission:


<uses-permission android:name="com.commonsware.cwac.security.demo.OMG"/>


App C has the same <uses-permission> element. The difference is
that App B also has the <permission> element, just as App A
does, albeit with different descriptive information (e.g.,
android:description) and, at times, a different protection level.
All three apps are signed with different signing keys, because
in the real world they would be from different developers.
So, to recap:

	A defines a permission and uses it for defense

	B defines the same permission and requests to hold it

	C just requests to hold this permission


With all that in mind, let’s walk through some possible scenarios,
focusing on two questions:

	What is the user told, when the app is installed through
normal methods (i.e., not via adb), regarding this
permission?

	What access, if any, does App B or App C have to the ContentProvider
from App A?


The Application SDK Case (A, Then C)
Suppose the reason why App A has defined a custom permission is because
it wants third-party apps to have the ability to access its secured
components… but only with user approval. By defining a custom
permission, and having third-party apps request that permission,
the user should be informed about the requested permission and can
make an informed decision.
Conversely, if an app tries to access a secured component but
has not requested the permission, the access attempt should fail.
App C has requested the custom permission via the <uses-permission>
element. If the permission — defined by App A — has an
android:protectionLevel of normal or dangerous, the user
will be informed about the requested permission at install time. If
the user continues with the installation, App C can access the
secured component.
If, however, the android:protectionLevel is signature, the user
is not informed about the requested permission at install time, as
the system can determine on its own whether or not the permission
should be granted. In this case, App A and App C are signed with
different signing keys, so Android silently ignores the permission
request. If the user continues with installation, then App C tries
to access App A’s secured component, App C crashes with a
SecurityException.
In other words, this all works as expected.
The Application SDK Problem Case (C, Then A)
However, in many cases, there is nothing forcing the user to install
App A before App C. This is particularly true for publicly-distributed
apps on common markets, like the Play Store.
When the user installs App C, the user is not informed about the
request for the custom permission, presumably because that permission has not
yet been defined. If the user later installs App A, App C is not
retroactively granted the permission, and so App C’s attempts
to use the secured component fail.
This works as expected, though it puts a bit of a damper on custom
permissions. One way to work around this would be for the user to
uninstall App C, then install it again (with App A already installed).
This returns us to the original scenario from the preceding section.
However, if the user has data in App C, losing that data may be a problem
(as in a “let’s give App C, or perhaps App A, one-star ratings on
the Play Store” sort of problem).
The Peer Apps Case, Part One (A, Then B)
Suppose now we augment our SDK-consuming app (formerly App C) to
declare the same permission that App A does, in an attempt to allow
the two apps to be installed in either order. That is what App B is:
the same app as App C, but where it has the same <permission>
element as does App A in its manifest.
This scenario is particularly important where both apps could be
of roughly equal importance to the user. In cases where App C is
some sort of plugin for App A, it is not unreasonable for the
author of App A to require App A to be installed first. But, if
Twitter and Facebook wanted to access components of each others’ apps,
it would be unreasonable for either of those firms to mandate that
their app must be installed first. After all, if Twitter wants to
be installed first, and Facebook wants to be installed first, one
will be disappointed.
If the user installs App A (the app defending a component with
the custom permission) before App B, the user will be notified at
install time about App B’s request for this permission. Notably,
the information shown on the installation security screen will
contain App A’s description of the permission. And, if the user goes
ahead and installs App B, App B can indeed access App A’s secured
component, since it was granted permission by the user.
Once again, everything is working as expected. Going back to the
two questions:

	The user is informed when App B or App C requests the permission
defined by App A.

	App B and App C can hold that permission if and only if they meet the
requirements of the protection level


The Peer Apps Case, Part Two (B, Then A)
What happens if we reverse the order of installation? After all, if
App A and App B are peers, from the standpoint of the user, there
is roughly a 50% chance that the user will install App B before
App A.
Here is where things go off the rails.
The user is not informed about App B’s request for the custom permission.
The user will be informed about any platform permissions that the
app requests via other <uses-permission> elements. If there are none,
the user is told that App B requests no permissions… despite the
fact that it does.
When the user installs App A, the same thing occurs. Of course, since
App A does not have a <uses-permission> element, this is not all
that surprising.
However, at this point, even though the user was not informed, App B
holds the custom permission and can access the secured component.
This is bad enough when both parties are ethical. App B could be
a piece of malware, though, designed to copy the data from App A,
ideally without the user’s knowledge. And, if App B is installed before
App A, that would happen.
So, going to the two questions:

	The user is not informed about App B’s request for the permission…

	…but App B gets it anyway and can access the secured component


The Downgraded-Level Malware Case (B, Then A, Again)
You might think that the preceding problem would only be for
normal or dangerous protection levels. If App A defines
a permission as requiring a matching signature, and App A marks a
component as being defended by that permission, Android must require
the signature match, right?
Wrong.
The behavior is identical to the preceding case. Android does
not use the defender’s protection level. It uses the definer’s
protection level, meaning the protection level of whoever was installed
first and had the <permission> element.
So, if App A has the custom permission defined as signature, and
App B has the custom permission defined as normal, if App B is
installed first, the behavior is as shown in the preceding section:

	The user is not informed about App B’s request for the permission…

	…but App B gets it anyway and can access the secured component,
despite the signatures not matching


The Peer Apps Case With a Side Order of C
What happens if we add App C back into the mix? Specifically, what
if App B is installed first, then App A, then App C?
When App C eventually gets installed, the user is prompted for the
custom permission that App C requests via <uses-permission>.
However, the description that the user sees is from App B, the one
that first defined the custom <permission>. Moreover, the
protection level is whatever App B defined it to be. So if App B
downgraded the protection level from App A’s intended signature
to be normal, App C can hold that permission and access the
secured App A component, even if it is signed by another signing key.
Not surprisingly, the same results occur if you install App B,
then App C, then App A.
Behavior Analysis
The behavior exhibited in these scenarios is consistent with
two presumed implementation “features” of Android’s permission system:

	First one in wins. In other words, the first app (or framework,
in the case of the OS’s platform permissions) that defines a
<permission> for a given android:name gets to determine what
the description is and what the protection level is.

	The user is only prompted to confirm a permission if the
app being installed has a <uses-permission> element, the
permission was already defined by some other app, and the
protection level is not signature.


Risk Assessment
The “first one in wins” rule is a blessing and a curse. It is a
curse, insofar as it opens up the possibility for malware to hold
a custom permission without the user’s awareness of that, and even
to downgrade a signature-level permission to normal. However,
it is a blessing, in that the malware would have to be installed first;
if it is installed second, either its request to hold the permission
will be seen by the user (normal or dangerous) or the request to
hold the permission will be rejected (signature).
This makes it somewhat unlikely for a piece of malware to try to
sneakily make off with data. Eventually, if enough users start to
ask publicly why App B needs access to App A’s data (for cases where
App A was installed first and the user knows about the permission
request), somebody in authority may eventually realize that this
is a malware attack. Of course, “eventually” may be a rather long time.
However, there are some situations where Android’s custom permission
behavior presents risk even greater than that. If the attacker has
a means of being sure that their app was installed first, they can
hold any permission from any third-party app they want to that was
known at install time.
For example:

	Somebody could sell a used Android device, and the buyer could
neglect to factory-reset it, and the malware could be installed
by the seller

	Somebody could sell a used Android device with a ROM mod
preinstalled, based on a normal ROM mod (e.g., CyanogenMod), but
with an additional bit of malware installed, to prevent a factory
reset from foiling the attack’

	Somebody could distribute devices to users who might think the device
is “factory clean” and not laden with malware (e.g., devices given
as gifts)

	Somebody could distribute devices to users who might think that
the pre-installed malware is actually a legitimate app (e.g.,
devices given to employees by an employer wishing to monitor usage
by examining protected data from third-party apps)


Android 5.0’s “Fix”
Android 5.0 now prevents two apps from defining the same <permission>
(“same” based on android:name) unless they are signed by the same
signing key. First one in wins; the second app installation will fail.
On the plus side:

	This solves the security problem, as an attacker (B) cannot get at
a defender’s (A’s) data by virtue of having been installed first, as
A simply cannot be installed in this case.

	This has no impact on developers using signature-level <permission>
elements for their own app suite.


However, it does pose significant limitations on legitimate public
uses of custom <permission> elements. Only the defender should have
the <permission> element now. Some client of the defender’s app
(C) should not have the <permission> element and should simply rely
upon the fact that the defender should be installed first. If the
client were to define the <permission>, then either the client or
the defender cannot be installed, which is pointless.
This has usability issues:

	A client should check, on first run of their app, if an expected
defender (and its <permission> element) exists. If not, the client
should alert the user to this fact and perhaps stop the app from
proceeding further. The user would have to uninstall the client,
install the defender, then reinstall the client, to get everything
working properly, and the more the user uses the client app, the more
painful the uninstall might be.

	It is impossible for two apps to be clients of each other. By
definition, one app has to be installed first and the other second,
which means only the first-to-be-installed app can have a custom
<permission>. If Facebook wanted to hold a custom Twitter permission,
and Twitter wanted to hold a custom Facebook permission, one of them
is out of luck — if Facebook is installed first, it cannot request
Twitter’s permission (as it does not yet exist) nor can it define
Twitter’s permission (as if it does, Twitter cannot be installed).
This might be able to be overcome for apps that are pre-loaded as
part of a ROM mod or other custom Android build.


And, of course, this fix is only for Android 5.0 and above.
Mitigation Using PermissionUtils
The “first one in wins” rule also leads us to a mitigation strategy:
On first run of our app, see if any other app has defined permissions
that we have defined. If that has happened, then we are at risk, and
take appropriate steps. If, however, no other app has defined our
custom permissions, then the Android permission system should work
for us, and we can proceed as normal.
The CWAC-Security library
provides some helper code, in the form of the PermissionUtils class, to detect
other apps defining the same custom permissions that you define.
The idea is that you call checkCustomPermissions() — a static method
on PermissionUtils — on the first run of your app. It will return details
about what other apps have already defined custom permissions that your app
defines. If checkCustomPermissions() returns nothing, you know that everything
is fine, and you can move ahead. Otherwise, you can:

	Check to see if the offending app is on some whitelist, or otherwise
meets criteria that suggests that it is OK

	Alert the user, indicating that these already-installed apps will have
access to your app secured components

	Upload details about the offending apps to your server, so you can try to
track down whether they are legitimate users of some API that you are exposing
or are malware

	Whatever else you feel is necessary


Custom Dangerous Permissions, and Android 6.0
Android 6.0 introduced the concept of runtime permissions, where dangerous
permissions need to be requested at runtime in addition to being requested
in the manifest. This is covered back in the introductory chapter on permissions.
However, what happens if you define a custom dangerous permission?
The good news is that it works. However, you will want to test it, in part to
see what it looks like to users, so you can get the phrasing of your permission-related
string resources correct.
The
Permissions/CustomDangerous
sample project contains two application modules:

	
app is an app that defends an activity using a custom dangerous permission

	
client is an app that wishes to request that permission and start that
protected activity


The <permission> element is unremarkable, other than the protectionLevel
being set to dangerous:

  <permission
    android:name="com.commonsware.android.perm.custdanger.SOMETHING"
    android:description="@string/perm_desc"
    android:label="@string/perm_label"
    android:protectionLevel="dangerous" />


(from Permissions/CustomDangerous/app/src/main/AndroidManifest.xml)
The label and description come from string resources:

  <string name="perm_label">Custom Dangerous Permission</string>
  <string name="perm_desc">This is a description. No, really.</string>


(from Permissions/CustomDangerous/app/src/main/res/values/strings.xml)
The client module uses the same AbstractPermissionActivity seen elsewhere
in this book to request that com.commonsware.android.perm.custdanger.SOMETHING
permission at runtime.
If you install the app application, then install and run the client application,
what you see is the description, not the label, appear in the runtime permission
dialog:

[image: Custom Dangerous Permission, As Shown In Runtime Permission Dialog, on Android 6.0.1]

Figure 724: Custom Dangerous Permission, As Shown In Runtime Permission Dialog, on Android 6.0.1
If you go into Settings > Apps > Custom Dangerous Client > Permissions, the
custom dangerous permission does not show up immediately, due to a poorly-designed
UI:

[image: App Permissions in Settings, Showing Nothing Useful]

Figure 725: App Permissions in Settings, Showing Nothing Useful
Instead, the user needs to tap on the “Additional permissions” row to have
that be replaced by the custom dangerous permission:

[image: App Permissions in Settings, Showing Custom Dangerous Permission]

Figure 726: App Permissions in Settings, Showing Custom Dangerous Permission
Here, the label is what shows up, not the description.
Hence, you will want to tailor your phrasing of these string resources to make
sense in their respective use cases.
Finding the Available Permissions
On the one hand, developers should try to stick to documented permissions.
On the other hand, documentation is sometimes lacking. This is particularly
true for permissions other than those defined by the OS itself, ones
that come from other apps that change more frequently, including the
Play Services SDK and framework.
You might find that you need to determine what permissions have been
defined on a given device. Perhaps that need is at runtime — if you
request a permission that does not exist, you cannot actually get it,
and that may lead to problems in the future. Perhaps that need is
just during development itself, to inspect some device and determine
what it does and does not have in terms of permissions.
PackageManager offers methods to allow you to examine the device’s
permissions and permission groups. The
Permissions/PermissionReporter
sample app uses these methods to build up a tabbed UI listing
the defined permissions, broken down by protection level.
getAllPermissionGroups() on PackageManager will return a list of
PermissionGroupInfo objects. This method takes an int value;
0 generally will be fine for your use cases.
On its own, PermissionGroupInfo is
not especially useful. However, you can turn around and call
queryPermissionsByGroup() on PackageManager, passing in the
name from the PermissionGroupInfo, to get all of the permissions in that group.
This method also takes an int value as the second parameter, where
once again 0 will be fine.
queryPermissionsByGroup() returns a List of PermissionInfo
objects. PermissionInfo has a few interesting values:

	
name, which is the fully-qualified name of the permission

	
descriptionRes, which is the string resource ID from the permission’s
android:description attribute

	
protectionLevel, which is a set of flags indicating the nature of the
permission’s security


Note that to get the actual text of the description, there is a
loadDescription() method on PermissionInfo that will do all the work
to find the actual string for the description, based upon the app that
defined the permission and the current locale.
To get the details of all the permissions defined on a device, we will
have to call queryPermissionsByGroup() for each permission group. Each
of those calls will involve IPC, and so this might be slow enough to
warrant its own thread.
With that in mind, MainActivity in the PermissionReporter sample app has a
PermissionSource that collects information about the permissions
on the system. That information is aggregated in a PermissionRoster, which
the data emitted by this Observable:

  private static class PermissionSource implements ObservableOnSubscribe<PermissionRoster> {
    private Context ctxt;

    private PermissionSource(Context ctxt) {
      this.ctxt=ctxt.getApplicationContext();
    }

    @Override
    public void subscribe(ObservableEmitter<PermissionRoster> emitter)
      throws Exception {
      PackageManager pm=ctxt.getPackageManager();
      final PermissionRoster result=new PermissionRoster();

      addPermissionsFromGroup(pm, null, result);

      for (PermissionGroupInfo group :
        pm.getAllPermissionGroups(0)) {
        addPermissionsFromGroup(pm, group.name, result);
      }

      emitter.onNext(result);
      emitter.onComplete();
    }

    private void addPermissionsFromGroup(PackageManager pm,
                                         String groupName,
                                         PermissionRoster result)
      throws PackageManager.NameNotFoundException {
      for (PermissionInfo info :
        pm.queryPermissionsByGroup(groupName, 0)) {
        int coreBits=
          info.protectionLevel &
            PermissionInfo.PROTECTION_MASK_BASE;

        switch (coreBits) {
          case PermissionInfo.PROTECTION_NORMAL:
            result.add(PermissionType.NORMAL, info);
            break;

          case PermissionInfo.PROTECTION_DANGEROUS:
            result.add(PermissionType.DANGEROUS, info);
            break;

          case PermissionInfo.PROTECTION_SIGNATURE:
            result.add(PermissionType.SIGNATURE, info);
            break;

          default:
            result.add(PermissionType.OTHER, info);
            break;
        }
      }
    }
  }


(from Permissions/PermissionReporter/app/src/main/java/com/commonsware/android/permreporter/MainActivity.java)
The subscribe() method loops over the permission groups:

      for (PermissionGroupInfo group :
        pm.getAllPermissionGroups(0)) {
        addPermissionsFromGroup(pm, group.name, result);
      }


(from Permissions/PermissionReporter/app/src/main/java/com/commonsware/android/permreporter/MainActivity.java)
As it turns out, not all permissions are part of a group. To find out
the details of these un-grouped permissions, you need to call
queryPermissionsByGroup() with a null permission group name.
For each permission group (plus the magic null group), we call
a private addPermissionsFromGroup() method (shown above) to collect the details
of the permissions in that group.
The protectionLevel field on a PermissionInfo contains a number
of different sorts of flags. The PROTECTION_MASK_BASE is a bitmask that
restricts the bits we are looking at to the ones for basic protections.
We then divide the permissions into four groups based on protection level:

	normal

	dangerous

	signature

	other (which, on older devices, will include system or signatureOrSystem permissions)


Those PermissionInfo objects are then poured into the PermissionRoster
object:

package com.commonsware.android.permreporter;

import android.content.pm.PermissionInfo;
import android.os.Parcel;
import android.os.Parcelable;
import java.util.ArrayList;
import java.util.HashMap;

class PermissionRoster {
  private HashMap<PermissionType, ArrayList<PermissionInfo>> roster=
      new HashMap<PermissionType, ArrayList<PermissionInfo>>();

  void add(PermissionType type, PermissionInfo info) {
    ArrayList<PermissionInfo> list=roster.get(type);

    if (list==null) {
      list=new ArrayList<>();
      roster.put(type, list);
    }

    list.add(info);
  }

  ArrayList<PermissionInfo> getListForType(PermissionType type) {
    return(roster.get(type));
  }
}


(from Permissions/PermissionReporter/app/src/main/java/com/commonsware/android/permreporter/PermissionRoster.java)
PermissionType is an enum defined by this project for the four groups
and includes some Java shenanigans for being able to convert back and
forth between integer values and the enum values:

package com.commonsware.android.permreporter;

import android.util.SparseArray;

enum PermissionType {
  NORMAL(0),
  DANGEROUS(1),
  SIGNATURE(2),
  OTHER(3);

  private static final SparseArray<PermissionType> BY_VALUE=
      new SparseArray<PermissionType>(4);

  static {
    for (PermissionType type : PermissionType.values()) {
      BY_VALUE.put(type.value, type);
    }
  }

  private final int value;

  PermissionType(int value) {
    this.value=value;
  }

  static PermissionType forValue(int value) {
    return(BY_VALUE.get(value));
  }
}


(from Permissions/PermissionReporter/app/src/main/java/com/commonsware/android/permreporter/PermissionType.java)
The Tactics of Fragments
Activities are fine, but they are fairly inflexible. Development is moving
away from using activities as the core foundation of our UI. Activities will always
exist, but many times we use an activity mostly as a dumb container for other UI logic.
And, frequently, that UI logic is held in fragments.
Fragments are an optional layer you can put between your activities and your widgets.
The original vision for fragments was to make it easier to support early Android
tablets, allowing you to assemble tablet-sized UIs by snapping together a bunch
of phone-sized UIs that you use individually on phones.
Over time, fragments were used in more places and for more reasons. While fragments
are not required, Google strongly encourages their use. The Android Jetpack
initiative launched in 2018 specifically advocates having an app be a single
activity, with fragments for each “screen” of information.
This chapter will cover basic uses of fragments.
The Six Questions
In the world of journalism, the basics of any news story consist
of six questions,
the Five Ws and One H. Here, we will
apply those six questions to help frame what we are talking about with respect
to fragments.
What?
Fragments are not activities, though they can be used by activities.
Fragments are not containers (i.e., subclasses of ViewGroup), though typically
they create a ViewGroup.
Rather, you should think of fragments as being units of UI reuse. You define
a fragment, much like you might define an activity, with layouts and lifecycle
methods and so on. However, you can then host that fragment in one or several
activities, as needed.
Functionally, fragments are Java classes, extending from a base Fragment class.
Where??
Since fragments are Java classes, your
fragments will reside in one of your application’s Java packages. The simplest
approach is to put them in the same Java package that you used for your project
overall and where your activities reside, though you can refactor your UI
logic into other packages if needed.
Who?!?
Typically, you create fragment implementations yourself, then tell Android
when to use them. Some third-party Android library projects may ship
fragment implementations that you can reuse, if you so choose.
When?!!?
Some developers start adding fragments from close to the outset of application
development — that is the approach we will take in the tutorials. And, if you
are starting a new application from scratch, defining fragments early on is
probably a good idea. That being said, it is entirely possible to “retrofit”
an existing Android application to use fragments, though this may be a lot of
work. And, it is entirely possible to create Android applications without
fragments at all.
WHY?!?!?
Ah, this is the big question. If we have managed to make it this far through
the book without fragments, and we do not necessarily need fragments to create
Android applications, what is the point? Why would we bother?
There are many uses for fragments. For now, we’ll limit the discussion to just two:
supporting wide ranges of screen sizes, and supporting page-at-a-time UIs.
Screen Sizes
The original rationale for fragments was to make it easier to support multiple
screen sizes.
Android started out supporting phones. Phones may vary in size, from tiny
ones with less than 3” diagonal screen size,
to monsters that are over 5”. However, those
variations in screen size pale in comparison to the differences between
phones and tablets, or phones and TVs.
Some applications will simply expand to fill larger screen sizes. Many games
will take this approach, simply providing the user with bigger interactive
elements, bigger game boards, etc. Any one of the ever-popular Angry Birds game
series, when played on an tablet, gives you bigger birds and bigger pigs, not
a phone-sized game area surrounded by ad banners.
However, another design approach is to consider a tablet screen to really be
a collection of phone screens, side by side.

[image: Tablets vs. Handsets (image courtesy of Android Open Source Project)]

Figure 236: Tablets vs. Handsets (image courtesy of Android Open Source Project)
The user can access all of that functionality at once on a tablet, whereas
they would have to flip back and forth between separate screens on a phone.
For applications that can fit this design pattern, fragments allow you to
support phones and tablets from one code base. The fragments can be used by
individual activities on a phone, or they can be stitched together by a single
activity for a tablet.
Pages
UIs with swipeable pages — where the user can use horizontal swipe and fling gestures
to move from page to page — have become fairly popular. While there are a few
solutions for implementing this sort of thing, ViewPager is the most popular
choice. And, while there are a few solutions for creating pages in a ViewPager,
using fragments for pages is the most popular choice.
We will see ViewPager later in the book.
OMGOMGOMG, HOW?!?!??
Well, answering that question is what the rest of this chapter is for, plus
coverage of more advanced uses of fragments elsewhere in this book.
Where You Get Your Fragments From
Fragments were introduced in Android 3.0 (API Level 11). Shortly thereafter,
we wound up with two separate implementations:

	the one that is part of the Android framework classes: android.app.Fragment


	the one that is part of the Android Support Library: android.support.v4.app.Fragment



You might think that nowadays we would just use the native one, since few apps
will have a minSdkVersion below 11.
Alas, that is not the case.
The early implementations of fragments were riddled with bugs. The nice thing
about the library version of fragments is that you, the developer, get to choose
what version you use. By keeping up to date with your libraries, you get the
latest and greatest edition of fragments, with the most bug fixes. By contrast,
if you use the framework implementation, you might run into bugs on some API levels
but not others.
As of Android 9.0, the framework implementation of fragments is officially deprecated.
Google is now very aggressively steering you to use the Support Library implementation
of fragments, and this book will tend to focus on that implementation.
Your First Fragment
In many ways, it is easier to explain fragments by looking at an implementation,
more so than trying to discuss them as abstract concepts. So, in this section,
we will take a look at
the Fragments/Static
sample project. This is a near-clone of the
Activities/Lifecycle
sample project from the previous chapter. However,
we have converted the launcher activity from one that will host widgets directly
itself to one that will host a fragment, which in turn manages widgets.
The Library
The Support Library artifact that holds the fragment implementation that we will
use is support-fragment, so we request that in the app/build.gradle file:

apply plugin: 'com.android.application'

android {
  compileSdkVersion 27
  buildToolsVersion '27.0.3'

  defaultConfig {
    minSdkVersion 15
    targetSdkVersion 27
  }
}

dependencies {
  implementation "com.android.support:support-fragment:27.1.1"
}


(from Fragments/Static/app/build.gradle)
The Fragment Layout
Our fragment is going to manage our UI, so we have a res/layout/mainfrag.xml
layout file containing our Button:

<?xml version="1.0" encoding="utf-8"?>
<Button xmlns:android="http://schemas.android.com/apk/res/android"
  android:id="@+id/showOther"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:text="@string/hello"
  android:textSize="20sp"/>


(from Fragments/Static/app/src/main/res/layout/mainfrag.xml)
Note, though, that we do not use the android:onClick attribute. We will explain
why we dropped that attribute from the previous editions of this sample shortly.
The Fragment Class
The project has a ContentFragment class that will use this layout and handle
the Button.
Specifically, ContentFragment extends android.support.v4.app.Fragment,
the library implementation of the Fragment class. Note that auto-complete
in Android Studio or other IDEs might also suggest android.app.Fragment, but
that is the framework implementation, which we are trying to avoid.
As with activities, there is no constructor on a typical Fragment subclass.
The primary method you override, though, is not onCreate() (though, as we
will see later in this chapter, that is possible). Instead, the primary method
to override is onCreateView(), which is responsible for returning the
UI to be displayed for this fragment:

  @Override
  public View onCreateView(LayoutInflater inflater,
                           ViewGroup container,
                           Bundle savedInstanceState) {
    View result=inflater.inflate(R.layout.mainfrag, container, false);

    result.findViewById(R.id.showOther).setOnClickListener(this);

    return(result);
  }


(from Fragments/Static/app/src/main/java/com/commonsware/android/sfrag/ContentFragment.java)
We are passed a LayoutInflater that we can use for inflating a layout file,
the ViewGroup that will eventually hold anything we inflate, and the
Bundle that was passed to the activity’s onCreate() method.
While we are used to framework classes loading our layout resources for us,
we can “inflate” a layout resource at any time using a LayoutInflater. This
process reads in the XML, parses it, walks the element tree, creates Java objects
for each of the elements, and stitches the results together into a parent-child
relationship.
Here, we inflate res/layout/mainfrag.xml, telling Android that its contents
will eventually go into the ViewGroup but not to add it right away. While
there are simpler flavors of the inflate() method on LayoutInflater, this
one is required in case the ViewGroup happens to be a RelativeLayout, so
we can process all of the positioning and sizing rules appropriately.
We also use findViewById() to find our Button widget and tell it that
we, the fragment, are its OnClickListener. ContentFragment must then
implement the View.OnClickListener interface to make this work. We do this
instead of android:onClick to route the Button click events to the fragment,
not the activity.
Since we implement the View.OnClickListener interface, we need the corresponding
onClick() method implementation:

  @Override
  public void onClick(View v) {
    ((StaticFragmentsDemoActivity)getActivity()).showOther(v);
  }


(from Fragments/Static/app/src/main/java/com/commonsware/android/sfrag/ContentFragment.java)
Any fragment can call getActivity() to find the activity that hosts it. In
our case, the only activity that will possibly host this fragment is
StaticFragmentsDemoActivity, so we can cast the result of getActivity() to
StaticFragmentsDemoActivity, so that we can call methods on our activity. In
particular, we are telling the activity to show the other activity, by means
of calling the showOther() method that we saw in the original
Activities/Lifecycle sample (and will see again shortly).
That is really all that is needed for this fragment. However, ContentFragment
also overrides many other fragment lifecycle methods, and we will examine these
later in this chapter.
The Activity Layout
Originally, the res/layout/main.xml used by the activity was where we had our
Button widget. Now, the Button is handled by the fragment. Instead, our
activity layout needs to account for the fragment itself.
In this sample, we are going to use a static fragment. Static fragments are
easy to add to your application: just use the <fragment> element in a layout
file, such as our revised res/layout/main.xml:

<?xml version="1.0" encoding="utf-8"?>
<fragment xmlns:android="http://schemas.android.com/apk/res/android"
  android:layout_width="match_parent"
  android:layout_height="match_parent"
  android:name="com.commonsware.android.sfrag.ContentFragment"/>


(from Fragments/Static/app/src/main/res/layout/main.xml)
Here, we are declaring our UI to be completely comprised of one fragment,
whose implementation (com.commonsware.android.sfrag.ContentFragment) is
identified by the android:name attribute on the <fragment> element. Instead
of android:name, you can use class, though most of the Android documentation
has now switched over to android:name.
Android Studio users can drag a fragment out of the “Containers” section of the
graphical layout editor tool palette, if desired, rather than setting up the <fragment> element
directly in the XML.
The Activity Class
StaticFragmentsDemoActivity — our new launcher activity — looks identical
to the previous version, with the exception of the class name:

package com.commonsware.android.sfrag;

import android.content.Intent;
import android.os.Bundle;
import android.view.View;

public class StaticFragmentsDemoActivity extends
    LifecycleLoggingActivity {
  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);
    setContentView(R.layout.main);
  }

  public void showOther(View v) {
    Intent other=new Intent(this, OtherActivity.class);

    other.putExtra(OtherActivity.EXTRA_MESSAGE,
                   getString(R.string.other));
    startActivity(other);
  }
}

(from Fragments/Static/app/src/main/java/com/commonsware/android/sfrag/StaticFragmentsDemoActivity.java)
Since the res/layout/main.xml file has the <fragment> element, the fragment
is simply loaded into position in the call to setContentView().
However, the LifecycleLoggingActivity superclass now extends
android.support.v4.app.FragmentActivity. To use the library implementation
of fragments, you need to use the android.support.v4 classes consistently:

	Have your fragments inherit from android.support.v4.app.Fragment


	Have your activities inherit from android.support.v4.app.FragmentActivity



Note that you can have other layers in the inheritance hierarchy between your
class and the library implementation of fragments. For example, a popular
activity base class is AppCompatActivity, a part of the appcompat-v7
library that we will introduce later in this book.
AppCompatActivity inherits from android.support.v4.app.FragmentActivity, so
any activity that inherits from AppCompatActivity will be able to use the
library implementation of fragments.
The Fragment Lifecycle Methods
Fragments have lifecycle methods, just like activities do. In fact, they
support most of the same lifecycle methods as activities:

	onCreate()

	
onStart() (but not onRestart())

	onResume()

	onPause()

	onStop()

	onDestroy()


By and large, the same rules apply for fragments as do for activities with
respect to these lifecycle methods (e.g., onDestroy() may not be called).
In addition to those and the onCreateView() method we examined earlier in
this chapter, there are other lifecycle methods that you can elect to
override if you so choose.
onAttach() will be called first, even before onCreate(), letting you know
that your fragment has been attached to an activity. You are passed the
Activity that will host your fragment.
onViewCreated() will be called after onCreateView(). This is particularly
useful if you are inheriting the onCreateView() implementation but need
to configure the resulting views. For example, you need to attach an adapter
to a ListFragment — a common place to do that is in onViewCreated(),
as you know that the ListView is set up at that time.
onActivityCreated() will be called
to indicate that the activity’s onCreate() has completed. If there is something
that you need to initialize in your fragment that depends upon the activity’s
onCreate() having completed its work, you can use onActivityCreated() for
that initialization work.
onDestroyView() is called before onDestroy(). This is the counterpart to
onCreateView() where you set up your UI. If there are things that you need
to clean up specific to your UI, you might put that logic in onDestroyView().
onDetach() is called after onDestroy(), to let you know that your fragment
has been disassociated from its hosting activity.
onAttach() Versus onAttach()
If you set your project to have a compileSdkVersion of 23 or higher,
and you attempt to override onAttach(), you may get a deprecation warning:

[image: Android Studio, Showing Deprecated onAttach()]

Figure 237: Android Studio, Showing Deprecated onAttach()
That is because there are two versions of onAttach() (and onDetach())
starting with API Level 23. One takes an Activity as a parameter, and
the other takes a Context as a parameter.
The roles of onAttach() and onDetach() are the same with either parameter:
let you know when the fragment has been attached to or detached from its
host. However, now, the host could be anything that extends Context,
not merely an Activity.
On API Level 22 and below, though, only the Activity flavor of onAttach()
and onDetach() exists. This leads to a conundrum, as you try to determine
exactly how to handle this for your app.
On the whole, if your minSdkVersion is below 23, overriding just
onAttach(Activity) is your best route. It will work on all Android
devices that support fragments. Overriding only onAttach(Context) will
not work, as older devices will ignore it (despite Activity being
a subclass of Context). You could override both methods, but on API
Level 23+ devices, both flavors will be called, which may or may not
be a good idea for your Fragment subclass.
Your First Dynamic Fragment
Static fragments are fairly simple, once you have the Fragment implementation:
just add the <fragment> element to where you want to have the fragment appear
in your activity’s layout.
That simplicity, though, does come with some costs. We will review some of those
limitations in an upcoming chapter.
Those limitations can be overcome by the use of dynamic fragments. Rather than
indicating to Android that you wish to use a fragment by means of a <fragment>
element in a layout, you will use a FragmentTransaction to add a fragment at
runtime from your Java code.
With that in mind, take a look at the
Fragments/Dynamic
sample project.
This is the same project as the one for static fragments, except this time
we will adjust OtherActivity to use a dynamic fragment, specifically a
ListFragment.
The ListFragment Class
ListFragment serves the same role for fragments as ListActivity does for
activities. It wraps up a ListView for convenient use. So, to have a more
interesting OtherActivity, we start with an OtherFragment that is a
ListFragment, designed to show our favorite 25 Latin words as seen in
previous examples.
Just as a ListActivity does not need to call setContentView(), a
ListFragment does not need to override onCreateView(). By default, the
entire fragment will be comprised of a single ListView. And just as ListActivity
has a setListAdapter() method to associate an Adapter with the ListView,
so too does ListFragment:

package com.commonsware.android.dfrag;

import android.app.Activity;
import android.os.Bundle;
import android.support.v4.app.ListFragment;
import android.util.Log;
import android.view.View;
import android.widget.ArrayAdapter;

public class OtherFragment extends ListFragment {
  private static final String[] items= { "lorem", "ipsum", "dolor",
      "sit", "amet", "consectetuer", "adipiscing", "elit", "morbi",
      "vel", "ligula", "vitae", "arcu", "aliquet", "mollis", "etiam",
      "vel", "erat", "placerat", "ante", "porttitor", "sodales",
      "pellentesque", "augue", "purus" };

  @Override
  public void onViewCreated(View view, Bundle savedInstanceState) {
    super.onViewCreated(view, savedInstanceState);

    setListAdapter(new ArrayAdapter<>(getActivity(),
      android.R.layout.simple_list_item_1, items));
  }


(from Fragments/Dynamic/app/src/main/java/com/commonsware/android/dfrag/OtherFragment.java)
We call setListAdapter() in onViewCreated(), as we know that the
ListView is now ready for use.
This class also overrides many fragment lifecycle methods, logging their results,
akin to our other Fragment and LifecycleLoggingActivity.
The Activity Class
Now, OtherActivity no longer needs to load a layout — we have removed
res/layout/other.xml from the project entirely. Instead, we will use a
FragmentTransaction to add our fragment to the UI:

package com.commonsware.android.dfrag;

import android.os.Bundle;

public class OtherActivity extends LifecycleLoggingActivity {
  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    if (getSupportFragmentManager().findFragmentById(android.R.id.content) == null) {
      getSupportFragmentManager().beginTransaction()
                          .add(android.R.id.content,
                               new OtherFragment()).commit();
    }
  }
}


(from Fragments/Dynamic/app/src/main/java/com/commonsware/android/dfrag/OtherActivity.java)
To work with a FragmentTransaction, you need the FragmentManager. This object
knows about all of the fragments that exist in your activity. 
Unfortunately, this is another one of those places where history, and the Java programming
language, cause us some hiccups.
To get the FragmentManager from a FragmentActivity, you need to call
getSupportFragmentManager(). You will find that there is also a getFragmentManager()
method. However, that is for the framework implementation of fragments, not the
library implementation. To work with the library implementation of fragments,
you need to call getSupportFragmentManager() instead.
Given a FragmentManager, you can start a FragmentTransaction by calling
beginTransaction(), which returns the FragmentTransaction object.
FragmentTransaction operates on the builder pattern, so most methods on
FragmentTransaction return the FragmentTransaction itself, so you can chain a
series of method calls one after the next.
We call two methods on our FragmentTransaction: add() and commit(). The add()
method, as you might guess, indicates that we want to add a fragment to the
UI. We supply the actual fragment object, in this case by creating a new
OtherFragment. We also need to indicate where in our layout we want this
fragment to reside. Had we loaded a layout, we could drop this fragment in
any desired container. In our case, since we did not load a layout, we supply
android.R.id.content as the ID of the container to hold our fragment’s
View. Here, android.R.id.content identifies the container into which the
results of setContentView() would go — it is a container supplied by
Activity itself and serves as the top-most container for our content.
Just calling add() is insufficient. We then need to call commit() to make
the transaction actually happen.
You might be wondering why we are trying to find a fragment in our
FragmentManager before actually creating the fragment. We do that to help deal with
configuration changes, and we will be exploring that further
in an upcoming chapter.
Fragments and the Action Bar
Fragments can add items to the action bar by calling setHasOptionsMenu(true) from
onCreate() (or any other early lifecycle method). This indicates to the
activity that it needs to call onCreateOptionsMenu() and onOptionsItemSelected()
on the fragment.
The
Fragments/ActionBarNative
sample application demonstrates this. This has the same functionality as does the
ActionBar/ActionBarDemoNative sample from the chapter on the action bar,
just with the activity converted into a dynamic fragment.
In onCreate(), we call setHasOptionsMenu(true), to indicate that we are interested
in participating in the action bar:

  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    setRetainInstance(true);
    setHasOptionsMenu(true);
  }


(from Fragments/ActionBarNative/app/src/main/java/com/commonsware/android/abf/ActionBarFragment.java)
(we will discuss that setRetainInstance(true) call in a later chapter)
That will trigger our fragment’s onCreateOptionsMenu() and onOptionsItemSelected()
methods to be called at the appropriate time:

  @Override
  public void onCreateOptionsMenu(Menu menu, MenuInflater inflater) {
    inflater.inflate(R.menu.actions, menu);

    super.onCreateOptionsMenu(menu, inflater);
  }

  @Override
  public boolean onOptionsItemSelected(MenuItem item) {
    switch(item.getItemId()) {
      case R.id.add:
        addWord();

        return(true);

      case R.id.reset:
        initAdapter();

        return(true);
    }

    return(super.onOptionsItemSelected(item));
  }


(from Fragments/ActionBarNative/app/src/main/java/com/commonsware/android/abf/ActionBarFragment.java)
Here, we initialize our action bar from the R.menu.actions menu XML resource,
along with the logic to respond to the add and reset action bar items.
Our activity does not need to do anything special to allow the fragment to
contribute to the action bar — it just sets up the dynamic fragment:

package com.commonsware.android.abf;

import android.os.Bundle;
import android.support.v4.app.FragmentActivity;

public class ActionBarFragmentActivity extends FragmentActivity {
  @Override
  public void onCreate(Bundle savedInstanceState) {
    super.onCreate(savedInstanceState);

    if (getSupportFragmentManager().findFragmentById(android.R.id.content) == null) {
      getSupportFragmentManager().beginTransaction()
                          .add(android.R.id.content,
                               new ActionBarFragment()).commit();
    }
  }
}


(from Fragments/ActionBarNative/app/src/main/java/com/commonsware/android/abf/ActionBarFragmentActivity.java)
Packaging and Distributing Data
Sometimes, you not only want to ship your code and simple resources with
your app, but you also want to ship other types of data, such as an
initial database that your app will use when first run. This chapter
will examine the means by which you can do those sorts of things.
Prerequisites
Understanding this chapter requires that you have read the chapters on:

	database access

	content provider theory

	content provider implementations


Packing a Database To Go
Android’s support for databases is focused on databases you create
and populate entirely at runtime. Even if you want some initial data
in the database, the expectation is that you would add that via Java
code, such as the series of insert() calls we made in the
DatabaseHelper of the various flavors of the ConstantsBrowser
sample application.
However, that is tedious and slow for larger initial data sets, even
if you make careful use of transactions to minimize the disk I/O.
What would be nice is to be able to ship a pre-populated database
with your app. While Android does not offer built-in support for
this, there are a few ways you can accomplish it yourself. One of the
easiest, though, is to use existing third-party code that supports
this pattern, such as Jeff Gilfelt’s SQLiteAssetHelper, available
via
a GitHub repository.
Android Studio users can add a implementation
statement to the dependencies closure in build.gradle to pull in
com.readystatesoftware.sqliteasset:sqliteassethelper:... (for some
version indicated by ...).
SQLiteAssetHelper replaces your existing SQLiteOpenHelper
subclass with one that handles database creation and upgrading for
you. Rather than you writing a lot of SQL code for each of those, you
provide a pre-populated SQLite database (for
creation) and a series of SQL scripts (for upgrades).
SQLiteAssetHelper then does the work to set up your pre-populated
database when the database is first accessed and running your SQL
scripts as needed to handle schema changes. And, SQLiteAssetHelper
is open source, licensed under the same Apache License 2.0 that is
used for Android proper.
To examine SQLiteAssetHelper in action, let’s look at the
Database/ConstantsAssets-AndroidStudio
sample project. This is yet another
rendition of the same app as the other flavors of ConstantsBrowser,
but one where we use a pre-populated database.
Create and Pack the Database
Whereas normally you create your SQLite database at runtime from Java
code in your app, you now create your SQLite database using whatever
tools you like, at development time. Whether you use the command-line
sqlite3 utility, the SQLite Manager extension for Firefox, or
anything else, is up to you. You will need to set up all of your
tables, indexes, and so forth.
Then, you need to:

	Create an assets/databases/ directory in your project

	Copy your database into this directory (or put it there in the first
place, if you prefer)


If your minSdkVersion is less than 11, you will instead need to have
a ZIP or GZIP archive containing the database. The archive should have
the same name as the database file, just with the .zip or .gz
extension.
The reason for the ZIP compression comes from an Android 1.x/2.x limitation
– assets that are compressed by the Android build tools have a
file-size limitation (around 1MB). Hence, you need to store larger
files in a file format that will not be compressed by the Android
build tools, and those tools will not try to compress a .zip file.
In the ConstantsAssets project, you will see an
assets/databases/constants.db file, containing a copy of the
SQLite database with our constants table and pre-populated values.
Unpack the Database, With a Little Help(er)
Your compressed database will ship with your APK. To get it into its
regular position on internal storage, you use SQLiteAssetHelper.
Simply create a subclass of SQLiteAssetHelper and override its
constructor, supplying the same values as you would for a
SQLiteOpenHelper subclass, notably the database name and schema
revision number. Note that the database name that you use must match
the filename of the compressed database (minus the .zip extension,
if you needed that).
So, for example, our new DatabaseHelper looks like this:

package com.commonsware.android.dbasset;

import android.content.Context;
import com.readystatesoftware.sqliteasset.SQLiteAssetHelper;

class DatabaseHelper extends SQLiteAssetHelper {
  static final String TITLE="title";
  static final String VALUE="value";
  static final String TABLE="constants";
  private static final String DATABASE_NAME="constants.db";

  public DatabaseHelper(Context context) {
    super(context, DATABASE_NAME, null, 1);
  }
}

(from Database/ConstantsAssets-AndroidStudio/app/src/main/java/com/commonsware/android/dbasset/DatabaseHelper.java)
SQLiteAssetHelper will then copy your database out of assets and
set it up for conventional use, as soon as you call
getReadableDatabase() or getWritableDatabase() on an instance of
your SQLiteAssetHelper subclass.
Upgrading Sans Java
Traditionally, with SQLiteOpenHelper, to handle a revision in your
schema, you override onUpgrade() and do the upgrade work in there.
With SQLiteAssetHelper, there is a built-in onUpgrade() method
that uses SQL scripts in your APK to do the upgrade work instead.
These scripts will also reside in your assets/databases/ directory
of your project. The name of the file will be
$NAME_upgrade_$FROM-$TO.sql, where you replace $NAME with the
name of your database (e.g., constants.db), $FROM with the old
schema version number (e.g., 1) and $TO with the new schema
version number (e.g., 2). Hence, you wind up with files like
assets/databases/constants.db_upgrade_1-2.sql. This should contain
the SQL statements necessary to upgrade your schema between the
versions.
SQLiteAssetHelper will chain these together as needed. Hence, to
upgrade from schema version 1 to 3, you could either have a single
dedicated 1->3 script, or a 1->2 script and a 2->3 script.
Limitations
The biggest limitation comes with disk space. Since APK files are
read-only at runtime, you cannot delete the copy of the database held
as an asset in your APK file once SQLiteAssetHelper has unpacked
it. This means that the space taken up by your ZIP file will be taken
up indefinitely. Note, though, that you could use this to your
advantage, offering the user a “start over from scratch” option that
deletes their existing database, so SQLiteAssetHelper will unpack a
fresh original copy on the next run. Or, you could implement a
SQLiteDownloadHelper that follows the SQLiteAssetHelper approach
but obtains its database from the Internet instead of from assets.
In principle, SQLite could change their file format. If that ever
happens, you will need to make sure that you create a SQLite database
in the file format that can be used by Android, more so than what can
be used by the latest SQLite standalone tools.
Writing a Gradle Plugin
Gradle is very extensible, from Groovy scripting code in your build.gradle
file all the way up to dedicated Gradle plugins. The more you want
to reuse a particular piece of functionality, or the more sophistication
you want in your custom builds, the more likely it is that a Gradle plugin
will be the right solution.
Sometimes, a Gradle plugin will be focused mostly on tailoring the build
process itself. However, a Gradle plugin could be simply an integration
point for a tool that could be used in other ways (e.g., command-line API)
that would not otherwise require Gradle. This is particularly true for
tools that work across IDEs, where you put most of the core logic into
a core set of tool code and have thin build system plugins that bridge
between the build system or IDE and the tool itself.
In this chapter, we will look at the basics of setting up a Gradle plugin.
The plugin that we develop in this chapter will not do much of anything.
The next chapter, however, creates a Gradle plugin that
generates Java code, building on what we explore here.
Prerequisites
This chapter will make the most sense if you have read the preceding
chapters on Gradle, particularly
the chapter on Gradle tasks.
Customizing a Gradle Build
Gradle is Groovy — in other words, Gradle is a domain specific language
(DSL) implemented in the Groovy scripting language. Hence, you are welcome
to blend in Groovy code into your build.gradle file, for everything
from simple string concatenation to loops, branches, and everything else
that you would expect from a modern OO-flavored scripting language.
You are not limited to putting that Groovy code directly in build.gradle
either. You can use apply from: to indicate the path to some other
Gradle script, reminiscent of a #include from C/C++, <include> elements
in an Android layout resource, and so forth:


apply from: 'relative/path/to/some.gradle'


Or, you can create a buildSrc/ directory in your project root. In
there, you can have Java code (e.g., in src/main/java/) or Groovy code
(e.g., in src/main/groovy/), all of which will be compiled and added
to the classpath for your main build.gradle file. As a result, your
build.gradle file can refer to whatever classes and such are created
in this buildSrc/ quasi-module. This is powerful, but it is inconvenient
to distribute, except for other people working on the same overall project
(e.g., via version control systems). As such, this approach is mostly
for project-specific build system extensions.
A Gradle plugin is a separate module, akin to the buildSrc/ directory,
that creates a JAR that incorporates compiled Java and Groovy code.
That plugin JAR can then be used by other modules or other projects. The
plugin can be distributed through Maven Central, JCenter, or other
artifact repositories. And, people can use it just like you use the
Android Gradle Plugin: requesting it in a buildscript closure
and applying the plugin. This is somewhat more complicated to set up
than is a buildSrc/ directory, but it offers the easiest path for
distributing substantial build customizations.
Some Use Cases for a Custom Plugin
For lightweight tweaking of how a build is done, adding some Groovy
code to your build.gradle file is the simplest solution. But sometimes
what you want to do might get a bit involved for a smattering of lines
in a build.gradle file, and it is these sorts of situations where
a Gradle plugin becomes a useful approach.
Code Generation
Sometimes, we want to generate Java code based upon other sorts of files
within our project.
The Android Gradle Plugin offers this sort of thing in a few of places:

	Our R class is code-generated by the aapt build tool, invoked
through Gradle, based upon the contents of our resource directories

	The build tools similarly look for AIDL files — used in
bound services — to code-generate our binding classes
for us

	The data binding framework looks for layout files with
a particular structure and code-generates some Java classes that implement
data binding for the widgets in those layouts


Other developers do the same sort of thing. For example, Square has published
the SQLDelight plugin, which
code-generates a SQLiteOpenHelper subclass based
upon a SQL script that you include in your module.
And, in the next chapter, we will see how to do this
same sort of code generation.
Resource Generation
Sometimes, you want to generate other files, instead of Java. For
example, Trello released the Victor Gradle plugin,
which allows you to add SVG files to your module. Victor will convert
those into PNGs or vector drawables for you automatically,
rather than you having to do that yourself using various tools.
Code Analysis
Sometimes, we are not trying to create things, but instead are trying
to analyze what is there and fail the build if the analysis turns up
problems.
For example, a standard plugin distributed with Gradle integrates with
the Checkstyle library
to confirm that the source code adheres to coding standards.
Writing a Plugin
Creating a Gradle plugin is not especially difficult. It is somewhat
esoteric and not especially well-documented, but this chapter hopefully
will address those particular issues for you.
Create a Java Module
One major difference in creating a Gradle plugin versus creating an
Android app is where the code runs. Android apps run on Android. Gradle
plugins run on your development machine. As such, our code cannot
use Android-specific APIs, so we need a module that knows about
ordinary Java, not Android.
Android Studio’s new-module wizard (New > New Module from the File menu)
offers an option for “Java Library”:

[image: Android Studio New-Module Wizard, with Java Library Option]

Figure 327: Android Studio New-Module Wizard, with Java Library Option
This will add a new module to the project, but one that uses the standard
java Gradle plugin for building the code, rather than the
com.android.application or com.android.library plugins used to create
Android apps and libraries.
The second page of the new-module wizard asks some questions about the
module to be created:

[image: Android Studio New-Module Wizard, with Java Library Configuration]

Figure 328: Android Studio New-Module Wizard, with Java Library Configuration
The big item is the “Library name”, which will be the name of the
module added to your project. If you are adding this to a large existing
project — for example, adding a Gradle plugin to an existing tool –
you might use gradle-plugin or something as the module name. If
the project is creating a dedicated Gradle plugin, you might name
the module after the plugin itself (e.g., the staticizer plugin
that we will create in the next chapter). Or, you could
take the approach used by the
Gradle/PluginStub
sample project, and call it plugin.
Creating a new Java library module forces you to create a Java class
for use by the library. As you will see shortly, this is not a requirement
for creating a Gradle plugin, though often you will wind up using Java
classes along the way. You can choose the Java package name and class
that makes the most sense for your code. There are no particular naming
rules for Gradle plugins that you have to follow.
Apply the Groovy Plugin
The typical recipe for writing a Gradle plugin involves both Java code
and Groovy code. That is not strictly required, as you could write the
entire plugin in Java. For illustration purposes, the PluginStub
sample project follows convention and uses Groovy along with
Java.
However, an Android Studio-created Java module knows nothing about
Groovy. It knows about Java, as the module’s build.gradle file will
have apply plugin: 'java' to teach Gradle that this module will
contain Java code and create a Java JAR as output.
If you want to also use Groovy code, simply add apply plugin: 'groovy'
to the module’s build.gradle file:

apply plugin: 'groovy'
apply plugin: 'java'


(from Gradle/PluginStub/plugin/build.gradle)
Update the Dependencies
The plugin’s module will also need some new dependencies:

dependencies {
    implementation gradleApi()
    implementation localGroovy()
}


(from Gradle/PluginStub/plugin/build.gradle)
The gradleApi() dependency pulls in Gradle’s own internal API, for
use by plugins. The localGroovy() dependency says that we can
add a src/main/groovy/ directory and put Groovy-defined Java classes
in there, and they too will be added to the project.
Add a Groovy Source Directory and Package
Java classes defined in Groovy go into the same sort of Java package
directory structure that regular Java classes do. It just so happens
that they will reside under a groovy/ directory, rather than a
java/ directory.
The plugin/ module of the sample project has a
src/main/groovy/com/commonsware/android/gradle/plugin/ directory:
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Figure 329: Android Studio, Showing Groovy Directory Structure
In there is a StubPlugin.groovy file containing some Groovy code.
Implement a Plugin
That code comes in the form of a StubPlugin class:

package com.commonsware.android.gradle.plugin

import org.gradle.api.Plugin
import org.gradle.api.Project

public class StubPlugin implements Plugin<Project> {
  @Override
  public void apply(Project target) {
    def myTask = target.tasks.create("stubTask") << {
      def helper = new StubHelper();
      println helper.getMessage();
    }

    myTask.group = "commonsware"
    myTask.description = "Do something useful"
  }
}

(from Gradle/PluginStub/plugin/src/main/groovy/com/commonsware/android/gradle/plugin/StubPlugin.groovy)
Again, this class could have been written in Java — there is nothing
specific about plugin classes that requires Groovy. Groovy syntax for
class definitions closely resembles that of Java.
Here, StubPlugin implements a Plugin, one creating a Project.
Gradle plugins could be applied to other sorts of Gradle artifacts,
at least in principle, though most samples you will see involve
a Project. Here, Project refers to what Android Studio calls a module,
and what Gradle itself refers to as a sub-project. In other words,
the Project is a model object describing the actual app code that
is being built, where our plugin can now interact with the build process.
The entry point into a Plugin is apply(), where you are given the
build artifact (e.g., the Project), and your job is to tinker with
the build process.
Gradle scripts are recipes for building an object model that, in turn,
describes how to build a project. Similarly, what our plugin needs to
do is modify that recipe, adding in hooks that will eventually get
run during actual builds, where we can do special stuff.
A typical way of implementing this is to create one or more additional
tasks, just like the tasks that Gradle itself has, or that the Android
Plugin for Gradle adds. Here, we have Groovy code that defines a new
task, named stubTask, being added to the roster of tasks for this
Project. The Groovy code between the braces represents the work to
be done by this Gradle task, and we will return to that code shortly.
The rest of apply() configures the rest of the task, putting it into
a specific group (for use by Android Studio or other IDEs) and
adding a description (for use with tooltips, generated documentation, and
the like).
Using Both Groovy and Java
If you elect to use some amount of Groovy code with your plugin, the
question then becomes: do you need Java at all, and if so, when?
In principle, Groovy can do everything that Java can. In practice, how
much Groovy you want to write will depend largely on your comfort
level with Groovy and with multi-language programming. You might elect
to designate some in-app boundary as also serving as the boundary between
programming languages. For example, you might say that plugin-specific
code is written in Groovy, but code that is usable via other interfaces
gets written in Java.
StubPlugin demonstrates integrating with ordinary Java code by means
of the StubHelper instance that it creates and uses to retrieve
a message (getMessage()), which apply() then dumps to the console
via println. StubHelper is an ordinary Java class, in the java/
peer set of directories to the groovy/ directories. In particular,
StubHelper happens to be in the same Java package as is StubPlugin, so we
do not need an import statement for StubHelper. StubHelper itself
is trivial, returning a static String as the result of getMessage():

package com.commonsware.android.gradle.plugin;

public class StubHelper {
  String getMessage() {
    return("Hello, world!");
  }
}


(from Gradle/PluginStub/plugin/src/main/java/com/commonsware/android/gradle/plugin/StubHelper.java)
Adding Plugin Metadata
In an Android app, merely having Java classes inheriting from “magic”
base classes like Activity or Service is insufficient. We also
need to have some metadata to teach Android about our activities, services,
and so on. In the case of an Android app, that metadata comes in the form
of the manifest.
Similarly, we need to teach Gradle that:

	Our library contains one or more Gradle plugins

	What those Gradle plugins are called

	What Java/Groovy class is the entry point for the plugin


That is handled by its own form of metadata.
This metadata is held in a resources/ directory inside of the main/
source set. Here, resources/ refers to classic Java resources, otherwise
known as “semi-random files that wind up being stuffed into the JAR”.
It has little to do with Android resources that you might put in a res/
directory in an Android project.
A typical convention for JARs is to have a META-INF/ folder containing
metadata. That is set up in a Java module by having a resources/META-INF/
directory.
Gradle, in turn, wants to see a gradle-plugins/ directory inside
of META-INF/, with one or more .properties files. The base name of
the .properties file (i.e., the name without the file extension)
is the full name of the plugin. Convention nowadays is for third-party
plugins to use Java-style reverse-domain-name names, like com.android.application
and com.android.library. So, inside of resources/META-INF/gradle-plugins/,
our Java module has com.commonsware.android.gradle.plugin.properties,
to define a com.commonsware.android.gradle.plugin plugin.
The properties file needs only one line, defining the value for an
implementation-class property. The value is the fully-qualified
class name of the Plugin subclass that is the entry point for the
plugin:

implementation-class=com.commonsware.android.gradle.plugin.StubPlugin

(from Gradle/PluginStub/plugin/src/main/resources/META-INF/gradle-plugins/com.commonsware.android.gradle.plugin.properties)
Distributing the Plugin
When you build the plugin/ module, the result is a plugin JAR file
located in build/libs/ of the module. That JAR is what modules and
projects that want to use the plugin need to access.
You could pass around the bare JAR file. Nowadays, the preferred approach
for distributing JARs is to do so via artifacts in repositories, the way
that we use such artifacts for libraries that we want to add to our Android
apps. In fact, we have already seen one such plugin distributed via an
artifact: the com.android.tools.build:gradle artifact that we reference
in the buildscript dependencies closure in our top-level build.gradle
file.
There are formal ways to publish artifacts to places like JCenter or
Maven Central. For lightweight testing purposes, you can easily set up
a Maven-style repository on your own development machine, as this sample
app does. And there are “middle-ground” options, such as having a repository
on an internal server somewhere for use by development team within an
organization.
The build.gradle file for the plugin/ module sets up tasks, via
the maven plugin, to deploy the plugin JAR as an artifact to a
repository located in a repository/ directory off of the project root.
This would be reasonable for a plugin that is being used by other
modules in that project but not other projects, as is the case here.

apply plugin: 'groovy'
apply plugin: 'java'

dependencies {
    implementation gradleApi()
    implementation localGroovy()
}

sourceCompatibility = "1.7"
targetCompatibility = "1.7"

group 'com.commonsware.android.gradle'
version '0.0.1'

apply plugin: 'maven'

uploadArchives {
    repositories {
        mavenDeployer {
            repository(url: uri('../repository'))
        }
    }
}


(from Gradle/PluginStub/plugin/build.gradle)
The group provides the artifact group ID for this plugin — the name
that appears left-most in the group-id:artifact-id:version triple
that we use when referencing these sorts of dependencies. The
artifact ID is the name of the module itself by default.
The uploadArchives configuration teaches the maven plugin where
we want to push the artifact to. In this case, it is to a ../repository/
directory relative to the module root, which places the repository/
directory off of the project root.
You can run the uploadArchives task, directly from Gradle if you wish,
by opening the Gradle tool (typically docked on the right) and finding
the uploadArchives task within an upload task group in the :plugin
module:

[image: Gradle Task Tree, Showing uploadArchives Task]

Figure 330: Gradle Task Tree, Showing uploadArchives Task
Once you run that task, you will find a repository/ directory
off of the project root, with our JAR file as an artifact:

[image: Gradle Task Tree, Showing Local Repository]

Figure 331: Gradle Task Tree, Showing Local Repository
Using the Plugin
Now, other modules in this project can use the plugin, such as the
app/ module, containing an Android app created through the Android
Studio new-project wizard, without any changes to the generated Java
code, resources, or manifest.
In a typical Android Studio project, you see plugins added via
the buildscript closure in the build.gradle file in the project’s root
directory. Technically, this is only required for plugins that either
all modules will use, or enough modules will use that it makes sense to
define it in one place.
A module’s own build.gradle file can also load third-party plugins,
using the same buildscript closure. This will be added to the plugins
loaded from the project’s build.gradle file to create the complete list
of possible plugins for the module.
So, the app/ module takes this approach in its build.gradle file:

buildscript {
    repositories {
        maven {
            url uri('../repository')
        }
    }
    dependencies {
        classpath 'com.commonsware.android.gradle:plugin:0.0.1'
    }
}

apply plugin: 'com.android.application'
apply plugin: 'com.commonsware.android.gradle.plugin'


(from Gradle/PluginStub/app/build.gradle)
Here, we indicate that the plugin search path should include
our custom repository/, and that we are looking for a plugin artifact
identified as com.commonsware.android.gradle:plugin:0.0.1. That lines
up with the group ID, artifact ID, and version number that our plugin
used, and this JAR can be found in our local repository, assuming that
we have run the uploadArchives tasks from the plugin/ module.
We also use apply plugin: 'com.commonsware.android.gradle.plugin'
to actually use the plugin. Here, the name of the plugin comes from the
name of the .properties file that we put in the resources/META-INF/gradle-plugins/
directory of the plugin/ module.
The rest of the app/ module’s build.gradle file (not shown) is the
standard stuff that you get in a build.gradle file for an application
module out of the new-project wizard.
With that in place, we now have a new stubTask task, inside of a
commonsware group (per our plugin’s task configuration in the Groovy
code) that we can run:

[image: Gradle Task Tree, Showing stubTask Task]

Figure 332: Gradle Task Tree, Showing stubTask Task
If you run that task — and if Android Studio is behaving today –
you will see our static message show up in the build output:


Executing tasks: <stubTask>

Configuration on demand is an incubating feature.
Observed package id 'system-images;android-14;default;armeabi-v7a' in inconsistent location '/opt/android-sdk-linux/system-images/android-14/armeabi-v7a' (Expected '/opt/android-sdk-linux/system-images/android-14/default/armeabi-v7a')
Observed package id 'system-images;android-14;default;armeabi-v7a' in inconsistent location '/opt/android-sdk-linux/system-images/android-14/armeabi-v7a' (Expected '/opt/android-sdk-linux/system-images/android-14/default/armeabi-v7a')
Incremental java compilation is an incubating feature.
:app:stubTask
Hello, world!

BUILD SUCCESSFUL

Total time: 13.707 secs


Dealing with Bugs and Changes
If you develop your own Gradle plugin, you may find the development
process to be a bit of a pain. This is particularly true in cases like
the sample project, where the plugin and a module using the plugin exist
in the same project.
For example, what happens when you run uploadArchives and the plugin
has a bug?
In this particular case, usually there is not much of a problem, insofar as
nothing depends upon stubTask. However, if your bug affects the
plugin as a whole — for example, you screw up the .properties file –
now your entire build process is broken, even for the plugin module.
In the case of a plugin configuration bug, you cannot successfully sync
your project with the Gradle build files.
When you get into more sophisticated plugins, where
you chain new tasks onto the existing build process (e.g., for code
generation), you will run into cases where bugs in the plugin allow
you to still sync your project with the Gradle build files, but attempts
to build anything trip over the plugin bug. This can even affect builds
of the plugin, depending on the nature of the plugin bugs.
As a result, you will find yourself commenting out the use of the plugin
in the other module(s) from time to time, cleaning the project, fixing
the plugin bug, running uploadArchives with the repaired plugin, then
uncommenting those commented-out lines, and trying it again. Depending
on how good you are with bug-fixing, this may take some time.
Also, even though the plugin is being used by one module and the implementation
is in a separate module, Android Studio may
erroneously flag your Groovy-defined classes as having errors,
indicating that these classes already exist. Just clean the project, and those
spurious errors should go away.
Trying the Sample App
The sample app is set up to apply the custom plugin. Unfortunately,
when you first check out this project, that custom plugin does not
yet exist. And, due to the way Android Studio and Gradle work,
you cannot build the plugin, because the app/ module fails the
build due to the missing plugin… even if you are not trying to build
the app/ module.
So, to try out this sample app, you will need to:

	Comment out the buildscript closure and the apply plugin: statement
in app/build.gradle that refer to our custom plugin

	Import the project into Android Studio

	Run the uploadArchives tasks in the plugin/ module, to build
and “upload” the plugin to our local repository

	Uncomment what you commented in the first bullet above


Then, everything should be set.
Creating a Real Plugin
The stub plugin shown in this chapter is extremely rudimentary. It
is enough to demonstrate the scaffolding necessary to create a plugin,
and little else.
The Staticizer plugin demonstrated in the next chapter
is a more sophisticated sample, generating Java code to be blended into
a project build, just like the data binding framework, SQLDelight, and
other Gradle plugins do.
But, Staticizer needs a few more features in its plugin than
PluginStub needed.
Integrating with the Android Plugin
If you want to add tasks that tie into the build process of an Android
app or library, you will wind up needing to reference portions of the
public API exposed by the Android Gradle Plugin. That, in turn,
will require you to have the plugin depend upon the Android Plugin for
Gradle, so you can reference the appropriate symbols:
So, you might have a dependencies closure in the plugin’s build.gradle
file like this:


dependencies {
    compile gradleApi()
    compile localGroovy()
    implementation 'com.android.tools.build:gradle:2.2.2'
}


Here, we are saying that we are dependent upon the Android Plugin for
Gradle (specifically version 2.2.2).
You can use similar implementation statements to pull in other libraries
that your plugin might need, such as Gson.
Validating the Environment
If you are planning on integrating into the Android build process,
you may want to validate that your plugin is being used in a module
that has also applied the com.android.application or
com.android.library plugin. Otherwise, your plugin would have nothing
to do.
Chiu-ki Chan demonstrated an approach for doing this in her
gce2retrofit Gradle plugin example.
In her case, her plugin can work with either of the two Android plugins
or the plain java plugin. She takes advantage of the fact that
a Project knows its plugins, and we can use hasPlugin to see
if the Project is configured with certain plugins or not:


package com.sqisland.gce2retrofit;

import com.android.build.gradle.AppPlugin;
import com.android.build.gradle.LibraryPlugin;

import org.gradle.api.Project;
import org.gradle.api.Plugin;
import org.gradle.api.plugins.JavaPlugin;

public class GradlePlugin implements Plugin<Project> {
  @Override
  public void apply(Project project) {
    def hasAndroidApp = project.plugins.hasPlugin AppPlugin
    def hasAndroidLib = project.plugins.hasPlugin LibraryPlugin
    def hasJava = project.plugins.hasPlugin JavaPlugin
    if (!hasAndroidApp && !hasAndroidLib && !hasJava) {
      throw new IllegalStateException("'android' or 'android-library' or 'java' plugin required.")
    }

    // more code here


(from her plugin’s GradlePlugin.groovy script)
Here, she checks for all three possible plugins and throws an exception
if they are all missing.
Writing a Task Class
In the PluginStub sample, our task was implemented as the Groovy
equivalent of a Java anonymous inner class. For trivial tasks, that
is a reasonable approach. The bigger your task, the more likely it is
that you will want to create a formal dedicated class for the task. 
In that case, rather than using syntax like this to add a task:


def myTask = target.tasks.create("stubTask") << {
  def helper = new StubHelper();
  println helper.getMessage();
}

myTask.group = "commonsware"


you use syntax like this:


def myTask = project.tasks.create("commonsware", SomeTask)


Here, SomeTask is a dedicated class, extending Gradle’s DefaultTask
base class. That class can be written in Java or Groovy, much as
the plugin class itself can be written in Java or Groovy.
Splicing Your Task Into the Build
In the PluginStub sample, stubTask is a standalone task. Running
other tasks, such as building an app, would never invoke stubTask.
Occasionally, this is what you want. Other times, you want your custom
task to be invoked as part of the overall build process. For example,
with code generation, you want to get a chance to generate Java code
at the same points in time when other Java code gets generated (e.g.,
R class), before the Java code gets compiled.
That gets to be a bit complicated. While Gradle has a fairly simple
approach for declaring that one task depends upon another, in an
Android build, we have many build variants to deal with, based on
build type and, possibly, product flavor.
The recipe is to create a custom task for each build variant:


variants.all { variant ->
  def task=
      target.tasks.create("doSomething${variant.name.capitalize()}",
          DoSomethingTask)
  variant.javaCompile.dependsOn task
}


Here, we create a custom task, for a Project named target. The
task is named doSomething..., where the ... is replaced by the
name of the build variant with the first letter capitalized. So, we wind
up with custom tasks like doSomethingDebug or doSomethingAmazonRelease
or whatever.
We also indicate that the existing task that performs the Java compilation
(variant.javaCompile)
depends upon our new task. Hence, our task will be executed before
the Java code gets compiled.
And, we do this in a loop over all possible build variants (variants.all)
for whatever module our code is in. The catch is that getting that list
of variants varies, depending upon whether we are building an Android
application or an Android library:


def isApp=target.plugins.hasPlugin AppPlugin
def isLib=target.plugins.hasPlugin LibraryPlugin

if (!isApp && !isLib) {
  throw new
    IllegalStateException("This plugin depends upon the com.android.application or com.android.library plugins")
}

def variants

if (isApp) {
  variants=target.android.applicationVariants
}
else {
  variants=target.android.libraryVariants
}


We set variants to be the applicationVariants or the libraryVariants
depending upon whether we are in an Android app module or an Android library
module.
Configuring the Plugin
When we write our Android apps and libraries, we almost always have
an android closure that we use to configure the behavior of the
Android build process and results (e.g., minSdkVersion).
This is what Gradle refers to as an “extension object”, and your
plugin can register one of these.
Simply create a Java or Groovy class that defines what properties you
want to be configurable:


class StaticizerConfig {
  def String packageName
}


Then, create a new extension object, by calling create() on the
extensions collection inside of the Project (here named target):


target.extensions.create('staticizer', StaticizerConfig)


This will allow users of this plugin to create a staticizer and supply
a value for a packageName property:


apply plugin: 'com.commonsware.android.staticizer'

staticizer {
    packageName 'com.commonsware.android.staticizer.demo'
}


We will see more about this staticizer extension object
in the next chapter.
Lint and the Support Annotations
As C/C++ developers are well aware, lint is not merely something
that collects in pockets and belly buttons.
lint is a long-standing C/C++ utility that points out issues in a
code base that are not errors or warnings, but are still indicative of
a likely flaw in the code. After all, what might be legal from a syntax
standpoint may still be a bug when used.
Android Studio and the Android Plugin for Gradle
have their own equivalent Lint tool, for reporting similar
sorts of issues with an Android project’s Java code, resources, and
manifest. You can also get Lint reports from the command line, such as
via the Android Gradle Plugin, perhaps as part of integrating your builds into
a continuous integration server.
To help Lint catch problems stemming from your own code, Google has
released the support-annotations library, to help catch things like
passing a widget ID, instead of a layout ID, into setContentView().
You can also use these annotations to help those using your code –
whether in the same project or in consumers of a library that you publish –
make sure that they do not make similar mistakes.
This chapter will explore how you use Lint to detect problems and
how you can add annotations to your code to help Lint catch even more
problems.
Prerequisites
Understanding this chapter requires that you have read the core chapters
of this book.
What It Is
Lint can be best described as “a pest, but a good pest”.
Normally, what stops you from building your app are compiler errors: bad Java syntax,
malformed XML resource files, and the like. At the command line, these stop an
in-progress build and dump error messages to the console. In Android Studio, these
are noted in a log and also by notations in the source code, frequently as
red squiggle lines underneath the offending Java or XML when viewed in an editor. You
also may get yellow squiggle lines for warnings — things the compiler will allow
but the compiler thinks may be a problem.
However, there are many things that might be syntactically valid but are not a good
idea from an Android standpoint. For example, if you specify a minimum SDK version
of API Level 8, and you try using a class that only exists on API Level 11, that’s a
problem if you are not handling it correctly and avoiding this class on the
older-yet-supported devices. Yet, if your build target
 (i.e., compileSdkVersion in Android Studio) is API Level 11
or higher, it is perfectly valid syntax and would compile just fine.
Lint is designed to encapsulate rules that transcend syntax, to add more errors and
warnings that reflect good Android practices beyond simple validity.
When It Runs
Running Lint sometimes happens automatically (e.g., from your IDE) or sometimes
happens manually. The following sections outline the various possibilities.
Android Studio
By default, in Android Studio, Lint will run when you save a file, giving you
error (red) or warning (yellow) squiggles for things that run afoul of Lint rules:

[image: Android Studio Lint Error]

Figure 920: Android Studio Lint Error
You can manually
invoke it via Analyze > Inspect Code… from the main menu, though this also
performs other analyses that are not necessarily relevant for you as an
Android developer, such as “J2ME issues”.

[image: Android Studio Inspection Results]

Figure 921: Android Studio Inspection Results
Command Line
You can also invoke Lint via gradle lint or a per-variant edition
(e.g., gradle lintRelease). This will write results to an XML file
in build/outputs/ based upon product variant (e.g.,
build/outputs/lint-results-release.xml for a gradle lintRelease run).
It will also emit an HTML file with the same base name in the same directory.
These contain the same basic information as you get from the command-line
output, with the XML in particular designed to be consumed by other tools,
such as a continuous integration server.
What to Fix
In Android Studio, clicking on a red or yellow squiggle will pop up an adjacent
“lightbulb” drop-down offering ways to fix the problem:

[image: Android Studio Lint Fix Suggestions]

Figure 922: Android Studio Lint Fix Suggestions
You can also bring up this “quick fixes” list via Alt-Enter.
For example:

	Errors related to accessing classes or methods higher than your minSdkVersion
have “quick fixes” to add the @TargetApi annotation to the class or method containing
your code

	Warnings related to hard-coded strings in layouts or the manifest have “quick fixes”
to convert those strings into string resources


All warnings and errors will have “quick fixes” to suppress that warning or error
in the future, by adding notations to the file to that effect.
What to Configure
You have some measure of control over Lint’s behavior, though the mechanics
of doing this varies by tool.
Android Studio
In Android Studio, you can configure Lint’s behavior via the Project Settings
dialog, accessible via File > Settings:

[image: Android Studio Lint Error Checking Preferences]

Figure 923: Android Studio Lint Error Checking Preferences
You can
change some details about the specific checks that Lint makes:

	the severity of the issue, usually set to Warning or Error

	whether the specific issue should be ignored rather than executed


To do this, you may wish to create your own inspection profile, rather than
modifying the stock “Project Default” profile. To do this, just click the “Copy”
button in the Inspections page of the Settings dialog and supply a name for the
new profile.
The above recipe changes the inspections for the individual project. To change them
for new projects, go into File > Other Settings > Default Settings, and make
your changes there.
Command Line
To block certain Lint checks in Gradle, you can
create a lint.xml file, in the root directory of your project,
containing information about which particular issues should be suppressed for that
project. The benefit here is that you can configure suppression at a finer granularity,
blocking issues for certain files or directories and allowing them for others. The
sample lint.xml from the Lint documentation
looks like this:


<?xml version="1.0" encoding="UTF-8"?>
<lint>
    <!-- Disable the given check in this project -->
    <issue id="IconMissingDensityFolder" severity="ignore" />

    <!-- Ignore the ObsoleteLayoutParam issue in the given files -->
    <issue id="ObsoleteLayoutParam">
        <ignore path="res/layout/activation.xml" />
        <ignore path="res/layout-xlarge/activation.xml" />
    </issue>

    <!-- Ignore the UselessLeaf issue in the given file -->
    <issue id="UselessLeaf">
        <ignore path="res/layout/main.xml" />
    </issue>

    <!-- Change the severity of hardcoded strings to "error" -->
    <issue id="HardcodedText" severity="error" />
</lint>


You can also configure lint via a lintOptions closure inside
the android closure of your build.gradle file. In particular, you
can have a disable statement to list the Lint checks that you would
like to block:


android {
    lintOptions {
        disable 'IconMissingDensityFolder','InefficientWeight'
        ...
    }
}


The names used in lint.xml or lintOptions are the “issue IDs”.
You can get a roster of these by running lint --list for
brief summaries:


Valid issue categories:
    Correctness
    Correctness:Messages
    Security
    Performance
    Usability:Typography
    Usability:Icons
    Usability
    Accessibility
    Internationalization
    Bi-directional Text

Valid issue id's:
"ContentDescription": Image without contentDescription
"AddJavascriptInterface": addJavascriptInterface Called
"ShortAlarm": Short or Frequent Alarm
"AlwaysShowAction": Usage of showAsAction=always
"ShiftFlags": Dangerous Flag Constant Declaration
"LocalSuppress": @SuppressLint on invalid element
"UniqueConstants": Overlapping Enumeration Constants
"InlinedApi": Using inlined constants on older versions
"Override": Method conflicts with new inherited method
"NewApi": Calling new methods on older versions
...


…or lint --show for a set of more elaborate descriptions:


Available issues:

Correctness
===========

AdapterViewChildren
-------------------
Summary: AdapterViews cannot have children in XML

Priority: 10 / 10
Severity: Warning
Category: Correctness

AdapterViews such as ListViews must be configured with data from Java code,
such as a ListAdapter.

More information: 
http://developer.android.com/reference/android/widget/AdapterView.html

OnClick
-------
Summary: onClick method does not exist

Priority: 10 / 10
Severity: Error
Category: Correctness

The onClick attribute value should be the name of a method in this View's
context to invoke when the view is clicked. This name must correspond to a
public method that takes exactly one parameter of type View.

Must be a string value, using '\;' to escape characters such as '\n' or
'\uxxxx' for a unicode character.


StopShip
--------
Summary: Code contains STOPSHIP marker

Priority: 10 / 10
Severity: Warning
Category: Correctness
NOTE: This issue is disabled by default!
You can enable it by adding --enable StopShip

Using the comment // STOPSHIP can be used to flag code that is incomplete but
checked in. This comment marker can be used to indicate that the code should
not be shipped until the issue is addressed, and lint will look for these.


MissingPermission
-----------------
Summary: Missing Permissions

Priority: 9 / 10
Severity: Error
Category: Correctness

This check scans through your code and libraries and looks at the APIs being
used, and checks this against the set of permissions required to access those
APIs. If the code using those APIs is called at runtime, then the program will
crash.
...


The lint command can be found in the tools/ directory of your
Android SDK installation.
Support Annotations
The support-annotations library, from the Android Support set of libraries,
offers a series of annotations that you can add to methods, method
parameters, and the like to teach Lint certain types of bugs to check
for. Some of the Android Support libraries
use these annotations, so Lint can help catch problems when you use
those public APIs. You, in turn, can add these annotations to your
code, to catch certain problems at compile time that otherwise
might be missed.
However, the important thing is that these are compile-time checks, not
assertions at runtime. Lint will see if there is a likely bug at
compile time and point it out to the developer, but there are many
places where Lint simply has no way to know if everything is OK or
not. These annotations are not a replacement for defensive programming.
In fact, they not only help users of some API you publish to use
it correctly, they help you by serving as a reminder that these
should be checked at runtime as well.
Pretty much all of the Android Support libraries pull in
support-annotations, courtesy of Gradle and transitive dependencies.
If you do not seem to have support-annotations in your project,
just add it to your dependencies closure, as you would any other
of the Android Support libraries:


dependencies {
  implementation 'com.android.support:support-annotations:23.1.0'
}


You may occasionally run into version conflicts over this library,
where Library A wants one version and Library B wants another version.
In those cases, you may need to teach Gradle to not try to load
the support-annotations version that a particular library might want,
so you can use a different version:


dependencies {
  implementation 'com.android.support:support-annotations:23.1.0'
  compile('com.davemorrissey.labs:subsampling-scale-image-view:3.4.0') {
    exclude module: 'support-annotations'
  }
}


In this case, com.davemorrissey.labs:subsampling-scale-image-view:3.4.0
wants version 20.0.0 of the support-annotations, which is rather
old. Hence, we block that dependency and substitute our own, for
version 23.1.0. In general, newer versions of this library should be
backwards-compatible with older versions of this library, so in case
of conflict, use the newer version.
Permissions, Again
You can indicate that certain bits of your app require callers
to hold certain permissions, using the @RequiresPermission annotation.
This is mostly for libraries, where other projects might use the library.
Methods
The most common place to put this annotation will be on a method,
to indicate that the method requires that callers hold a certain
permission.
The simplest scenario is where the method requires that callers hold
a single permission, in which case you just list the permission
as a parameter to the annotation:


@RequiresPermission(Manifest.permission.CAMERA)
public void takeSelfie() {
  // do work here
}


If the caller does not have a <uses-permission> element for the
CAMERA permission, Lint will complain at the point where the app
calls takeSelfie().
Sometimes, you may need callers to hold
more than one permission. In that case,
you can use allOf to list permissions; callers have to have requested
all of them in the manifest:


@RequiresPermission(
  allOf = {
    Manifest.permission.CAMERA,
    Manifest.permission.WRITE_EXTERNAL_STORAGE
  }
)
public void takeSelfie() {
  // do work here
}


On occasion, you may need the caller to hold one of a set of possible
permissions. The quintessential example here is location, where your
code might dynamically adapt based upon whether the app has ACCESS_COARSE_LOCATION
or ACCESS_FINE_LOCATION. In that case, you can use anyOf to list the
possibilities; if the app has any of those permissions requested in the
manifest, Lint will be happy:


@RequiresPermission(
  anyOf = {
    Manifest.permission.ACCESS_COARSE_LOCATION,
    Manifest.permission.ACCESS_FINE_LOCATION
  }
)
public void makeNoteOfWhereWeAt() {
  // do work here
}


It is unclear if there is a way to combine anyOf and allOf in a
single annotation (e.g., a takeSelfie() method that wants to geotag the
photo with the user’s current location).
Intent Actions
If you have a custom Intent action string, and the operation tied
to that action string requires a permission, you can teach Lint about
that by putting a @RequiresPermission annotation on a static
String for that action string:


@RequiresPermission(Manifest.permission.CAMERA)
public static final String ACTION_TAKE_SELFIE="com.commonsware.intent.action.SELFIE";


Basically, Lint keeps track of such strings, and if any Intent in
the app is created using those strings as actions, Lint will check to see
if the permission was requested.
ContentProviders
Similarly, you can annotate a static Uri that serves as the base
Uri for a ContentProvider. Any calls to ContentObserver that have
a Uri based on the static base will trigger Lint to check to see
if permissions were requested.
Frequently, though, a ContentProvider will have separate read and write
permissions. To handle that, you have to use some fairly clunky syntax,
wrapping the @RequiresPermission annotation in @RequiresPermission.Read
or @RequiresPermission.Write annotations. For example, the
ContactsContract class could, in theory, have:


public static final String AUTHORITY = "com.android.contacts";
public static final Uri AUTHORITY_URI = Uri.parse("content://" + AUTHORITY);

@RequiresPermission.Read(@RequiresPermission(Manifest.permission.READ_CONTACTS))
@RequiresPermission.Write(@RequiresPermission(Manifest.permission.WRITE_CONTACTS))
public static final Uri CONTENT_URI = Uri.withAppendedPath(AUTHORITY_URI, "contacts");


(it actually does not have these; any Lint checks for this CONTENT_URI
are being handled through rules internal to the tools, not through
the support annotations)
What Permissions Should I Annotate?
If the method (or whatever) absolutely needs the permission, in all
significant cases, then having the annotation will be useful.
However, there will be scenarios in which a permission may or may not
be needed, depending upon circumstances.
For example, let’s go back to:


@RequiresPermission(
  allOf = {
    Manifest.permission.CAMERA,
    Manifest.permission.WRITE_EXTERNAL_STORAGE
  }
)
public void takeSelfie() {
  // do work here
}


Here, we are implying that takeSelfie() will need both of those
permissions, and probably all of the time. For example, perhaps
the method is set up to write to
Environment.getExternalStoragePublicDirectory(Environment.DIRECTORY_DCIM).
That directory requires WRITE_EXTERNAL_STORAGE all of the time.
But, suppose the method were implemented where the destination was
a Uri, instead? You would have:


@RequiresPermission(
  allOf = {
    Manifest.permission.CAMERA,
    Manifest.permission.WRITE_EXTERNAL_STORAGE
  }
)
public void takeSelfie(Uri dest) {
  // do work here
}


That Uri could point to any number of locations, only some of which
might require WRITE_EXTERNAL_STORAGE. For example, the caller could
provide a file: Uri pointing to getExternalFilesDir(), which does
not need WRITE_EXTERNAL_STORAGE on API Level 19+.
There are two major strategies here, with respect to these annotations:

	Be conservative, and annotate for both permissions, as shown in the
example above. The caller can always suppress the warning, if the caller
is sure that WRITE_EXTERNAL_STORAGE is not required. However, this may
confuse people not familiar with your API or with Android overall.

	Be liberal, and only annotate for the CAMERA permission (which
takeSelfies() always needs). Here, you are relying on the caller to
read the documentation for your library, use common sense, or perform
adequate testing to ensure that WRITE_EXTERNAL_STORAGE is requested in
cases where it is needed.


A “middle ground” approach would be to be conservative in cases where
the permission might require significant work, and liberal otherwise.
For example, WRITE_EXTERNAL_STORAGE is a dangerous permission
on Android 6.0+, and so the caller has to go through all of the runtime
permission request stuff for that if the app’s targetSdkVersion is 23
or higher. But, if takeSelfie() really needed CAMERA and VIBRATE
(to shake the device once the selfie is taken, perhaps based on user
preferences), requesting VIBRATE
is merely a single line in the manifest, and so demanding it via the
annotation when it might not be needed would be excessive.
Type Roles, and the War on Enums
In 2015, a kerfuffle erupted
in the world of Android development, one that quickly got tagged with
the label, “the War on Enums”.
Google developer advocates started promoting the idea that using the
Java enum construct was bad, and that you should use int constants
instead, the way the Android SDK does. Core Android engineers slowly
backed away from those developer advocates, but explained the reason
why all through the Android SDK we are passing around int values.
In a nutshell, an enum reference will consume more heap space than
will an int. If every place we passed around int flags or int
resource IDs, we passed around enum objects, we would put greater
pressure on our available heap space.
For most Android developers, for their own code, this particular concern
is unimportant, compared to the type safety one gets from using an enum
properly. However, the Android SDK team decided that, in general, they
should use int values rather than enum values, so they would not be
the ones to blame for consuming too much heap space.
However, this does bring us back to the core problem of passing the
wrong int values into the wrong methods, such as:

	passing a widget ID or a string resource ID into setContentView()


	passing in Intent flags (e.g., FLAG_ACTIVITY_NEW_TASK) to
PendingIntent methods like getActivity()


	passing in a color resource ID to a method that takes an actual ARGB
color value


Instead, we get a convoluted set of annotations to try to help
developers using public APIs to provide the smarts that ordinarily
would be handled simply by enum.
Resources
Ideally, resource IDs would use Java’s enum, so that you could
not pass a string resource ID to a method that is expecting a menu
resource ID. Alas, that is not the case.
Instead, if you accept resource IDs as parameters on methods or as return values
from those methods, you can use a set of annotations to indicate
what specific role the int values play. 

	@AnimatorRes

	@AnimRes

	@ArrayRes

	@AttrRes

	@BoolRes

	
@ColorRes (i.e., the int should be a color resource ID)

	@DimenRes

	
@DrawableRes (i.e., the int should be a drawable resource ID)

	@FractionRes

	@IdRes

	@InterpolatorRes

	@LayoutRes

	@MenuRes

	@PluralsRes

	@RawRes

	
@StringRes (i.e., the int should be a string resource ID)

	@StyleableRes

	@StyleRes

	@TransitionRes

	@XmlRes


Documentation for these, such as it is, can be found in
the JavaDocs for the android.support.annotation package.
There is also @AnyRes, which indicates that the int needs to be a resource,
but does not imply a particular type of resource. 
So, for example, you could have:


public void loadConfig(@XmlRes int xmlResId) {
  // do work here
}


If Lint is uncertain whether the parameter passed to loadConfig()
is really an R.xml value, it can warn the caller.
Custom Enum Replacement
Sometimes, the int values are replacing what would have been a custom
Java enum. 
For example, the CWAC-Cam2 library
has a FlashMode enum:


public enum FlashMode {
  OFF,
  ALWAYS,
  AUTO,
  REDEYE
}


Apparently, the author of that library is evil and therefore supports
the use of an enum.
(note: the author of that library is also the author of this book)
An alternative would be to define those as a series of int flags:


public class FlashMode {
  public static final int OFF=0x0;
  public static final int ALWAYS=0x1;
  public static final int AUTO=0x2;
  public static final int REDEYE=0x3;
}


However, we are then back in the state where we do not know if
some arbitrary int that we are passed as a parameter really is a
FlashMode, as a method might expect. With the enum, we can have
methods like:


public void setFlashMode(FlashMode mode) {
  // do work
}


The support-annotations library makes it possible to write a
setFlashMode() that warns developers if they pass in the wrong
int, but it takes a bit of work.
The documented recipe is:


public class FlashMode {
  @IntDef({OFF, ALWAYS, AUTO, REDEYE})
  @Retention(RetentionPolicy.SOURCE)
  public @interface FlashModeInt {}

  public static final int OFF=0x0;
  public static final int ALWAYS=0x1;
  public static final int AUTO=0x2;
  public static final int REDEYE=0x3;
}


Then, elsewhere, we could reference that custom FlashModeInt
annotation:


public void setFlashMode(@FlashMode.FlashModeInt int mode) {
  // do work
}


Then, if Lint cannot confirm that the supplied mode is one
of those constants, Lint can warn the caller.
Flags
One benefit of int over enum is that it is easier to implement
parameters and return values that represent a combination of values
rather than single values.
For example, there are a wide range of flags that you can put on an
Intent, like FLAG_ACTIVITY_CLEAR_TOP and FLAG_ACTIVITY_SINGLE_TOP.
An Intent can have zero, one, or several of these flags.
With an enum for those flags, you would need to be passing around
a Set of enum instances. With int values, though, you can use
bitfields, where each flag is assigned a bit within the int.
For example, FLAG_ACTIVITY_CLEAR_TOP is 0x04000000 and
FLAG_ACTIVITY_SINGLE_TOP is 0x20000000. Having both of
those on a single Intent is merely a matter of using a OR bit
operation:


yourIntent.setFlags(Intent.FLAG_ACTIVITY_CLEAR_TOP|FLAG_ACTIVITY_SINGLE_TOP)


This takes up a lot less space, and is more efficient from a CPU standpoint,
than a Set of enum values. However, once again, type safety becomes
a problem.
@IntDef also supports a “flag” mode, where Lint will validate that
the value passed in is comprised of the designated constants, either
used individually or in combination using boolean bit operators. For
example, perhaps we can support several possible flash modes in a
camera API, and the caller can indicate the various modes of interest
using flags:


@IntDef(flag=true, value={
  FLAG_OFF,
  FLAG_ALWAYS,
  FLAG_ON,
  FLAG_REDEYE
})
@Retention(RetentionPolicy.SOURCE)
public @interface FlashModeOptions {}


Now, methods and parameters annotated with @FlashModeOptions will
be validated to ensure they are passing valid flags and combinations
of flags.
Does It Null?
The @NonNull annotation can be used for parameters that are not
allowed to be null. If, at compile time, the caller is clearly
passing a null value, the caller will be warned.


public void doSomethingContextual(@NonNull Context ctxt) {
  // do work here
}


This could also be used on methods where you are sure that the
return value cannot be null. This is particularly important with
abstract methods, methods you expect other developers to override,
callbacks, and the like — putting @NotNull on return values for
those methods indicate that you are requiring that the implementer
not hand you back a null value.
Conversely, the @Nullable annotation can be used on methods that
explicitly can return null as valid value:


@Nullable
public Context getContextIfWeHaveOne() {
  // do work here

  return(result);
}


Any caller of getContextIfWeHaveOne() will get a Lint warning,
pointing out that they need to check for null results. That warning
will remain there until the developer suppresses it or, in Lint’s
estimation, appears to check the result for a null value and handle
that case.
This can be used to help find @NonNull violations elsewhere, by
helping Lint see where things might be null.
Data Validation
A variety of other annotations can be used for checking parameter
values at compile time, to perhaps catch bugs earlier.
Size
For parameters and return values that implement java.util.Collection –
such as ArrayList, you can use the @Size annotation to provide some
compile-time guidance with regards to your expectations for that
collection. This also works for ordinary Java arrays.
A simple number in the @Size annotation means you are expecting
exactly that number of items in the collection, no more, no less:


public void growPair(@Size(2) ArrayList<String> values) {
  // do something
}


You can use min and max to constrain the size, without tying it
down to a particular value:


public void sortInPlace(@Size(min=1) List<Comparable> unsorted) {
  // do a sort
}

public @Size(min=1, max=6) float[] getReading(SensorEvent e) {
  return(e.values);
}


Occasionally, you might have a collection that does not have a specific
size, but the size it does have has to be evenly divisible by some
number. For that, there is the multiple option:


@RequiresPermission(Manifest.permission.VIBRATE)
public void shakeItOff(@Size(multiple=2) long[] vibrationPattern) {
  // use Vibrator system service
}


Ranges
@IntRange and @FloatRange help validate that the annotated value
lies within a particular range of values. The range is inclusive:
values equal to the ends of the range are assumed to be valid.
These work somewhat like @Size, except they directly examine a
value, instead of examining the length of a collection or string.


public void howManyRoadsMustAManWalkDown(@IntRange(from=0,to=42) int roads) {
  // do something involving a towel
}


Colors
If you have a method that expects a color resource ID as a parameter
or return value, use the @ColorRes annotation, as noted previously.
However, more often than not, you will be expecting colors, not
color resource IDs, to give the other developers flexibility about
where the colors come from. In that case, @ColorInt will help identify
parameters and return values that are expected to be actual ARGB colors,
not just arbitrary integers. In particular, this will catch when
somebody tries using a color resource ID where you expect an actual
color.
Thread Validation
If a method needs to be invoked on a certain type of thread (e.g.,
a background thread), you can use annotations to try to catch that
sort of bug.
The simple one is @WorkerThread, which indicates that the method
needs to be called on a background thread. If Lint thinks that the
method is being invoked from something else (e.g., the main application
thread), it will flag the caller with a warning.


@WorkerThread
public void thisIsGoingToTakeLikeForEVER() {
  // do something tedious
}


There are two possible converse annotations: @MainThread and
@UiThread. In one bit of documentation,
Google says they are interchangeable.
In another bit of documentation,
Google tries to point out a disparity between them

There is one and only one main thread in the process. That’s the @MainThread. That thread is also a @UiThread. This thread is what the main window of an activity runs on, for example. However it is also possible for applications to create other threads on which they run different windows. This will be very rare; really the main place this distinction matters is the system process.﻿ Generally you’ll want to annotate methods associated with the life cycle with @MainThread, and methods associated with the view hierarchy with @UiThread. Since the @MainThread is a @UiThread, and since it’s usually the case that a @UiThread is the @MainThread, the tools (lint, Android Studio, etc) treat these threads as interchangeable, so you can call @UiThread methods from @MainThread methods and vice versa.


Roughly speaking, if the method has to be run on the main application
thread for lifecycle reasons, use @MainThread. If the method has
to be run on a UI thread to avoid “cannot modify views from a non-UI thread”
sorts of errors, use @UiThread. And, if you’re not sure, flip a coin.
Other Annotations
If you have a protected or public method in a class that might
be subclassed, and you want to help ensure that if the method is
overridden that the developer calls through to your superclass
implementation, use @CallSuper.
(note: this annotation will not call a building superintendent; it
will only be honored by Superman if your name is on the whitelist,
e.g., Lois Lane)


@CallSuper
protected int heyDontForgetAboutMe() {
  // do something

  return(somethingToo);
}


@CheckResult allows you to nag any caller of your method, to ensure
that they actually look at the value you return, rather than
ignore it. 
